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Abstract

Anomaly Detection is a critical task in computer vision with numerous real-world applica-
tions. While traditional anomaly detection methods have achieved significant progress, the
challenge of continual learning—where models must adapt to new data while retaining previ-
ously learnedknowledge—remainsunderexplored. This thesis investigatesPixel-LevelAnomaly
Detection inContinual Learningusing the STFPMmodel. An in-depth analysis of theMVTec
Anomaly Detection dataset for STFPM is conducted, offering valuable insights. The perfor-
mance of STFPM is then evaluated in the continual learning scenario. Based on these results,
a more efficient architecture than STFPM, called PaSTe, is tested for the first time in the con-
tinual learning setting. Furthermore, to reduce memory requirements, a Compressed Replay
approach is adopted. This approachminimizes thememory occupied by the replay bufferwith-
out compromisingmodel performance, enablingmore efficient and scalable anomaly detection
in resource-constrained environments.
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1
Introduction

Visual anomaly detection is a major challenge in modern computer vision, with applications
in quality control, security, and automated inspection systems. It focuses on detecting irregu-
larities or defects in images and videos, often requiring pixel-level precision to identify subtle
deviations from normal patterns. Typically, this task is approached using unsupervised learn-
ing, which avoids the costly and time-consuming process of collecting pixel-level anomaly la-
bels. While deep learning has shown exceptional performance in this field, significant chal-
lenges arise when these methods are applied in continual learning scenarios or deployed on
resource-constrained edge devices.

Continual learning requires models to learn new tasks without forgetting previously ac-
quired knowledge, a challenge known as catastrophic forgetting. This problem is particularly
difficult in anomaly detection, where detecting subtle and unique anomalies requires retaining
task-specific knowledge across diverse objects. Additionally, deploying suchmodels on edge de-
vices introduces constraints on memory and computational resources, demanding innovative
solutions for scalable and efficient learning.

Thefirst objective of this thesis is to develop amemory-efficient approach for continual learn-
ing in visual anomaly detection. This approach aims tominimize catastrophic forgetting while
maintaining high detection accuracy, addressing the practical requirements for edge deploy-
ment, including reduced memory usage, faster inference, and efficient processing. Current
research in this field often prioritizes performance while overlooking critical constraints like
memory and computation.
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To address these challenges, this thesis proposes a Compressed Replay strategy that stores
latent feature representations instead of raw data, significantly reducing memory usage com-
pared to traditional Replay methods. The approach integrates the PaSTe [3] architecture (an
optimized version of STFPM [4] for edge deployment) with theMCUNet-in3 [5] lightweight
backbone network to enhance computational efficiency. Experiments using 10 object cate-
gories from the MVTec Anomaly Detection dataset [6], presented sequentially, demonstrate
that Compressed Replay matches the performance of traditional Replay methods while
reducing memory requirements and effectively managing forgetting (Table 5.3).

The second objective is to analyze the MVTec Anomaly Detection dataset and the STFPM
model to gain valuable insights, as exploratory data analysis is often overlooked in unsupervised
image and pixel-level anomaly detection methods. This analysis examines features extracted
from different layers of the STFPM framework, identifying key features responsible for gener-
ating accurate anomaly maps and offering a deeper understanding of model behavior.

Tests are also conducted to explore feature importance by visualizing them on the original
anomaly-free training objects. This analysis reveals more meaningful patterns by focusing on
the most important features for each patch of the feature maps, reducing noise, and highlight-
ing regions where the model focuses most. It also identifies the most discriminative features
for anomaly detection and shows howdifferent layers behavewhen assigning importance to the
same locations. The study further evaluates whether using only themost important features to
compute anomaly scores canmaintain strongperformance. Results indicate that preserving the
top 20% of features in the fine-tuning approachwithin the STFPM framework achieves nearly
the same detection performance as retaining all features (Table 4.3). This not only maintains
accuracy but also significantly reduces the dimensionality of the features, improving efficiency.

The structure of this thesis is as follows:

• Chapter 2 provides an overview of visual anomaly detection algorithms, discusses com-
monly used evaluation metrics, and reviews the continual learning framework.

• Chapter 3 describes the MVTec Anomaly Detection dataset used in this study.

• Chapter 4 presents the exploratory data analysis conducted on the MVTec Anomaly
Detection dataset for the STFPM approach, explaining implementation and findings.

• Chapter 5 introduces the adaptation of the PaSTe framework for the continual learn-
ing scenario and describes the CompressedReplay strategy, along with the experimental
setup and results.

• Chapter 6 summarizes the insights and results, providing directions for future research.

2



2
RelatedWorks

2.1 Anomaly detection

Anomaly detection has emerged as a crucial component in modern data analysis, focusing on
identifying patterns or data points that deviate significantly from expected behavior. These
deviations, often called anomalies or outliers, can signal critical events that require immediate
attention, such as security breaches, equipment failures or unusual medical conditions. The
importance of detecting such anomalies spans numerous fields, including finance (e.g. fraud
detection), cybersecurity (e.g. intrusion detection), healthcare (e.g. early diagnosis of rare dis-
eases), and industrial quality control (e.g. fault detection in manufacturing).

The fundamental challenge in anomaly detection lies in the inherent imbalance in real-world
scenarios. Normal patterns occur frequently and are well-understood, while anomalous cases
are rare and diverse in nature. Unlike standard classification tasks, where classes are well repre-
sented, anomalies often lack clear definitions and can exhibit substantial variation in how they
manifest. This imbalance has pushed researchers to develop increasingly sophisticated meth-
ods in anomaly detection, each tailored to different types of data, anomaly frequency and the
availability of labeled examples.

Traditional approaches have typically relied on statistical techniques. Thesemethods assume
a normal distribution of data and flag points that fall outside predefined thresholds (z-scores or
confidence intervals). However, these approaches may struggle in complex, high-dimensional
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data, where relationships between variables are non-linear or where normal behavior evolves
over time.
With the rise ofmachine learning, anomaly detectionmethods have becomemore adaptable

and powerful. These methods are categorized into 3 macro areas: supervised, semi-supervised,
and unsupervised.
Supervised anomaly detection involves training themodelwith labeled data, where anoma-

lies and normal instances are clearly defined. Thesemethods generally performwell but require
large amounts of labeled data, a limitation in real-world scenarios where anomalies are rare and
costly to label. Algorithms used in supervised anomaly detection include decision trees, sup-
port vector machines (SVMs), and neural networks.
Semi-supervised anomaly detection leverages both normal samples and a limited number

of known anomalies during training, improving detection by capturing some of the irregulari-
ties that anomalies present. However, relying on a small set of observed anomalies can lead to
overfitting, which affects the model’s ability to generalize to novel, unseen anomalies. To ad-
dress this, methods have been developed to create synthetic (pseudo) anomalies and categorize
different types of anomalies for more specialized detection, such as DRA [7], PRN [8], BiaS
[9], and BGAD [10].
Unsupervised anomaly detection does not require labeled anomaly data, focusing only on

modeling normal behavior fromnormal samples. The primary goal is to create a representation
of normality so that any significant deviation can be flagged as an anomaly.

As data grows in volume and complexity, deep learning models have become increasingly
powerful tools for AD, especially in handling high-dimensional data with complex structures.
These approaches have proven particularly impactful in fields like computer vision and nat-
ural language processing, where anomalies are often not simple outliers but subtle variations
within complex patterns. Deep learning excels in such cases by capturing spatial features and
hierarchical relationships within the data.

However, deep learning is not a one-size-fits-all solution. While these models often achieve
high performance, they also come with significant drawbacks. Training deep learning models
can be computationally intensive, requiring hours or even days to achieve optimal results, and
they typically rely on expensive GPU resources. Such costs can be prohibitive for applications
with limited budgets or resource-constrained devices. Additionally, deep learning models de-
mand substantial memory, computational power, and large datasets to generalize effectively,
making them less feasible in low-resource settings.

Selecting the right approach for anomaly detection depends on the specific domain, envi-
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ronment, and available resources. For instance, when dealing with structured, tabular data, tra-
ditional machine learning techniques like Isolation Forests [11] are oftenmore suitable. These
methods are highly efficient in both computational resources and performance, making them
ideal for applications such as fraud detection, where they can analyze transactional data to iden-
tify unusual spending patterns. They are also valuable for monitoring network traffic, captur-
ing abnormal patterns in network logs, or identifying anomalies in time-series data from equip-
ment sensors to enable early fault detection.

A consistent challenge in anomaly detection, regardless of the model used, is interpretabil-
ity. To address this, researchers have developed various frameworks to shed light on howmod-
els make their decisions. For example, SHAP [12] (SHapley Additive exPlanations) and LIME
[13] (Local Interpretable Model-agnostic Explanations) provide insights into model predic-
tions in away that is accessible and generalizable across differentmodels. AcME-AD [14] offers
model-agnostic interpretability optimized for computational efficiency in anomaly detection.
Additionally, methods likeDIFFI [15] (Depth-based Isolation Forest Feature Importance) and
ExIFFI [16] (Extended Isolation Forest Feature Importance) are specifically tailored to explain
predictionsmadeby IsolationForests, enablingusers to understandwhich features contributed
most to identifying anomalies.

2.1.1 Unsupervised Visual Anomaly Detection

This thesis centers on Visual Anomaly Detection (VAD), a computer vision task that involves
not only identifying images with anomalies but also locating the specific pixels that cause them.
VAD iswidely applicable across domains such as healthcare, autonomous driving, security, and
manufacturing, where detecting anomalies is critical for safety, security, and operational effi-
ciency.

A binary output, indicating simply whether an image is anomalous or not, is often inade-
quate for practical use. In response, recent advancements have refined model predictions to
achieve pixel-level precision. This fine-grained localization is invaluable in complex environ-
ments, where identifying the exact location of an anomaly provides actionable insights.

This thesis specifically addressesunsupervised pixel-level visual anomaly detectionwithin
the industrial sector. This unsupervised approach is advantageous because it allows the model
to detect subtle irregularitieswithout requiring labeled anomaly data, which canbe particularly
costly at the pixel level.

Mostpixel-level anomalydetectionmethods fall into twoprimary categories:: Reconstruction-
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Figure 2.1: Overview of DRAEM method.

based methods and Feature Embedding-based methods.
Reconstruction-based methods are designed to learn the distribution of normal images

during training. At test time, images with anomalies are expected to show higher reconstruc-
tion errors compared to normal images. Architectures commonly used for this approach in-
clude autoencoders, variational autoencoders, and generative adversarial networks. The idea
is that autoencoders, trained on normal data, will ignore details not seen during training, thus
reconstructing the image without defects. However, these models sometimes accidentally re-
construct defects, which can limit their ability to distinguish between normal and anomalous
images. Moreover, operating at the image level rather than the feature level is computationally
demanding and often requires larger architectures. This added complexity can lead to lower
performance compared to feature-based methods.

An example of reconstruction-based approach designed to improve anomaly detection by
addressing limitations in generative AD methods is DRAEM [17] (Discriminatively Trained
Reconstruction Anomaly Embedding Model). Traditional generative models trained only on
normal data lack discriminative power, as they aren’t optimized to detect anomalies directly.
DRAEMovercomes this by trainingwith synthetic anomalies to guide themodel toward learn-
ing a broader range of anomaly patterns. It combines both original and reconstructed data in
a joint representation 2.1, helping to reduce overfitting to synthetic examples and improving
generalization to real-world anomalies.
Feature Embedding-basedmethods take a different approach by leveraging the embedding

representations of images generated by a pre-trained model, rather than working directly with
image data. This family can be divided into threemain subcategories: (i)Teacher-Studentmod-
els, (ii)Normalizing Flowmodels, and (iii)Memory Bankmodels.
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Teacher-Student models

Teacher-studentmodels utilize the knowledge andcapabilities of awell-trained “teacher”model
to guide amore compact “student”model. Akey benefit of thesemodels is their capacity to cap-
ture detailed semantic and contextual information about normal patterns. The teacher model,
typically a large, high-performance neural network, is pre-trained on a substantial dataset of
normal images, allowing it to understand the visual features and relationships that define the
target domain. This knowledge is then distilled and transferred to the student model, enabling
it to make accurate anomaly judgments while remaining more computationally efficient.

TheSTFPM [4] (Student-TeacherFeaturePyramidMatching)method leverages this teacher-
student framework to effectively model the feature distribution of normal training images.
Here, a pre-trained ResNet-18 [18] network (trained on ImageNet [19]) acts as the teacher,
while the student network, initialized with random parameters, uses the same architecture to
minimize information loss. During training, the student learns to replicate the teacher’s feature
representations on normal images through feature-based knowledge distillation.

To capture anomalies at different scales, STFPMuses a feature pyramid approach, extracting
multi-level features from both teacher and student networks (Fig. 2.2). Lower layers provide
high-resolution, low-level details, while upper layers contain lower-resolution but more con-
textual information, essential for detecting a variety of anomaly types and sizes. Specifically,
STFPM employs the first three blocks of ResNet-18 as the pyramid feature extractors for both
the teacher and student networks.

The student is trained by minimizing the L2 distance between the normalized feature vec-
tors of the student and teacher at each spatial location within the feature maps. The overall
loss is computed as the average across spatial locations and weighted equally across pyramid
scales. Only the student network’s parameters are updated, keeping the teacher fixed through-
out training.

During inference, the anomaly score is derived from the differences in the feature pyramids
between the student and teacher. Thefinal anomalymap is generatedby combiningupsampled
maps fromeach feature pyramid level. Themaximumvaluewithin thismap serves as the overall
anomaly score for the image, indicating the presence and location of any irregularities.
EfficientAD [20] is a teacher-student-based anomaly detection model built for rapid, accu-

rate anomaly detection in visual data. Designed to achieve real-time performance, EfficientAD
is particularly suited for applications needing millisecond-level latency, such as those on edge
devices with limited computational resources.
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Figure 2.2: Overview of STFPM method.

While STFPM focuses on detailed, multi-scale feature matching between teacher and stu-
dent embeddings, EfficientAD optimizes for both speed and accuracy. It reduces computa-
tional demands by utilizing a more streamlined feature extractor known as the Patch Descrip-
tion Network (PDN) for both teacher and student models. Rather than comparing dense,
high-dimensional embeddings, this approach selects only the most relevant spatial features,
minimizing processing time without sacrificing detection accuracy.

EfficientADfurther enhances speedwith an efficient embeddingmatchingprocess that avoids
unnecessary complexity. To maintain high accuracy in anomaly localization, the model incor-
porates adaptive thresholding, allowing it to adjust its sensitivity dynamically based on anomaly
intensity across images. This approach ensures that EfficientAD remains highly accurate while
keeping computational overhead low.

Additionally, EfficientAD integrates an autoencoder to address logical anomalies, such as
objects that are out of place within a scene 2.3. This component expands the model’s ability to
detect not only visual irregularities but also contextual anomalies, further increasing its appli-
cability across diverse settings.
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Figure 2.3: Overview of the EfficientAD method on two test images from the MVTec Loco dataset [1]. In the left image, a
foreign object (metal washer) is detected as an anomaly due to differences in the student and teacher outputs. In the right

image, a logical anomaly (an additional cable) is identified because the autoencoder fails to reconstruct both cables
accurately, causing a difference with the student’s output. “Diff” indicates the average squared difference across feature
maps, and pixel anomaly scores are obtained by resizing anomaly maps to the input image using bilinear interpolation.

Normalizing Flowmodels

Normalizing Flowmodels rely on transforming complex data distributions into simpler,more
tractable forms (e.g. Gaussian distributions) through a series of invertible mappings. This
method enables these models to learn a precise representation of the normal feature distribu-
tion, capturing even subtle variations that define normal patterns in high-dimensional spaces.

In Normalizing Flow models, the sequence of transformations is fully invertible, allowing
themodel tomap complex input features to a known, easy-to-evaluate probability space. Once
trained on normal data, the model can calculate the likelihood of new feature representations.
Data points that align with the learned normal distribution will have high likelihoods, while
outlierswill show lower likelihoods, signaling potential anomalies. This probabilistic approach
provides a solid, mathematical basis for anomaly detection, making Normalizing Flowmodels
well-suited to scenarios requiring reliable detection across diverse, high-dimensional data.

Amajor advantage of Normalizing Flowmodels is their direct likelihood estimation, which
simplifies anomaly scoring. Additionally, the invertible nature of these transformations en-
hancesmodel interpretability bypreservingdata relationships acrossmappings, allowing anoma-
lies to be traced back to specific input patterns.

However, one drawback is the significant memory and computation required to store and
train a Normalizing Flowmodel, which limits its feasibility for edge devices.
FastFlow [21] is a Normalizing Flow-based model designed specifically to address the com-

putational challenges in anomaly detection, making it more efficient and scalable. It adapts
the core principles of Normalizing Flow by leveraging pre-trained feature extractors, such as
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CNNs, to capture high-level features of input data while reducing computational demands.
Instead of directly applying the flowmodel to raw input images, FastFlow applies it to the fea-
ture embeddings from these pre-trained networks, allowing the model to focus onmeaningful
patterns in a more compact and manageable representation.
Trained on normal data, FastFlowmodels the distribution of normal features by transform-

ing them into a simpler, low-dimensional probability space. Anomalies are then detected based
on the likelihood of feature representations: normal data points yield high likelihoods, while
anomalies produce significantly lower ones. FastFlow retains the interpretability of Normaliz-
ing Flow models by preserving data relationships and provides quick, precise anomaly scoring
thanks to its optimized structure.
With these enhancements, FastFlow tries to achieve an effective balance between accuracy

and efficiency, making it particularly suitable for high-dimensional, real-time applications in
resource-limited environments, such as industrial and security contexts.

Memory Bank models

Memorybankmodels identify anomalies by comparingnewdata representations against stored
normal feature embeddings, rather than modeling the entire distribution of normal features.
This approach involves creating a memory bank that holds representative embeddings from
normal training data. During inference, features from new samples are compared to this mem-
ory bank, and anomalies are identified based on their degree of deviation from these stored
representations.

The process typically involves two stages: first, feature extraction, often using a pre-trained
network to capture meaningful patterns in normal data. Next, selected features are stored in
a memory bank, where techniques are applied to retain only the most relevant embeddings.
This approachminimizes memory usage while ensuring efficient comparisons during anomaly
detection.

Anomaly detection inmemory bankmodels relies on similarity measures, like nearest neigh-
bor or distance-based metrics, to evaluate how closely new features match the memory bank’s
entries. Samples falling outside the typical distance range of normal features are flagged as
anomalous,makingmemorybankmodels especially effective for detailed, instance-level anomaly
detection. This method offers the advantage of storing key features rather than modeling the
full distribution, balancing nuanced detection with memory efficiency.
PaDiM [22] (PatchDistributionModeling) is amemory bank-based approach that captures

the normal distributionof features at a fine-grained, patch level. During training, PaDiMstores
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Figure 2.4: Overview of PaDiM method.

feature distributions from small patcheswithinnormal images, learning from these local details.
It uses pre-trained CNNs to extract multi-scale feature embeddings from overlapping patches,
then records each patch’s features as multivariate Gaussian distributions capturing both mean
and covariance values for each normal patch in the memory bank (Fig. 2.4 ). This enables
PaDiM to model normal variability within small regions, enhancing its sensitivity to subtle,
fine-grained anomalies.

During inference, the model compares each patch in a test image to the stored Gaussian
parameters in the memory bank. A test patch that deviates significantly from the stored distri-
bution is flagged as anomalous. This approach enables PaDiM to pinpoint the exact location
of anomalies at a pixel level, as each patch is analyzed individually. The Mahalanobis distance
is often used as a similarity metric to quantify the deviation of a test patch from normal feature
distributions, offering a robust measure for distinguishing anomalies from typical features.
PatchCore [23] builds on the memory bank concept for anomaly detection but introduces

a streamlined method focused on memory efficiency and high accuracy. Unlike approaches
like PaDiM, which model the statistical distribution of normal patches using Gaussian param-
eters, PatchCore targets aminimalmemory footprint whilemaintaining high recall and precise
anomaly localization.

The key innovation in PatchCore is core-set sampling. Instead of storing every patch fea-
ture from normal images, PatchCore selects only the most representative embeddings using a
core-set selection strategy. This significantly reduces memory usage, making PatchCore well-
suited for large-scale and resource-constrained applications without compromising anomaly
detection accuracy.

PatchCorefirst employs apre-trainedmodel to extract embeddings fromoverlappingpatches
within each image. After applying core-set sampling, it stores only these selected features in a
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Figure 2.5: Overview of PatchCore method.

memory bank, effectively reducing the dimensionality of the stored data (Fig. 2.5). During
inference, patches from a test image are compared against the core-set features using nearest-
neighbor search, where the distance between a test patch and its closest matching feature pro-
vides the anomaly score.

Unlike PaDiM’s Gaussian modeling, PatchCore’s similarity search can capture a broader
range of anomalieswithout storing or estimating complex distributions, achieving efficient and
adaptable anomaly detection across various settings.

CFA [24] (Coupled-hypersphere-based Feature Adaptation) introduces a unique approach
to memory bank-based anomaly detection, focusing on target-oriented anomaly localization.
While PaDiM emphasizes statistical modeling and PatchCore prioritizes memory efficiency,
CFA stands out by structuring features within coupled hyperspheres to create a clear separa-
tion between normal and anomalous features in the embedding space.

CFA’s main idea is to map feature embeddings into a series of coupled hyperspheres, each
representing a compact region that bounds normal features 2.6. By keeping normal data tightly
clustered within these spherical regions, CFA minimizes overlap between normal and anoma-
lous spaces, making the model more sensitive to subtle anomalies. This approach contrasts
with PatchCore’s core-set sampling, as it prioritizes precise boundary formation rather than
memory reduction.

During inference, embeddings from test patches are evaluated by their distance from the
nearest hypersphere boundary. Anomalies are detected based on the degree to which test em-
beddings fall outside or deviate significantly from the hyperspheres.

By focusing on precisely adapted, target-oriented boundaries, CFA achieves high recall and
accurate localization, making it especially suitable for applications that demand clear delin-
eation between normal and abnormal patterns.
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Figure 2.6: Overall structure of CFA method.

2.1.2 EvaluationMetrics for Visual Anomaly Detection

Evaluating the performance of anomaly detection methods is essential to understanding their
effectiveness in identifying anomalies accurately and efficiently. In the visual anomaly detec-
tion domain, evaluation metrics generally fall into two categories: image-level and pixel-level
metrics. Image-level metrics measure whether an entire image is classified as normal or anoma-
lous, providing a broad overview of detection accuracy. Pixel-level metrics, on the other hand,
assess the precision of the model in identifying specific anomalous regions within an image,
giving a finer assessment of how well the model localizes anomalies.

Among thewidely usedmetrics are theROCAUC (ReceiverOperatingCharacteristicArea
Under the Curve) and the f1 score, both of which are applicable to both image-level and pixel-
level evaluation. Forpixel-level anomalydetection, additionalmetrics like thePRO (Per-Region-
Overlap) metric are often used. The PROmetric is valuable because it addresses an important
limitation of simpler per-pixel metrics: by giving equal weight to all ground-truth regions, re-
gardless of their size, it prevents larger regions from overshadowing smaller but equally impor-
tant anomalous areas [25]. This ensures a more balanced evaluation, reflecting the model’s
ability to capture all anomalous regions.

Given the frequent class imbalance inVisualAnomalyDetection, where normal pixels vastly
outnumber anomalous ones, the f1 pixel-levelmetric is particularly useful. Thismetric handles
imbalance effectively, capturing the model’s precision and recall in locating anomalies within
normal data. Its strictness also makes it a reliable metric; high performance on f1 at the pixel
level generally correlates with strong performance across other evaluation measures.

Another important consideration in evaluating ADmethods is thememory footprint. This
measures the memory required by the AD system, including both the feature extractor and
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any additional components like memory banks (for PatchCore, PaDiM, and CFA) or auxiliary
networks (such as the student model in STFPM or PatchDescriptor in CFA). This aspect is
crucial in practical deployments, especially in resource-constrained environments, as it directly
impacts the feasibility and efficiency of deploying ADmodels in real-world applications.

ROCAUC

TheROC (ReceiverOperatingCharacteristic) curve and theAUC (AreaUnder theCurve) are
key metrics for evaluating anomaly detection models. The ROC curve plots the true positive
rate against the false positive rate across various classification thresholds, illustrating themodel’s
ability to distinguish between normal and anomalous instances. The ROCAUC value, a sum-
mary of this curve, reflects overall performance, with a score of 1 indicating perfect discrimina-
tion. ROC AUC is particularly valuable for imbalanced datasets, as it evaluates performance
independently of specific thresholds, making it ideal for comparing different algorithms on
their discriminatory power.

PRO-score

ThePRO (Per-region-overlap) score is ametric that treats ground-truth regions of varying sizes
equally, unlike per-pixel metrics, where one large correctly segmented area can mask errors in
smaller regions. To calculate PRO, anomaly maps are thresholded to create binary predictions
for eachpixel. Then, for each ground-truth region, the percentage of overlapwith thepredicted
anomaly region is computed. This metric provides a balanced evaluation, ensuring that both
large and small regions contribute equally to the final score.

Precision and recall

Precision and recall are key metrics for evaluating pixel-level performance in image tasks. Pre-
cisionmeasures the accuracy of positive predictions, indicating the proportion of correctly clas-
sified positive pixels among all pixels predicted as positive. Recall, on the other hand, captures
the model’s ability to detect all true positive pixels by measuring the proportion of correctly
identified positive pixels out of all actual positives. These metrics are especially useful in class-
imbalanced situations, as they provide insights into both the accuracy and completeness of the
model’s positive predictions.
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F1 score

The f1 score combines precision and recall into a single metric using their harmonic mean,
providing a balanced assessment of amodel’s ability tomake accurate positive predictionswhile
capturing all true positives. It is especially valuable in imbalanced datasets, as it accounts for
both false positives and false negatives. A high f1 score indicates that the model achieves both
strong precision and recall, whereas a lower f1 score suggests an imbalance between these two
aspects.

2.1.3 Visual Anomaly Detection at the edge

Visual AnomalyDetection (VAD) at the edge brings unique challenges and opportunities com-
pared to traditional VAD approaches, which often prioritize detection accuracy without ad-
dressing constraints on memory, inference time, and computational power. In real-world ap-
plications, VADmodels are increasingly deployed on edge devices (such as mobile or industrial
IoT devices) where resources are limited, making it difficult to implement large and complex
deep learning models. Most VAD research has focused on feature-based methods, relying on
large pre-trained models, like WideResNet50 [26], to achieve high accuracy. However, such
heavymodels are often impractical for edge environments due to their highmemory usage and
processing demands.

To enable VAD on edge devices, research has begun exploring more lightweight alterna-
tives. One approach is to replace large feature extractors with smaller, efficient architectures
that produce compact yet informative representations suitable for detecting anomalies. These
lightweightmodels reducememory requirements and computational load, making themmore
suitable for resource-constrained environments. For instance, models like PatchCore do not
require training, which minimizes setup time and power consumption, though they do need
memory to store normal training patches. Other methods, such as CFA and STFPM, offer ad-
ditional optimizations by requiring fewer parameters or bypassing memory banks, leading to
quicker and more efficient edge deployments.

Adapting VAD for edge deployment involves balancing detection accuracy with practical
constraints by using efficient models that maintain robust anomaly detection capabilities with
minimal resource consumption. This approach is essential for enabling reliable VAD in real-
time, resource-limited scenarios.
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(a) STFPM (b) PaSTe

Figure 2.7: Comparison of the original STFPM and PaSTe methods. The figure illustrates how feature maps from the
Teacher (denoted as FT) and Student (denoted as FS) are compared across the two methods.

PaSTe method

ThePaSTe [3] (Partially SharedTeacher-Student)method is anoptimizedversionof the STFPM
[4] (Student-Teacher Feature Pyramid Matching) approach, designed to make visual anomaly
detection (VAD)more efficient on edge devices by reducingmemory and computational needs.
In the original STFPM setup, a teacher network, usually pre-trained, and a student network
process an image. The student network learns to replicate the teacher’s outputs, and their
feature maps are compared across layers to identify discrepancies that may indicate anomalies.
However, STFPM is resource-intensive since both networks need to be fully loaded inmemory,
with backpropagation required across all layers.

PaSTe addresses these limitations by optimizing STFPM to further cut down memory and
computational requirements. Insteadof comparing features fromthe initial layers,whichmainly
capture generic details, PaSTe focuses on intermediate layers that are more relevant for detect-
ing specific anomalies. By freezing and sharing the initial layers between the teacher and student
networks (Fig. 2.7), PaSTe minimizes memory use and reduces inference time. This shared
setup is possible because the initial layers provide foundational, low-level features that, while
granular, are not crucial for anomaly detection performance. Only the latter layers of the stu-
dent network are trained, significantly reducing RAM and computational demands during
training.

To evaluate PaSTe’s effectiveness, feature extractor models tailored for edge deployment
(such as MobileNetV2 [27], MCUNet [5], PhiNet [28], and MicroNet [29]) were used. Se-
lecting optimal layers for feature extraction is essential since different layers capture different
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feature levels: lower layers provide fine-grained, low-level features, while higher layers capture
more complex, dataset-specific patterns but with less detail. PaSTe uses a set of layers chosen
for their similarity in MAC (Multiply–Accumulate Operations) usage to the heavier STFPM
backbone, WideResNet50. For instance, in MobileNetV2, layers 3, 8, and 14 roughly corre-
spond in MACs to the first three layers of WideResNet50, but since PaSTe freezes the first
layers, a deeper group (layers 7, 10, and 14) is used to balance memory sharing and effective
feature extraction.

Tests withMobileNetV2 showPaSTe achieves a notable reduction in training resources over
STFPM: a 24.9% decrease in inference MACs, a 33.3% cut in training computation, and a
76.2% reduction in RAM usage during training, while maintaining nearly the same anomaly
detection performance. PaSTe’s selective freezing and sharing of initial layers deliver these effi-
ciency gains, making it a more scalable choice for VAD on edge devices.

2.2 Continual learning

Continual learning (CL) is a machine learning approach designed to enable models to learn
and adapt over time, integrating new knowledge while preserving what was previously learned.
Unlike traditional machine learning, where models are trained on fixed datasets, CL is tailored
for real-world applicationswhere data distributions can shift, and new tasksmay appear contin-
uously. This adaptability is especially valuable in fields like robotics and autonomous systems,
where agents must continuously learn from their environment without forgetting previously
learned behaviors.

One of the main challenges in CL is catastrophic forgetting, where learning new tasks can
degrade a model’s performance on earlier ones. This issue is tied to the stability-plasticity
dilemma: plasticity refers to the model’s ability to incorporate new knowledge, while stabil-
ity refers to its ability to retain prior knowledge. An effective CL solution should minimize
forgetting, require low memory usage, and be computationally efficient.

To address catastrophic forgetting, the literature suggests that experience replay, which in-
volves replaying a selection of past data during training, is one of the most effective methods
for tasks like image classification [30, 31, 32, 33]. However, it’s important to recognize that
the success of one approach may not directly translate to other domains. For example, while
replay-based methods such as experience replay work well for image classification, they may be
less suited to tasks like object detection. In such cases, distillation-basedmethods like Learning
without Forgetting [34] (LwF) can be more effective, as they help retain knowledge by trans-
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ferring learned features across tasks [35].
CLmethods are generally grouped into threemain categories. First, replay-based approaches

retain knowledge by replaying selected past data, making them particularly useful in settings
like image classification. Second, regularization-based approaches help preserve critical param-
eters from previous tasks through constraints, improving stability. Lastly, architecture-based
approaches adapt the model’s structure dynamically, allocating resources for new tasks with-
out overwriting prior knowledge. Together, these approaches enable CL to support continu-
ous adaptation in dynamic environments.

2.2.1 Replay-based methods

Replay-basedmethods are awidelyused approach inCL,designed tohelpmodels retain knowl-
edge fromprevious tasks byperiodically reintroducingpast data during training. This exposure
to older information is effective in reducing catastrophic forgetting, as it reinforces prior knowl-
edge while the model learns new tasks. Replay-based methods come in several variations, each
with its own balance of storage requirements and effectiveness.

One of the earliest and most effective forms is ideal replay, where all past data is stored and
replayedwhen a new task is introduced. This exhaustive approach is highly effective in prevent-
ing forgetting but requires significant storage and computational power, making it impractical
for many applications.

A more feasible alternative is replay, in which the model retains only a small subset of data
from previous tasks, reducing the storage burden. This method is computationally more effi-
cient than ideal replay but may be slightly less effective at preventing forgetting, as only limited
data is available from past tasks.
Generative replay offers a creative solution by using a generative model to produce syn-

thetic samples similar to those seen in previous tasks. Instead of storing actual data, the genera-
tive model produces examples that maintain the characteristics of past data, allowing the main
model to train on both new tasks and synthetic representations of past tasks. While genera-
tive replay reduces storage needs, it introduces additional computational demands, as training
a generative model can be resource-intensive.

Finally, compressed replay stores a compressed representationof previous data, significantly
reducing storage costs. Compressed data can take various forms, such as feature embeddings or
simplifieddata structures that capture essential informationwithout retaining full data samples.
This approach provides an efficient solution formemory storage, but the effectiveness depends
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on how well the compressed representations preserve key characteristics of past data, allowing
the model to recall its previous knowledge effectively.

2.2.2 Regularization-based methods

Regularization-based methods in CL help models retain knowledge from previous tasks by
adding a penalty term to the loss function. This penalty discourages changes to parameters asso-
ciated with earlier knowledge, thus reducing the likelihood of catastrophic forgetting. Unlike
replay-basedmethods, which rely on storing and replayingpast data, regularization-basedmeth-
ods donot require storing inputs,making themmore computationally efficient and suitable for
privacy-sensitive applications. However, they can sometimes be less effective than replay-based
methods at preventing forgetting.

There are two main types of regularization-based methods: data-focused and prior-focused
approaches.
Data-focused methods: these methods, such as Learning without Forgetting [34] (LwF),

use knowledge distillation from a previously trainedmodel to the currentmodel learning a new
task. This approach leverages outputs from the prior model as a form of guidance to maintain
previously learned patterns. Data-focused regularization is straightforward to implement and
computationally efficient. However, its success largely depends on the assumption that the
data distributions of past and current tasks are similar, which may not always hold in practice.
Prior-focused methods: these methods, such as ElasticWeight Consolidation [36] (EWC),

focus on preserving essential weights by penalizing changes to parameters deemed important
for previous tasks. EWC, for instance, estimates the importance of eachweight using the Fisher
information matrix, which captures the significance of weights based on prior tasks. Prior-
focused approaches are particularly useful when data distributions vary significantly between
tasks, as they enable themodel to selectively preserve crucial knowledge. However, they require
storing importance weights, which can increase computational demands.

The choice between data-focused and prior-focused regularization depends on specific re-
quirements such as the similarity between task distributions and available computational re-
sources.

LearningWithout Forgetting

The LwF [34] (Learning without Forgetting) method is a regularization-based approach for
CL that allows a convolutional neural network (CNN) to learn new tasks while preserving its

19



performance on previously learned tasks, all without needing access to original task data. This
makes LwF bothmemory-efficient and privacy-preserving, as it reduces the risk of catastrophic
forgetting (where learning new tasks overwrites prior knowledge) without storing past data.
Moreover, LwF requires no architecturalmodifications,making it easy to implement in existing
CNN frameworks.
LwF is based on knowledge distillation, a technique typically used to transfer knowledge

fromacomplexmodel (teacher) to a simpler one (student) byusing the teacher’s outputs, or soft
targets, to guide the student’s learning. In LwF, however, the CNN itself serves as both teacher
and student, using its predictions on prior tasks as soft targets to prevent forgetting. This is
accomplished by adding a distillation loss, which compares theCNN’s output on original tasks
before and after learning the new task, helping to preserve knowledge.

When training on a new task, LwF balances two loss components: the new task loss, which
optimizes the model for the current task, and the distillation loss, which minimizes deviations
in the outputs for prior tasks. This combined loss function keeps parameters for original tasks
stable, enabling the model to learn new information without disrupting previous knowledge.

Instead of retaining data from prior tasks, LwF relies on the model’s own predictions (soft
targets) from earlier tasks, capturing the probabilistic output distribution from the original
training. This approach maintains knowledge without the need for data storage, making it
especially suited to privacy-sensitive applications.

However, LwF assumes some similarity between old and new task distributions, as distilla-
tion can be less effective when tasks are highly dissimilar. In cases of significant distribution
differences, the method’s ability to retain performance on prior tasks may diminish, as the soft
targets may not contain sufficient information to fully prevent forgetting.

The LwF algorithm works as follows (Fig. 2.8): when a new task is introduced, the model
generates soft targets for the old tasks using its current state. During training, the loss function
is a combination of the cross-entropy loss for both the new task and prior tasks, along with
a regularization term that encourages the model to retain knowledge from earlier tasks while
adapting to the new one.

ElasticWeight Consolidation

The EWC [36] (Elastic Weight Consolidation) method is a regularization-based approach in
CL that helps neural networks retain knowledge from previous tasks when learning new ones
by selectively limiting changes to parameters critical for earlier tasks. Similar to Learning with-
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Figure 2.8: Overview of LwF method.

out Forgetting (LwF), EWC enables a model to adapt to new tasks while maintaining perfor-
mance on prior ones, without needing to store past task data.

EWC’s core idea is to identify and protect the parameters essential for past tasks, preventing
them from being significantlymodified during training on new tasks (Fig. 2.9). It achieves this
by adding a regularization term to the loss function that penalizes changes to importantweights.
EWCcalculates eachweight’s importanceusing theFisher informationmatrix, whichmeasures
howmuch each parameter contributes to minimizing the loss on previous tasks. For efficiency,
EWC often uses only the diagonal of the Fisher matrix, simplifying calculations while preserv-
ing key information about parameter importance.

When anew task is introduced, EWCadds a regularization term to the loss function topenal-
ize deviations in important weights. This regularization takes the form of a quadratic penalty,
where any deviation from a parameter’s value for previous tasks is penalized in proportion to
its importance. Themodel’s loss function for new tasks thus combines the loss for the new task
with the EWC regularization term, allowing the model to learn the new task while preserving
critical parameters from previous tasks.

Despite its advantages, EWC has some limitations. It requires storing the Fisher matrix for
each task, which can become computationally expensive as the number of tasks grows. EWC
also assumes that previous and new tasks share some structural similarities; otherwise, the reg-
ularization may be less effective. In settings with many tasks, the increasing number of stored
importance values and regularization terms can impact scalability.
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Figure 2.9: EWC preserves knowledge of Task A while learning Task B by selectively constraining important weights. In
parameter space, EWC optimizes for Task B (red arrow) without significantly impacting Task A, unlike standard gradient

descent (blue arrow) or uniform weight constraints like L2 (green arrow).

2.2.3 Architecture-based methods

Architecture-based approaches in CL address catastrophic forgetting by dynamically adjust-
ing the model’s structure to accommodate new tasks. Unlike replay-based and regularization-
based methods, which retain prior knowledge within a fixed architecture, architecture-based
methods expand or adapt the network itself. This strategy allows the model to allocate dedi-
cated resources to each task, minimizing interference between tasks and preserving knowledge
without needing to revisit old data or apply extra regularization.

There are several key types of architecture-based approaches, each with its own strategy for
handling new tasks.
Dynamic Expansionmethods add new neurons, layers, or modules to the network when a

new task is introduced. By creating dedicated sections for each task, dynamic expansion reduces
the risk of overwriting prior knowledge. Examples include Progressive Neural Networks [37]
and Dynamically Expandable Networks [38]. However, these methods may increase memory
and computational requirements as tasks accumulate, which can become impractical with a
large number of tasks.
Network Pruning and Reallocation involve modifying the network structure by identi-

fying and repurposing underutilized parts of the network for new tasks. These methods help
maintain amore compactmodel, though the challenge lies in safely identifyingwhich parts can
be reused without compromising performance on previous tasks. PackNet [39], for example,
uses pruning techniques to remove weights that are less important for previous tasks, freeing
up capacity for future tasks.
Modular approaches assign specific modules or subnetworks to each task, activating only

the relevant modules during inference. This allows each module to specialize in a particular
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task without interference from others. However, as the number of tasks grows, managing and
efficiently selecting the correct modules can become complex. Examples of this approach in-
clude Context-dependent Gating [40] and PathNet [41].
Parameter Isolationmethods allocate unique subsets of parameters within a shared model

for each task. By isolating critical parameters, these methods prevent forgetting, though they
may require methods for task-specific parameter selection or mask management. Techniques
include Hard Parameter Sharing, which designates specific weights to each task through mask-
based isolation, and Soft Parameter Sharing, which assigns weights probabilistically, allowing
for partial overlap.

Architecture-based methods are highly effective at reducing task interference, making them
well-suited for scenarios with diverse tasks or when continual adaptation to new domains is
required. However, these methods tend to increase model complexity and memory usage,
especially in dynamic expansion approaches. Additionally, parameter isolation and modular
methods require mechanisms for managing task-specific parameters or modules, adding to the
implementation complexity.

2.2.4 Continual Learning scenarios

In CL, there are three main scenarios:

• task-incremental learning

• domain-incremental learning

• class-incremental learning

Each scenario represents a unique way in which new information is introduced, affecting
howmodels need to adapt and retain knowledge across tasks.

In task-incremental learning, the model learns a series of distinct tasks, each with a specific
label or identifier available during both training and testing. This identifier tells the model
which task it is currently handling, allowing it to use this context for improved accuracy. Since
each task has its own unique distribution, themodel can apply task-specific strategies to reduce
interference between tasks. Because task labels are available at test time, this scenario typically
leads to lower levels of forgetting, as themodel can adapt its approach based on the known task.

In domain-incremental learning, task labels are not available at test time. The tasks share
the same set of labels (e.g., classes or categories) but are drawn from different domains or distri-
butions. For example, a model may need to recognize objects like dogs and cats across various
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environmental conditions, such as different lighting or weather situations. Themain challenge
in domain-incremental learning is to make the model adaptable to these shifts in distribution,
allowing it to handle new domains effectively without forgetting previous ones.
Class-incremental learning is considered the most challenging scenario in CL. In this set-

ting, the model continuously learns new classes over time but lacks access to task or class labels
during testing. The model starts with a limited set of classes and gradually expands its knowl-
edge as new classes are introduced. Unlike other scenarios, there are no task labels or domain
hints to assist the model in recognizing which classes it should focus on. Instead, the model
must correctly identify both previously learned and newly introduced classes, making it espe-
cially vulnerable to catastrophic forgetting. Research has shown [42] that in the absence of task
labels, regularization-based methods are ineffective, and that replaying representations of past
experiences is essential to address this challenge effectively.

2.2.5 Continual Learning techniques for Visual Anomaly De-
tection

Traditionally, anomaly detection models are trained on static datasets with fixed characteris-
tics. However, in real-world applications, data distributions evolve as environments, machin-
ery, or scenarios change over time. In CL for Visual Anomaly Detection (VAD), models must
learn to identify new types of anomalies while maintaining sensitivity to previously detected
ones, which requires strategies that both avoid catastrophic forgetting and adapt to emerging
anomaly types and classes.

Most existing research in this field has focused on image-level anomaly detection [43, 44, 45].
However, pixel-level anomaly detection is often more practical due to its advantages in inter-
pretability and root cause analysis, making it easier to explain predictions and analyze defect
origins.

In [46], several unsupervised pixel-level anomaly detection techniques were implemented
and adapted for the CL setting using replay-based methods. Specifically, the study explored
Replay, Compressed Replay (using Autoencoders to generate samples from prior tasks com-
bined with new data), and Generative Replay (using Variational Autoencoders or Generative
Adversarial Networks to generate past task images to merge with current data). The anomaly
detection approaches focused on reconstruction-basedmethods, includingConvolutional Au-
toencoder, Variational Autoencoder, Super-Resolution, and Inpaint. Experiments were con-
ducted on the MVTec AD dataset [6], with each object treated as a new task. Given the mem-
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Figure 2.10: Each plot illustrates an AD technique in a CL setting, showing the f1 pixel‐level metric over time, with each
point representing the average performance across all tasks seen to date.

ory demands ofReplay, the paper proposed SCALE, a novelmethod for high compression that
preserves image quality using Super-Resolution techniques. When combinedwith the Inpaint
ADmethod, SCALE achieves optimal results with significant memory savings.

Another important work in the field, and the foundation of this thesis, is [2]. This paper
examined different unsupervised pixel-level anomaly detection methods, both reconstruction-
based (DRAEM)and feature embedding-based (STFPM,EfficientAD,Padim, PatchCore,CFA,
and FastFlow). Each method was adapted to function within the CL setting, using the Replay
strategywhen feasible ormaking specificmodifications to the originalmethods forCL compat-
ibility. Comparisons were made with naive CL approaches: fine-tuning (sequential learning
on current task data only) as a performance lower bound, and joint training (simultaneous
training on all tasks) as an upper bound. The study assessed each method’s adaptability to CL,
susceptibility to forgetting, and suitability for CL applications, highlighting strengths, weak-
nesses, memory consumption, training time, and resilience to forgetting.

The graphical results of this study are shown in Fig. 2.10
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3
Dataset

3.1 MVTec Anomaly Detection dataset

TheMVTecAD(AnomalyDetection)dataset [6] serves as thebenchmark for this thesis project.
Widely used for developing and testing anomaly detection algorithms, MVTec AD offers a di-
verse collection of high-resolution images across 15 categories, including 5 types of textures
and 10 types of objects. With 3629 training and validation images and 1725 testing images, the
dataset provides a realistic and challenging set of normal and anomalous samples, making it
a valuable resource in the research community for assessing the robustness and generalization
capabilities of ADmodels.

The training set consists solely of defect-free images, while the test set includes both defec-
tive and non-defective samples. Anomalies in the dataset are varied, including scratches, dents,
holes, stains, and structural irregularities. In total,MVTecAD features 73 distinct defect types,
with around five per category. Each image is labeled as either normal or anomalous, and pixel-
level ground truth annotations precisely indicate defect locations, making it suitable for pixel-
level anomaly localization tasks. The high-resolution images (ranging from 700 × 700 to 1024
× 1024 pixels) were captured using industrial-gradeRGB sensors, which provide detailed, high-
quality representations that mimic real-world conditions in industrial inspections.

This thesis focuses specifically on the object categories within MVTec AD, particularly 10
selected classes relevant to the study’s objectives: hazelnut, bottle, cable, capsule, metal nut,
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Figure 3.1: Example images from the 5 texture and 10 object categories in the MVTec AD dataset. The top row displays
anomaly‐free images, the middle row shows examples with anomalies, and the bottom row provides close‐up views

highlighting the anomalous regions.
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pill, toothbrush, transistor, zipper, and screw. The pixel-precise ground truth annotations and
challengingnature ofMVTecADmake it an ideal benchmark for evaluating continual learning
and unsupervised pixel-level AD techniques.
Figure 3.1 provides visual representations of various categories along with examples of de-

fects.
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4
Exploratory Data Analysis of MVTec for the

STFPM approach

In many unsupervised image and pixel-level anomaly detection methods discussed previously
(Chapter 2), preliminary dataset analysis (known as Exploratory Data Analysis) is often over-
looked. This chapter addresses that gap by examining the MVTec Anomaly Detection dataset
[6], focusing specifically on aspects relevant to the STFPM anomaly detection model.

The primary goal of this analysis is to understand the characteristics of the features extracted
by STFPM’s anomaly detection layers, as these features are essential for generating accurate
anomaly maps. The analysis addresses several key questions: how does the distribution of ex-
tracted features vary across the anomaly detection layers? Can the most important features
from each layer effectively distinguish between different objects?

4.1 PCA-Based Feature Importance Analysis

Given that the STFPM student model is trained to replicate the teacher model, the analysis
concentrates on features extracted from the teachermodel’s layers. Consistentwith the original
STFPMpaper [4], this thesis uses the first three layers of aResNet-18model as the backbone for
feature extraction. Input images are resized to dimensions (3, 256, 256), where 3 represents the
color channels, and 256 is both the height and width in pixels. Layer 1 produces feature maps
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of size (64, 64, 64), layer 2 of size (128, 32, 32), and layer 3 of size (256, 16, 16). The analysis
focuses on the 10 object categories provided by the MVTec Anomaly Detection dataset [6].

Principal Component Analysis (PCA) was applied to evaluate the importance of the ex-
tracted features. In PCA, the input data is projected onto a new coordinate systemwhere each
axis, or principal component, captures a portion of the data’s variance. This transformation
highlights the directions in the data with the highest variation, allowing most of the dataset’s
variance to be represented by a smaller number of principal components. Each principal com-
ponent is a linear combination of the original variables, ranked by the amount of variance it
explains: the first principal component accounts for the most variance, the second for the next
largest (after accounting for the first), and so on until all variance is explained.

For this analysis, the principal components and their explained variance were used to assess
feature importance for eachMVTecAnomalyDetectionobject and selected anomaly detection
layer. Feature importance was determined by calculating the absolute values of the principal
components, weighted by their explained variance, and normalizing the results.

Only the most significant features, representing the top p% by importance, were retained.
The selection threshold was set at the (100 − p)th percentile of all importance scores, ensur-
ing that features exceeding this threshold were preserved. The process is summarized in the
following pseudo-code:

1. Compute importance:

I = |CT| · v, C is the components matrix, v is the explained variance of each component

2. Normalize scores:

Inorm =
I∑N
j=1 Ij

N is the number of features, Ij is the importance of the j-th feature

3. Determine threshold:

θ = P100−p(Inorm), (100− p)th percentile where p is the % of top features to retain

4. Select features:

F = {fi : Inorm(fi) ≥ θ}

The previous pseudocode provides a high-level summary of the approach, where PCA is
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applied at the patch level, processing each image patch independently. This patch-level analysis
is consistent with techniques used in other anomaly detection methods, including PatchCore,
PaDiM, and STFPM.
Determining the optimal number of PCA components for each patch was a critical initial

step. The goal was to capture themajority of variance using aminimal number of components,
balancing the trade-off between component count and variance retained.
To identify this balance, various variance thresholds were tested. Heatmaps were generated

for each object and anomaly detection layer used for feature extraction, visualizing the number
of components selected per patch to reach each variance threshold across nine tested values.
As shown in Fig. 4.1, as the variance threshold increases, more components are selected,

particularly in patches covering the object or its edges, such as the bottle and cable. This sug-
gests that capturing the variance of object parts often requires retaining a greater number of
components.

Furthermore, different layers exhibit varying component counts within the image patches,
as evident in the case of the Cable object (Fig. 4.3) when comparing layers 1, 2, and 3. The
original object images are provided in Fig. 4.10 for reference.
Once the optimal number of componentswas determined, only themost important features

were retained, with their indices and importance values saved. This led to questions about the
representational strength of these features. To explore this, the extracted features for each task
were combined layer-wise, appending the top features fromeach of the three selected layers into
a two-dimensional matrix. Here, each row corresponds to an object in the dataset, and each
column represents a unique feature. This matrix was then analyzed using t-SNE (t-distributed
Stochastic Neighbor Embedding), a dimensionality reduction technique useful for visualizing
high-dimensional data in two-dimensional space. This visualizationwas used to assess whether
the top features extracted could effectively distinguish between different objects. As seen in
Fig. 4.4, distinct clusters emerge, indicating that the extracted features are indeed capable of
differentiating between specific objects, as each cluster corresponds to a unique object type.
This matrix was also used as input for a simple Random Forest model and a basicMLP (Multi-
Layer Perceptron) model, both trained to assign the correct object label based on the input
features.

To mitigate the high computational cost of running PCA on every patch to determine the
optimal component count for achieving target variance, an approximate sampling approach
was implemented. For each object and each layer, only 10% of the total patches were randomly
selected, and PCAwas applied using all features on this subset. The 99th percentile of the com-
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Figure 4.1: PCA Component Count per Patch for Cable (Layer 1): The figure shows the number of PCA components
selected per patch at different variance thresholds, illustrating how the selection varies across image regions based on the

captured variance.
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Figure 4.2: PCA Component Count per Patch for Cable (Layer 2): The figure shows the number of PCA components
selected per patch at different variance thresholds, illustrating how the selection varies across image regions based on the

captured variance.
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Figure 4.3: PCA Component Count per Patch for Cable (Layer 3): The figure shows the number of PCA components
selected per patch at different variance thresholds, illustrating how the selection varies across image regions based on the

captured variance.
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Figure 4.4: The figure shows a t‐SNE plot of the top 1% important features of all objects in a patch‐wise PCA model.
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Figure 4.5: Optimal number of PCA components required to retain 80% of variance across 3 network layers for different
MVTec Anomaly Detection object classes.

ponent counts from these sampled patches was then used to estimate the optimal component
count per layer. This sampling strategy significantly reduced computational expense while still
offering a reliable estimate of the component count required. PCA was then applied to each
patch across all objects and layers to compute feature importance values.

A range of parameters was evaluated, including variance thresholds and the percentage of
top features to retain. It was determined that an 80% variance threshold provided an effective
balance between explained variance and the number of PCA components retained, with no
additional benefit seen in increasing the threshold to 90% or 95%. The component counts for
each layer at the 80% threshold are displayed in Fig. 4.5. The approximate method for estimat-
ing PCA components yielded results comparable to those obtained from full computation 4.5,
as shown in Table 4.1. Layers 1 and 2 showed feature count reductions of at least 69%, while
layer 3 achieved reductions of at least 85%. This level of compression was sufficient, with both
the Random Forest andMLPmodels achieving 100% accuracy using only the selected features.

In terms of feature retention, an initial test with the top 10% of features provided optimal
accuracy; however, similar accuracy was also achieved with only the top 1%, which further en-
hanced visual separations in the t-SNE plot. Fig. 4.6 presents the distribution of normalized
feature importance values for the top 1% of features across layers for different object types. For
each object, feature importance is illustrated for layers 1, 2, and 3, with values ranging from 0
up to approximately 0.14, indicating that no single feature is overwhelmingly dominant. On
average, features in layer 1 hold the highest importance values, followed by those in layers 2 and
3. The distribution’s outliers suggest the presence of unique or particularly influential features
for specific objects and layers.

To further investigate feature usage, Fig. 4.7 shows the distribution of feature usage across
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Object Layer1 (max 64) Layer2 (max 128) Layer3 (max 256)
Hazelnut 16 40 39
Bottle 12 21 20
Cable 20 36 36
Capsule 12 23 23
Metal nut 15 29 27
Pill 11 23 36
Toothbrush 11 16 16
Transistor 13 19 25
Zipper 12 31 31
Screw 13 24 19

Table 4.1: Approximated PCA Component Counts for Retaining 80% Variance Across 3 Network Layers: the table
summarizes the estimated number of PCA components required for retaining 80% variance across three network anomaly
detection layers, computed for various MVTec Anomaly Detection object classes. The calculation used only 10% of the

total patches per object class.

selected indices for each object type, aggregating top features across the AD layers. The y-axis
represents feature usage, capturing the frequency or significance of each feature for a given
object type. Usage trends reveal concentration on a smaller subset of indices, with histogram
spikes indicating highly important or frequently used features. In particular, indices around 50
and 10 exhibit consistent peaks across objects, suggesting their significant role in characterizing
them.

The full feature extraction procedure (applying PCAper patch to estimate the optimal com-
ponent count for a desired variance threshold, computing feature importance using these com-
ponents, and saving the indices and values of top features) is summarized in Alg. 4.1. This
algorithm was applied for each object and anomaly detection layer in the analysis.

Algorithm 4.1 Feature Importance
1: Step 1: Extract teacher embeddings for the current task
2: teacher_embeddings_dict← extract_embeddings_from_teacher(...)

3: Step 2: Approximate the optimal number of PCA components for each patch
4: optimal_n_components ← approximate_optimal_number_pca_components(...)

5: Step 3: Apply PCA per patch and compute the top important features
6: patch_top_features← apply_pca_per_patch(...)
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Figure 4.6: The figure shows boxplots comparing the normalized feature importance distributions across different anomaly
detection layers for different MVTec AD objects. Each boxplot represents the top 1% of feature importance values,

demonstrating how feature significance varies across different layers and object types.

Figure 4.7: The figure shows the frequency distributions of feature indices for ten objects from the MVTec AD dataset. The
spike patterns highlight the specific features most frequently activated during the anomaly detection process for each
object type. Feature maps were extracted from Layer 1 with dimensions (64, 64, 64), Layer 2 with (128, 32, 32), and

Layer 3 with (256, 16, 16).
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Figure 4.8: Heatmaps displaying spatial distribution of aggregated feature importance for the Cable object across three
network layers, showing no specific pattern or scheme. The color intensity represents the total importance score for each

spatial location, computed by summing the importance values of all features within each patch.

4.1.1 Interpreting Data Using Feature Importance

This section presents the tests conducted to explore feature importance values by visualizing
them on the original anomaly-free training objects. For comparison, the original images of
these objects are shown in Fig. 4.10.
The analysis was performed for each object and patch across three selected anomaly detec-

tion layers. For every object and AD layer, an overall importance score for each patch was com-
puted by summing the importance values of all features associated with that patch. With each
progressive layer, the spatial resolutiondecreases byhalf, aligningwith themodel’s shift towards
capturing increasingly abstract features. Initial heatmaps generated across objects (Fig. 4.8) did
not reveal any discernible patterns. Additionally, calculating the mean importance values for
each patch, instead of the sum, produced similar results, with no significant patterns detected.

The feature importance analysis revealed more meaningful patterns when focusing on the
top 1% of values per patch, revealing object outlines and detailed features. This selective filter-
ing effectively reduced noise and demonstrated how different layers emphasize distinct image
characteristics. For example, in theHazelnut, Capsule and Pill objects (Fig. 4.11, Fig. 4.14, Fig.
4.16), the patches with the highest importance are concentrated around the object’s contours
and background regions. In contrast, the Screw object (Fig. 4.12) showed less distinct patterns,
likely due to the frequent rotational variations in the dataset images. Unlike other objects, ro-
tational changes in screws substantially alter the image appearance, challenging the model’s
ability to identify consistent features. This rotational variance may explain the relatively lower
anomaly detection performance for screws. Furthermore, pixel-level anomaly detection for
screws is particularly challenging since they exhibit the smallest mean anomaly area among all
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objects in the MVTec Anomaly Detection dataset (Fig. 4.9).
The heatmaps reveal the model’s tendency to focus on boundary regions, which often ex-

hibit themost discriminative features for anomaly detection. Furthermore, the analysis showed
that Layer 1 assigns more importance to background features across all objects, though to vary-
ing degrees. This is consistent with the nature of initial layers in deep networks, which primar-
ily capture low-level edge and texture patterns. In contrast, Layers 2 and 3 shift focus from
the background to the object and its contours, reflecting their role in capturing higher-level
structural elements and global object shapes.

When analyzing the cumulative contribution across all layers, an interesting pattern emerges:
different layers assign varying levels of importance to different patches, resulting in a distributed
importance across the entire image. This comprehensive distributionof feature importance has
significant implications for the subsequent analysis, particularly in understanding how fine-
tuning performance is affected when retaining only the most important features per patch.
This observation suggests that the model’s decision-making process relies on a complex inter-
play of features across multiple scales and locations, rather than focusing solely on specific re-
gions.

4.2 Feature-Selective Fine-Tuning

Based on previous findings, the research investigatedwhether computing anomaly scores using
only the highest-ranked features would maintain detection performance. This analysis builds
upon the work of [2], who applied sequential continual learning strategies to the STFPM
model using 10 object categories from the MVTec AD dataset. As their approach introduced
tasks sequentially, the study examinedwhether restricting the feature set to only themost signif-
icant features (as determined by PCA-based feature importance) couldmatch the performance
of traditional fine-tuning that utilizes the complete feature set.

Themethodology consistedof threemain steps: selecting important features for each taskus-
ing teacher embeddings, generating binarymasks for feature filtering, and applying the STFPM
model’s inference distillation process to these selected features. The evaluation focused on four
tasks (T0: Hazelnut, T1: Bottle, T2: Cable, T3: Capsule), with object labels known at infer-
ence time. Feature normalization was applied post-filtering to ensure that excluded features
did not influence the results. As shown in Table 4.2, increasing the percentage of retained im-
portant features gradually reduced the performance gap compared to the original fine-tuning
model. However, performance did not fully match the original model even when retaining

42



Figure 4.9: By computing the mean area of anomalous pixels thanks to the ground truth present in the MVTec AD dataset,
we can estimate the mean anomaly size of each category. The following plot shows the mean anomaly area for each

category, in decreasing order.
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(a) Hazelnut. (b) Screw. (c) Bottle. (d) Capsule.

(e) Cable. (f) Metal Nut. (g) Pill. (h) Toothbrush.

(i) Transistor. (j) Zipper.

Figure 4.10: The original 10 objects from the MVTec AD dataset.

Figure 4.11: Feature importance heatmaps of the Hazelnut object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.
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Figure 4.12: Feature importance heatmaps of the Screw object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.

Figure 4.13: Feature importance heatmaps of the Bottle object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.

Figure 4.14: Feature importance heatmaps of the Capsule object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.
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Figure 4.15: Feature importance heatmaps of theMetal Nut object across the 3 selected AD layers, using only the top 1%
of feature importance values per patch.

Figure 4.16: Feature importance heatmaps of the Pill object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.

Figure 4.17: Feature importance heatmaps of the Toothbrush object across the 3 selected AD layers, using only the top 1%
of feature importance values per patch.
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Figure 4.18: Feature importance heatmaps of the Transistor object across the 3 selected AD layers, using only the top 1%
of feature importance values per patch.

Figure 4.19: Feature importance heatmaps of the Zipper object across the 3 selected AD layers, using only the top 1% of
feature importance values per patch.
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Figure 4.20: Comparison of F1 scores for different percentages of top features using the Feature Importance method
during inference and during inference and training. In both cases, conflicting features are retained.

the top 20% of features (Fig. 4.20). Since this experiment specifically addressed fine-tuning,
continual learning metrics such as forgetting were not assessed.

The analysis first evaluated the impact of feature importance filtering at different stages: dur-
ing training, inference, or both phases simultaneously. Results demonstrated optimal perfor-
mance when filtering was applied during both phases. The study then investigated whether
eliminating conflicting features between tasks could enhance performance. Conflicting fea-
tures (those selected by multiple tasks) were hypothesized to introduce noise and degrade per-
formance. Two filtering approaches were developed: the first identified and removed 36% of
features with direct conflicts, while the second applied a 30% range overlap criterion, reducing
conflicted features to 5%. Contrary to expectations, removing conflicts decreased performance.
The range-based filter performed better, likely due to retaining more features, suggesting that
feature retention correlates positively with performance. This finding aligns with the heatmap
analysis from the previous section, which indicated that features contribute incrementally to
anomaly detection, and their removal leads to measurable performance degradation.

The experimental findings revealed an optimal configuration that included: retaining con-
flicting features across tasks, applying feature importance filtering during both training and
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inference phases, and preserving the top 20% of important features with an 80% variance
threshold for PCA component selection per image patch. Table 4.3 presents these key results.
While the experiment focused solely on fine-tuning, excluding continual learningmetrics such
as forgetting, the feature importance-based model achieved performance comparable to
the original fine-tuning model, despite using only 20% of the total features. This sig-
nificant reduction in feature dimensionality while maintaining near-equivalent performance
demonstrates the effectiveness of the proposed approach.
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STFPM STFPM STFPM STFPM STFPM

Original FI during inference

All features Top 5% Top 10% Top 15% Top 20%

Image Level

AUC ROC 0.644 0.670 0.719 0.690 0.696

F1 0.841 0.837 0.845 0.843 0.840

Pixel Level

AUC ROC 0.772 0.724 0.761 0.773 0.762

F1 0.269 0.189 0.241 0.257 0.256

PR AUC 0.215 0.127 0.181 0.202 0.198

AU PRO 0.609 0.483 0.569 0.614 0.606

F1 after training on T0

T0Hazelnut 0.645 0.456 0.540 0.577 0.584

F1 after training on T1

T0Hazelnut 0.127 0.153 0.147 0.189 0.229

T1 Bottle 0.758 0.566 0.668 0.670 0.704

F1 after training on T2

T0Hazelnut 0.042 0.089 0.093 0.102 0.091

T1 Bottle 0.111 0.111 0.110 0.110 0.111

T2 Cable 0.585 0.299 0.385 0.418 0.388

F1 after training on T3

T0Hazelnut 0.382 0.233 0.335 0.393 0.362

T1 Bottle 0.162 0.149 0.169 0.174 0.192

T2 Cable 0.106 0.077 0.103 0.114 0.115

T3 Capsule 0.425 0.296 0.359 0.348 0.355

Table 4.2: The table compares the performance of the STFPM model using only the top important features versus the
original fine‐tuning with all features. Tests were conducted on four tasks (T0: Hazelnut, T1: Bottle, T2: Cable, T3: Capsule)
provided sequentially. Rows below the image and pixel‐level metrics show F1 scores of previous tasks during new task

training.
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STFPM STFPM STFPM STFPM STFPM STFPM STFPM STFPM

Original FI during inference FI during training+inference

All features Top 10% Top 15% Top 20%

conf no conf* no conf no conf conf conf conf

Image Level

AUC ROC 0.644 0.719 0.711 0.605 0.645 0.704 0.720 0.718

F1 0.841 0.845 0.842 0.833 0.836 0.849 0.847 0.851

Pixel Level

AUC ROC 0.772 0.761 0.751 0.708 0.722 0.763 0.777 0.778

F1 0.269 0.241 0.213 0.148 0.173 0.239 0.255 0.281

PR AUC 0.215 0.181 0.153 0.090 0.113 0.182 0.201 0.229

AU PRO 0.609 0.569 0.548 0.440 0.448 0.565 0.592 0.619

F1 after training on T0

T0Hazelnut 0.645 0.540 0.539 0.389 0.383 0.572 0.596 0.611

F1 after training on T1

T0Hazelnut 0.127 0.147 0.162 0.122 0.098 0.210 0.180 0.202

T1 Bottle 0.758 0.668 0.666 0.533 0.628 0.725 0.744 0.746

F1 after training on T2

T0Hazelnut 0.042 0.093 0.080 0.066 0.058 0.125 0.112 0.102

T1 Bottle 0.111 0.110 0.110 0.115 0.115 0.110 0.113 0.110

T2 Cable 0.585 0.385 0.365 0.275 0.349 0.425 0.448 0.461

F1 after training on T3

T0Hazelnut 0.382 0.335 0.293 0.192 0.172 0.317 0.349 0.400

T1 Bottle 0.162 0.169 0.153 0.144 0.138 0.142 0.156 0.177

T2 Cable 0.106 0.103 0.094 0.066 0.061 0.100 0.111 0.117

T3 Capsule 0.425 0.359 0.313 0.192 0.322 0.398 0.405 0.430

Table 4.3: The table compares the performance of the STFPM model using only the top important features against the
original fine‐tuning approach with all features. “Inference” indicates feature importance applied during inference only, while

“Training and Inference” applies it throughout both phases. Here, “conf” means conflicting features are kept, “no conf”
means they are removed (first filter), and “no conf*” means conflicting features are removed with an additional range filter
(second filter). Tests were conducted on four tasks (T0: Hazelnut, T1: Bottle, T2: Cable, T3: Capsule) in sequence. Rows

following the image and pixel‐level metrics show F1 scores for previous tasks during new task training.
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5
Continual Learning for Efficient Visual

Anomaly Detection

The second part of this thesis focuses on Visual Anomaly Detection (VAD) for edge deploy-
ment, an area that has received limited attention despite its critical importance. Efficient im-
plementation of VAD algorithms on edge devices, which often have constrained resources,
is essential for real-world applications where such devices are the primary means of perform-
ing anomaly detection. The objective is to build upon the PaSTe (Partially Shared Teacher-
Student) method [3], selecting the most efficient lightweight backbone network identified in
the original paper, and adapting the method to the continual learning scenario. This adapta-
tion has not been explored in the literature, making it a novel contribution.

The aim is to assess the effectiveness of the replay strategy, widely regarded as the most ef-
fective continual learning approach in VAD. Since the focus is on resource-constrained devices
(TinyVAD), additional efforts are directed toward further reducing the memory requirements
of the replay strategy. These optimizations build on the memory savings already achieved
through the PaSTe method and the use of a lightweight backbone. The following sections
provide a detailed explanation of the compressed replay strategy, comparisons with alternative
strategies and approaches, and the implementation of feature compression and quantization
techniques to minimize the memory footprint of stored feature maps.
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5.1 PaSTe and Backbone Network Selection

The core concept of PaSTe [3], detailed in the Related Work chapter 2.1.3 and illustrated in
Fig. 2.7, is to freeze and share the initial layers between the teacher and student networks. This
design choice is driven by computational efficiency, as loading both full architectures intomem-
ory and performing backpropagation across all layers significantly increases memory usage and
computational complexity. Furthermore, the PaSTe method demonstrated that comparing
the feature maps of the teacher and student in the earlier layers, as done in the original STFPM
method [4], is not critical for achieving optimal performance. These layers primarily capture
generic features that are less important for anomaly detection. By focusing on intermediate lay-
ers and sharing the first (typically largest) layers between networks, similar performance levels
can be achieved while significantly reducing training resources, as only the remaining layers of
the student network require training

The PaSTe method was initially tested with different lightweight backbone networks de-
signed for tiny deep learning, including MobileNetV2 [27], PhiNet [28], MicroNet-m1 [29],
and MCUNet-in3 [5]. As shown in Fig. 5.1, MobileNetV2 and MCUNet-in3 achieved F1
pixel-level performance comparable to the larger, more complexWideResNet50 [26] network.
Table 5.1 reveals that MCUNet-in3 requires significantly fewer computational resources, in-
cluding reducedmemory andMultiply-AccumulateOperations (MACs)during inference,while
maintaining equivalent performance. This computational efficiency persists within the PaSTe
framework, as demonstrated in Table 5.2. This is why MCUNet-in3 was selected for testing
in the second part of the thesis. This network is specifically tailored for tiny deep learning on
microcontrollers, which presents unique challenges due tomemory constraints that are two to
three orders of magnitude smaller than those of mobile devices. MCUNet-in3 integrates two
co-designed components to address these constraints: TinyNAS, an efficient neural network
architecture, and TinyEngine, a lightweight inference engine optimized for limited memory
environments.

5.2 Compressed Replay for Continual Learning on
Edge Devices

Edge devices operate in environments that are inherently dynamic. Consequently, edge ap-
plications, particularly those relying on data streams, often face distribution shifts caused by
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Figure 5.1: The plot illustrates the F1 pixel‐level score for various lightweight backbone networks tested on the STFPM
model, using the optimal selection of anomaly detection layers tailored to each network.
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STFPM WideResNet50 MobileNetV2 MCUNet-in3
Total Memory [MB] 189.7 5.32 1.76
Inference [MACs] 18.3G 454.4M 224.3M
AD Performance [F1] 0.51 0.52 0.52

Table 5.1: The table presents a comparison of computational resource requirements and anomaly detection performance
for various backbone models implemented with the STFPM method on the MVTec AD dataset. Total Memory is measured

in megabytes (MB), and inference is quantified in Multiply‐Accumulate Operations (MAC).

PaSTe MobileNetV2 MCUNet-in3
Total Memory [MB] 5.11 1.68
Inference [MAC] 341.2M 156.9M
AD Performance [F1] 0.53 0.52

Table 5.2: The table compares the computational resource requirements and anomaly detection performance of the
MobileNetV2 and MCUNet‐in3 backbone models implemented with the PaSTe method on the MVTec AD dataset. Total

Memory is measured in megabytes (MB), and inference is quantified in Multiply‐Accumulate Operations (MAC).

environmental changes. These applications also need to adapt to new scenarios, such as the in-
troduction of previously unseen classes. Retraining models from scratch every time a new sce-
nario arises is impractical for most edge applications. Additionally, updating network weights
for new tasks typically leads to forgetting previously learned tasks (Catastrophic Forgetting),
creating the need for a Continual Learning (CL) strategy.
In the CL research literature, Experience Replay has been identified as the most effective

approach to mitigate forgetting in neural networks. By replaying a subset of previously ob-
served samples during training, Experience Replay helps preserve acquired knowledge with rel-
atively low additional computational overhead, as discussed in the RelatedWork chapter 2.2.1.
However, storing and reusing past samples in their original form (e.g. raw images) can require
significant memory resources, making this approach unsuitable for resource-constrained edge
devices.

To address this challenge, the literature introduced an alternativemethod calledCompressed
Replay [47], designed to further reduce computational and memory requirements. Instead of
storing a portion of past data in the input space, CompressedReplay saves the latent representa-
tions extracted from a specific layer of the network. During training, the first layers are frozen,
and only the subsequent layers are updated (Fig. 5.2). This strategy keeps a substantial portion
of the architecture fixed, thereby lowering computational demands. Furthermore, replaying
low-dimensional representations, rather than raw data, significantly reduces the memory foot-
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Figure 5.2: The figure provides a visual explanation of the Compressed Replay approach. Layers highlighted in blue are
frozen during training (more blue layers indicate reduced computational demand), the red layer serves as the feature

extraction point, and the yellow layers are trainable and updated during the training process.

print while maintaining the ability to revisit and retain knowledge from previous tasks.

5.3 PaSTe Framework for Continual Learning

To adapt the PaSTe framework for the CL scenario, experiments were conducted using the
MVTec Anomaly Detection dataset [6]. This dataset comprises ten object categories, which
were sequentially fed into the network to simulate a CL setting. The replay strategy employed
is based on themethoddescribed in [2]. Specifically, during training, newpatches are generated
by merging a batch of data from the current task with a randomly selected batch of data from
previously learned tasks (Fig. 5.3).

MCUNet-in3 served as the backbone network for these experiments. The architecture im-
plements layer sharing between teacher and student models for the first five layers, with layers
[6, 10, 14] designated for anomaly detection. This configuration follows the findings from the
PaSTe paper [3], which identified optimal layer combinations by balancing computational effi-
ciency (measured inMultiply-AccumulateOperations) against the performance achievedwith
the larger WideResNet50 backbone.

The selected layers [6, 10, 14] span different abstraction levels: lower layers capture fine-
grainedbut generic features, intermediate layers balance detail and abstraction andhigher layers
extract complex, dataset-specific patterns. The feature maps stored in the replay memory are
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Figure 5.3: Conceptual diagram of the Replay approach for Anomaly Detection in Continual Learning [2], showing the flow
of data between the Current Task, Memory, and AD Model components.

extracted from the fifth layer, with dimensions (24, 32, 32) comprising 24 channels and spa-
tial dimensions of 32 × 32. This compact representation enables efficient storage and replay
during sequential learning training.

5.4 Experiments

5.4.1 Hyperparameters and Software Configuration

Several parameters were tested to identify the optimal configuration, including the number of
epochs, batch sizes, learning rates, and optimizers. The best performancewas achievedwith the
following settings: 10 epochs, a batch size of 8, a learning rate of 0.4, SGD (StochasticGradient
Descent) as the optimizer, a weight decay of 1e− 4, and early stopping with a patience of 7.
The experiments were conducted using the PyTorch 1.13.1 framework and Python 3.9.16.

The hardware setup included an AMD Ryzen Threadripper 1920X CPU, an NVIDIA TI-
TANVGPU, 60 GB of available RAM, and the Ubuntu 18.04.6 LTS operating system.

5.4.2 EvaluationMetrics

The evaluationmetrics include both pixel-level and image-level assessments. At the image level,
performance is measured using the average AUC-ROC and F1 score across all tasks. The pixel-
level analysis includes a broader set of metrics: average AUC-ROC, F1 score, PR-AUC, and
AU-PRO, all computed across tasks. For each test, the average forgetting, architecturememory
requirements, and additional memory consumption were also computed.
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To clarify how the average F1 score for each task sequentially presented to the model (Fig.
5.4) and the overall average forgetting (Table 5.3) are derived, let sij represent the F1 score of
the model on the test set of task j after training the model on task i. The average F1 score
ST ∈ [0, 1] (higher values indicate better performance) at task T is defined as:

ST =
1
T

T∑
j=1

sT,j

On the other hand, the average forgetting at task T FT ∈ [−1, 1] measures the degree of
performance degradation on previous tasks as new tasks are learned and is defined as:

FT =
1

T− 1

T−1∑
j=1

max
i∈{1,...,T−1}

si,j − sT,j
si,j

An optimal case corresponds to zero forgetting or even negative forgetting, which is achiev-
able in specific scenarios. Values of forgetting close to zero suggest negligible forgetting, which
can be accepted or not depending on the practical applications.

The objective is to achieve minimal forgetting with the least computational and memory
overhead. Table 5.3 provides memory usage details, including Architecture Memory and Ad-
ditionalMemory. The additional memory refers to the storage required for featuremaps in the
replay and compressed replay approaches. This highlights the balance between performance re-
tention and resource efficiency.

5.4.3 Experimental Results and Analysis

The results are summarized in Table 5.3 and visually presented in Fig. 5.4. After successfully
implementing the compressed replay strategy within the PaSTe framework, it was compared
against the standard replay strategy on the same framework. The compressed replay approach
demonstrated reduced memory usage without a significant drop in performance and achieved
a slightly lower average forgetting value. This supports the theory that the initial layers of the
backbone model capture very generic features that are not critical for final performance. In-
stead, focusing on a combination of intermediate and final layers can maintain comparable
performance while reducing resource requirements.

Next, the PaSTe framework was evaluated to determine if its architectural adjustments and
selection of anomaly detection layers not only reduce computational resources but also im-
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prove performance compared to the original STFPM framework. A comparison was made
between the replay strategy using PaSTe and the replay strategy using STFPM. The results re-
vealed that the PaSTe framework achieved equivalent performance on image-level metrics and
the same average forgetting, but it slightly improved pixel-level metrics. This confirms that
intermediate and final layers capture more relevant features for pixel-level metrics, while the
initial layers contribute primarily generic details that are less critical.

Fig. 5.4 highlights the F1 score achieved by the replay strategy on the STFPM framework
with themore powerfulResNet18 backbone. As expected, this approach yielded slightly better
overall performance and lower average forgetting. However, thememory required by the archi-
tecture was nearly 56 times greater, illustrating the significant trade-off between performance
and resource efficiency.

Based on these observations, the PaSTe framework emerges as a better choice than the stan-
dard STFPM framework. The method delivers robust results without demanding extensive
computational resources, making it a practical choice for systems with constrained processing
power and memory.

The size of the compressed replay memory for all tasks was tested with various configura-
tions, including 50, 100, 200, and 300 feature maps. When a new task is introduced, the
memory allocation for previous tasks scales accordingly. Despite these variations, no signifi-
cant differences in performance were observed. This can be attributed to the method used to
select feature maps from old tasks for training batches.

A replay batch, used in conjunction with the current task’s batch, is generated by creating
a list equal in length to the batch size. This list is populated with randomly selected old tasks.
For each task in the list, an index is drawn to retrieve a feature map from memory. As a result,
the actual size of thememory becomes almost irrelevant in practice because only one image per
task is selected per batch, regardless of whether thememory contains 10 or 300 images. As long
as each task has the capacity to store at least one image, this selection process remains effective.

However, a larger memory size allows for storing more diverse and representative samples,
increasing the likelihood of selecting significant feature maps. On the other hand, a smaller
memory size raises the risk of overfitting to the limited images available for each task. The ideal
memory size depends on the specific dataset and tasks, but in this case, a memory size between
50 and 100 feature maps achieves a good balance.
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Figure 5.4: The plot illustrates the progression of the pixel‐level F1 metric over time for various Continual Learning
strategies. Each point represents the average performance across all tasks encountered up to that point.

5.4.4 Behavior of Joint Training Strategy

The PaSTe model was also evaluated using the Joint Training and Finetuning strategies, two
straightforward approaches to Continual Learning. These strategies are significant because
they theoretically provide an upper baseline and a lower bound for performance, respectively.
In the Joint Training strategy, themodel is trained on all tasks simultaneously, and since it is un-
affected by the Catastrophic Forgetting phenomenon, it is typically considered an upper base-
line for continual learning methods. Conversely, the Finetuning strategy sequentially presents
the model with data from the current task alone, serving as a lower bound for performance
without addressing Catastrophic Forgetting.

However, as illustrated in Fig. 5.4, the Joint Training strategy did not provide in practice
better performance than the replay and compressed replay approaches. This outcome aligns
with the findings in [2], which highlight that training STFPM on a larger number of objects
typically results in a decline in overall performance. However, it is worth noting that task inter-
ference in the PaSTe framework is slightlymitigated, resulting in better performance compared
to the original STFPM approach.

The analysis of this unexpected performance reveals several key insights. First, data imbal-
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FRAMEWORK STFPM STFPM PaSTe PaSTe PaSTe
BACKBONE ResNet18 MCUNet MCUNet MCUNet MCUNet

CL Replay Replay Finetuning Replay Compressed Replay

Image - level AUCROC 0.87 0.80 0.54 0.80 0.82
f1 0.90 0.88 0.83 0.87 0.89

Pixel - level

AUCROC 0.92 0.90 0.74 0.90 0.91
f1 0.46 0.36 0.15 0.40 0.40

PR AUC 0.42 0.32 0.10 0.36 0.36
AU PRO 0.84 0.70 0.44 0.74 0.76

Architecture memory [MB] 93.6 1.76 1.68 1.68 1.68
Additional memory [MB] 19.66 19.66 0 19.66 9.83
Average forgetting [%] 0.13 0.20 0.76 0.21 0.19

Table 5.3: The table compares the performance of STFPM and PaSTe anomaly detection strategies using different
Continual Learning (CL) approaches and backbone networks. The metrics used for evaluation are detailed in Sec. 5.4.2

ance can be ruled out as the primary cause, since all tasks contribute comparable amounts of
training data and batches are randomly populated with a balanced distribution across tasks.
Furthermore, model capacity limitations are not responsible for the reduced performance, as
similar behavior was observed when using the more complex ResNet18 architecture.

The primary explanation appears to be the simultaneous computation and combination of
gradients from different tasks during Joint Training. When tasks are substantially different,
their competing gradients may interfere with each other, limiting optimal convergence.

To address this, an adjustment was attempted based on insights from Chapter 4 regarding
the feature importance of object-specific features. As in that chapter, Feature Importance was
computed for each task, retaining only the top 20% of features. The features shared across
at least two tasks (conflicting features) were then filtered out, with the aim of reducing noise
during training and helping the model focus on the most relevant features for each object. Un-
fortunately, this approach led to significantly lower performance, as shown in Table 5.4.

5.5 Feature Compression andMemory Optimization

To further optimize memory usage in the PaSTe model employing the Compressed Replay
strategy, additional techniques can be applied. Two straightforward methods that were tested
involve processing the featuremaps stored inmemory: FeatureQuantization and PCAFeature
Compression.
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FRAMEWORK PaSTe
BACKBONE MCUNet

CL Joint Training
Standard Feature Importance

Image - level AUCROC 0.82 0.67
f1 0.89 0.86

Pixel - level

AUCROC 0.92 0.87
f1 0.41 0.31

PR AUC 0.37 0.24
AU PRO 0.76 0.70

Architecture memory [MB] 1.68 1.68
Additional memory [MB] 0 0

Table 5.4: Comparison of Feature Importance‐based Joint Training against standard Joint Training for the PaSTe anomaly
detection model using the MCUNet‐in3 backbone network. The metrics used for evaluation are detailed in Sec. 5.4.2.

5.5.1 Feature Quantization

Feature Quantization is a commonly used technique for minimizing memory consumption,
especially in resource-constrained environments. In this work, 8-bit quantization was applied
to the feature maps stored in memory to significantly reduce storage requirements. By default,
intermediate feature maps in PyTorch use 32-bit floating-point values, where each value occu-
pies 4 bytes on the GPU. Converting these to 8-bit integers reduced the memory footprint by
a factor of four, resulting in more efficient memory usage (Fig. 5.5). The memory required
for each image and feature map can be calculated using the following formula, where C is the
number of channels, H andW represent the height and width, B is the number of bytes per
value (1 for an RGB image and 4 for an intermediate feature map), and N is the number of
feature maps saved in memory:

Memory (bytes) = C×H×W× B×N (5.1)

Quantizationwas implemented by determining theminimum andmaximum values of each
feature map and calculating a quantization scale based on the range. Each value in the feature
map was scaled, rounded, and clamped within a range of 0 to 255, representing the 256 levels
of 8-bit quantization. To ensure the feature maps could be accurately reconstructed, the quan-
tization process also stored the minimum value and scaling factor for each feature map. The
scaling factor adjusted the range of the integers, while the minimum value shifted the range
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Figure 5.5: The plot compares memory usage for the original RGB image (Full Image), the feature map extracted from the
fifth layer of the MCUNet‐in3 network (Feature Map 32‐bit), and the same feature map quantized to 8‐bit (Feature Map

8‐bit), with the memory size fixed to 100. The 32‐bit feature map reduces memory usage by 50% compared to the original
image, while the 8‐bit quantized feature map achieves a fourfold reduction compared to the 32‐bit version.

to align with the original feature map’s distribution. This enabled the reconstruction of the
feature maps to approximate their original representation.
Despite the significant reduction in memory usage, the results in Table 5.5 indicate a notice-

able drop inmodel performance. While a certain degree of precision loss is expectedwith quan-
tization, the observed performance decline was substantial. This outcome reflects the inherent
limitations of quantization, which reduces the precision of feature maps by representing con-
tinuous values with a limited discrete range. In tasks like anomaly detection, which rely heavily
on subtle feature variations, this loss of precision can hinder the model’s ability to differentiate
anomalies effectively.

Pixel-level anomaly detection, in particular, is highly sensitive to small variations in feature
representation. Quantization artifacts may obscure these variations, making it more difficult
for the model to accurately identify anomalies. The findings illustrate the trade-off between
memory efficiency and performance, highlighting the challenges of applying quantization to
tasks where precision is critical.

5.5.2 PCA Feature Compression

To optimize memory usage while preserving sufficient information for reconstruction, Princi-
pal ComponentAnalysis (PCA)was applied to compress featuremaps. The featuremapswere
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FRAMEWORK PaSTe
BACKBONE MCUNet

CL Compressed Replay
COMPRESSION None 8-bit Feature Quantization PCA Feature Compression

Image - level AUCROC 0.82 0.69 0.67
f1 0.90 0.86 0.86

Pixel - level

AUCROC 0.91 0.88 0.87
f1 0.40 0.32 0.31

PR AUC 0.36 0.26 0.24
AU PRO 0.76 0.70 0.70

Architecture memory [MB] 1.68 1.68 1.68
Additional memory [MB] 9.83 2.46 6.89→ 8.36*
Average forgetting [%] 0.19 0.28 0.29

Table 5.5: The table compares the performance of 8‐bit feature quantization, PCA feature compression, and no memory
compression when using the PaSTe model with the MCUNet‐in3 backbone and the Compressed Replay strategy. The
asterisk (*) indicates that PCA feature compression achieves varying levels of reduction across tasks in the MVTec AD

dataset, ranging from 15% to 30%. The metrics used for evaluation are detailed in Sec. 5.4.2.

first reshaped from their original dimensions (C,H,W) into a 2Dmatrix of shape (H×W,C),
enabling the PCA computation. PCAwas then performed using the full set of components to
determine the optimal number required to preserve a specified variance threshold. The feature
maps were subsequently compressed by transforming the reshaped matrix using the selected
principal components.

For reconstruction, essential metadata, including the PCAmean, selected principal compo-
nents, and the original shape of the feature map, was saved. Reconstruction involved multiply-
ing the compressed representation by the principal components and adding back the mean to
restore spatial correlations and structural integrity. Finally, the feature map was reshaped from
its 2D compressed format back to its original 3D dimensions (C,H,W).

The method was tested with variance thresholds of 95%, and 98%, and 99%. Interestingly,
all thresholds resulted in the same number of principal components being selected per task.
This approach achieved a dimensionality reduction of approximately 15% to 30%, depend-
ing on the task. However, despite the reduction in memory usage, the model’s performance
dropped significantly. This suggests that critical information required for anomaly detection
was lost, even when high variance thresholds were maintained.

The performance degradation can be attributed to the intrinsic nature of anomaly detection
tasks, which rely heavily on preserving subtle and fine-grained feature details. While PCA effec-
tively retains the components that explain the largest variance, it may discard smaller features
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that, though less statistically significant, are crucial for identifying anomalies. Even at high
variance thresholds, this selective retention can disproportionately impact tasks where small
deviations are pivotal.
Additionally, the simplicity of the methods applied should be noted. More advanced com-

pression strategies, such as Quantization Aware training [48], may offer better results by bal-
ancing memory optimization and performance retention. These findings highlight the ongo-
ing challenge of achieving effective memory compression while maintaining high task perfor-
mance, particularly in continual learning settings where fine-grained feature retention is criti-
cal.
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6
Conclusion

This thesis examines key aspects of Pixel-Level Visual Anomaly Detection, with a focus on fea-
ture analysis, continual learning, andmemoryoptimization. By analyzing theMVTecAnomaly
Detection dataset [6] and the STFPM[4]model, new insights have been gained that contribute
both to the theory and practical application of anomaly detection systems.

In particular, the study looked at features across different layers (Layer 1, Layer 2, and Layer
3) of the STFPM framework, which uses a pre-trained ResNet18 [18] model trained on Ima-
geNet [19]. This analysis focused on 10 object categories from theMVTecAnomalyDetection
dataset, offering valuable insights into which features were key to generating accurate anomaly
maps. PCA was employed to assess feature importance, retaining only the most significant
features by testing various thresholds and percentages of top features. After combining the ex-
tracted features for each task, a two-dimensional t-SNE graph was generated (Fig. 4.4), which
showed that the features successfully distinguished between different objects, with each cluster
representing a unique object type.

To dig deeper into feature usage, the distribution of the most important features across all 10
objects was examined. The analysis (Fig. 4.7) revealed that the features were concentrated in a
smaller set of indices,with consistentpeaks around indices 50 and 10 across objects. The feature
importance values for the top 1% of features across the anomaly detection layers also provided
valuable insights. Fig. 4.6 showed that no single feature stood out as themost important across
all layers. On average, Layer 1 features had the highest importance, followed by Layers 2 and
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3. The distribution also identified outliers, suggesting that certain features were particularly
influential for specific objects and layers.

To better understand feature importance, an overall importance score was calculated for each
patch by summing the importance values of all features associated with it. Initially, the plots
did not show any clear patterns (Fig. 4.8), but by focusing on the top 1% of feature importance
values per patch, noisewas reduced, revealing object outlines and interestingpatterns. For some
objects, likeHazelnut, Capsule, and Pill (Fig. 4.11, 4.14, 4.16), patches with the highest impor-
tance were concentrated around the object’s contours and background areas. Other objects,
such as Screw (Fig. 4.12), showed less defined patterns, likely due to object-specific charac-
teristics. Additionally, the visualizations highlighted that the model often focused on bound-
ary regions, which tend to be crucial for anomaly detection. These plots also demonstrated
that different layers assigned varying importance to the same locations, showcasing how deep
neural networks operate. When considering the total contribution across all layers, feature
importance was spread more evenly across the image, which helped explain why fine-tuning
experiments worked best when all features were retained for each patch.

The study also investigatedwhetherusingonly themost important features to compute anomaly
scores could still deliver strong performance in anomaly detection. A naive fine-tuning ap-
proach was tested within the STFPM framework, with objects from theMVTec Anomaly De-
tection dataset introduced one at a time. The best results were achieved by focusing on the
top features during both the training and inference distillation phases, while retaining features
that were shared across multiple tasks (conflicting features). By preserving the top 20% of fea-
tures andusing an80% variance threshold forPCAcomponent selection, themodel performed
nearly as well as the original fine-tuning approach (Table 4.3). This method significantly re-
duced the dimensionality of the features without compromising performance, proving both
efficient and effective.

To tackle the challenges of continual learning and visual anomaly detection for edge deploy-
ment, the PaSTe [3] architecture proved efficient in both performance and computational re-
source usage. It utilized the MCUNet-in3 [5] lightweight backbone network, which achieved
F1 pixel-level performance similar to themore complexWideResNet50, while greatly reducing
computational demands (Table 5.1). Although (Experience) Replay is considered the most ef-
fective continual learning strategy in the literature, it requires storing and reusing past samples
in their original form and size, which takes up a lot of memory. To overcome this limitation,
the Compressed Replay strategy was introduced, storing latent representations from a specific
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network layer instead of the raw samples. This approach allowed the early layers of the archi-
tecture to be frozen, cutting down on both computational requirements and memory usage.
The PaSTe framework was then adapted for continual learning, incorporating the compressed
replay strategy.

The experiments evaluated several metrics, including image and pixel-level anomaly detection,
average forgetting, and memory usage. The Compressed Replay strategy delivered the same
performance as the Replay strategy when applied to the PaSTe architecture, while also signif-
icantly lowering memory usage and effectively managing forgetting (Fig. 5.4). These results
suggest that the frozen early layers in the PaSTe approach capture generic features that are not
critical for final performance. As a result, the PaSTe framework proves to be a more resource-
efficient alternative to the standard STFPM framework, offering strong performance andmak-
ing it well-suited for deployment on edge devices.

To further optimize memory usage in the Compressed Replay PaSTe framework, two tech-
niques were implemented: 8-bit feature quantization and PCA-based feature compression.
While these methods significantly reduced storage requirements, they also led to a noticeable
drop in performance (Table 5.5). This decline highlights the limitations of such compression
techniques in anomaly detection tasks, where subtle feature variations are crucial. The loss of
precision and the minor distortions introduced by these methods reduced the model’s ability
to effectively distinguish and detect anomalies.

Looking ahead, future research should explore advanced feature compression techniques, such
as Quantization Aware Training [48], to find better balance between memory efficiency and
detection performance. Additionally, investigating data-free continual learning strategies like
LwF [34] and EWC [36] within state-of-the-art anomaly detection frameworks (e.g., STFPM
[4], PathCore [23], CFA [24]) could provide useful insights for reducing catastrophic forget-
ting, without needing access to past data. These privacy-preserving methods are especially rel-
evant in cases where data is limited. Another interesting direction to explore is whether selec-
tively retaining important features can improve performance across other anomaly detection
methods, potentially extending the findings of this thesis. Such advancements would signifi-
cantly advance the field, leading to the development of more efficient, scalable, and adaptable
anomaly detection solutions.
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