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Abstract

With the growing demand for precise object manipulation in complex tasks, dex-

terous manipulation of multi-fngered robotic hands using reinforcement learning is

emerging as an increasingly compelling topic in robotics research. However, most

existing algorithms require extensive interactions with the environment to learn a

task, which, in real-world scenarios, often leads to irreversible events such as ob-

ject slippage. In this thesis, an approach to learning in-hand manipulation skills

in the presence of irreversible events is presented, based on the synergy between a

model-free reinforcement learning module and a low-level reactive control module.

The reactive layer consists of a slip-avoidance algorithm composed of two control

actions: one based on the Coulomb friction law and the other exploiting the resid-

ual of a suitable Kalman Filter to counteract dynamic conditions and uncertainties.

The learning module is based on an adapted version of the Cross Entropy (CE)

policy search method that aims to fulfll the manipulation goal and minimize the

intervention of the reactive layer. Two Franka Emika Panda manipulators, equipped

with soft semi-spherical grippers, are used to simulate a two-fngered arm set-up.

The proposed method is trained from scratch in a Robosuite simulation environ-

ment. The simulation results demonstrate that the proposed approach efectively

achieves the manipulation objectives while signifcantly reducing the incidence of

object slippage during the learning process, and the experimental results validate

the efectiveness of the reactive layer.





Sommario

Con la crescente domanda di robot abili nella manipolazione di oggetti in compi-

ti complessi, il Reinforcement Learning sta emergendo come un campo sempre più

rilevante nella ricerca. La maggior parte degli algoritmi esistenti richiede numero-

se interazioni con l’ambiente per apprendere un compito anche molto semplice. In

applicazione reali, ciò può condurre a eventi irreversibili come lo scivolamento di

un oggetto. In questa tesi, viene presentato un approccio per apprendere abilità di

manipolazione in presenza di eventi irreversibili, basato sulla sinergia tra un modulo

di Reinforcement Learning e un modulo di controllo reattivo a basso livello. Que-

st’ultimo è costituito da un algoritmo anti-scivolamento composto da due azioni di

controllo: il primo basato sulla legge dell’attrito di Coulomb, il secondo utilizza il

residuo di un fltro di Kalman per contrastare condizioni dinamiche e disturbi. Il

modulo di apprendimento è basato su una versione adattata del metodo Cross En-

tropy e mira a raggiungere l’obiettivo di manipolazione e a minimizzare l’intervento

dello controllo reattivo. Due manipolatori Franka Emika Panda, equipaggiati con

gripper semi-sferici, sono utilizzati per simulare una confgurazione a due dita. Il

metodo proposto viene addestrato nell’ ambiente di simulazione Robosuite. I risul-

tati della simulazione dimostrano che l’approccio proposto raggiunge efcacemente

gli obiettivi di manipolazione, riducendo signifcativamente l’incidenza dello scivola-

mento degli oggetti durante il processo di apprendimento, mentre i test sperimentali

verifcano l’efcacia del controllo reattivo.





Contents

List of Figures 5

List of Acronyms 6

1 Introduction 9

1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.2 Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.3 Scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.4 Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2 Background 13

2.1 Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.1.1 Value Based Methods . . . . . . . . . . . . . . . . . . . . . . . 15

2.1.2 Policy Search Methods . . . . . . . . . . . . . . . . . . . . . . 16

2.1.3 Model Free RL algorithms . . . . . . . . . . . . . . . . . . . . 16

2.1.4 Evolutionary Strategies . . . . . . . . . . . . . . . . . . . . . . 17

2.1.5 Cross Entropy Method . . . . . . . . . . . . . . . . . . . . . . 17

2.2 Safe Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.1 Exploration Process . . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.2 Optimization Criteria . . . . . . . . . . . . . . . . . . . . . . . 21

2.3 Robotics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.3.1 Robot Dynamic Model . . . . . . . . . . . . . . . . . . . . . . 23

2.3.2 Force Control . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.3.3 Operational Space Control . . . . . . . . . . . . . . . . . . . . 24

2.3.4 Slip Detection . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3



4 CONTENTS

3 Related Work 27

3.1 Safe Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . 27

3.1.1 Constrained Policy Optimization . . . . . . . . . . . . . . . . 27

3.1.2 Safety OptLayer . . . . . . . . . . . . . . . . . . . . . . . . . . 28

3.2 Learning Robot In-Hand Manipulation . . . . . . . . . . . . . . . . . 30

3.2.1 Learning with Tactile Features . . . . . . . . . . . . . . . . . . 30

3.2.2 Learning and Reactive Layer Synergy . . . . . . . . . . . . . . 31

3.3 Reset-Free Reinforcement Learning . . . . . . . . . . . . . . . . . . . 33

3.3.1 Multi Task Reset Reinforcement Learning . . . . . . . . . . . 33

4 Methodology 35

4.1 Proposed Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4.2 Reactive Layer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

4.2.1 Static Reactive Control . . . . . . . . . . . . . . . . . . . . . . 38

4.2.2 Dynamic Reactive Control . . . . . . . . . . . . . . . . . . . . 39

4.3 Learning Layer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.3.1 Pose Energy Term . . . . . . . . . . . . . . . . . . . . . . . . 44

4.3.2 Reactive Pseudo-Energy Term . . . . . . . . . . . . . . . . . . 45

4.3.3 Improved Cross Entropy Method . . . . . . . . . . . . . . . . 47

5 Results 51

5.1 Simulation Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

5.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

5.3 Object reorientation task . . . . . . . . . . . . . . . . . . . . . . . . . 53

5.4 Object lift task . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

5.5 Experimental test . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

6 Conclusions and Future Works 65

6.1 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

6.2 Future Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

Bibliography 67



List of Figures

2.1 Reinforcement Learning architecture . . . . . . . . . . . . . . . . . . 14

2.2 Main steps of CEM with normal updating . . . . . . . . . . . . . . . 19

2.3 Policy space Π and allowable policy space Γ . . . . . . . . . . . . . . 22

4.1 Schematic overview of the learning architecture . . . . . . . . . . . . 36

4.2 Schematic representation of the Reactive Layer . . . . . . . . . . . . . 37

4.3 Schematic Coulomb static friction dynamics . . . . . . . . . . . . . . 38

4.4 Schematic dynamic friction dynamics . . . . . . . . . . . . . . . . . . 39

4.5 Schematic representation of Learning Layer . . . . . . . . . . . . . . . 43

5.1 Experimental Setup, Franka Emika Panda robots grasping the object 52

5.2 Pose-Energy return term associated to each of the three experiments . 54

5.3 Cumulative object slippage associated to each of the three experiments 55

5.4 Reactive Pseudo-Energy episode mean term for each experiment . . . 56

5.5 Object reorientation trajectory for each learned policy . . . . . . . . . 57

5.6 Required dynamic intervention during object reorientation trajectory 57

5.7 Pose-Energy return term associated to each of the three experiments . 59

5.8 Cumulative object slippage associated to each of the three experiments 59

5.9 Reactive Pseudo-Energy episode mean term for each experiment . . . 60

5.10 Object lifting trajectories for each learned policy . . . . . . . . . . . . 61

5.11 Required dynamic intervention during object lifting trajectory . . . . 61

5.12 Object height during grasping, lifting and reactive control . . . . . . 63

5.13 Measured tangential force during grasping, lifting and reactive control 63

5.14 Static and Dynamic normal control force component . . . . . . . . . 64

5



6 LIST OF FIGURES



List of Acronyms

A2C Advantage Actor-Critic.

AI Artifcial Intelligence.

CEM Cross Entropy Methods.

CMDP Constrained Markov Decision Process.

DQN Deep Q-Networks.

ES Evolutionary Strategy.

KF Kalman Filter.

LuGre Lund-Grenoble.

MC Monte Carlo.

MDP Markov Decision Process.

PILCO Probabilistic Inference for Learning Control.

RL Reinforcement Learning.

SRL Safe Reinforcement Learning.

TD Temporal Diference.

TIC Tighter Interaction between Learning and Control modules.

7





Chapter 1

Introduction

1.1 Motivation

The demand for advanced robotics is rapidly growing. A recent Goldman-Sachs re-

port [15] estimates that the global market for humanoid robots will reach USD $38

billion by 2035, up more than six times from earlier projections. The revised forecast

is primarily attributed to advancements in Artifcial Intelligence (AI), however, sig-

nifcant challenges remain in developing software for dexterous robot manipulation.

Precise in-hand manipulation is an extremely difcult task to perform due to several

challenges such as the number of degrees of freedom of the hand and the dynamic

conditions of the surface of the manipulated objects. Although frst attempts to

enable dexterous robot manipulation focused on fxed behavior based on contact

measurements, over the past decade Reinforcement Learning (RL) has emerged as

a key approach in this feld. However, RL algorithms require a long training time

and many episodes to efectively learn even simple tasks; when applied directly to

the real world, this can lead to dangerous events that might damage the robot and

the environment. For this reason, the training process is mainly executed in suit-

able simulators; although they are useful to accelerate the learning process, they

are programmed as an inaccurate model of the real world and the robot dynamics.

Researchers introduced the term Reality Gap to express the diferent performance

between control policies in the simulation and in the real world, due to simulator

limitations in accurately approximating real-world dynamics. As reviewed in [16],

9



10 CHAPTER 1. INTRODUCTION

although many approaches have been proposed to overcome the reality gap, most

of them are designed for a specifc task. General task-independent methods that

ensure reliable sim-to-real transferability are still missing. At the same time, the

emerging subfeld of Safe RL (SRL) focuses on ensuring that agents learn to perform

tasks while maintaining safety constraints throughout the training process, avoiding

irreversible events that can limit or stop the process, and throughout the real-world

deployment avoiding dangerous events that can damage the environment. This the-

sis focuses on the application of SRL to dexterous robotic manipulation, addressing

the problem of lifting and reorienting objects of daily use in safety conditions.

1.2 Objective

The primary objective of this thesis is to develop a RL algorithm to learn robotic

dexterous manipulation, focused on enhancing robustness to object slippage. The

proposed approach consists of strictly cooperation between a learning layer and a

low-level reactive layer, which integrates static and dynamic refexive slip-avoidance

control actions.

1.3 Scope

Although model-based SRL methods generally ofer higher learning efciency, this

work focuses on model-free SRL due to its simplicity of implementation and broader

applicability across various domains without requiring knowledge of model dynam-

ics. Specifcally, this research investigates the potential of the Cross-Entropy Method.

The proposed approach is not applied directly to a robotic hand prototype, and no

tactile sensors are used. Instead, two robotic arms equipped with soft semispheri-

cal grippers are used to simulate a two-fnger arm setup, and contact information

is obtained from force-torque sensors mounted on each robot’s wrist. The reactive

module was experimentally tested in the laboratory of the University of Trento, while

simulation results confrm the approach’s efectiveness and provide a foundation for

future experimental testing.
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1.4 Thesis Structure

This thesis is structured as follows:

- Chapter 2 (Background): Ofers a comprehensive overview of the funda-

mental concepts in robotics and RL.

- Chapter 3 (Related Work): Reviews the relevant academic literature within

the domain of RL application to robotic dexterous manipulation and SRL.

- Chapter 4 (Methodology): Provides a comprehensive explanation of the

research approach, including a detailed description of the implementation of

the proposed method.

- Chapter 5 (Results): Presents the simulation and experimental results, high-

lighting the performance improvements achieved by the proposed approach and

identifying its limitations.

- Chapter 6 (Discussion): Examines the implications of the results, discusses

the limitations of the study, and indicates potential directions for future re-

search.





Chapter 2

Background

This chapter provides an overview of the foundational concepts and notation central

to RL and Robotics, ofering the necessary context for analysis and discussions in

subsequent sections.

2.1 Reinforcement Learning

RL is a machine learning paradigm that trains agents to make sequential decisions

within an environment to achieve the most optimal results. The standard RL setting

is defned by an agent aiming to solve a given task, a set of states that represent dif-

ferent confgurations of the system, a set of possible actions the agent can take, and

an episode’s time horizon within which the agent interacts with the environment.

The agent follows a policy, which is a function that maps the current observable

state to an action and receives a reward: a scalar feedback that determines how

well the agent actually performs the task at each time step. The cumulative reward,

over the entire time horizon of the episode, is named the return, and the RL goal

consists of fnding an optimal policy that selects actions to maximize the expected

return. Through continuous interaction with the environment, the agent improves

its decision-making strategy and its ability to operate in complex environments.

This makes RL a highly efective approach for tackling real-world challenges such as

robotics and autonomous systems.

13



14 CHAPTER 2. BACKGROUND

Figure 2.1: Reinforcement Learning architecture

Formally, the RL problem is modeled as a discrete or continuous Markov Decision

Process (MDP) defned as a tuple <S, A, P , R, µ, Ä>, where:

- S is a fnite, continuous, or discrete set of states.

- A is a fnite, continuous or discrete set of actions.

- P is a state transition probability matrix describing the system dynamic; each

entry Pa
s,s′ denotes the transition probability from state s to s′ after acting a.

- R is the reward function; each component Ra
s,s′ defnes the expected reward

executing action a from state s to s′.

- µ ∈ [0, 1] is a discount factor.

- Ä defnes the initial state distribution.

The expected return Jt, at time t, is defned as the cumulative discounted reward:

Jt = Eτ

T
∑

t=0

µtr(st, at) (2.1)

with r(st, at) = Rt+1 and Ä = (s0, a0, ..., sT ) denoting trajectory sample induced by

P over T . The agent policy is a function Ã : S×A −→ R with Ã(s, a) denoting the

probability of executing the action a = At in the state s = St at time t. The goal of

RL is to fnd a policy that maximizes the expected return. The state value function
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Vπ(s) of a MDP represents the expected return an agent can obtain from a given

state s at time t when following a precise policy Ã:

Vπ(s) = Eπ[Jt|St = s] (2.2)

Similarly, the action value function Qπ(s, a) of a MDP denotes the expected return

if the agent in state s takes action a and then follows policy Ã:

Qπ(s, a) = Eπ[Jt|St = s, At = a] (2.3)

If transition probability matrix P and reward function R are known, MDP can be

solved using Dynamic Programming (DP) methods based on Bellman equations,

such as Policy Iteration and Value Iteration. In particular, Policy Iteration is an

iterative algorithm that alternates between policy evaluation step to evaluate state

value function Vπ(s) under current policy Ã, and policy improvement step that im-

proves the policy, based on Vπ(s). Instead, based on Bellman optimality equation,

Value Iteration method aims to reduce the computational cost by combing policy

evaluation and policy improvement in one single step,

2.1.1 Value Based Methods

In full RL problem, both the state transition probability and the reward function

<P , R> are not known in advance, instead, the agent must learn about the environ-

ment by interacting with it. Value-based methods aim to fnd an optimal state value

function Vπ(s), or state action value function Qπ(s, a), that better estimates the ex-

pected return from a given state s by continuously interacting with the environment

and deriving a policy from it. Value-based algorithms are suitable for discrete, low-

dimensional action spaces. Among all value-based algorithms, the most important

are Monte Carlo (MC) methods, Temporal Diference (TD) learning, Q-Learning,

SARSA, and Deep Q-Networks (DQN).
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2.1.2 Policy Search Methods

Policy search methods aim to directly optimize agent policy Ãθ -parametrized with

a set of parameters ¹- without explicitly learning a value function, maximizing that

the expected future return:

¹∗ = argmax
θ

J(¹) = argmax
θ

Eτ

T
∑

t=0

r(st, at) (2.4)

Most policy search methods are based on the policy gradient theorem to compute

the gradient of the expected reward J(¹) with respect to the policy parameters and

update the parameters in the direction of improvement. Formally, it states:

∇J(¹) ∝ Eθ[
T
∑

t=0

r(st, at)∇ log Ãθ(Ä) ] (2.5)

The main advantages of policy search methods are the efectiveness in continuous,

high-dimensional action spaces and exhibit better convergence properties. Among

all gradient-based algorithms, the most important are Proximal Policy Optimiza-

tion (PPO), Trust Region Policy Optimization (TRPO), Deep Deterministic Policy

Gradients (DDPG) and Advantage Actor-Critic (A2C).

2.1.3 Model Free RL algorithms

In model-free RL, the agent learns to optimize its behavior policy only through

interactions with the environment. Typically, these algorithms are simple to imple-

ment and are suitable for scenarios in which the dynamics of the environment and of

the agents are either too difcult to model or completely unknown. Since the agent

learns from trial and error, model-free methods are sample inefcient and sufer a

slower converging rate to an optimal policy compared to model-based algorithms.

Diferently, model-based RL exploits previous knowledge or estimates during the

learning process the state transition probability matrix and the reward function

<P , R>. Although they reach better performance, model-based algorithms require

high computational cost, especially in high-dimensional or continuous state spaces,

and need an accurate estimate of the environment’s dynamics model.
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2.1.4 Evolutionary Strategies

Unlike gradient-based methods, Evolutionary Strategies (ES) are a class of policy

search methods that doesn’t require gradients but relies instead on sampling policies,

evaluating their performance, and adapting the search distribution towards better

solutions. This makes ES suitable for complex or noisy environments where gradient

estimation is difcult. Although simpler and more fexible, ES methods can be less

sample-efcient and slower to converge in high-dimensional problems.

2.1.5 Cross Entropy Method

The Cross-Entropy Method (CEM) is an ES that was proposed by [10] as an adap-

tive importance sampling technique to address rare event estimation problems. It

can also be applied in optimization to solve problems like (2.1) by frstly reformu-

lating the optimization problem as a rare-event estimation problem and then using

CEM to locate the optimum.

In particular, let {¹}Nk=1 be a set of parametrized individuals with ¹k ∈ R
d, let

J(·) be a function to evaluate the performance of a single individual, and let a prob-

ability distribution f(¹,Φ), with a set of distribution parameters Φ, that generates

random samples N of individuals. Finally, let the indicator function I[·] selects only

the best Ne f N samples, called elite samples, based on individual performance.

The general algorithm is presented below:

Algorithm 1 Cross Entropy Method for Optimization

Choose initial parameter vector Φ0

for iteration i = 0, 1, 2, ... do

generate N samples {¹}Nk=1 ∼ f(¹,Φ)

calculate for each ¹k the performance J(¹k)

solve stochastic program: Φi+1 = argmax
Φ

∑

k∈N I[J(¹k)] log f(¹k|Φi)

stop if some stopping criterion is reached

end for



18 CHAPTER 2. BACKGROUND

In general, the sampling distribution is arbitrary, but in many applications a Gaus-

sian distribution is used f(¹|Φ) ∼ N (¹|µ, Ã2) since the individual set is easily gener-

ated from the mean and variance of the independent parameters. At each iteration

of the CEM algorithm, the distribution parameters are updated as means and stan-

dard deviations of elite samples. A smoothed updated rule for both mean and

standard deviation is used to provide a more consistent learning trajectory, avoiding

premature shrinkage of the sampling distribution. The CEM algorithm leveraging

a Normal sampling distribution is outlined below:

Algorithm 2 Cross Entropy Method for Optimization with Normal Updating

Initialize µ0 ∈ R
d and Ã2

0 ∈ R
d

Set number of samples N and elite samples Ne

Set smoothing factors ³, ´ ∈ [0, 1]

for iteration i = 1, 2, ... do

generate N sample {¹}Nk=1 ∼ N (µ, Ã2)

for each ¹k evaluate performances J(¹k)

let I be the indexes of elite samples

µ̂ =
∑

k∈I
θk
Ne

Ã̂2 =
∑

k∈I
(θk−µ̂)2

Ne

µi+1 ← ³µ̂+ (1− ³)µi

Ã2
i+1 ← ´Ã̂2 + (1− ´)Ã2

i

stop if some stopping criterion is reached

end for

In the Methodology chapter, an adapted version of the CEM for optimization with

standard updating will be introduced. This adaptation is designed to enhance the

performance of robotic manipulation tasks, particularly by reducing the number of

required samples.
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For better clarity, an illustration of the main steps of the CEM with normal updating

is shown in Figure 2.2 This example considers a simplifed case of bidimensional

individual parameterization ¹ = {¹1, ¹2} with normal probability density function

N (µ, Ã2) over Ωθ. The algorithm:

1. Starts with normal distribution N (µ, Ã2).

2. Generates N individuals, evaluate their performance using function J(·) and

select the best individuals to form the elite set (in red).

3. Calculates the mean µ̂ and standard deviation Ã̂ of the elite set.

4. Fits a new normal distribution based on µ̂, Ã̂.

5. Applies some smoothing rule to avoid premature shrinkage.

6. The resulting mean µi+1 and standard deviation Ãi+1 defne the normal distri-

bution of the next iteration, repeating the process from [1].

[1] [2] [3]

[4] [5] [6]

Figure 2.2: Main steps of CEM with normal updating
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2.2 Safe Reinforcement Learning

SRL is a subfeld of RL that aims to guarantee safety conditions while an agent

learns and interacts with an environment. For this reason, it is crucial in real-world

applications, especially when learning is done from scratch, to prevent the occur-

rence of irreversible events. Nevertheless, in case where learning is frstly performed

in simulation and then techniques such as Transfer Learning or Domain Random-

ization are used to adapt the agent in real world, SRL might help a safer transition

since agents may still behave unpredictably in novel or uncertain conditions.

Specifcally, the concept of Irreversible Events refers to unsafe events in the context

of RL that signifcantly limit or stop the learning process. In the specifc context of

robotic dexterous manipulation, the manipulated object may slip and fall, leaving

the robot unable to retrieve it and continue the learning process. In these cases,

human supervision is needed to properly continue the process or reset the environ-

ment. Reducing the need for costly human intervention can signifcantly shorten

the learning time.

Therefore, in recent years, algorithms have been designed to minimize the occurrence

of irreversible events allowing the robot to learn autonomously without continuous

human involvement and in safe conditions. In general, as presented in [7], SRL al-

gorithms can be divided into two categories: Exploration Process and Optimization

Criteria. In the following sections, both categories are briefy explained and partic-

ular state-of-the-art examples are presented in details in the following chapter.

2.2.1 Exploration Process

SRL Exploration Process strategies aim to enhance safer agent’s environment ex-

ploration and are typically suitable for tasks in which exploratory action can be

dangerous. In particular, two exploration process modifcation strategies are used:

External Knowledge and Risk-Directed Exploration.
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The frst set of algorithms that modify the exploration process is based on prior

External Knowledge of the task that can be exploited during the learning process,

to bootstrap the RL algorithm. Since this strategy is based on the prior system’s

information, the quality of the performance is strictly related to the quality of the

external knowledge. Moreover, it is not always feasible to collect prior information,

narrowing down the possible application cases.

Risk-Directed Exploration, similarly to risk-sensitive optimization criteria, relies on

integrating a risk-related coefcient into the learning procedure used to increase the

probability of selecting actions that explore safer regions of the environment. This

strategy is not capable of avoiding initial dangerous actions, as the risk coefcient

is learned during the learning process.

2.2.2 Optimization Criteria

In SRL optimization criteria, the agent interacts with the environment with the

same exploration strategy as traditional RL, and safety improvements are based

on suitable modifcations in the optimization procedure, by adding constraints that

ensure safer decision making.

The frst type of constraint is Worst-Case Constraint in which the agent focuses

on maximizing the return of the worst-case scenario, incurred in the learning pro-

cess, even if it is highly unlikely to happen.

Alternatively, Risk-Sensitive Criterion consists of defning a variable that is ca-

pable of measuring the risk of dangerous events and exploiting such a parameter to

introduce a risk energy term with the expected return in the optimization problem.

In this way, the optimization process maximizes the expected return and concur-

rently controls the level of risk. As detailed in the Methodology chapter, this thesis

adopts this approach by introducing a parameter called the Reactive Pseudo-Energy

term, which quantifes the risk of object slippage. This parameter is incorporated

into the cost function to actively minimize the occurrence of such irreversible events.
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The general optimization criteria approach is based on the implementation of a

Constrained Criterion, as properly described in [7]. It reformulates the SRL prob-

lem as a Constrained Markov Decision Process (CMDP), an extension of the MDP

framework described as the tuple <S, A, P , R, µ, Ä C > with S, A, P , R, µ, Ä

the same as the standard MDP, and C defnes the set of constraints, and aims to

maximize the expected return return subject to one or more constraints ci ∈ C:

max
π∈Γ

E[Jπ] (2.6)

with Γ ∈ Π the policies subset space satisfying constraints C to ensure specifc re-

strictions of the problem. The main example of Constrained Criterion is Constrained

Policy Optimization (CPO) detailed in the next chapter.

Policy space Π

Allowable policies Γ

Figure 2.3: Policy space Π and allowable policy space Γ
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2.3 Robotics

Robot manipulators play a crucial role in industrial and service applications because

of their precise motion capabilities. A robotic system consists of mechanical compo-

nents, such as links and joints, actuators for motion generation, sensors for feedback,

and a control system to regulate behavior, and are designed to perform tasks such

as pick-and-place, assembly, and welding. The following sections provide an brief

overview of key robotic concepts relevant to this research, focusing on manipulator

modeling and control strategies.

2.3.1 Robot Dynamic Model

The dynamic model of a manipulator aims to relate the forces and torques required

to perform a desired motion by considering the system’s mass, inertia, and external

infuences of the system. Accurate knowledge of the dynamic model is necessary for

precise control, motion planning, and stability analysis. The Euler-Lagrange Method

derives the manipulator dynamic model by rewriting the Lagrangian equation:

L = T − U (2.7)

composed of system’s total kinetic energy T and potential energy U , as function of

the generalized coordinates q ∈ R
n:

d

dt

∂L

∂q̇
−

∂L

∂q
= À (2.8)

describing the confguration of a n-dof manipulator. With À denoting the generalized

forces vector, such as actuation and friction forces. The results of a precise derivation

yields the compact model of a n-dof manipulator:

M(q)q̈ + C(q, q̈) + Fv q̇ + Fssign(q̇) + g(q) = Ä − JT (q)Fe (2.9)

with Ä denoting the actuation joint torques, q, q̇, q̈ ∈ R
n the joint positions, velocities

and accelerations, M(q) ∈ R
n×n the inertia matrix, g(q) ∈ R

n the gravity compen-

sation vector and C(q, q̇) ∈ R
n the Coriolis and inertial compensation vector, Fvq

the viscous friction torques, Fs the Coulomb friction torques and JT (q)Fe mapping

force and torque values measured at the end-efector to joint torques.
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2.3.2 Force Control

In many applications, as object in-hand manipulation, is important to precisely

control the force applied by the end efector. Force control enables robots to interact

with their environment by applying a desired force on an external object or surface.

Let the desired wrench fd = [f,m]T ∈ R
6 to be exerted by the manipulator’s end-

efector to the environment be composed by the linear forces f = [fx, fy, fz]
T ∈ R

3

and rotational torques m = [mx,my,mz]
T ∈ R

3 around the x, y and z. By assuming

the robot to move slowly during the force control task, the acceleration and velocity

terms in (2.9) can be neglected to obtain the map, used as simple force control

action:

Ä = g(q) + JT (q)fd (2.10)

2.3.3 Operational Space Control

Operational Space Control (OSC) minimizes the error between the desired and cur-

rent pose of ca controlled frame, typically the end efector frame. The desired pose

xdes is decomposed into separate positions pd ∈ R
3 and orientation Rd ∈ SO(3) com-

ponents, and the corresponding end-efector accelerations are computed, through a

proportional derivative (PD) control scheme to drive the system towards the target

confguration. Then, the robot joint torques, which actuate the robot, are computed

by frstly computing the desired wrenches fd ∈ R
6 at the end efector correspond-

ing to the desired accelerations, and then mapping the joint torques commands

Ä = JT (q)fd. In general, the function mapping the end efector space pose to joint

torques is:

Ä = Jp[Λp[k
p
p(pd − p)− kp

dv]] + JR[ΛR[k
R
p (Rd ¸R)− kR

d É]] (2.11)

with Λp,ΛR respectively the inertial matrix Λ ∈ R
6×6 parts corresponding to position

and orientation,JP ,JR respectively the position and orientation parts of the Jacobian,

and kp
p, k

p
d, k

R
p , k

R
d are vectors of proportional and derivative gains.
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2.3.4 Slip Detection

Slip detection is essential for robotic manipulation, enabling stable grasps in dy-

namic environments. As described in [14], various approaches use diferent sensing

techniques to identify slip and improve grasp stability. This subsection provides a

concise overview of these methods.

Friction-based measure normal and tangential forces at the contact surface, using

the Coulomb friction model to determine the risk of slippage. In particular, multi-

axial force sensors continuously sense tangential forces and adjust grip accordingly.

However, these methods require precise calibration, are sensitive to material prop-

erties, and may be unreliable in highly variable environments. As this approach is

used in this research, further details will be provided in Chapter 4.

Slip events generate high-frequency vibrations on the contact surface between the

robotic gripper and the object. Through spectral analysis, Vibration-Based slip de-

tection methods measure these oscillations to identify object slippage and respond

to slip. Although efective, these methods are susceptible to noise and require com-

putationally intensive processing.

Optical-Based Methods for slip detection use cameras, light sensors, and photo-

diodes to track object movement and surface deformations during grasping. These

approaches provide high-resolution data and are particularly useful for indirect slip

detection in robotic manipulation. One widely used technique involves tracking

surface displacement using high-speed cameras and marker-based vision systems.

Despite their precision, optical methods face challenges such as high computational

demand, lighting sensitivity, and occlusion issues.
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Other slip detection methods are based on diferent physical attributes. Velocity

and Acceleration-based Methods use accelerometers to detect motion changes and

Doppler laser velocimeters to track surface movement with high precision. Alterna-

tively, thermal and magnetic sensors can be used to identify slip by monitoring heat

dissipation and magnetic feld variations. Center of Pressure (CoP) sensors deter-

mine slip occurrence through voltage fuctuations, while pneumatic sensors detect

slip-induced air pressure variations. Additionally, AI-based Methods have gained

attention for slip detection, although they require extensive training data and high

computational resources for real-time application.



Chapter 3

Related Work

This chapter provides a comprehensive review of state-of-the-art research related to

the thesis, focusing on the main advances in the emerging subfeld of SRL and in

RL applied to dexterous manipulation.

3.1 Safe Reinforcement Learning

In recent years, SRL has become a rapidly evolving subfeld of RL with promising

applications for robotic manipulation, aiming to enable robotic systems to acquire

complex manipulation skills while minimizing the risks of damage to objects or the

environment during the learning process. This section introduces notable works from

the broader feld of SRL that, although not specifcally focused on dexterous ma-

nipulation, introduce methodologies with signifcant potential for future application

in this domain.

3.1.1 Constrained Policy Optimization

Constrained Policy Optimization (CPO), introduced by [1] is a deep RL algorithm

that aims to solve the CMDP problem by optimizing policies while strictly enforcing

safe constraints. It extends Trust Region Policy Optimization (TRPO) by introduc-

ing relating the expected returns of two policies to their average divergence to ensure

that each policy update guarantees that Safety constraint violations remain below

a specifed threshold.

27
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Formally, the policy is iteratively updated by maximizing J(¹) over a local neigh-

borhood of the most recent iterate and respecting suitable safety constraints:

Ãk+1 = argmax
π∈Πθ

J(Ã)

s.t:

JCi
(Ãk) + Sπk,π f di ∀i (3.1)

D̄KL(Ã||Ãk) f ¶

with D̄KL(Ã||Ãk) is the Kullback-Leiber (KL) divergence that measure how diferent

two probability distributions are, constraining the Trust Region Policy update, and

JCi
(Ãk) + Sπk,π f di ∀i defning a bounds on the diference in safety constrained

returns between two arbitrary stochastic policies in terms of an average divergence

between them. Then, CPO solves the constrained convex optimization problem us-

ing duality, balancing reward maximization and constraint satisfaction.

Compared to other unsafe RL methods, such as Primal-Dual Optimization (PDO)

and TRPO, the proposed algorithm better enforces constraints throughout training,

achieving high rewards while maintaining safety. However, it shows slow conver-

gence, degradation of the reward obtained, and violation of constraints during the

early training steps.

3.1.2 Safety OptLayer

Safety Layer algorithms lies in between the categories, presented in Section 2.2.2,

of Optimization Criteria and Exploration Process, and are based on the application

of a safety layer that corrects dangerous actions before the agent performs them.

Unlike safe policy optimization approaches based on cost value optimization, such

as CPO gradually learn safer policies, Safety Layer methods aim to enforce safety

more directly. As a result, they tend to produce safer actions, even during the early

stages of the learning process when the agent’s policy is still highly exploratory and

uncertain.
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In the context of Safe Layer RL, OptLayer [12] is a SRL architecture that en-

sures safe actions in the real world by restricting the action predictions of a neural

network. The use of deep reinforcement learning in robotics is mostly limited to

simulated environments or restricted motions, as unconstrained trial and error in

the real world could have undesirable consequences for the robot or its environment.

OptLayer overcomes this limitation ensuring that neural network predictions com-

ply with predefned safety constraints.

Given a predicted action ã, OptLayer computes the closest feasible action a∗ by

solving a quadratic program (QP):

min
x

1

2
xTPx+ qTx

subject to: (3.2)

Gx f h, Ax = b

where constraints enforce joint limits, collision avoidance, and task-specifc rules.

OptLayer is fully diferentiable, allowing safety constraints to infuence policy learn-

ing. This enables safe and efcient real-world learning, particularly in robotics

applications.

The experiments are conducted in both the simulation and the real world, with

results showing that OptLayer successfully enforces safety constraints while achiev-

ing performance comparable to unconstrained reinforcement learning.
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3.2 Learning Robot In-Hand Manipulation

Until about a decade ago, most traditional in-hand manipulation algorithms were

based on precise models of robotic hands and manipulated objects, making it dif-

fcult to adapt to unknown objects in real-world environments. In recent years,

instead of using predefned models, RL approaches have been proposed to enable

robots to acquire manipulation skills through direct environment interaction. As

mentioned in [19], many recent works [2], [9], [11] obtained a successful performance

but were only tested in simulation, and, due to the reality gap, a great performance

in simulation cannot guarantee success in the real world. In this section, two main

cases of dexterous manipulation, solved by RL from scratch in the real world, are

presented.

3.2.1 Learning with Tactile Features

The frst demonstration of reinforcement learning to learn an in-hand manipulation

skill has been proposed by [17]. The presented method exploits tactile-based learn-

ing to manipulate an object supported by a planar surface with two robotic fngers.

The authors framed the problem as a Markov Decision Process (MDP) and solved

it using Relative Entropy Policy Search (REPS) algorithm, which provides a prin-

cipled, information-theoretic way to perform smooth and stable policy updates:

max
π,µπ

J(Ã) =max
π,µπ

∫ ∫

S×A

Ã(a|s)µπ(s)R
a
sdads

s.t.

∫ ∫

S×A

Ã(a|s)µπ(s)dads = 1 (3.3)

∀s′
∫ ∫

S×A

Pa
s,s′Ã(a|s)µπ(s)dads = µπ(s

′)

KL(Ã(a|s)µπ(s)||q(s, a)) f ϵ

with the frst three equations specify the general RL objective, last equation de-

fnes an additional bound on KL divergence between proposed state-action pair and

sampling distribution. The solution to the optimization problem is obtained with
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Lagrangian optimization:

Ã(a|s)µπ(s) ∝ q(s, a)e
δ(s,a,V )

η (3.4)

with Lagrangian multipliers are obtained through minimization of the dual function:

g(¸, V ) = ¸ϵ+ ¸ log

(

n
∑

i=1

e
δ(s,a,V )

η

)

(3.5)

with ¶ the Bellman error, function of the transition distribution that is not known.

The authors specifcally employ a non-parametric variant, called non-parametric

REPS, designed to overcome limitations inherent in parametric methods. Using

kernel-based methods, it approximates ¶(s, a, ³). This kernel-based approach re-

duces the complexity of manually defning non-linear sensor features. A cost-sensitive

Gaussian process policy is used Ã(a|s) = N (µ(s, w), Ã2(s, w)), utilizing weighting

factors derived from immediate and expected future rewards. These weighting fac-

tors are based on the estimated Bellman error:

w = e
δ(s,a,α)

η (3.6)

and ensure that experiences with higher expected returns more signifcantly infu-

ence policy refnement.

The proposed algorithm was evaluated using a task involving rolling an object

between two fngers while maintaining a secure grip. Training on two cylindrical

objects prevents overftting, and the learned policy is tested on novel objects with

varying textures and weights. Results show it outperforms a control techniques in

efciency and adaptability, though low-friction objects pose challenges.

3.2.2 Learning and Reactive Layer Synergy

One of the frst safe RL approaches to robotic in-hand manipulation has been in-

troduced by [6]. In general, the researchers developed a novel architecture based on

a tight cooperation between a Reinforcement Learning layer and a Reactive Layer

for in-grasp object manipulation, by combining visual and tactile sensing. Visual
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sensors are used to represent the state of the system x, while tactile sensors provided

feedback for a low-level reactive controller designed to prevent object slippage. The

proposed general control scheme is:

u = up + ur

ur = Ker

up = Ax+ b (3.7)

er = ³slip − ³des

with u denoting the total actuation vector, up the command from the parametrized

linear policy, ur the refexive action from the reactive layer, er the control error and K

the control gain. In this work, the researchers introduced a risk-sensitive parameter

³slip = e−∥f ∥2 that quantifes the entity of the slipping based on f the interaction

forces at the sensitized fngertips. Using an empirical approach to defne the desired

value of the risk-sensitive parameter ³des, they defned the Pseudo-Energy term:

Er = |³slip − ³des| (3.8)

that quantify the error from the the correct amount efort of the reactive layer. As a

Risk-Sensitive Criterion, the authors included the Pseudo-Energy term in the cost

function along with the pose term Ep = 1− e−∥φ−φdes ∥
2

, to contemporary maximize

the pose term, enabling the robot to learn the reorientation task, and minimizing

the Pseudo-Energy term, decreasing object slippage occurrence and reactive layer

efort.

c(x) = ¼1Ep(x) + ¼2Er(er(x)) (3.9)

Consequently, the primary control strategy could be trained not only to achieve

successful manipulation tasks but also to minimize the frequency of interventions

required by the reactive controller. The researchers exploit PILCO (Probabilistic In-

ference for Learning Control), a model-based policy search algorithm, to efectively

learn the manipulation task. The authors validate their method on reorientation

tasks involving common objects, showing notable great performance as low number

of rollout to learn the task and improvements in robustness and reliability compared
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to approaches relying solely on either visual perception or tactile feedback individu-

ally. This thesis is mainly based on the theoretical results obtained in this research;

in the next chapter, all the adaptations are reported in detail.

3.3 Reset-Free Reinforcement Learning

As previously discussed in Section 2.2.1, one signifcant challenge imposed by Irre-

versible Events is the necessity of costly human intervention to reset the learning

process. To address this problem, algorithms have been developed to enable au-

tonomous recovery in the event of failure, allowing robots to learn independently

without constant human supervision. Within this context, Reset-Free RL (RF-RL)

emerges as a framework in which agents operate and learn continuously without

external resets to an initial state. RF-RL enables an agent to continue learning

directly from its current state, closely refecting real-world scenarios where manual

resets are often impractical or prohibitively expensive.

3.3.1 Multi Task Reset Reinforcement Learning

The main research example of Reset-Free RL is [8] which presents a multitask RL

algorithm that learns dexterous manipulation skills without the need for episodic

resets. Multi Task Reset Reinforcement Learning (MTRF) algorithm properly re-

formulates the manipulation task as a multitask problem where a large number of

diferent tasks are learned simultaneously, and some of them can naturally serve as

resets for other tasks during learning. It uses Soft Actor-Critic (SAC) for continuous

control and a meta-controller that dynamically selects the appropriate task at each

step: for example, if a robot drops an object while learning in-hand manipulation, it

shifts to a task that picks it up again. This approach has been shown to be efective

in learning complex dexterous manipulation tasks in simulation and the real world

without any explicit resets.

In particular, the authors evaluated MTRF on an in-hand manipulation task of

a robotic hand robotic system, without any simulation. The general task consists
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of grasping, lifting and reorienting the object in a desired confguration. The task

is subdivided into four sub-tasks: re-center, lift, in-hand, and fip. When the object

falls in the fip or in-hand tasks, reset the object into a suitable initial pose, making

the robot continuously learning the frst two subtasks.



Chapter 4

Methodology

This chapter outlines the methodological framework and research approach adopted

to address the problem of learning dexterous robotic manipulation while ensuring

robustness to object slippage for real-world applications in robotic manipulation.

The chapter is structured as follows:

- Section 4.1 provides a brief overview of the high-level architecture of the ap-

proach, based on the interaction between the learning module and the reactive

control layer, as introduced by [6].

- Section 4.2 details the reactive control layer, highlighting the two-stage slip

avoidance strategy presented by [3] and [5], which combines static and dynamic

control actions to prevent object slippage.

- Section 4.3 presents the learning layer, describing the improved version of the

CEM based on previous work [13]. It also discusses the formulation of the

reward function and how the learning module gradually minimizes reliance on

the dynamic reactive control system to decrease object slippage.

35
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4.1 Proposed Approach

Building on previous works, this research proposes a strategy to learn in-hand robotic

manipulation skills, such as lifting and reorienting an object, enhancing robustness

against object slippage. It employs an adapted version of the TIC strategy (Tighter

Interaction between Learning and Control modules), proposed in [6], which con-

sists of change of information between a learning layer and a reactive layer, which

integrates a refexive slip avoidance control action. The total control action u gener-

ated by each robot is the sum of the agent’s learned action plus the refexive action

u = u′
L + uR. Including in the reward function a term evaluating the amount of

the dynamic reactive layer intervention, the learning layer is capable of not only

reaching the manipulation goal, but also of reducing the refexive efort, drastically

decreasing the occurrence of irreversible events. In addition, a risk-related parame-

ter is used to explore the environment safely. In this chapter, the slipping avoidance

strategy and the learning algorithm are presented.

Learning Layer

Reactive Layer

Environment

Agent

Figure 4.1: Schematic overview of the learning architecture
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4.2 Reactive Layer

The reactive layer incorporates a slipping avoidance algorithm adapted by previous

research [3], [5]. This algorithm consists of a combined efort of static control action

and dynamic control action. The static component relies on the Coulomb friction

law to maintain adequate contact forces preventing object slippage in quasi-static

conditions. The dynamic component exploits the residual of a suitable Kalman

Filter to detect and counteract unexpected behaviors under dynamic conditions.

For both robot’s fnger, the information measuring the intervention efort of the

dynamic reactive control, defned by the residual of the Kalman flter et of is passed

into the learning layer to compute the reactive Pseudo-Energy term. The total

actuation force uR, exerted by the robot is composed by the sum of static reactive

control action in and the dynamic reactive control ur = urS + urD .

Dynamic Reactive Control

Static Reactive Control

Kalman Filter

Learning Layer

Figure 4.2: Schematic representation of the Reactive Layer
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4.2.1 Static Reactive Control

The Coulomb friction law states that, assuming that µs denotes the static friction

coefcient, when two dry surfaces are in contact in the presence of an external

tangential force ft, sliding does not occur if the normal force fn, pressing the two

bodies, satisfes fn g
ft
µs

. In the context of object grasping, fn represents the normal

force the gripper of the fnger must exert to maintain a non-slip condition when

an external force ft, such as gravitational or inertial force, is applied to the object.

Thus, the static component, normal to manipulated object’s surface, of the control

force is:

urS = krS
ft
µs

(4.1)

with proportional gain krs > 0. In a bimanual setup with two fngers, pushing in

opposing directions, each fnger must exert half of the required normal force. In our

simulation settings, without any tactile sensors, the normal direction along which

the required normal force is generated is assumed to be known and corresponds to

the y− axis of the simulation-manipulated object.

Figure 4.3: Schematic Coulomb static friction dynamics

This strategy has several limitations: it relies on prior knowledge of the friction

coefcient that may require an initial exploration phase that is not always achievable,

and then it is based on a simple friction model, efective only for hard and dry

materials. An advanced control strategy has been introduced in [3] to enhance

performance under dynamic conditions.
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4.2.2 Dynamic Reactive Control

More sophisticated slipping avoidance methods, with respect to the ones reported

in section 3.3, are based on Kalman Filter and use predictive modeling to estimate

slip by fltering noisy sensory data and tracking force variations over time. These

approaches are particularly efective in dynamic environments, where real-time ad-

justments are required to maintain stable grasps.

The Dynamic Reactive Control technique proposed in [3] is based on a linear KF

applied to the measured tangential force that incorporates an integral control action

on the residual of the flter. The methodology is based on a more precise model

of contact dynamics, as illustrated in Figure 4.1, which represents the interaction

between the gripper and the object. Let m be the mass of the gripper, ´ the damp-

Figure 4.4: Schematic dynamic friction dynamics

ing coefcient of the material, and k its stifness. The mass of the manipulated

object is indicated by M , with fn being the normal force applied to it. The friction

dynamics g(x, fn) is modeled using the Lund-Grenoble friction model (LuGre). The

state vector x = [x1, x2, x3, x4, x5]
T describes the displacement of the gripper and of

the object x1, x3, their respective velocities x2, x4, and the state of LuGre friction

model x5.
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In particular, the friction model is described by:

g(x, fn) = Ã0x5 + (Ã1 + Ã2)(x2 − x4)− Ã0Ã1
|x2 − x4|

g(x, fn)
x5

n(x, fn) = x2 − x4 − Ã0
|x2 − x4|

s(x, fn)
x5 (4.2)

s(x, fn) = µdfn + fn(µs − µd)e
−

(x2−x4)
2

v20

with µd, µs are dynamic and static friction coefcients, Ã0, Ã1, Ã2 are respectively

the asperity stifness, the micro-viscous friction coefcient and the viscous friction

coefcient, and v0 is the velocity threshold for the Stribeck efect. The system’s

equations of motion in state space form are:

ẋ1(t) = x2(t)

ẋ2(t) = −
k

m
x1(t)−

´

m
x2(t)−

1

m
g(x, fn)

ẋ3(t) = x4(t) (4.3)

ẋ4(t) = −
1

M
ft −

1

M
g(x, fn)

ẋ5(t) = n(x, fn)

The system output equation that models the elastic force is y(t) = kx1. Rewriting

in matrix form:

ẋ(t) = Fx(t) + w(t)

y(t) = hTx(t) + v(t) (4.4)

F =




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0

− k
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m
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m
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0

1
M
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1
M
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





















(4.5)

Under semi-static conditions (i.e. no macro slippage), it can be shown that w = 0,

leading to kx1 = ft and making y coincide with the tangential force measured by

the force-torque sensor. In this scenario, the system is already in Kalman canonical
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form and x3, x4, x5 are not observable from y. For discrete-time analysis, assuming

a sampling time T, the system is reformulated as:

zn+1 = F0zn + wn

yn = hT
0 zn + vn

with:

Fo =





1 T

0 1



 , h0 =





k

0



 (4.6)

with zn = (x1n, x2n)
T , vn a Gaussian white process with V > 0, uncorrelated with

hT
0 zn. Under no slip conditions, the mean state estimation error of the Kalman

flter remains zero but increases when W g 0. This principle is the core idea of the

slipping detection algorithm, which monitors the residual of the Linear KF:

ẑt+1|t = F0ẑt|t

P̂t+1,t = F0P̂t|tF
T
0 +W

ŷt+1|t = hT
0 zt+1|t

et+1 = yt+1 − ŷt+1

ẑt|t = ẑt|t−1 +Kt−1et

P̂t,t = (I −Kt−1h
T
0 )P̂t,t−1

ŷt|t = hT
0 ẑt|t−1

Kt = Pt+1,th0(h
T
0 Pt+1,th0 + V )−1

Defning et the residual of the LKF at time t, ht the integrator state ht+1 = ht + et

and krD the integral control gain, the proposed control law is:

urD = krD

∣

∣

∣

∣

Tht +
T

2
et

∣

∣

∣

∣

(4.7)

In conclusion, the total actuation force component, normal to the manipulated ob-

ject surface is:

ur = krS
ft
µs

+ krD

∣

∣

∣

∣

Tht +
T

2
et

∣

∣

∣

∣

(4.8)
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4.3 Learning Layer

Let assume to model the unknown dynamics of the system as:

xt+1 = g(xt, ut) + wt (4.9)

with g(·, ·) the unknown evolution function of the system’s state, wt zero-mean

normal white noise, xt and ut denote the system state and control input at time t,

respectively. The function g(·, ·) is unknown and wt is a term of zero mean white

noise. In the lifting task, the control input ut ∈ R
6 defnes the force vector exerted by

the two fngers, expressed in the coordinate frame of each end efector, and the state

of the system xt ∈ R represents the diference between the target height and the

current object height. In the reorientation task, results show that is more efective

using input ut ∈ R
10 composed of the vertical ofset position of the fnger and the

orientation of the fnger expressed as quaternions, and the state xt is the diference

between the desired orientation and the current orientation of the object. In both

cases, the normalized state, with respect to the initial, x̃t = xt/x0, is transformed via

a non-linear transformation transformation x̂t = 1 − (1 − x̃t)
γ, with µ determining

the curvature of the function, infuencing how quickly the function approaches 0 as

x̂t decreases. The proposed policy:

uL = A x̂t + b (4.10)

is parametrized by the set ¹ = {A, b}, with A, b ∈ R
6 in lifting task, and A, b ∈ R

10

in reorientation task. The reward function is designed as a convex combination of

two key components:

c(x, e) = ¼Ep(x) + (1− ¼)(1− Er(e)) (4.11)

where ¼ ∈ [0, 1] balances the contribution of each term in the learning process. The

pose energy term Ep(x), which depends on the state of the system, is formulated

so that maximizing it corresponds to minimizing the error distance. The reactive

pseudo-energy term Er(e), which depends on the KF robot’s fnger residuals e =

{e1, e2} associated to the low-level layer, quantifes the involvement of the dynamic

component of the reactive control layer. By maximizing the Pseudo-Energy term,
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the agent learns to gradually reduce its dependence on dynamic reactive control, thus

minimizing the probability of object slippage. As will be detailed in the following,

to further enhance agent robustness to object slippage the Pseudo-Reactive term is

also used as a a risk-sensitive policy-control saturation mechanism u′
L = EruL that

prioritizes object stability in high-risk situations then task completion actions. To

facilitate and fasten the learning process, the proposed approach employs a dense

reward function to provide continuous feedback on appropriate behavior, and sparse

negative feedback at the occurrence of specifc events such as the object’s slippage.

Policy

Learning Algorithm: CEM

Reactive Layer

Figure 4.5: Schematic representation of Learning Layer
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4.3.1 Pose Energy Term

The pose energy term of the reward function consists of multiple terms designed to

guide the agent toward successfully lifting the object to a target height while mini-

mizing unwanted behaviors. The frst term penalizes distance between the object’s

target state and current state:

Ed
p(xt) = cosh−1(¶dx̂t) (4.12)

with ¶d is a scaling coefcient that controls the decay rate. A higher value results in

a sharper decay, while a lower value leads to a more gradual decrease. To explicitly

reward task completion, a term is introduced when the object reaches the target

height interval:

ET
p (xt) =











cosh−1(¶T x̂t) if− ϵT f x̂t f ϵT

0 otherwise

(4.13)

where ϵT defnes the task completion interval value, in our settings set to 5% of the

desired ofset height or orientation angle, respectively in lift task and reorientation

task. In addition, a penalty is applied when object slips or the robot place the object

over the table:

E−
p (xt) =



























−1 if object slippage

−0.5 if object is placed over the table

0 otherwise

(4.14)

The total reward at each time step t combines all the terms with their respective

weight coefcients:

Ep(xt) = wdE
d
p(xt) + wTE

T
p (xt) + w

_
E−

p (xt) (4.15)

where weight coefcients wd + wT = 1, and w
_
= 1 balance the infuence of each

term. This structured reward function ensures that the agent learns to lift or reorient

the object efciently.
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4.3.2 Reactive Pseudo-Energy Term

The reactive layer is designed to counteract object slippage by dynamically adjust-

ing the force exerted by the robot’s end efectors. As presented in [6], the reactive

module must not only detect imminent slippage but also determine the appropriate

intensity of the corrective response, characterized by the pseudo-energy term Er.

This quantifcation serves multiple critical functions: it ensures the proper appli-

cation of refexive forces, it is integrated in the cost function to guide the agent

during training encouraging task completion while minimizing reliance on the dy-

namic reactive layer minimizing the probability of irreversible events, and acts as a

risk-related coefcient to facilitate safe environmental exploration.

To measure the magnitude of slippage, this research employs the flter residual e,

which inherently assesses slippage intensity within the dynamic control action:

urD(t) = krD

∣

∣

∣

∣

Tht +
T

2
et

∣

∣

∣

∣

(4.16)

Let e1t , e2t represent the flter residuals of the robot’s two fngers at time step t,

and ēt = max(|e1t |, |e2t |) the maximum residual in absolute value. The reactive

pseudo-energy term is then computed as:

Er(t) = 1− cosh−1(¶rēt) (4.17)

where the input is properly scaled by ¶r, ensuring that Er ∈ [0, 1]. Reactive pseudo-

energy Er(t) is minimized Er = 0 in static conditions when no dynamic reactive layer

efort is required, and approaches the maximum value Er = 1, when the reactive

layer is highly active. The objective is to maximize the function cost, hence, to

minimize reactive layer efort, 1− Er is included:

c(x, e) = ¼Ep(x) + (1− ¼)(1− Er(e)) (4.18)

When a human lifts an object and senses it slipping, their instinct is to prioritize

stabilizing the object over continuing the lift. Similarly, Er functions as a risk-

sensitive coefcient, detecting when the object is at risk of falling. In such situations,



46 CHAPTER 4. METHODOLOGY

it proportionally reduces the infuence of the agent’s policy, shifting the focus to

grasping and stabilizing rather than lifting. It is assumed that once the robot

stops lifting to secure the object, it will not resume, as doing so could lead to

an unsafe confguration. The episode is thus considered complete. Initially set to

one, the reactive energy term acts as a multiplicative factor on the output forces

generated by the agent’s policy. As the reactive pseudo-energy decreases toward

zero, it proportionally reduces the efort exerted by the learning module. The total

control action is then modifed as:

u(t) = Er(t)uL + uR (4.19)

At each time step, the risk-sensitive coefcient is computed, selecting the minimum

value between the current and previous time steps. This ensures that the reactive

risk-sensitive term only updates when a smaller value is encountered, preventing

increases and suppressing learning module actions in risky states:

Er(t+ 1) = min
(

cosh−1(¶rēt+1), Er(t)
)

(4.20)

This approach can be considered as a risk-directed exploration technique for safe RL,

leveraging the reactive pseudo-energy term as a risk-related coefcient. Empirical

results indicate that this strategy signifcantly reduces object slippage, particularly

during the early stages of the learning process.
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4.3.3 Improved Cross Entropy Method

As discussed in [4], [18], [13], Cross Entropy Method has demonstrated remark-

able success in high-dimensional control problems by achieving performance levels

comparable to or exceeding those of model-free reinforcement learning algorithms,

positioning CEM as a promising tool for real-time decision making in robotics and

autonomous systems. However, standard CEM relies on large sample populations to

accurately estimate optimal action sequences. The inherent sampling inefciency of

CEM may limit its deployment in applications such as robotic manipulation where

immediate decision-making is required.

To reduce the number of required samples while maintaining or improving perfor-

mance, [13] introduces a series of improvements to the traditional CEM framework.

Building on previous research, in this section, the improvements included in this

research are reported:

1. Instead of maintaining a fxed number of sampled individuals across all iter-

ations, an adaptive strategy is introduced to progressively reduce the popula-

tion size and elite size as the optimization converges, decreasing computational

cost. Let N0, N
e
0 be the initial population size and the elite size, respectively.

As suggested in [13], the population size in iteration i decays with exponential

decrease:

Ni = max(N0µi , 4N e
i−1) (4.21)

and ensuring that the population size is at least four times the size of the elite

group N e
i in iteration i. At the same time, the decrease of the elite set follows:

N e
i = max(ne, +Ni/4,) (4.22)

with ne = 2 in the proposed algorithm, ensuring that, at the beginning of the

learning process, a larger elite set prevents premature convergence to subopti-

mal policies. As learning progresses, the size of the elite set decreases, allowing

for fner refnement of the best-performing solutions.
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2. Conventional CEM discards information from past iterations, resulting in re-

dundant computations. To counteract this, a subset of elite samples of the

previous step is incorporated into the current optimization step. In this par-

ticular application, only the best fraction N s of the elite samples is reproduced

in the next optimization step:

N s = +φN e, (4.23)

with φ = 0.3 in the proposed algorithm. This memory-augmented sampling

approach accelerates convergence and enhances stability in optimization.

3. In the standard CEM update step, the mean of the new sampling distribution

is computed as the average of the elite samples. In the improved version, a

performance-weighted mean update is introduced, where the contribution of

each elite sample is weighted according to its performance score. For each

weight ¹k of the elite set k ∈ I, with performance J(¹k), the weighted mean

updating step is:

µ̂ =
∑

k∈I

J(¹k)
∑

k∈I J(¹k)

¹k
Ne

(4.24)

This modifcation allows the distribution to rapidly converge towards highly

successful action sequences, particularly in cases where a single high-performing

sample emerges. This results in faster shrinkage of promising confgurations and

signifcantly improves optimization efciency.

In this study, CEM employs sampling-based optimization to maximize the expected

return:

∇J(¹) ∝ Eθ

[

T
∑

t=0

r(st, at)∇ log Ãθ(Ä)
]

(4.25)

Each parameter vector ¹k represents a random policy parametrization ¹ = {Ak, bk},

where the performance J(¹k) is calculated as the total return over the entire episode,

assuming a discount factor of µ = 1. The initialization is set as µ0 = 0 and Ã =

0.05. In the early stages of learning, the output of the parameterized policy is

approximately zero, i.e.:

uL = Akx̂+ bk ≃ 0 (4.26)



4.3. LEARNING LAYER 49

This results in minimal contribution from the learning module, leaving only the

reactive layer active, u ≃ uR. If the reactive layer is properly implemented, it alone

should be sufcient to prevent the object from falling to the ground. Initially, the

robot can grasp the object using a strong reactive response but lacks the ability to

lift or reorient it. As learning progresses, the robot gradually improves its grasping

and task skills by adapting to static control reaction while reducing dependence on

dynamic refexes. The complete algorithm is shown in Algorithm 3:

Algorithm 3 CEM for Optimization with Normal Updating and Improvements

Initialize µ0 ∈ R
d and Ã2

0 ∈ R
d

Set initial size of population size N0 and elite set size N e
0

Set smoothing factors ³, ´ ∈ [0, 1]

for iteration i = 1, 2, ... do

Ni ← max(N0 · µ
−1, 4 ·N e

i−1)

N e
i = max(2, +Ni/4,)

if i = 1 then

generate N0 samples {¹}N0
k=1 ∼ N (µ0, Ã

2
0)

else

generate Ni −N s
i−1 samples {¹}

Ni−Ns
i−1

k=1 ∼ N (µi−1, Ã
2
i−1)

select and add subset of previous iteration best elite samples N s
i−1

end if

for each ¹k evaluate performances J(¹k)

let I be the indexes of elite samples

defne the subset of best elite samples N s
i

µ̂ =
∑

k∈I

J(θk)
θk
NeP

k∈I
J(θk)

Ã̂2 =
∑

k∈I
(θk−µ̂)2

Ne

µi+1 ← ³µ̂+ (1− ³)µi

Ã2
i+1 ← ´Ã̂2 + (1− ´)Ã2

i

stop if some stopping criterion is reached

end for





Chapter 5

Results

This chapter outlines the results obtained from simulations and real-world experi-

ments. Firstly, simulation and experimental setups are detailed. Then the overall

algorithm is tested in simulation in both lifting and orientation tasks. Further-

more, the reactive layer is evaluated through experimental testing, demonstrating

its efectiveness in practical applications.

5.1 Simulation Setup

The simulation task is implemented using Robosuite [20], a modular framework for

robot learning built on the MuJoCo physics engine. MuJoCo accurately simulates

real-world interactions between surfaces, making it ideal for robotics tasks in which

friction plays a key role. Robosuite provides standardized robot models, tasks, and

benchmarks to support reinforcement learning in robotics.

In this study, we simulate a dual arm robotic setup with two Franka Emika Panda

robots, both placed on the same side of a table and equipped with soft, semispherical

grippers modeled using the MJCF XML format and integrated into the simulation

via the Robosuite API. A predefned Robosuite object, which acts as the target for

manipulation, is placed on the table. The simulation and control frequencies are set

respectively to 500 Hz and 150 Hz and joint-torques controller is used.

51
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5.2 Experimental Setup

The experimental bi-manual setup, similar to the simulation setup outlined in the

previous section, comprises two Franka Emika Panda robots, each ftted with a rigid

3D printed semispherical gripper.

In particular, the Franka Emika Panda is a cost-efective, research-oriented col-

laborative robotic manipulator with seven joints, each equipped with a joint torque

sensor. In our experiments, it is controlled via libfranka, the C++ client-side im-

plementation of the Franka Control Interface (FCI). Libfranka manages network

communication with the controller and ofers intuitive interfaces for executing both

nonrealtime and realtime commands at a 1 kHz sampling rate to control the hand

and confgure arm parameters. The FCI controller processes joint torque commands

while providing real-time feedback on joint position, velocity, and torque.

Figure 5.1: Experimental Setup, Franka Emika Panda robots grasping the object
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5.3 Object reorientation task

The proposed approach is applied to the task of re-orienting the object to a desired

orientation, by specifying the desired yaw angle ϕdes of the object. The primary

goal is to assess whether the method can learn to complete the task in the fewest

iterations while minimizing object slippage. The policy is trained over a total of

N = 15 iterations of the learning algorithm, where, in each episode i ∈ [1, N ], the

learning algorithm generates and evaluates the return of Ni policy parameteriza-

tions, as properly explained in the previous chapter. Each epsiode lasts for 2500

steps, providing the agent with 5 seconds to perform the task. At the start of each

episode, the object and robots are reset to a fxed position, then a predefned control

action correctly grasps and lifts the object to the initial confguration. The consid-

ered manipulated object is a robosuite-predefned empty perpendicular paperboard

container predefned in robosuite of base size 7 cm, height size 16.0 cm and 0.063 Kg.

To evaluate the performance of our approach, three experiments have been per-

formed. In the frst experiment, the RL algorithm acts along with the reactive

static control. In the second experiment, the dynamic reactive control component

is introduced. The third experiment explores the synergy between reactive control

and reinforcement learning by including the information from the low-level reactive

control into the cost function and exploiting the reactive Pseudo-Energy term is

used as a saturating, risk-related coefcient to modulate the policy efort.

In the proposed simulations, the learning parameters were confgured as follows:

initial population size N0 = 15, initial and minimal set size of elites N e
0 = 4, ne = 2,

respectively; decreasing factor µ = 0.9, initial mean vector µ0 = 0, initial variance

vectors Ã2
0 = 0.0105, smoothing factors ³ = 0.95, ´ = 0.2. The policy scaling factor

was set to µ = 1.6, while the parameter balancing the contribution of the pose term

and the pseudo-reactive energy term was set ¼ = 0.8. To ensure that the robot

reorients the object near its initial position, an additional energy term related to

height deviation was incorporated into the cost function. The corresponding weight
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parameters were defned as: wφ = 0.45, wd = 0.35, wT = 0.2.

The simulation results of the three experiments, with the desired object orienta-

tion set toϕdes = 15◦ are presented in the following fgures to show the improvement

of adopting the TIC strategy.

Figure 5.2: Pose-Energy return term associated to each of the three experiments

For each experiment, to ensure comparability, only the Pose-Energy component of

the total return of the best policy was used in all iterations of the learning process.

In each experiment, learning almost converges within 6 iterations, corresponding to

approximately 75 total evaluations of parametrized policies. It is possible to see

that the experiment in which the dynamic control action is not involved performs

better in terms of pose performance. In particular, the return in the experiment

where cooperation between the two control layers is enabled is lower than the other

experiments because the cost function balances the reactive pseudo-energy efort,

meaning that while the robot performs better in terms of pose energy in the second

experiment, it may also adopt riskier confgurations.
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Figure 5.3: Cumulative object slippage associated to each of the three experiments

Figure 5.3 presents the cumulative object slippage observed during each iteration

of the learning process. Since each iteration i includes Ni policy evaluations, the

total number of slips reported corresponds to the sum of all slippages across the

sub-iterations. As shown in the fgure, the frst experiment results in a signifcant

amount of object slippage, with a total of 18 slips recorded throughout the process.

Introducing dynamic reactive control enables the agent to better handle slipping

conditions, reducing the number of slips to 9. However, it is the implementation of

strict cooperation between the reactive and learning layers that leads to a dramatic

reduction in irreversible events down to just 1. As expected, the system learns to

anticipate and avoid confgurations associated with unstable grasps. Notably, the

single slip in the third experiment occurs during the frst iteration, when the agent

has yet to acquire knowledge about grasp stability.

Figure 5.4 illustrates the efectiveness of the proposed approach in reducing the

reactive dynamic control efort required to maintain a stable grasp. Specifcally, it

shows the mean reactive efort, represented by the Pseudo-Reactive Energy values

Er, across the entire episode time horizon, averaged over all parameterized policies

at each iteration. In the frst scenario, where only static reactive control is em-
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Figure 5.4: Reactive Pseudo-Energy episode mean term for each experiment

ployed, high dynamic is required, indicating that the agent does not actively avoid

actions that may lead to object slippage, which is consistent with the high number

of slips observed in Figure 5.3. The introduction of dynamic reactive control makes

the agent capable of exploiting the dynamic component to compensate for object

slippage, reducing the occurrence of irreversible events, but requiring high dynamic

reactive control efort, failing to consistently avoid actions that may lead to unsta-

ble conditions. Finally, the last experiment represents the results of the cooperation

between the reactive and learning layers. In this setup, the Pseudo-Reactive energy

term is incorporated into the cost function, minimizing it and guiding the agent to

learn behaviors that avoid confgurations associated with unstable object grasps.

Figure 5.5 illustrates the orientation trajectory that results from the execution of

the learned policy across all three experiments. Among them, the frst experiment

shows better performance, particularly in reaching the desired confguration more

quickly than the other two. In the third experiment, which emphasizes close coop-

eration between the learning component and the reactive layer, the learned policy

exhibits a much slower and smoother adjustment of the object’s orientation during

the initial and settling phase. This behavior is further clarifed in Figure 5.6, which

shows the need for dynamic intervention ēt = max(|e1t |, |e2t |) in each timestep. In
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Figure 5.5: Object reorientation trajectory for each learned policy

the frst experiment, since the dynamic control is disabled, the fgure represents the

potential and needed intervention. In the third experiment, the agent efectively

minimizes the need for signifcant dynamic interventions early on, indicating that

it has learned to avoid risky rotational movements by following a softer and more

stable trajectory.

Figure 5.6: Required dynamic intervention during object reorientation trajectory
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5.4 Object lift task

The proposed approach is investigated in another task consisting of slightly lifting

the object to a desired height. Although the height of the target height considered

is quite small, the general objective is to analyze whether the method can learn

to perform the task in the fewest iterations while minimizing object slippage that

might occur during the initial and fnal critical stages of the lifting task. Learning to

lift the object higher can be addressed by efectively changing cost function terms.

In our settings, the policy is trained over a total of 25 iterations of the learning

algorithm, where, in each episode i, the learning algorithm generates and evaluates

the sub-epsiode return of Ni policy parameterizations, as properly explained in Sec-

tion 4.3.3. Each epsiode lasts for 2500 steps, providing the agent with 5 seconds to

perform the task. At the start of each episode, the object and robots are reset to a

fxed position, then a predefned control action correctly grasps and lifts the object

to the initial confguration. The considered manipulated object for this task is a

robosuite-predefned empty cylindrical can with size 3.5 cm radius, 10.0 cm height

and approximately 0.04 Kg.

In simulation experiments, the learning algorithm parameters have been set as fol-

lows: initial population size N0 = 25, initial and minimal elite set size N e
0 = 4,

ne = 2, respectively, population decreasing factor µ = 0.9, mean vector µ0 = 0,

variance vectors Ã2
0 = 0.04, smoothing factors ³ = 0.95, ´ = 0.2, and policy factor

µ = 2. Performances are evaluated in three conditions: frstly if just the static

component is activated, secondly if also the dynamic control action is used, thirdly

if the Pseudo Reactive-Energy term is used as a risk coefcient to saturate the pol-

icy action in risky conditions and it is included into the cost function, by setting a

balancing parameter of ¼ = 0.6. The corresponding weight parameters were defned

as: wd = 0.8, wT = 0.2. The results of the simulations by imposing hdes = 0.03 m

are shown in the following fgures.
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Figure 5.7: Pose-Energy return term associated to each of the three experiments

Figure 5.7 presents the Pose Energy component of the total returns of the best policy

in all iterations for each experiment. As already noticed in the reorientation task, if

cooperation between the two control layers is exploited, the resulting return is lower

than in the other experiments, due to the agent’s tendency of minimizing also the

pseudo reactive term, diminishing the possibility of reaching risky confgurations.

Figure 5.8: Cumulative object slippage associated to each of the three experiments
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Figure 5.8 displays the cumulative object slip recorded during each iteration of

the learning process. In the frst experiment, where only the reactive layer is active,

the slippage of the object is notably high, totaling 32 irreversible events. The intro-

duction of dynamic reactive control improves performance, reducing slippage to 13

instances, but as in the reorientation case, the most efective strategy is the tight

integration of the reactive and learning layers, which eliminates slippage entirely.

Figure 5.9: Reactive Pseudo-Energy episode mean term for each experiment

Figure 5.9 illustrates the mean reactive efort over the entire episode time horizon,

averaged across all parameterized policies at each iteration. In the frst case, since

the dynamic control is not active, the agent intrinsically tries to learn trajectories

that avoids confgurations that need dynamic intervention because, in this case it

would lead to object slippage. Despite this, static reactive control alone is not

sufcient to diminish the occurrence of irreversible events. Instead, with the intro-

duction of dynamic reactive control, the agent learns to leverage this component

to assist in lifting the object, as shown also in Figure 5.11, resulting in a higher

dynamic intervention during the lifting task term compared to the frst experiment.

When cooperation between the reactive and learning layers is enabled, the Pseudo

Reactive-Energy term is explicitly included in the cost function, minimizing it and

guiding the agent to avoid confgurations that could lead to unstable grasps.
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Figure 5.10: Object lifting trajectories for each learned policy

Figure 5.10 illustrates the lifting trajectory that results from the execution of the

learned policy across all three experiments. The architecture that employs synergy

between the learning and reactive layers exhibits a much slower and smoother ad-

justment of the object’s orientation during the initial phase, minimizing the need for

dynamic interventions early on. However, it is not capable of completely avoiding

its intervention in the settling phase.

Figure 5.11: Required dynamic intervention during object lifting trajectory
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5.5 Experimental test

A simple experimental test was carried out in the robotics laboratory of the Univer-

sity of Trento to validate the efectiveness of the proposed reactive control layer in

a real-world setting and to gain hands-on experience with physical robotic systems.

The experiment focused on the system’s performance after the initial grasp and lift

phase, when control is handed over entirely to the reactive layer. It is crucial that

this transition be performed as smoothly as possible in order to avoid the occurrence

of object slippage before the agent starts performing the task at each iteration of the

learning process. Results show that the transition from the preprogrammed phase

to reactive control is successfully performed without almost any dynamic control

efort, demonstrating the ability to prevent slippage during the initial stage of the

episode.

As in the simulation, the two robots were positioned near the object in a predefned

confguration, then both exert a normal force to grasp the object and a vertical force

to lift it. After a desired interval of time, all planned forces were stopped, and the

reactive layer took full control. The manipulated object used in the experiment is

a perpendicular cardboard. Although no precise preliminary calibration phase has

been conducted to estimate the static friction between the gripper and the object,

the proportional gain of the static reactive control, which is capable of incorporating

the static friction value, is set to kp = 1.5 after a trial and error procedure. The FCI

sampling rate is 1 kHz and the dynamic reactive control parameters gripper stif-

ness K = 2000.0 and integral gain ki = 4 are used. The robots exert normal forces,

opposite in direction and perpendicular to the surface of the manipulated object,

equal to 2.0 N and vertical forces to slightly lift the object equal to 1.0 N. After 15s,

the predetermined forces stop and the robot starts exerting forces resulting from the

computation of the reactive control algorithm.




















