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Abstract

The thesis provides an introduction to Computational Social Choice, that is
an interdisciplinary field at the interface of social choice theory and computer
science, tackling topics such as fairness, strategic manipulation, and altruism,
highlighting their relevance in actual modern multi-agent systems.

It considers in particular matching problems with preferences, that are prob-
lems that occur in many applications. The task of these problems is to find a
matching of the participants that is in some sense optimal with respect to these
preferences.

The thesis explores enhancements to the matching framework with a focus
on the integration of the altruistic behavior of the agents in this framework. A
novel contribution of the thesis is the adaptation of the Gale-Shapley algorithm,
a classical algorithm for solving matching problems with preferences, in order to
accommodate altruistic agents. The thesis also provides an experimental evalu-
ation to evaluate how altruism influences the quality of the resulting matching,
demonstrating in general an overall improvement in satisfaction of agents.
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1
Introduction

In the realm of decision-making, the challenge of aggregating individual
preferences into a collective outcome arises in a variety of real-world contexts,
from voting systems to resource allocation and market design. This challenge
lies at the heart of Computational Social Choice (COMSOC), an interdisciplinary
field that combines the principles of social choice theory with computational
tools to address problems of collective decision-making.

One fundamental problem studied within COMSOC is the stable matching
problem, where two sets of agents must be paired based on mutual preferences.
Stability, in this context, ensures that no couple of agents would prefer to deviate
from their assigned agents to improve their outcome. The Gale-Shapley algo-
rithm [2], introduced in 1962, offers a solution to this problem, and it returns a
stable matching in problems where there are the same number of agents in the
two sets and each agent provides a strict preference order over the agents of the
other set. This algorithm has inspired a wide range of applications, from college
admissions to kidney donation programs [2].

However, nowadays, many real-world scenarios involve complexities be-
yond the assumptions of the classical stable matching framework, designed by
Gale and Shapley. Preferences are often related to social connections or condi-
tional circumstances, requiring more realistic models to capture these dynamics.
These complexities force us to develop some adaptations of the traditional stable
matching framework to address new needs.

The insights developed in this work contribute to the broader understanding
of fairness, stability, and collaboration in multi-agent systems, extending the
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classical results of computational social choice to more complex and socially
relevant problems. Through these explorations, we highlight the importance of
incorporating human values such as altruism into various frameworks.

In this thesis we integrate altruistic behavior in the matching framework.
More precisely, we define new notions of stability and new algorithms for solving
these problems that return matchings that satisfy these new forms of stability.

To evaluate and compare the quality of matchings produced by different
algorithms, we consider a new metric called Satisfaction Index, which quantifies
the distance of each agents assigned agent from his top choice, that is the most
preferred agent in his preference list.

Through experiments, we considered this index to evaluate three key algo-
rithmic variants: the classical Gale-Shapley algorithm (that is, the male-optimal
version), the female-optimal Gale-Shapley algorithm, and a proposed altruis-
tic version of the classical Gale-Shapley algorithm. Our findings revealed that
the altruistic variant achieved in general higher satisfaction scores compared to
the other two versions. This suggests that altruism allows for more balanced
outcomes by enabling agents to consider the preferences of other agents.

The thesis is organized as follows. Chapter 2 introduces Computational
Social Choice and important concepts in this field, such as fairness, strategic
manipulation. It explore how these principles can be applied to stable match-
ing problems and in other multi-agent environments. Chapter 3 introduces
Computational Social Choice for Social Good, with a general view of altruism
in Game Theory. Chapter 4 presents the stable matching problem, the Gale-
Shapley algorithm, and its applications in various contexts. Chapter 5 presents
new algorithms that modify the classical Gale Shapley algorithm to incorporate
altruism. Chapter 6 focuses on applying the modified Gale-Shapley algorithm
to a specific problem: the Students-Apartments assignment problem. This prob-
lem highlights structural similarities with the Hospital-Residents problem with
couples and ties [6]. In this chapter we explore how altruism can be integrated in
this context. Chapter 7 shows the experimental results. More precisely, it evalu-
ates the performance of the algorithms through numerical simulations in terms
of the satisfaction index to evaluate the quality of the returned matchings in
terms of the satisfaction of the agents on the basis of their preferences. Chapter
8 summarizes the contributions of this thesis and outlines potential directions
for future research.
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2
Computational Social Choice

2.1 Introduction

Computational Social Choice (COMSOC) is an interdisciplinary field of re-
search that lies at the intersection of social choice theory and computer science,
addressing challenges related to collective decision-making. COMSOC seeks
to design mechanisms that allow groups of agents to make decisions fairly and
efficiently. By combining the theoretical foundations of social choice with com-
putational techniques, COMSOC provides tools for tackling complex problems
in domains such as voting, resource allocation, and preference aggregation [5].

Fairness is a central theme in COMSOC. Ensuring that collective decisions
respect individual preferences while treating all participants equitably is a key
objective. Concepts like Pareto efficiency and envy-freeness are usefull to evalu-
ate fairness in outcomes. However, fairness often conflicts with other desirable
properties, such as efficiency or stability, making it a challenging goal.

Another topic considered in COMSOC is strategic manipulation. In many
decision-making scenarios, agents may have incentives to misrepresent their
preferences to achieve a more favorable outcome. The foundamental Gibbard-
Satterthwaite theorem [2] demonstrates the inevitability of manipulation in non-
dictatorial voting systems with three or more alternatives, highlighting the need
for mechanisms that are strategy-proof or computationally resistant to manipu-
lation.

A recent topic considered in COMSOC is the integration of altruism, into
decision-making processes. Traditional models often assume that agents act
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2.2. COMPUTATIONAL SOCIAL CHOICE TOPICS

only in their own self-interest. However, real-world scenarios frequently involve
altruistic behaviors, in which agents prioritize the welfare of others, such as
friends or collaborators, over their own preferences. Incorporating altruism
into computational models introduces new challenges and opportunities for
designing mechanisms that better reflect human behavior.

2.2 Computational Social Choice Topics

Computational Social Choice exploits methodologies originating in various
fields, including computer science, artificial intelligence (AI), economics, polit-
ical science, philosophy, logic, and mathematics, with the aim of addressing
problems in collective decision-making.

In recent years, computer science and AI have increasingly contributed to
computational social choice, especially through the application of AI methods
to solve questions originally rooted in social choice theory [5].

Classical results in social choice focus on designing mechanisms for collec-
tive decision-making that fulfill desirable properties, such as some notions of
fairness and immunity to strategic manipulation. While classical results in so-
cial choice theory address fairness and manipulation, they typically do not take
computational considerations into account. In some cases, manipulating the
outcome may be computationally intractable. In COMSOC, on the other hand,
algorithmic challenges are central.

Mechanisms for collective decision making, such as voting rules, may face
serious challenges when dealing with large numbers of alternatives. COMSOC
emphasizes the need for a compact representation of preferences.

Social choice theory is closely related to game theory, indeed voters must
reason about the impact of their own vote, taking into account the strategies
adopted by others. Avoiding strategic behavior by voters is a key goal in the
design of robust decision-making mechanisms.

Logic has long been used to formally specify the behavior of both hardware
and software systems, so as to allow for the automatic verification of certain
desirable properties of such systems. Similarly, logic can be employed to verify
the behavior of voting rules.

The intersection of social choice theory and machine learning raises several
open questions. One such question is whether it is possible to learn an optimal
voting rule from data on collective decisions made in specific contexts. Con-
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CHAPTER 2. COMPUTATIONAL SOCIAL CHOICE

versely, the axiomatic methods of social choice theory can be used to improve
machine learning algorithms that affect groups of individuals and must adhere
to ethical standards [2].

The formal models used in social choice theory aim to represent real-life
processes. To ensure that these models are meaningful and applicable, it is
essential to base them on realistic assumptions about how individuals form
and express their preferences. Furthermore, beyond theoretical correctness, it
is crucial to assess whether the outcomes produced by a given mechanism are
perceived as fair and acceptable by the people involved [5].

COMSOC researchers engage in the study of a broad range of research topics,
all involving scenarios where collective decisions are to be reached on the basis
of individual preferences:

• Voting and elections

• Fair allocation
• Coalition forming

• Opinion aggregation

Voting and elections

The classical scenario studied in social choice theory is that of voting, where
a number of individuals express their preferences on a set of alternatives, and we
need to select either a single winning alternative or a set of winning alternatives.

Fair allocation

The second major topic of social choice theory is fair allocation, the study of
mechanisms to determine how to divide a number of jointly owned resources
between several individuals. The classical problem in the field is how to fairly
share a cake between several people.

Coalition forming

Another important topic is coalition formation. How should we partition a
group of workers into teams? How should we go about assigning students to
schools, or resident doctors to hospitals? Which teams would be formed, which
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2.3. SOCIAL CHOICE THEORY

students/doctors and schools/hospitals would team up, if we let everyone de-
cide freely? These are some classical questions in this context. The common
characteristic of these scenarios is that any valid outcome consists of a partition
of the individuals into groups, and that individuals have preferences over who
else is part of their group.

Opinion aggregation

COMSOC researchers also study how to aggregate (or merge) conflicting
opinions about what is and what is not true in this world. Examples include the
jury in a trial jointly deciding on a legal question, or a panel of experts agreeing
on a recommendation regarding a complex policy domain, such as sustainability
[5].

2.3 Social Choice Theory

Social Choice Theory addresses a fundamental question: "How should we
aggregate the individual views of the members of a group to arrive at an ade-
quate representation of the collective view of that group?" [7] This question is
relevant to the quality of everyday interactions between people, but it is crucial
to our understanding of democracy.

Arrow’s doctoral thesis, published in 1951 under the title "Social Choice and
Individual Values" is widely regarded as the foundation of modern Social Choice
Theory. By providing a rigorous mathematical framework for the problem of
fairly aggregating individual preferences into a collective preference, Arrow
made this issue accessible for systematic scientific analysis. Seventy years later,
with extraordinary technological advancements, a wide range of modern ap-
plications, particularly in Information and Communication Technologies (ICT),
requires both human and artificial agents to make collective decisions. These
decisions often involve selecting from a vast number of alternatives, in contexts
where classical assumptions of social choice may not hold. Examples include:

• aggregating search results produced by multiple search engines;

• assigning junior doctors to hospitals based on their preferences and qual-
ifications;

• issue recommendations in online recommender systems based on user
preferences;
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CHAPTER 2. COMPUTATIONAL SOCIAL CHOICE

• addressing many problems in e-commerce and e-governance.

Many concepts and techniques from Computer Science have proven valuable
in addressing these problems in Social Choice Theory [7].

Social Choice Theory studies mechanisms for collective decision making:
voting rules for elections, protocols for fair division of resources, procedures for
aggregating opinions of multiple judges, and algorithms for matching elements
of two sets.

In his 1951 thesis, Arrow considered two desirable properties: unanimity
and the independence of irrelevant alternatives (IIA).

Definition 1 Unanimity: If all individuals agree that 𝑋 > 𝑌, then the collective
preference order should also rank 𝑋 > 𝑌.

Definition 2 Independence of Irrelevant Alternatives (IIA): If the collective pref-
erence order ranks 𝑋 >𝑌, then changes in the ranking of an unrelated option 𝑍 (different
from both𝑋 and𝑌) should not affect the ranking of𝑋 and𝑌; then the collective preference
order should still rank 𝑋 > 𝑌.

Arrow proved a remarkable result: if there are at least three alternatives, any
mechanism that respects both unanimity and IIA that always returns collective
preference that is a linear order for any combination of individual preferences
is a dictatorship. In a dictatorship, the collective preference simply mirrors the
preferences of a single individual [7].

Initially applied to political elections, Social Choice Theory now extends
to diverse domains such as Internet search, decision support systems, social
networks, e-commerce, and e-governance.

A particularly well-developed area of Social Choice Theory is matching the-
ory. Consider two groups, such as men and women, where each individual
has preferences over the members of the other group. How can we pair them
in a way that is stable? A stable matching occurs when no pair of individuals
would prefer to leave their assigned partners. Important applications of match-
ing under preferences include matching junior doctors looking for internships
to hospitals, matching students to schools, and matching patients requiring a
kidney transplant to compatible donors [7].
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2.4. RESOURCE ALLOCATION

2.4 Resource Allocation

When evaluating how resources are distributed, two main criteria can be
considered: efficiency and fairness. In what follows, we give a few examples of
efficiency and fairness criteria:

Pareto Efficiency: An allocation is said to Pareto dominates another allo-
cation if no agents are worse and some are better off. An allocation is Pareto
efficient if it is not Pareto dominated by any other allocation.

Utilitarianism: The utilitarian social welfare of an allocation is the sum of
the individual utilities of all members in society. Achieving maximal utilitarian
social welfare represents a strong requirement for efficiency.

Egalitarianism: Egalitarian social welfare is determined by the utility of the
agent with the lowest utility in the system. Maximizing this value represents a
fundamental fairness requirement.

Envy-freeness: An agent is said to be envious when it would rather get the
bundle of resources allocated to one of the other agents. An allocation is en-
vyfree when no agent is envious.

It is important to note that efficiency and fairness are often not compatible.
For example, for a given profile of agent preferences, it may not always be
possible to find an allocation that is both Pareto efficient and envy-free [4].

2.5 Manipulation and Computational Complexity

This section explores the complexity of manipulation in voting systems, and
criteria for distributed resource allocation (efficiency and fairness), highlighting
the theoretical challenges researchers face and computational constraints, and
practical implications for collective decision-making.

In Computational Social Choice, manipulation is a key issue, particularly in
voting scenarios. Manipulation occurs when a voter deliberately misrepresents
his true preferences to influence the election’s outcome in his favor.
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CHAPTER 2. COMPUTATIONAL SOCIAL CHOICE

A fundamental result in this area is the Gibbard-Satterthwaite Impossibility
Theorem, which shows the vulnerability of voting rules to manipulation. The
theorem states that any reasonable voting rule that is strategy-proof, and resolute
(always produces a single winner) will lead to a dictatorship when the number of
alternatives is greater than two. This result highlights the challenges in creating
voting mechanisms that are resistant to manipulation. The theorem shows that
in voting systems with three or more candidates, any non-dictatorial voting
procedure is susceptible to manipulation. However, this theorem doesn’t apply
when certain restrictions are imposed on voter preferences [4].

One way to reduce the chances of manipulation is by restricting the types
of preferences voters can have. For example, when voters have single-peaked
preferences, it is possible to design voting rules that are strategy-proof and
resistant to manipulation.

Single-peaked preferences describe a situation where each voter has a most-
preferred option, and their preference for other options decreases as they move
away from that peak. This structure reduces opportunities for manipulation
since voters have a consistent ranking of candidates.

In settings where a Condorcet winner exists, manipulation can also be
avoided. A Condorcet winner is a candidate who is preferred over any other
candidate in head-to-head comparisons by a majority of voters. In cases where
preferences are single-peaked, a Condorcet winner is guaranteed to exist. The
median voter rule, a principle where voters’ preferences are ordered along a
single-dimensional spectrum (e.g., left to right on a political spectrum), can
then be applied, selecting the candidate preferred by the voter in the middle of
the preference spectrum, who is also the Condorcet winner.

The median voter rule is strategy-proof, meaning voters have no incentive to
lie about their preferences. This ensures fair and equitable outcomes in elections
with single-peaked preferences and a Condorcet winner.

Another approach for minimizing manipulation involves using computa-
tional complexity as a barrier. By proving that manipulation is computationally
difficult (intractable), researchers aim to discourage voters from attempting to
manipulate the system. However, recent research suggests that computational
difficulty may not always be enough to prevent manipulation, as some instances
remain manipulable under certain conditions.

A different strategy to combat manipulation is to introduce randomness
through Social Decision Schemes (SDSs). These methods incorporate random
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2.6. ALGORITHMIC FAIRNESS

elements into decision-making to reduce manipulation. For example, random
dictator rules and other non-imposing SDSs are less susceptible to manipulation,
but they may still lack ideal fairness [2].

There are different forms of manipulation, such as manipulation by individ-
ual voters, manipulation by the chairperson, and manipulation by coalitions. For
instance, if there are three candidates and five voters, the last voter may change
their preference to improve the chances of their favored candidate winning.

Since it is impossible to completely prevent manipulation, one focus is on
making it more difficult or less effective. This can involve limiting the infor-
mation available to manipulators or increasing the computational complexity of
manipulation. Research shows that certain voting rules are NP-hard to manip-
ulate by a single voter, making manipulation computationally difficult. In such
cases, voters are more likely to express their true preferences.

Other strategies to complicate manipulation include adding additional rounds
to the voting process. However, these approaches may have drawbacks, such as
complicating the voting procedure.

It is important to note that while NP-hardness ensures that manipulation is
difficult in some cases, it does not mean that manipulation is always hard to
compute [4].

Additionally, incorporating a preliminary round in the voting process, where
half of the candidates are eliminated using a binary cup rule, can significantly
increase the difficulty of manipulation. However, this method may also result
in the elimination of highly preferred candidates [4].

2.6 Algorithmic Fairness

Fairness has always been a central property in Social Choice Theory, and
its importance continues to grow in the field of Computational Social Choice.
This modern framework offers the potential to integrate multiple perspectives
on fairness into the design of systems.

One challenge is that many fairness algorithms focus on a single definition of
fairness, ignoring the fact that multiple fairness criteria may intersect and con-
flict. For instance, fairness concerns may be driven by an organization’s goals,
and these mission-oriented fairness considerations reflect the values of internal
stakeholders. Consider the example of Spotify, which tries to balance recommen-
dations between highly popular artists and lesser-known musicians. Although
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CHAPTER 2. COMPUTATIONAL SOCIAL CHOICE

there is no legal requirement for Spotify to promote less popular artists, doing
so supports its business model by fostering a diverse and sustainable platform
[3].

Even when stakeholders within an organization agree on the importance of
fairness, they may not agree on how to implement it. This creates a need to
harmonize conflicting values, objectives, and assumptions from various stake-
holders. For fairness to be effective, it is essential to accommodate these multiple
perspectives and integrate different definitions of fairness into a unified frame-
work [3].

One domain in which fairness concerns are particularly prominent is finance.
For example, consider a system that ranks loan offers. In such a system, fair-
ness may involve ranking loans in a way that balances the interests of different
stakeholders, including financial institutions and individual people. The sys-
tem must consider personalized preferences, such as the financial needs of the
customer, while also taking into account the bank requirements [3].

Similarly, in a college admissions scenario, fairness might be defined as ensur-
ing that the process results in an outcome that reflects the collective preferences
of students, universities, and potentially other stakeholders. The challenge lies
in reconciling these different fairness concerns to reach a final allocation that is
equitable to all involved parties.

In Computational Social Choice, the aim is to design decision-making mecha-
nisms that are not only fair but also resistant to strategic manipulation. Classical
social choice theory offers important insights, but it does not always consider
computational aspects. For instance, while a voting system might be manipula-
ble in theory, making manipulation computationally difficult or NP-hard can be
sufficient for us. We need mechanisms that guarantee both fairness and resis-
tance to manipulation, and computational social choice is focused on develop-
ing such mechanisms through the use of artificial intelligence and mathematical
logic [3].

2.6.1 Two-Sided Fairness

A particularly important concept regarding fairness is two-sided fairness
[12], which involves ensuring equitable treatment for two distinct groups of
stakeholders, each with competing interests. In many real-world scenarios, this
arises in problems like matching markets, resource allocation, and recommen-
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2.6. ALGORITHMIC FAIRNESS

dation systems. The challenge is to design mechanisms that are fair for both
sides [12].

For example, in the context of college admissions, two-sided fairness ensures
that both students and universities are treated fairly during the allocation of ad-
missions. The system must account for the preferences of both groups, ensuring
that neither side feels disadvantaged by the process [12].

Similarly, in matching problems involving three distinct sets of agents (such
as students, universities, and funding organizations), the objective is to ensure
fairness across all three groups. This is more complex than a two-sided match-
ing problem, but the goal remains to create a fair and efficient outcome that
respects the preferences of each group, also taking into consideration additional
constraints [12].

2.6.2 Two-Sided Fairness in Personalized Recommendations

In many recommendation systems fairness typically focuses on maximiz-
ing the satisfaction of one group of stakeholders, usually the customers. This
customer-centric approach often leads to unfair outcomes for other stakeholders,
such as content producers [12].

For example, platforms like Netflix, Amazon, Spotify, and Google Local
play a key role in connecting producers (such as local businesses or musicians)
with customers. These platforms traditionally focus on maximizing customer
satisfaction, which can result in a small number of highly popular produc-
ers receiving the majority of exposure, while lesser-known producers remain
marginalized. For instance, a high ranking on Google Maps can dramatically
increase a local business’s revenue by attracting more customers to their physical
store [12].

In Computational Social Choice, the challenge is to ensure two-sided fairness
in personalized recommendation systems. This can be seen as a problem of fairly
allocating resources: in this case, the exposure given to producers and products.
The goal is to provide guarantees such as Maximin Share (MMS) of exposure for
producers, while ensuring fairness for customers, often defined as Envy-Free up
to One item (EF1).

Maximin Share (MMS) ensures that each producer receives at least their fair
share of exposure. Meanwhile, Envy-Free up to One item (EF1) means that
customers will not envy another customer’s allocation once a specific item is
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CHAPTER 2. COMPUTATIONAL SOCIAL CHOICE

removed from that allocation.
In order to clarify what MMS is, if there are three agents and three items

with values 7, 8, and 9, the Maximin Share for each agent is 7, since this is the
best value each agent can guarantee by partitioning the items into three parts
and choosing the least valuable one.

The problem of fair recommendations can be viewed as a special case of the
fair allocation problem [12]. In this context:

• the set of products 𝑃 represents the items to be allocated;

• the set of customers 𝑈 represents the agents receiving these items.

Now the task of recommending products to customers is the same as allo-
cating items in 𝑃 to agents in 𝑈 with certain constraints. The challenge is to
ensure fairness both for customers, in terms of the quality of their recommen-
dations, and for producers, in terms of their exposure. Achieving fairness for
producers involves providing a minimum level of exposure, which can be seen
as ensuring that each product receives at least a certain number of views or
recommendations.

This fairness extension can be understood as a cardinality-constrained fair
allocation problem, where the objective is to produce at least 𝑙 copies of each
product and allocate these copies fairly among customers. This framework
ensures a balanced approach, where the interests of both producers (ensuring
adequate production and exposure) and consumers (ensuring equitable access
to products) are addressed in the recommendation system [12].

2.6.3 Two-Sided Matching and Fair Division

Consider a scenario where a group of agents must divide a set of indivisible
goods, with each agent having their own preferences or utility function for the
items. For instance, in situations like estate division, partnership dissolution,
or distributing charitable donations, the goal is to find a fair allocation of these
goods. One common notion of fairness is envy-freeness, which means that no
agent should prefer the allocation of another agent over their own.

In some cases, strict envy-freeness might not always be achievable, so relaxed
versions like envy-freeness up to one good (EF1) are introduced. This concept
ensures that any envy between two agents can be resolved by removing a single
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2.6. ALGORITHMIC FAIRNESS

good from the allocation of the envied agent. Importantly, an allocation satisfy-
ing EF1 always exists in such scenarios, making it a practical goal in fair division
problems.

However, traditional models of resource allocation often fail to consider two-
sided preferences, where not only agents have preferences over the goods, but
the goods (or the parties providing them) also have preferences over the agents.
This is particularly relevant in cases like matching students to courses, where
both the students have preferences over the courses, and the instructors have
preferences over which students they want in their classes [8].

In matching problems, stability is a central concept, closely linked to fairness.
A matching is considered stable if it eliminates any justified envy between agents.
To illustrate this, let us consider two agents 𝑖 and 𝑗 on the same side of the
matching (e.g., both men or both women). Agent 𝑖 may envy the match of agent
𝑗 if 𝑖 prefers 𝑗’s partner over their own. However, this envy is only justified if
𝑗’s partner also prefers 𝑗 over 𝑖. In such a situation, agent 𝑖’s envy is reasonable
because they desire a match that prefers someone else. In essence, justified envy
occurs when:

• agent 𝑖 prefers the partner of agent 𝑗 over their own match;

• the partner of agent 𝑗 also prefers 𝑗 over 𝑖.

Thus, a stable matching ensures that any envy is unjustified, meaning no
agent would prefer another’s match who also prefers them back. This leads to
a balanced allocation of preferences and entitlements, ensuring fairness across
the system [8].

In two-sided resource allocation problems, there are typically two groups
of agents, with each group having preferences over the other. The goal is to
find a many-to-many matching that provides fairness to both sets of agents.
In such cases, a concept called double envy-freeness up to one match (DEF1)
can be applied, requiring that EF1 hold for both sets of agents simultaneously.
A matching satisfying DEF1 guarantees fairness for both sides, though such
matchings may not always exist unless both groups of agents share identical
preferences. In those cases, the round-robin algorithm can be used to compute
a fair matching. The round-robin algorithm works as follows:

Moreover, there is interest in achieving a double maximin share guarantee
(DMMS), a two-sided version of the maximin share (MMS) guarantee. This
ensures that each agent on both sides receives at least as much as they would
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Algorithm 1 Round-Robin Matching Algorithm
1: Construct an ordering 𝑅 over agents on one side (set 𝐴)
2: Initialize an empty list of matches for each agent on both sides
3: Start with the first agent in the ordering 𝑅 from set 𝐴
4: while there exists an agent 𝑎 ∈ 𝐴 who has not been matched with exactly 𝑑

agents from set 𝐵 do
5: In a cyclic fashion, each agent 𝑎 ∈ 𝐴 takes turns according to 𝑅
6: Choose her most preferred agent 𝑏 ∈ 𝐵 on the opposite side who has fewer

than 𝑑 matches so far
7: Match 𝑎 with 𝑏 and update the match count for both 𝑎 and 𝑏
8: end while

under their worst-case scenario. However, even when agents on both sides share
identical preferences, a complete DMMS matching may not always exist, though
approximations are often possible [8].

In conclusion, while it is possible to achieve DEF1 when both sides have
identical preferences, there are scenarios where neither DEF1 nor DMMS guar-
antees can be fully met. When preferences diverge, ensuring fairness becomes
significantly more complex, and even approximations may be hard to compute
[8].

2.6.4 Matching through institutions

In a three-sided matching market, we introduce the concept of institutions
alongside individuals and objects. Institutions act as intermediaries, owning
the objects that are to be matched with individuals. These institutions pool their
resources (objects) to offer a broader choice set for individuals, but they must also
ensure that the number of objects allocated matches the number of individuals.
So, our goal is to find matchings that are feasible and fair assignments within
the constraints of the market. Fair and individually rational assignments may
not always exist under these distributional constraints.

For instance, imagine matching households (individuals) to apartments (ob-
jects), with real estate companies or government bodies acting as the institutions.
Each household has preferences over which apartments they would like, and
apartments may have preferences over which households they accept. Institu-
tions, in turn, may have distributional constraints, such as ensuring a mix of
household types or demographics in their assignments [1].

The objective in such a market is to find feasible assignments that satisfy
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the distributional constraints while also respecting the preferences of all partic-
ipants. Achieving fairness in these complex markets is challenging, as justified
envy can arise when a household or institution prefers the assignment of another
participant.

A new algorithm called Nested Deferred Acceptance with Interrupters (NDAI)
has been developed to address this issue in large markets. NDAI finds fair assign-
ments by nesting a one-to-one matching (between individuals and objects) with
a one-to-many matching (between institutions and objects). This mechanism
is Pareto optimal among fair matchings and is strategy-proof for individuals,
meaning no participant can benefit from misreporting their preferences.

In essence, strategy-proofness ensures that individuals report their prefer-
ences truthfully, leading to more stable and fair outcomes. The NDAI algorithm
is particularly useful when individuals belong to multiple institutions, as it
ensures fairness within each institution while respecting the overall market’s
constraints [1].
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3
Computational Social Choice for

Social Good

3.1 Introduction

In the context of AI for Social Good, COMSOC researchers explore how
computational tools and algorithms can be designed to promote fairness, effi-
ciency, and equity in social systems. Using the power of artificial intelligence,
COMSOC aims to solve complex problems such as resource allocation, voting,
and preference aggregation in a way that benefits society at large. Applications
range from equitable distribution of resources in humanitarian aid to ethical
decision-making in AI-driven systems.

For example, in resource allocation, researchers provide methods to dis-
tribute limited resources in a way that balances fairness and efficiency, such
as ensuring equitable access to public goods or managing medical resources.
Moreover, COMSOC is very important in emerging applications of artificial
intelligence, such as designing ethical recommendation systems or optimizing
decision-making in e-governance. These applications illustrate how AI and com-
putational methods can benefit society, particularly in areas where traditional
methods face scalability or ethical challenges.
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3.2 Altruism

In computational social choice, fairness and strategy proofness are two de-
sirable properties that have been studied a lot. In this thesis we want to consider
another aspect: altruism. Altruism is a fundamental aspect of human behav-
ior that prioritizes the welfare of others over personal gain. It underscores the
interconnection of individuals within society and highlights the capacity for
cooperation.

In the field of Computational Social Choice, where the focus lies on designing
mechanisms for collective decision-making that prioritize fairness and strategy-
proofness, the concept of altruism introduces a new approach in decision-
making processes within social systems.

In other disciplines such as game theory, agents are typically driven by self-
interest, seeking outcomes that maximize their individual utility. However,
introducing altruism expands the scope of decision-making criteria to include
considerations of social welfare, equity, and greater good [15].

The integration of altruism into computational social choice models intro-
duces both opportunities and challenges. On the one hand, altruistic behavior
can lead to outcomes that promote societal well-being and cooperation among
agents. On the other hand, the presence of altruism complicates traditional op-
timization frameworks, as agents’ motivations become more dynamic, and can
lead to less efficient models.

In this thesis we will also consider Effective Altruism, a project that seeks to
maximize the positive impact of altruistic actions using evidence and reasoning
to determine the most effective ways to help others and make the world a better
place. Effective altruists are concentrated on reducing suffering and improving
well-being, often emphasizing issues like global poverty. The project encourages
individuals to donate a portion of their resources, such as time, money, or
skills, to organizations and initiatives that are scientifically proven to achieve
meaningful results [13].

3.2.1 Altruism in Game Theory

Game theory traditionally models interactions among agents in multi-agent
systems, where agents are primarily focused on maximizing their own gains,
regardless of the impact on other agents.
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This perspective is captured by the concept of homo economicus, where players
are seen as perfectly rational and narrowly selfish, aiming to maximize their indi-
vidual gains, much like the Darwinian idea of "survival of the fittest." However,
even in fields like biology and evolution, there are questions about whether self-
ishness alone guarantees success. In fact, the evolutionary success of the human
species is largely due to social cooperation within larger groups and societies. As
a result, the original homo economicus model in early game theory is considered
outdated, and better models are needed to reflect real-world behavior [15].

Altruism in Non-Cooperative Games

Altruism has been studied primarily in the context of non-cooperative games,
where players act independently and competitively, each trying to maximize
their own profit.

In social context games, the strategic interaction is embedded in a social
environment, modeled by a graph of relationships between players and certain
aggregation functions. Here, a player’s utility depends not only on their own
payoff but also on their position within this social graph and the social context
expressed by these functions [15].

In congestion games, multiple selfish players compete over a shared set of
resources. Each resource has a non-decreasing delay function, which indicates
how the delay (or cost), associated with using that resource, increases as more
players use it. Each player selects a subset of resources to use, aiming to minimize
their own delay. The delay a player experiences for a resource depends on
the total number of players choosing that resource. This interaction captures
scenarios where individual decisions affect the overall system’s efficiency, such
as traffic flow or network bandwidth usage.

Altruism is introduced by assuming that players are not entirely selfish;
rather, they balance self-interest with altruism. Each player’s altruism level
𝛽𝑖 ∈ [0, 1] represents how altruistic they are, where 𝛽𝑖 = 0 means the player
is purely selfish and 𝛽𝑖 = 1 means the player is fully altruistic. Each player
optimizes their decision by balancing two factors: their personal cost (the delay
or cost they personally experience from using resources) and the overall social
cost (the total cost experienced by all players combined). [15].

In Social Contribution Games, one interesting observation is that altruistic
behavior can sometimes make equilibria less efficient, potentially harming the
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entire society system. In social contribution games, the cost incurred by each
player is defined as the total cost they impose on society due to their actions. In-
stead of focusing on their personal cost, players are responsible for the collective
impact of their decisions on all other players and the system as a whole.

In these games, introducing altruism does not affect the level of inefficiency
in equilibria, as they are altruism-independently smooth. This means that the
price of anarchy, a measure of how much worse the system’s efficiency is in
equilibrium compared to the optimal outcome, remains unchanged regardless
of players’ levels of altruism.

To analyze the effects of altruism in such games, researchers have developed
a reduction technique. This technique simplifies the study of altruistic behavior
by transforming the original game into an equivalent social contribution game,
where the cost each player incurs is the total cost they impose on society. By
doing so, it becomes easier to evaluate the smoothness properties of the game,
which help to assess the price of anarchy and overall efficiency of the game
under altruistic extensions [15].

Altruism in Cooperative Games

In cooperative games players can collaborate by forming groups, called coali-
tions, to achieve their goals more effectively. After forming a coalition, a key
question is how stable the coalition is, whether some players may want to leave
and join another coalition for a better outcome.

Hedonic games are a type of cooperative game where players have non-
transferable utility. Players have individual preferences over which coalitions
they want to be part of. Since each player needs to rank exponentially many
possible coalitions, it is essential to find compact representations of these games.
One such representation is a network of friends, where players are represented
as vertices, and edges denote friendship relationships.

Nguyen and colleagues [15] introduced the idea of altruism in hedonic
games, where players’ preferences are influenced by their relationships with
friends. Each player divides others into a group of friends and a group of en-
emies. Between two coalitions containing player 𝑖, the one with more of 𝑖’s
friends is preferred.

There are three degrees of altruism in hedonic games, based on how players
compare two coalitions 𝐴 and 𝐵:
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• Selfish-First Preferences: player 𝑖 first looks at which of A or B is preferred
friend-oriented utility, and if and only if 𝑖 is indifferent between A and B,
𝑖 asks her friends in A and B for a vote by looking at these friends’ average
utilities (resulting from the friend-oriented extension) in each of the two
coalitions.

• Equal-Treatment Preferences: player 𝑖 treats her own and her friends’
utilities (again according to the friend-oriented extension) equally when
taking the average in both coalitions.

• Altruistic-Treatment Preferences: player 𝑖 first looks at her friends’ aver-
age utilities (again resulting from the friend-oriented extension) in each of
the two coalitions, and if and only if they are indifferent between A and B,
𝑖 looks at her own friend-oriented utility for A and B to make the decision.

These different levels of altruism help players make better decisions about
which coalition to join [15].

Some models consider altruism towards all players, while others focus only
on altruism towards friends. Formalizing altruism may make some of the exist-
ing game theoretic models more complex, making stability less efficient. On the
other hand, altruism certainly does help to model the interaction among agents
more realistically and to explain better what we observe in real life [15].

In hedonic coalition formation players form coalitions based on their pref-
erences, which are heavily influenced by relationships such as friendships and
enmities. In these games, friend-oriented preferences prioritize coalitions that
include more friends and fewer enemies. The concept of altruistic hedonic
games, introduced by Nguyen and colleagues, extends this idea by incorporat-
ing the satisfaction of friends into the player’s utility. This means that a player’s
happiness is influenced not only by their own outcome but also by how satisfied
their friends are. However, this model is limited to hedonic games, where an
agent’s utility depends solely on the composition of the coalition they belong to.

Kerkmann and Rothe [15] expanded this altruistic approach to a more general
framework in coalition formation games. Unlike hedonic games, where only the
members of a player’s own coalition are considered, their extended model allows
agents to act altruistically towards all their friends, regardless of which coalition
those friends belong to. This means that the well-being of all friends matters to
an agent, even if those friends are in different coalitions.

Like Nguyen, Kerkmann and Rothe introduced three distinct degrees of
altruism:

• Selfish First: agents first rank coalition structures based on their own
valuations. Only in the case of a tie between two coalition structures, their
friends’ valuations are considered as well.
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• Equal Treatment: agents treat themselves and their friends the same. That
means that an agent 𝑖 in 𝑁 and all of 𝑖’s friends have the same impact on
𝑖’s utility for a coalition structure.

• Altruistic Treatment: agents first rank coalition structures based on their
friends’ valuations. They only consider their own valuations in the case of
a tie.

The key distinction between this model and Nguyen et al.’s hedonic model is
that here all friends are considered, not just those within the same coalition. This
ensures that the agent’s behavior is friend-oriented across the entire network of
players, regardless of coalition structure.

In the Selfish First (SF) model, an agent’s utility is heavily influenced by their
own valuation, with the sum of their friends’ valuations playing a smaller role.
This ensures that the agent’s decisions are primarily driven by self-interest, but
friends’ satisfaction can still sway the outcome if the agent’s personal stakes are
low.

In the Equal Treatment (EQ) model, the agent’s utility is the simple sum of
their own valuation and the valuations of their friends, meaning the agent treats
themselves and their friends equally when evaluating coalition structures.

In the Altruistic Treatment (AL) model, the agent’s utility prioritizes the
valuations of their friends over their own, which emphasizes the importance of
friends in this scenario.

The scaling factor 𝑀 serves a crucial role in determining the balance between
selfishness and altruism. In the SF model, 𝑀 ensures that the agent’s utility is
predominantly influenced by their own valuation. On the other hand, in the
AL model, 𝑀 increases the weight of the friends’ valuations, making them the
primary factor in decision-making.

These utility functions help define each agent’s preference over different
coalition structures. Specifically, an agent prefers one coalition structure over
another if their utility for the first structure is greater than or equal to their utility
for the second. This extended model captures the complex interplay between
self-interest and altruism in coalition formation games, offering a more accurate
representation of real-world group dynamics [11].

3.2.2 Effective Altruism

Effective Altruism (EA) [13] is a project focused on using evidence and reason
to identify the best ways to benefit others as much as possible. For example,
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many individuals involved in EA pledge to donate a significant portion of their
annual income to effective charities, those proven to have the most impact per
dollar spent. The principles of social choice theory could offer useful tools for
this community to make more informed and efficient decisions.

Since 2011 over 3,000 people have pledged to donate a portion of their income
to effective charities. In 2015 these efforts resulted in donations of about seven
million dollars. However, one of the most difficult tasks for effective altruists
is to cause prioritization, that is, to determine which actions, jobs, or charities
will do the most good. This challenge often involves designing cost-effectiveness
models for different options and collecting scientific research to inform decision-
making.

Examples of cause areas include:

• Poverty alleviation, such as helping people in extreme poverty.

• Farm animal welfare, including efforts to lobby corporations or fund re-
search into meat substitutes.

• Global catastrophic risks, like funding research to mitigate biosecurity
threats, runaway global warming, or risks from transformative AI.

A significant challenge in the EA community is the coordination problem
of deciding who should donate to which charities. Developing tools and con-
ceptual frameworks to optimize donation allocation is crucial to ensure that
donations achieve maximum impact.

It is widely recognized that charities have a limited room for more funding
(RFMF). This means that any organization can only grow to a certain size before
it starts to experience diminishing returns, in other words, its ability to hire new
staff and scale effectively without reducing cost-efficiency is limited. As a result,
donations to the same charity tend to provide decreasing marginal returns over
time.

One potential solution is to introduce a centralized mechanism, like a do-
nation clearinghouse. In this system, donors would submit their preferences
over charities and specify their donation budget. The clearinghouse would then
allocate the available funds across different charities based on these preferences,
ensuring a more effective distribution of donations.

However, strategic behavior by donors can complicate this process. Donors
may have incentives to act strategically when choosing which charities to sup-
port, aiming to maximize the perceived value of their donations. Thus, the
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research challenge is to design mechanisms that allocate donations in a high-
quality way and discourage strategic manipulation.

A typical solution to ensure strategy-proofness often involves a concept called
money burning, where some funds are intentionally "wasted" to prevent strategic
behavior. Naturally, this approach is undesirable in the context of effective
altruism. Therefore, we seek mechanisms that are (approximately) budget-
balanced, meaning they do not waste significant amounts of money while still
achieving fair outcomes.

Additionally, a good donation allocation mechanism must be able to handle
donors with varying budget sizes, accommodating large-scale donors alongside
smaller contributors.

We can frame the problem of donor coordination as a form of negotiation,
where donors make matching offers to encourage others to donate to specific
charities. However, this model can become computationally complex and may
introduce undesirable features, making it impractical for the EA community.

Interestingly, concerns about strategy-proofness are less relevant here since
theories, or models, are not strategic actors. Thus, instead of focusing solely on
strategy-proof mechanisms, we propose using Borda’s rule, which is considered
one of the best voting rules that satisfy participation. In certain models, Borda’s
rule is also effective at maximizing the probability of selecting the best option
according to an underlying objective truth.

Additionally, we need an aggregation mechanism capable of combining in-
puts that arrive in fundamentally different formats, ensuring that all relevant
information is considered in the decision-making process [13].

3.3 A concrete example: kidney transplantation

One prominent application of computational social choice is designing inno-
vative strategies and mechanisms to improve kidney transplantation rates and
outcomes. By addressing compatibility barriers and optimizing the allocation
process, we can enhance access to life-saving kidney transplants for patients in
need.

One innovative approach is using deceased donor kidneys to initiate living
donor chains, which can overcome compatibility barriers and maximize trans-
plant opportunities. For example, in [9], a study combining retrospective data
analysis and algorithmic modeling showed that out of 16 pairs enrolled in such
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a program, 8 recipients were successfully transplanted over three years. In the
first case, a recipient received a chain-initiating kidney within four days, and
their living donor contributed to another recipient two days later. This exam-
ple highlights the real-world benefits of incorporating deceased donor kidneys
into living donor chains, increasing the number of successful transplants sig-
nificantly. Importantly, approval from bioethical committees and revisions to
allocation policies were critical for this approach’s implementation [9].

Mechanism design models, initially created for housing allocation scenarios,
can also be adapted for kidney exchange programs. These models aim to opti-
mize allocation and incentivize donations. For instance, the Top Trading Cycles
and Chains (TTCC) mechanism has been adapted to kidney exchanges, utilizing
cycles and w-chains to facilitate efficient exchanges.

In simulations, this mechanism ensures that patients and kidneys are matched
based on preferences, leading to participation and achieving Pareto efficiency,
thus increasing the likelihood of successful matches between donors and recip-
ients. Cycles are closed loops of donor-recipient pairs where each donor in the
cycle gives a kidney to the next recipient, and the last donor gives to the first
recipient in the loop. W-chains begin with a kidney donation from a donor
not paired with a specific recipient. This initial donation triggers a sequence of
transplants, and the chain can terminate without needing to close a loop. The
TTCC mechanism operates in multiple rounds:

• In each round, each patient points to their most preferred kidney or the
wait-list option, while each kidney points to its designated recipient.

• Cycles and w-chains are formed, representing direct and indirect ex-
changes.

• Patients and kidneys can only participate in one cycle but may be part of
multiple w-chains.

• The mechanism selects exchanges based on the identified cycles and w-
chains until all pairs are matched or assigned to the wait-list.

Initially, all patients and kidneys are active, and the mechanism first resolves
cycles. Once a cycle is completed, any remaining pairs are matched through
w-chains. The selected w-chain determines final assignments, which may result
in the formation of new cycles. Patients with living donors are assigned either a
kidney or high-priority spots on the wait-list, but they may not be transplanted
immediately [16].
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Furthermore, integrating list exchanges and donations from nondirected
altruistic donors into kidney paired donation programs can further enhance
transplant opportunities. Simulations have shown that combining list exchanges
with nondirected donations significantly increases the number of transplant
opportunities, especially when donors have blood type O and in smaller donor
pools. This approach helps maximize the potential for successful matches and
transplants [14].
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Matching Models with Preferences

4.1 Introduction

Matching problems, where two sets of agents must be paired based on mutual
preferences, are very important problems. In this chapter we are going to
introduce the basics of matching problems, focusing on the Stable Matching
Problem and the well-known Gale-Shapley Algorithm, which is the key tool to
solve these problems.

4.2 The Matching Problem

A matching problem is about pairing agents (agents, people or resources)
based on their preferences. Each agent ranks potential partners in order of
preference, and the goal is to find a stable matching, which is a set of pairs
where each agent is assigned to at most one partner. A matching is called stable
if no two agents would prefer to leave their current matches to be with each
other instead. Stability is important because it ensures that no one has a reason
to reject the solution and look for something better.

So, the Stable Matching Problem [2] usually involves two groups of agents:

• Set A: one group of agents, traditionally called "men";

• Set B: the other group of agents, traditionally called "women".

Each agent in set 𝐴 ranks agents in set 𝐵 according to his preferences, and
agents in set 𝐵 do the same for set 𝐴. The goal is to find a matching that is stable
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and includes all agents.
Given a matching, a pair (𝑎, 𝑏), where 𝑎 is from set 𝐴 and 𝑏 is from set 𝐵, is

called a blocking pair if:

1. 𝑎 prefers 𝑏 over their current partner in the matching;

2. 𝑏 prefers 𝑎 over their current partner in the matching.

A matching is stable if there are no blocking pairs. In a stable matching, no
pair of agents has a reason to leave their current match and form a new pair.

4.3 Matching Markets

A commodity market is a market where prices do all the work. Match-
ing markets, instead, are a specialized type of market where the allocation of
resources is determined not by prices, but by preferences. Unlike traditional
markets, where goods are exchanged for money, matching markets focus on
pairing participants from two distinct sets, such as students and schools. So,
in matching markets agents of set 𝐴 express preferences on agents of set 𝐵, but
also agents of set 𝐵 express preferences on agents of set 𝐴.

Matching markets have several unique characteristics that distinguish them
from other market types, for example, participants cannot pay to improve their
match, making preferences and priorities the primary drivers, and depending
on the context, matches can involve pairs or groups.

Matching markets appear in various real-world scenarios:

• College Admissions: students are matched to colleges based on their
preferences and the colleges’ selection criteria;

• Job Placement: job seekers and employers are paired based on mutual
preferences;

• Organ Donation: in kidney exchange programs, donors and recipients
are matched to optimize compatibility;

• Medical Residency Programs: graduating medical students are matched
to hospitals through systems like the National Resident Matching Program
(NRMP).

As usual, a key challenge in matching markets is achieving stability, ensuring
that no participants would prefer to deviate from their assigned agent to form
a new pair. The Gale-Shapley Algorithm provides a systematic approach for
finding stable matchings ensuring that no blocking pairs exist.

28



CHAPTER 4. MATCHING MODELS WITH PREFERENCES

4.4 The Gale-Shapley Algorithm

The Gale-Shapley Algorithm, also called the Deferred Acceptance Algorithm,
is a simple and efficient way to solve the Stable Matching Problem. It was created
by David Gale and Lloyd Shapley in 1962 [2], and it returns a stable matching.

The Gale-Shapley Algorithm works step by step, with agents from one
group (traditionally "men") proposing to agents in the other group (traditionally
"women"). The steps are as follows:

Algorithm 2 The Gale-Shapley Algorithm
1: Initialize every person to be free
2: while exists a free man do
3: Choose such a man 𝑚
4: Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom 𝑚 has

not yet proposed
5: if 𝑤 is free then
6: (𝑚, 𝑤) become engaged
7: else
8: if 𝑤 prefers 𝑚 to her current partner 𝑚′ then
9: (𝑚, 𝑤) become engaged

10: 𝑚′ becomes free
11: else
12: 𝑚 remains free since 𝑤 prefers her current partner 𝑚′, and she rejects

the proposal of 𝑚
13: end if
14: end if
15: end while

It has several important features:

1. it always finishes: the algorithm stops after a limited number of steps;

2. it guarantees stability: the resulting matching will always be stable, with
no blocking pairs;

3. proposer advantage: the group making the proposals (e.g., men) gets the
best possible match that can achieve, while the other group gets their worst
stable match.
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4.5 Applications of the Gale-Shapley Algorithm

The theoretical importance of the Gale-Shapley Algorithm became widely
recognized thanks to the work of Alvin Roth, who applied it for real-world
applications. I had the opportunity and the honor to attend one lesson by
professor Roth, that won the Nobel Price for the theory of stable allocations and
the practice to market design. He showed how the algorithm could be applied
to solve complex matching problems in practice, such as assigning kidneys to
patients or pairing students with schools.

Roth proved that the algorithm not only guarantees stable matchings but
also works effectively in systems with many participants and complicated pref-
erences. His adaptations ensured that the algorithm could handle practical
constraints like ties in preferences, and priorities, which are common in real-
world applications.

One of Roth’s major contributions was the development of the National Res-
ident Matching Program (NRMP) in the United States. This program matches
graduating medical students to residency programs based on their preferences
and the preferences of hospitals. The system is now used annually and is con-
sidered one of the most successful applications of the Gale-Shapley Algorithm.

Roth’s work highlighted the importance of stable matchings. Unstable match-
ings can lead to dissatisfaction. By adapting the Gale-Shapley Algorithm, Roth
provided a solution that is not only mathematically solid but also socially and
economically valuable.

So, in order to sum up, the Stable Matching Problem and its solutions are
widely used in real-world scenarios, such as:

• College Admissions: matching students with colleges based on mutual
preferences;

• Medical Residency Programs: assigning medical graduates to hospitals,
such as in the National Resident Matching Program (NRMP);

• Job Markets: pairing job seekers with employers in specific industries.

But real-world matching problems often include extra complications, such
as:

• Ties in Preferences: agents may rank two or more options equally;

• One-to-Many Matchings: for example, hospitals may take multiple resi-
dents instead of just one;
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• Couples and Groups: some agents, like couples, want to be matched
together.

4.6 The Hospitals-Residents Problem

In the classical Hospitals-Residents (HR) problem, the objective is to find
a stable matching between doctors (or residents) and hospitals based on their
preference lists [6]. The extended version of the HR problem, where doctors can
apply in couples and both doctors and hospitals may have ties in their preference
lists, is called Hospitals-Residents Problem with Couples and Ties (HRCT) [6].

In the HR problem, we have a group of junior doctors (residents) and a set
of hospitals, each with a list of preferences. Each doctor has a preference list,
where they rank a subset of hospitals in strict order of preference. Similarly, each
hospital has a preference list of doctors who have applied to it, also ranked in
strict order, along with a specific capacity that indicates the maximum number of
doctors it can accommodate. The goal is to find a matching that avoids blocking
pairs, thereby ensuring stability in the matching.

The Gale-Shapley algorithm was originally designed to find a stable match-
ing. However, by 1984, the need for an adaptation became apparent due to new
’contemporary issues’, including:

• participants are required to submit strict orders (strict preferences) even
when they may feel indifferent between certain elements, leading to limi-
tations in preference expression;

• an increasing number of medical students are marrying other medical
students, creating scenarios where two applicants wish to be matched to
the same hospital.

As a result, new stability definitions emerged in the literature specifically
for HRT (Hospitals-Residents with Ties), including weak stability, strong sta-
bility, and super-stability. Additionally, the concept of a blocking coalition (an
adaptation of a blocking pair) was introduced to handle scenarios with couples
[6].

4.6.1 The Hospitals-Residents Problem with Ties

The Hospitals-Residents problem with ties, or HRT, is a scenario in which a
group of doctors (or residents) seek placements at hospitals, and each hospital
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has limited capacity. The matching is based on preferences, where each doctor
ranks hospitals in order of their personal preferences, and each hospital ranks
doctors applying to it. Importantly, hospitals may have ties in their preferences,
meaning they view some applicants as equally desirable, as well as doctors that
can express ties in their preference list.

In this setup:

• each doctor considers certain hospitals as acceptable, meaning they would
be happy to be matched with one of those hospitals;

• each hospital has a finite capacity, limiting the number of doctors it can
accept;

• a doctor and hospital form an acceptable pair if both list each other as
acceptable.

A matching in HRT is an assignment of doctors to hospitals that depends
on these preferences and the capacity of the hospitals. Specifically, each doctor
is either matched to one hospital or remains unmatched, while each hospital
may be paired with multiple doctors, up to its capacity. If a doctor or hospital
is left without a match, they are considered unmatched. A hospital with fewer
matched doctors than its capacity is undersubscribed; otherwise, it is fully
subscribed.

To describe the resulting matches, we use 𝑀(𝑑) for the hospital matched to
doctor 𝑑 (or ∅ if 𝑑 is unmatched). Similarly, 𝑀(ℎ) denotes the set of doctors
matched to hospital ℎ. If doctor 𝑑 is matched to hospital ℎ, then we also find 𝑑

in the list 𝑀(ℎ).

Definition 3 A matching 𝑀 for an instance of HRT has a blocking pair when a doctor
𝑑 and a hospital ℎ would both prefer to be matched with each other over their current
matches, or in cases where one of them is unmatched but considers the other acceptable.
For a pair (𝑑, ℎ) to be blocking:

• DH1: 𝑑 and ℎ find each other acceptable;

• DH2: doctor 𝑑 is either unmatched or would rather be matched with ℎ than with
their current hospital;

• DH3: hospital ℎ is either undersubscribed or would prefer 𝑑 over at least one of
its current matches.

A matching is considered weakly stable if there are no blocking pairs, ensuring
that no doctor and hospital would both prefer a different arrangement over their current
match [6].
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4.6.2 The Hospitals-Residents Problem with Couples and Ties

The Hospitals-Residents Problem with Couples and Ties (HRPT) problem
further extends the classic HR model by allowing doctors to apply in couples
and introduces ties in preference lists. This extension provides a more realistic
framework for modern centralized matching systems. In HRCT, the set of doc-
tors is divided into single doctors and pairs of doctors who apply as couples,
and all participants (both doctors and hospitals) may express ties in their pref-
erence lists. This setup reflects real-world matching processes, where couples
often wish to be assigned to nearby hospitals, and hospitals face limitations in
ranking candidates with absolute precision due to large applicant pools.

An instance of the HRCT problem includes:

• single doctors and couples of doctors, each with their own preference lists.
Singles rank hospitals individually, while couples rank pairs of hospitals,
as each couple seeks nearby assignments;

• hospitals, each with a capacity that limits the maximum number of doctors
it can accept. Hospitals rank doctors individually but may include ties in
their preferences.

The goal in HRCT is to achieve a matching that respects both individual
preferences and capacities and that is stable. Blocking pairs occur when a doctor
and a hospital would prefer to be matched over their current assignments, while
blocking coalitions occur if a couple finds an acceptable pair of hospitals more
favorable than their current match.

In [6] were introduced several stability definitions due to the presence of cou-
ples and ties. Three primary types of blocking pairs or coalitions are considered
in this context:

• SH: a blocking pair involving a single doctor and a hospital;

• CHH: a blocking coalition involving a couple and two distinct hospitals;

• CH: a blocking coalition involving a couple and a single hospital.

Each stability definition aims to ensure that no doctor-hospital pair or doctor
couple would have incentive to deviate from the matching [6].
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5
Altruism in Matching Problems with

Preferences

5.1 Introduction

The problem of stable matching arises in numerous real-world scenarios
where two sets of agents need to be matched based on their mutual preferences.
A matching is defined as stable if no pair of agents would prefer to be matched
with each other over their current assignments. Stability ensures that there are
no blocking pairs, which are pairs of agents that would mutually benefit from
leaving their current matches to form a new one.

This foundational problem was formalized by Gale and Shapley in 1962
through the Gale-Shapley algorithm, which returns a stable matching for any
instance where both sets of agents have strict preference lists and the number
of the agents of the two groups is the same. The algorithm has become a
cornerstone of matching theory, with applications in diverse domains, including
college admissions, organ donation, and the assignment of medical residents to
hospitals.

While the Gale-Shapley algorithm is robust and widely applicable, real-
world matching problems often involve complexities that the classical algorithm
does not address. We will consider these new aspects in the thesis. For instance,
agents may exhibit altruistic behavior, sacrificing their preferred choices for the
benefit of others. Moreover social structures, such as networks of friends, can
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influence the decision-making process, as agents may prioritize the welfare of
their friends.

In this chapter, we will present our new versions of the Gale-Shapley algo-
rithm that address these aspects:

• Altruistic Gale-Shapley Algorithm: this modification incorporates altru-
istic behavior, allowing agents to prioritize other agents’ preferences over
their own, without any condition;

• 𝛼-altruistic Gale-Shapley Algorithm: in this version, we introduce a more
realistic modification, including a parameter 𝛼 that quantifies the degree of
altruism. This enhancement captures real-world scenarios where altruism
depends on the magnitude of the preference difference for an element
between an agent and their friend;

• Conditional 𝛼-Altruistic Gale-Shapley Algorithm: in this version, al-
truism is further contextualized within social structures by introducing a
network of friends. Altruistic behavior is conditioned on the existence of
a friendship bond, represented as an edge in the graph.

Each version builds upon the core principles of the Gale-Shapley algorithm
and returns a matching that satisfies a new version of stability while extending
its applicability to more complex and realistic scenarios. By adding altruism
and social connections into the matching process, we have a more flexible tool
for solving modern matching problems, connecting theory with real-world ap-
plications.

5.2 Altruistic Gale-Shapley

The Gale-Shapley algorithm ensures that each agent gets the best partner
they can achieve given their preferences, and the resulting matching is stable,
meaning there are no pairs of agents who would both prefer to be with each
other rather than with their current partners.

Definition 4 A pair (𝑚, 𝑤), where 𝑚 is a man and 𝑤 is a woman, is called a blocking
pair if both of the following conditions hold:

1. 𝑚 prefers 𝑤 over his current partner in the matching;

2. 𝑤 prefers 𝑚 over her current partner in the matching.
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Algorithm 3 Gale-Shapley Algorithm
1: Initialize every person to be free
2: while exists a free man do
3: Choose such a man 𝑚
4: Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom 𝑚 has

not yet proposed
5: if 𝑤 is free then
6: (𝑚, 𝑤) become engaged
7: else
8: if 𝑤 prefers 𝑚 to her current partner 𝑚′ then
9: (𝑚, 𝑤) become engaged

10: 𝑚′ becomes free
11: else
12: 𝑚 remains free since 𝑤 prefers her current partner 𝑚′, and she rejects

the proposal of 𝑚
13: end if
14: end if
15: end while

Algorithm 4 Altruistic_Gale-Shapley Algorithm
1: Initialize every person to be free
2: while exists a free man do
3: Choose such a man 𝑚
4: Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom 𝑚 has

not yet proposed in this loop
5: if 𝑚 is not in a higher position in a free woman 𝑤1’s preference list wrt

𝑚’s position in 𝑤’s preference list then
6: if 𝑤 is free then
7: (𝑚, 𝑤) become engaged
8: else
9: if 𝑤 prefers 𝑚 to her current partner 𝑚′ then

10: (𝑚, 𝑤) become engaged
11: 𝑚′ becomes free
12: else
13: 𝑚 remains free since 𝑤 prefers her current partner 𝑚′, and she

rejects the proposal of 𝑚
14: end if
15: end if
16: else
17: 𝑤 refuses 𝑚 since she is altruistic with 𝑤1
18: end if
19: end while
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We introduce altruism over the set of women, and the idea is that if a woman
𝑤1 gets a proposal from a man, but she knows that her friend 𝑤2 prefers a lot
to be matched with that man, she is going to refuse that proposal in order to let
that man free for her friend 𝑤2. In case of two woman with the same level of
preference for a man, the woman he proposes first is the woman he is going to
initially match. Another difference with the original algorithm is the fact that
women have a full knowledge of other women preferences, since they can be
altruistic with them.

In order to clarify our idea, let us see an example:

Example 1 Assume to have four men and four women, and that the preferences of men
and women are the preferences described in the table below, where for example, for Liam
Emma is more preferred than Sophia, that is more preferred than Amelia, that is more
preferred than Charlotte.

Men Preferences
Liam Emma > Sophia > Amelia > Charlotte

Henry Emma > Sophia > Amelia > Charlotte
James Sophia > Emma > Charlotte > Amelia

Theodore Emma > Sophia > Charlotte > Amelia

Women Preferences
Emma Theodore > Liam > Henry > James
Sophia Liam > Henry > James > Theodore

Charlotte Liam > Henry > Theodore > James
Amelia Henry > Liam > Theodore > James

Table 5.1: Preference Lists of Men and Women

We will now describe how Altruistic Gale-Shapley works.

• Liam proposes to Emma: Emma checks the preference lists of other women. Since
there is another free woman who prefers Liam more than her, she refuses Liam in
order to be altruistic.

• Liam proposes to Sophia: Sophia checks the preference lists of other women. Since
no other woman prefers Liam more than she does, and since she is free, she accepts.
Liam and Sophia become engaged.

• Henry proposes to Emma: Emma checks the preference lists of other women. Since
there is another free woman who prefers Henry more than her, she refuses Henry
in order to be altruistic.
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• Henry proposes to Sophia: since Sophia is not free, she compares Henry with her
current partner, that is Liam. Since she prefers her current partner, she refuses
Henry.

• Henry proposes to Amelia: Amelia checks the preference lists of other women.
Since no other woman prefers Henry more than she does, and since she is free, she
accepts. Henry and Amelia become engaged.

• James proposes to Sophia: since Sophia is not free, she compares James with her
current partner, that is Liam. Since she prefers her current partner, she refuses
James.

• James proposes to Emma. Emma checks the preference lists of other women. Since
no other free woman prefers James more than she does, and since she is free, she
accepts. James and Emma become engaged.

• Theodore proposes to Emma: Emma checks the preference lists of other women.
Since no other free woman prefers Theodore more than she does, and since she is
not free, she compares Theodore with her current partner James. Emma lets James
free, and she accepts. Theodore and Emma became engaged.

• James proposes to Charlotte. Charlotte checks the preference lists of other women.
Since no other free woman prefers James more than she does, and since she is free,
she accepts. James and Charlotte become engaged.

The results are the following:

• Liam is matched with Sophia.

• Henry is matched with Amelia.

• James is matched with Charlotte.

• Theodore is matched with Emma.

The altruism we inject in the algorithm deals with this fact: in our idea, some
agent can be altruistic with other agents on the same set, letting them choose
a better choice with respect to their preference. Doing this, the altruistic agent
accepts to be matched with a less preferred agent on the other side, according
to her preference list. This not-optimal choices from altruistic agent do not
destabilize the matching, since she decided to be altruistic, and she would
accept to be matched with another man.

So, we can state the following property: in the Altruistic Gale-Shapley algo-
rithm, the resulting matching is stable in the sense that there are no blocking
pairs where both parties prefer each other over their current partners, taking
into account altruistic preferences of the women. So, we have to introduce a
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new notion of stability that takes into consideration the possibility of altruistic
behavior by the agents involved. It is natural to say that we can switch men and
women in the algorithm and we obtain the same property applied to men.

Definition 5 A matching is altruistically stable if there are no blocking pairs of type
A, where a blocking pair of type A (𝑚, 𝑤) is defined as follows:

1. 𝑚 prefers 𝑤 over his current partner in the matching;

2. 𝑤 prefers 𝑚 over her current partner in the matching, if she is not altruistic with
another woman with a higher preference for 𝑚.

Theorem 1 The matching produced by the altruistic Gale-Shapley algorithm is altru-
istically stable.

Proof: Assume for contradiction that the matching produced by the Altruistic
Gale-Shapley algorithm is not altruistically stable. Then there exists a blocking
pair of type A (𝑚, 𝑤) such that:

• 𝑚 prefers 𝑤 over his current partner in the matching;

• 𝑤 prefers 𝑚 over her current partner in the matching, unless altruistic
behavior.

Consider the steps of the algorithm:

1. Initialization:

• All men and women are free initially.

2. Proposal Process:

• Each free man 𝑚 proposes to the highest-ranked woman 𝑤 on his
preference list.

• If 𝑚 is not in a higher position in a free woman 𝑤1’s preference
list compared to his position in 𝑤’s preference list, 𝑤 considers 𝑚’s
proposal:

• If 𝑤 is free, she accepts 𝑚’s proposal, and they become engaged.
• If 𝑤 is engaged to 𝑚′, she compares 𝑚 and 𝑚′:
• If 𝑤 prefers 𝑚 to 𝑚′, she accepts 𝑚’s proposal, 𝑚′ becomes free, and

𝑚 and 𝑤 become engaged.
• If 𝑤 prefers 𝑚′ to 𝑚, she rejects 𝑚’s proposal, and 𝑚 remains free.
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3. Altruism:

• If 𝑚 is in a higher position in a free woman 𝑤1’s preference list
compared to his position in 𝑤’s preference list, 𝑤 rejects 𝑚’s proposal
out of altruism towards 𝑤1.

Given these rules, consider the potential existence of a blocking pair of type
A (𝑚, 𝑤):

1. 𝑚 prefers 𝑤 over his current partner: This implies that 𝑚 has already
proposed to 𝑤 and was rejected or 𝑚 proposed to 𝑤 but was rejected due
to the altruism.

2. 𝑤 prefers 𝑚 over her current partner: If 𝑤 is engaged to 𝑚′ and prefers
𝑚 over 𝑚′, it contradicts the assumption that 𝑤 would reject 𝑚 in favor of
𝑚′ when 𝑚 proposed. This is because if 𝑤 preferred 𝑚, she would have
accepted 𝑚’s proposal unless the altruism prevented her from doing so.

3. Altruism: If 𝑤 rejected 𝑚 due to the altruism, it means there was a free
woman 𝑤1 who preferred 𝑚 more than 𝑤 did. This ensures that 𝑤 could
not be part of a blocking pair of type A with 𝑚 because 𝑤 prioritized 𝑤1’s
preference over her own, adhering to the altruistic behavior.

Given these points, the assumption of the existence of a blocking pair of type
A (𝑚, 𝑤) leads to a contradiction. Therefore, the matching produced by the
Altruistic Gale-Shapley algorithm is altruistically stable. □

Let’s now make another simpler example in order to clarify our ideas:

Example 2 Let us consider another instance of the stable matching problem where the
preferences of each agent are specified in the table below.

Men Preferences
Aiden Bella > Claire > Anna
Ben Anna > Bella > Claire

Charles Bella > Claire > Anna

Women Preferences
Anna Ben > Aiden > Charles
Bella Ben > Aiden > Charles
Claire Aiden > Ben > Charles

Table 5.2: Preference Lists of Men and Women

We will now describe how Altruistic Gale-Shapley works.
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• Aiden proposes to Bella: Bella checks the preference lists of other women. Since
there is another free woman who prefers Aiden more than her, she refuses Aiden
in order to be altruistic.

• Aiden proposes to Claire: Claire checks the preference lists of other women. Since
no other free woman prefers Aiden more than she does, and since she is free, she
accepts. Aiden and Claire become engaged.

• Ben proposes to Anna: Anna checks the preference lists of other women. Since no
other free woman prefers Ben more than she does, and since she is free, she accepts.
Ben and Anna become engaged.

• Charles proposes to Bella: Bella checks the preference lists of other women. Since
no other woman prefers Charles more than she does, and since she is free, she
accepts. Charles and Bella become engaged.

The results are the following:

• Aiden is matched with Claire.

• Ben is matched with Anna.

• Charles is matched with Bella.

In this example, the pair (Aiden, Bella) may be seen as a blocking pair. In
fact, they are not matched, and in the classical Gale-Shapley sense they would
both prefer to be with each other rather than their current partners. This is no
longer true, since Bella decided to be altruistic with her friend Claire. So, Bella
no longer prefers to be with Aiden, but for her Aiden and Charles have the same
preference value, and she accepts to be with Charles in order to be altruistic
with Claire. The altruism we inject in the algorithm deals with this fact: in
our idea, some agent can be altruistic with other agents on the same set, letting
them choose a better choice with respect to their preference. Doing this, the
altruistic agent accepts to be matched with a less preferred agent on the other
side, according to her preference list. This not-optimal choices from altruistic
agent Bella do not destabilize the matching, since she decided to be altruistic,
and she accepted to be matched with a less preferred man.

In our Altruistic Gale-Shapley algorithm there is a critical issue that can arise
in specific cases. This issue, referred to as "the loop" problem, highlights a
fundamental ambiguity in the algorithm that prevents it from producing a
stable matching.
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In the standard Gale-Shapley algorithm, each man iterates through his pref-
erence list, proposing to women in descending order of preference. Once a man
reaches the end of his preference list, he has exhausted all potential proposals.
However, in the altruistic variant, altruism can cause a woman to reject a pro-
posal, even if she would otherwise accept. Consequently, it is possible for a man
to propose to every woman on his preference list without being matched.

This creates an ambiguity: the man is still unmatched, but there are free
women remaining in the market. Specifically, a woman who is free might be
"behind" the imaginary iterator on the man’s preference list due to previous
rejections caused by altruism or the standard Gale-Shapley mechanism. In such
cases, the man cannot return to propose to this free woman, as the iterator has
already reached the end of the list. This situation results in a failure of the
algorithm to terminate properly, leaving the market in an unstable state.

In order to be clear, we show an example in Table 5.3.

Men Preferences
Derek Mary > Evelyn > Leslie > Angelica
Jesus Leslie > Angelica > Evelyn > Mary

Henry Leslie > Evelyn > Angelica > Mary
Tanner Leslie > Angelica > Evelyn > Mary

Women Preferences
Leslie Derek > Henry > Tanner > Jesus
Mary Jesus > Henry > Derek > Tanner

Angelica Tanner > Jesus > Henry > Derek
Evelyn Tanner > Derek > Jesus > Henry

Table 5.3: Preference Lists

Now, we apply our altruistic Gale-Shapley algorithm. The matching pro-
ceeds as follows:

• Derek proposes to Mary, but Mary checks her altruism condition for Leslie.
Since Leslie prefers Derek more than Mary does, Mary rejects Derek.
Derek proposes to Evelyn, that is altruistic too with Leslie. Derek proposes
to Leslie, and they become matched.

• Jesus proposes to Leslie, but she rejects him because she prefers Derek.
Jesus proposes to Angelica who refuses him to be altruistic with Mary.
Jesus proposes to Evelyn that refuses him to be altruistic with Mary too.
Jesus proposes to Mary, and they become matched.
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• Henry proposes to Leslie, but she rejects him because she prefers Derek.
Henry proposes to Evelyn that is altruistic with Angelica. Henry proposes
to Angelica, and they become matched.

• Tanner proposes to Leslie, but she rejects him because she prefers Derek.
Tanner proposes to Angelica, that accepts and Angelica leave Henry alone.

• Now Henry can only propose to Mary. Mary is not free and checks if
she prefers Henry to her current partner Jesus. Since she prefers Jesus,
she rejects Henry. Henry is at the end of his preference list, resulting
in an ambiguous algorithm: the issue can be solved if Henry can restart
proposing to Leslie (who rejects him), then to Evelyn (who rejects him),
and finally to Angelica that accepts, and they became matched.

So, to solve this ambiguity, we propose a simple but effective modification
of the algorithm. Once a man has reached the end of his preference list without
being matched, the iterator for his preference list is restarted, allowing him
to propose again starting from the first woman on his list. This ensures that
every free woman can be revisited, and the algorithm can converge to a stable
matching. That is the reason why in the algorithm we added "in this loop" in the
instruction "Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom
𝑚 has not yet proposed in this loop".

5.3 𝛼-Altruistic Gale-Shapley

In the previous section, we have considered a scenario where all women
must act altruistically if the altruism process is triggered, when another woman
simply prefers the proposing man more than the altruistic woman. But we
could consider more realistic forms of altruism, introducing a variable degree
of altruism into the decision-making process. In fact, in the real world, altruism
may not be an all-or-nothing phenomenon.

Instead, some agents might be willing to act altruistically but only under
specific conditions. For example, a woman might agree to be altruistic towards
a friend as long as the difference in preference between her and her friend for
the proposing men is significant.

Taking advantage from what we have studied in Congestion Games [15], we
can introduce a parameter 𝛼 ∈ [0, 1], which represents the degree of altruism of
a woman. Also, the altruism trigger is too simple, and does not reflect the real-
world scenario. We can change this formalization introducing a new altruistic
check inside the modified algorithm:
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Pref(𝑤1, 𝑚) − Pref(𝑤, 𝑚)
𝑛

≥ 𝛼

where:

• Pref(w, m) is a score of how much woman 𝑤 likes man 𝑚. If there are
four men, the most preferred has score four, the second most preferred has
score 3, and so on (the last one has score 1).

• 𝑛 is the number of agents in each group; in the previous example 𝑛 is equal
to four.

This means that the difference in preference between 𝑤1 and 𝑤 for 𝑚 must
exceed the altruism threshold 𝛼. In other words, when:

• 𝛼 = 0: this represents full altruism, and reflects the situation in Altruis-
tic Gale-Shapley algorithm. Even a small or equal preference difference
between 𝑤1 and 𝑤 will trigger altruistic behavior;

• 𝛼 = 1: this is the other extreme, representing no altruism at all;

• if 𝛼 is in ]0,1[ we can fine-tune the altruistic behavior, balancing between
selfish and altruistic decisions.

So, we can modify the Gale-Shapley algorithm introducing the new algo-
rithm Altruistic Check.

Algorithm 5 AltruisticCheck(𝑚, 𝑤, 𝑛, 𝛼)
1: 𝑝𝑟𝑒 𝑓𝑊 = 𝑝𝑟𝑒 𝑓 (𝑤, 𝑚)
2: while exists a free woman 𝑤1 do
3: 𝑝𝑟𝑒 𝑓𝑊1 = 𝑝𝑟𝑒 𝑓 (𝑤1, 𝑚)
4: if 𝑝𝑟𝑒 𝑓𝑊1−𝑝𝑟𝑒 𝑓𝑊

𝑛 ≥ 𝛼 then
5: return True
6: end if
7: end while
8: return False

Example 3 Assume to have four men and four women, and that the preferences of
women are described in the table below. For simplicity, assume that Liam proposes to
Emma, who has an altruistic parameter 𝛼 equal to 0.5.

We will now describe how the Altruistic Check works.
Liam proposes to Emma:

• 𝛼 = 0.5 (related to Emma)

• 𝑝𝑟𝑒 𝑓𝑊 = 3
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Women Preferences
Emma Theodore > Liam > Henry > James
Sophia Liam > Henry > James > Theodore

Charlotte Liam > Henry > Theodore > James
Amelia Henry > Liam > Theodore > James

• 𝑝𝑟𝑒 𝑓𝑊1 = 4

• 𝑝𝑟𝑒 𝑓𝑊1−𝑝𝑟𝑒 𝑓𝑊
𝑛 = 4−3

4 = 0.25 smaller than the 𝛼 threshold 0.5

As a consequence, Emma is not altruistic with Sofia, since the difference in preference
for Liam is not much bigger according to the threshold.

Algorithm 6 𝛼_Altruistic_Gale-Shapley()
1: Initialize every person to be free
2: while exists a free man do
3: Choose such a man 𝑚
4: Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom 𝑚 has

not yet proposed in this loop
5: Let 𝑛 be the cardinality of the preferences
6: if !AltruisticCheck(𝑚, 𝑤, 𝑛, 𝛼) then
7: if 𝑤 is free then
8: (𝑚, 𝑤) become engaged
9: else

10: if 𝑤 prefers 𝑚 to her current partner 𝑚′ then
11: (𝑚, 𝑤) become engaged
12: 𝑚′ becomes free
13: else
14: 𝑚 remains free since 𝑤 prefers her current partner 𝑚′, and she

rejects the proposal of 𝑚
15: end if
16: end if
17: else
18: 𝑤 refuses 𝑚 since she is altruistic with 𝑤1
19: end if
20: end while

We can provide the definition of a new notion of stability.

Definition 6 A matching is 𝛼-altruistically stable if there are no blocking pairs of
type 𝛼-A, where a blocking pair of type 𝛼-A (𝑚, 𝑤) is defined as follows:

1. 𝑚 prefers 𝑤 over his current partner;
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2. 𝑤 prefers 𝑚 over her current partner, if she is not altruistic with another woman
𝑤1, since the difference in their preferences for 𝑚 (normalized) exceeds the given
threshold 𝛼 of woman 𝑤.

Theorem 2 The matching produced by the 𝛼-Altruistic Gale-Shapley algorithm is 𝛼-
altruistically stable.

Proof: Assume, for contradiction, that the matching produced by the 𝛼-Altruistic
Gale-Shapley algorithm is not 𝛼-altruistically stable. Then, there exists a block-
ing pair of type 𝛼-A (𝑚, 𝑤) such that:

• 𝑚 prefers 𝑤 over his current partner;

• 𝑤 prefers 𝑚 over her current partner, unless the possible altruism toward
another woman 𝑤1.

During the steps of the 𝛼-Altruistic Gale-Shapley algorithm:

1. If 𝑚 prefers 𝑤, he must have proposed to her first.

2. 𝑤 evaluates 𝑚’s proposal based on her preferences and those of another
free woman𝑤1. If the altruism threshold 𝛼 is satisfied (i.e., Pref(𝑤1 ,𝑚)−Pref(𝑤,𝑚)

𝑛 ≥
𝛼), then 𝑤 would act altruistically and reject 𝑚.

3. Since 𝑤 rejected 𝑚, it means that the threshold was met. Therefore, 𝑤
cannot prefer 𝑚 over her current partner and still be part of a blocking pair
of type 𝛼-A because her altruism was triggered by the greater preference
of 𝑤1.

Thus, no blocking pair of type 𝛼-A can exist under the 𝛼-Altruistic Gale-
Shapley algorithm, ensuring 𝛼-altruistic stability. □

5.4 Conditional 𝛼-Altruistic Gale-Shapley

In Altruistic Gale-Shapley each woman can be altruistic with any other
woman. But in real-world altruism may be related to the social structures
(relationships) between agents. Rather than altruism being a general behavior
that applies to all other women, we could model altruism as a condition on the
closeness of the relationship between women.

Taking inspiration from Hedonic Games [15], altruistic behavior is condi-
tioned on the friendship bond between two women, represented as a graph of
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friends, where each woman is a node and an edge linking two nodes specifies a
friendship relation. In order to keep things simple, we can model the graph of
friends with an adjacency matrix, used in our modified Gale-Shapley algorithm
to check for the presence of an edge between two women. We can formalize this
idea with a simple modification of the Altruistic Check algorithm, adding an if
sentence.

Algorithm 7 𝛼_AltruisticConditionalCheck(𝑚, 𝑤, 𝑛, 𝛼)
1: 𝑝𝑟𝑒 𝑓𝑊 = 𝑝𝑟𝑒 𝑓 (𝑤, 𝑚)
2: while exists a free woman 𝑤1 do
3: if there is and edge between 𝑤 and 𝑤1 then
4: 𝑝𝑟𝑒 𝑓𝑊1 = 𝑝𝑟𝑒 𝑓 (𝑤1, 𝑚)
5: if 𝑝𝑟𝑒 𝑓𝑊1−𝑝𝑟𝑒 𝑓𝑊

𝑛 ≥ 𝛼 then
6: return True
7: end if
8: end if
9: end while

10: return False

Emma Amelia

Charlotte Sophia

Figure 5.1: Example of graph of friends

We will now define a new notion of stability.

Definition 7 A matching is conditional 𝛼-altruistically stable if there are no block-
ing pairs of type 𝛼-A, where a blocking pair of type 𝛼-A (𝑚, 𝑤) is defined as follows:

1. 𝑚 prefers 𝑤 over his current partner.

2. 𝑤 prefers 𝑚 over her current partner, if she is not altruistic with her friend 𝑤1,
provided that 𝑤1 is a friend of 𝑤 and that the difference in the preferences for 𝑚
(normalized) exceeds the given threshold 𝛼 of the woman 𝑤.

48



CHAPTER 5. ALTRUISM IN MATCHING PROBLEMS WITH PREFERENCES

Algorithm 8 Conditional_𝛼_Altruistic_Gale-Shapley()
1: Initialize every person to be free
2: while exists a free man do
3: Choose such a man 𝑚
4: Let 𝑤 be the highest-ranked woman in 𝑚’s preference list to whom 𝑚 has

not yet proposed in this loop
5: Let 𝑛 be the cardinality of the preferences
6: if !AltruisticConditionalCheck(𝑚, 𝑤, 𝑛, 𝛼) then
7: if 𝑤 is free then
8: (𝑚, 𝑤) become engaged
9: else

10: if 𝑤 prefers 𝑚 to her current partner 𝑚′ then
11: (𝑚, 𝑤) become engaged
12: 𝑚′ becomes free
13: else
14: 𝑚 remains free since 𝑤 prefers her current partner 𝑚′, and she

rejects the proposal of 𝑚
15: end if
16: end if
17: else
18: 𝑤 refuses 𝑚 since she is altruistic with 𝑤1
19: end if
20: end while
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Theorem 3 The matching produced by the Conditional 𝛼-Altruistic Gale-Shapley al-
gorithm is conditional 𝛼-altruistically stable.

Proof: Assume, in contradiction, that the matching produced by the Con-
ditional 𝛼-Altruistic Gale-Shapley algorithm is not conditional 𝛼-altruistically
stable. Then, there exists a blocking pair of type 𝛼-A (𝑚, 𝑤) such that:

• 𝑚 prefers 𝑤 over his current partner;

• 𝑤 prefers 𝑚 over her current partner, considering altruism toward a friend
𝑤1.

In the Conditional 𝛼-Altruistic Gale-Shapley algorithm:

1. If 𝑚 prefers 𝑤, he must have proposed to her first.

2. 𝑚 proposed to 𝑤, and 𝑤 could evaluate the proposal based on the pref-
erences of a friend 𝑤1 (since 𝑤 and 𝑤1 are connected in the friendship
graph).

3. 𝑤 checks whether 𝑤1’s preference for 𝑚 exceeds her own preference for 𝑚
by a threshold 𝛼.

4. If the altruism condition is met (that is, Pref(𝑤1 ,𝑚)−Pref(𝑤,𝑚)
𝑛 ≥ 𝛼), 𝑤 rejects

𝑚, letting her friend 𝑤1 have a chance to pair with 𝑚.

5. Therefore, if 𝑤 rejected 𝑚, it implies the altruism condition was met,
meaning 𝑤 cannot form a blocking pair of type A with 𝑚 because her
rejection was based on the altruistic preference for her friend 𝑤1.

Thus, the assumption that a blocking pair of type 𝛼-A exists leads to a
contradiction, proving that the matching is conditional 𝛼-altruistically stable. □

This extended version of the Gale-Shapley algorithm better mirrors real-world
dynamics by taking into account the social bonds between women. By incorpo-
rating a friendship graph represented as an adjacency matrix, the algorithm now
only triggers altruistic behavior when the two women are friends. Moreover,
the altruism threshold 𝛼 adds an additional layer of complexity, determining
the level of altruism a woman can have.

We now present instances of stable matching problems and the matchings
returned, obtained by applying the algorithms developed in this chapter to
simple matching problems. The experiments were conducted using a Python
program designed to simulate stable matching scenarios under different con-
ditions. This program allowed us to test the impact of introducing altruism,
varying the degree of altruism, and considering social bonds between agents.
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The application is built around a modular framework, which includes the
following main components:

• Agents: representing the participants in the matching process (e.g., men,
women, students, schools). Each agent is initialized with a name, a pref-
erence list over agents of the other set, and additional properties such as
their altruism parameter 𝛼 and social bonds (friendship graph);

• Algorithms: implementing variations of the Gale-Shapley algorithm, in-
cluding:

– the classical Gale-Shapley algorithm for one-to-one matching;
– the 𝛼-Altruistic Gale-Shapley algorithm, which incorporates altruistic

behavior with a tunable parameter 𝛼;
– the Conditional 𝛼-Altruistic Gale-Shapley algorithm, which accounts

for social bonds between agents using a friendship network.

• Input and Output: the program reads agent preferences and parame-
ters from a JSON file and outputs the resulting matchings in an easily
interpretable format. This setup allows for fast configuration of different
scenarios.

To evaluate the quality of the matchings, we conducted experiments by
varying key parameters:

• Altruism Parameter (𝛼): ranging from 0 (full altruism) to 1 (no altruism),
to observe how the degree of altruism affects the stability and fairness of
the matchings;

• Social Bonds: represented as a graph, where edges indicate friendships
between agents. The experiments explored how incorporating social
bonds influences the matchings.

The program is implemented in Python and consists of several key classes:

• Agent: represents an individual participant with attributes such as name,
preference list, and altruism level. Methods include proposing to another
agent, checking preferences, and making altruistic decisions;

• Algorithm: encapsulates the logic for executing the matching process,
including the classical Gale-Shapley and its altruistic extensions;

• Input/Output: handles reading agent configurations from a JSON file and
writing the results to a structured output format.

Just for demonstration, we show the code for the Agent class and for the
𝛼-Altruistic Gale-Shapley algorithm class.
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1 class Agent:

2 def __init__(self, name, preferences , is_man=True, friends=

None, alpha=1):

3 self.name = name

4 self.preferences = preferences # list of Agent objects

, not strings!

5 self.matched_to = None

6 self.is_man = is_man

7 self.proposals_made = [] # track proposals already

made (for man)

8 self.alpha = alpha # altruism parameter

9

10 def propose(self):

11 # find the next woman to propose to that hasn’t been

proposed to yet

12 for woman in self.preferences:

13 if woman not in self.proposals_made:

14 self.proposals_made.append(woman) # track the

proposal

15 return woman # propose to this woman

16 return None # no more women to propose to

17

18 def is_free(self):

19 return self.matched_to is None

20

21 def prefers(self, new_partner , current_partner):

22 # check the preference between two choices

23 return self.preferences.index(new_partner) < self.

preferences.index(current_partner)

24

25 def altruistic_check(self, suitor):

26 n = len(self.preferences)

27 for friend in self.friends:

28 if suitor in friend.preferences:

29 w1_pref = n - self.preferences.index(suitor) #

pref(self, suitor)

30 w_pref = n - friend.preferences.index(suitor)
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# pref(friend, suitor)

31 if (w1_pref - w_pref) / n >= self.alpha:

32 return True # act altruistically

33 return False # no altruism triggered

34

35 def salutation(self):

36 return f"Hi, I’m {self.name} from class Agent!"

Listing 5.1: Agent Class

1 from src.gale_shapley import GaleShapleyAlgorithm

2

3 class AltruisticGaleShapleyAlgorithm(GaleShapleyAlgorithm):

4 def __init__(self, agents):

5 super().__init__(agents)

6

7 def run(self):

8 free_men = [agent for agent in self.agents if agent.

is_man]

9 while free_men:

10 man = free_men.pop(0)

11 woman = man.propose()

12

13 # perform the altruistic check

14 if woman.altruistic_check(man):

15 # skip this man due to altruism , put him back

in the free_men list

16 free_men.append(man)

17 continue # skip this iteration , move to the

next proposal

18 else:

19 # standard Gale-Shapley matching

20 if woman.is_free():

21 woman.matched_to = man

22 man.matched_to = woman

23 else:

24 current_partner = woman.matched_to

25 if woman.prefers(man, current_partner):

26 woman.matched_to = man
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27 man.matched_to = woman

28 free_men.append(current_partner)

29 else:

30 free_men.append(man)

31

32 return self.agents

Listing 5.2: Altruistic Gale-Shapley Algorithm

We show the outcomes of different scenarios using the Gale-Shapley al-
gorithm and its altruistic variants, in particular the 𝛼-Altruistic Gale-Shapley
algorithm with its Altruistic Check. Consider the following preference lists for
men and women:

Men Preferences
Aiden Bella > Claire > Anna
Ben Anna > Bella > Claire

Charles Bella > Claire > Anna

Women Preferences
Anna Ben > Aiden > Charles
Bella Ben > Aiden > Charles
Claire Aiden > Ben > Charles

Table 5.4: Preference Lists of Men and Women

Scenario 1: Without Altruism or Network of Friends

Using the classical Gale-Shapley algorithm without considering altruism or
network of friends:

• Aiden is matched with Bella.
• Ben is matched with Anna.
• Charles is matched with Claire.

Scenario 2: Full Altruism (𝛼 = 0) for All Women, Without a Network of
Friends

Using Altruistic Gale-Shapley algorithm we have a matching where:
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• Aiden is matched with Claire.

• Ben is matched with Anna.

• Charles is matched with Bella.

Scenario 3: Altruism Levels of 0.4 for Bella and 1 (No Altruism) for Claire
and Anna, No Network of Friends

In this case, Bella has an altruism level of 𝛼 = 0.4, while Claire and Anna do
not act altruistically (𝛼 = 1).

• Aiden is matched with Bella.

• Ben is matched with Anna.

• Charles is matched with Claire.

When Aiden proposes to Bella, the altruistic check for Bella evaluates (3 −
2)/3 = 0.33, which is less than 0.4. Thus, altruism is not triggered and the
process reduces to the classical Gale-Shapley algorithm. Instead, Bella would
have been altruistic if her altruism parameter had been equal to 0.3, for example.

Scenario 4: Altruism Levels of 0 for All Women, but Only Bella and
Claire Are Friends

Here, all women have 𝛼 = 0 (full altruism), but only Bella and Claire are
friends.

• Aiden is matched with Bella.

• Ben is matched with Anna.

• Charles is matched with Claire.

Bella checks for friends to be altruistic with, but since she has no friends, no
altruism is triggered, even if her altruistic parameter is set to full altruism. The
outcome is the same as in the classical Gale-Shapley algorithm.
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Scenario 5: Full Altruism (𝛼 = 0) for All Women, and All Women are
friends

Here, the altruism parameter is set to 𝛼 = 0 (full altruism) for all women.
This means that each woman will always act altruistically if another woman
prefers the same man more than she does, and if they are friends.

• Aiden is matched with Claire.
• Ben is matched with Anna.
• Charles is matched with Bella.
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6
Altruism in Students-Apartments

Matching Problems

6.1 Introduction

In recent years, the need for more complex decision-making system in match-
ing markets has become increasingly relevant. Classical algorithms, such as the
Gale-Shapley algorithm, have been applied in various domains, from students
admission to kidney transplantation. However, these models often assume
purely self-interested agents, which may not always capture the complexities of
human behavior in real-world contexts [12, 15].

In many real-world situations agents do not act in isolation, but consider the
preferences and welfare of others, such as friends, when making decisions. By
integrating altruistic behavior into matching algorithms, we can better reflect
the nature of decisions in multi-agent environments where we want to take
into account also the welfare of others. The modified Gale-Shapley algorithm
with altruistic behavior, that we introduced in Chapter 5, can lead to a balance
between individual optimization and altruistic considerations.

6.2 The Students-Apartments Matching Problem

In this section we present a new real-life problem where matching algorithms
can be particularly useful in assigning students to apartments in a university
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city. This Students-Apartments Matching problem is a novel scenario that we
introduce, inspired by student housing allocation environment. In this setting,
two sets of agents are involved: students seeking accommodation and apartment
owners, that represent the apartments. Both students and housing providers
have distinct preferences, making this problem akin to the matching markets.
Unlike the traditional Gale-Shapley algorithm’s one-to-one match, the Students-
Apartments setting shares structural similarities with the Hospitals Residents
problem with Ties.

In the Students-Apartments matching scenario, apartments are shared by
multiple students, with multiple students assigned to a single apartment. We
will see that students may exhibit altruistic behavior towards other students
within the assignment process. An important assumption in our model is that
the number of students is equal to the total number of beds inside the apartments,
since we actually seek a matching.

Definition 8 (Students-Apartments Problem) An instance of the Students-Apartments
Matching Problem consists of:

• a set 𝑆 of 𝑛𝑆 students seeking accommodation (women);

• a set 𝐴 of 𝑛𝐴 apartments (men), where each apartment 𝑎 ∈ 𝐴 has a capacity
𝑐𝑎 , representing the number of students it can accommodate. The total capacity
satisfies: ∑

𝑎∈𝐴
𝑐𝑎 = 𝑛𝑆

ensuring that all students can be matched;

• each student 𝑠 ∈ 𝑆 has a preference list 𝒫(𝑠) ranking apartments in strict order;

• each apartment 𝑎 ∈ 𝐴 has a preference list 𝒫(𝑎) ranking students in strict order.

A matching 𝑀 assigns each student 𝑠 ∈ 𝑆 to exactly one apartment 𝑎 ∈ 𝐴.

6.3 Altruism in the Students-Apartments Matching
scenario

We now want to adapt this new problem to the framework we already intro-
duced in Chapter 5. In order to apply the Altruistic Gale-Shapley Algorithm to
this context, we have to introduce an additional modification. We can reframe
the Students-Apartments matching as a one-to-one matching problem using the
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concept of virtual agents for apartments. Instead of treating an apartment as a
single unit accommodating multiple students, we can represent each apartment
as a set of apartments with the same preference ordering over the students. This
reformulation allows us to maintain the one-to-one matching structure required
for the algorithm and opens a pathway to incorporate altruism effectively using
the framework already defined.

To simplify the Students-Apartments problem into a series of one-to-one
matches we introduce:

• virtual slots for apartments: each apartment with a capacity 𝑐 is repre-
sented by 𝑐 individual virtual slots. Each slot can be thought of as a single
"position" or bed within an apartment, available to one student. This turns
the problem into a one-to-one match between students and available slots,
instead of between students and entire apartments;

• preferences of virtual slots: each virtual slot within an apartment inherits
the preferences of the apartment owner, effectively creating 𝑐 virtual agents
for each apartment, each with an identical preference list over students.
For example, if an apartment has a capacity of 3, we create 3 virtual
agents representing that apartment, each ranking students according to
the apartment’s overall preferences.

To incorporate altruism effectively in the Students-Apartments matching
framework, we can leverage the 𝛼-Altruistic Gale-Shapley Algorithm introduced
in Chapter 5. By applying this modified algorithm to our virtual slot model, we
can maintain the one-to-one matching format while accommodating altruistic
behavior among students (women).

The 𝛼-Altruistic Gale-Shapley algorithm includes the Altruistic Check algo-
rithm, which allows agents to prioritize the preferences of other agents under
specific conditions, reflected by a normalized difference between preferences,
and by a parameter 𝛼 for the level of altruism of each agent. When we apply
this algorithm to our modified Students-Apartments scenario with virtual slots:

• each virtual slot, representing a position within an apartment, acts as an
individual man in the matching process, and proposes to the students
according to the apartment-wide preferences;

• each student acts as a woman, which has individual preferences over
apartments;

• the Altruistic Check algorithm ensures to trigger the altruistic behavior if
the required conditions are true, allowing altruistic students to prioritize
other agents within shared apartments.
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This alignment between apartment virtual slots and students allows us to
maintain the structural requirements of the 𝛼-Altruistic Gale-Shapley Algo-
rithm, ensuring an altruistically stable matching that can reflect the real-world
constraints of student housing.

Definition 9 (Stability) In the Students-Apartments scenario a matching 𝑀 is said
to be altruistically stable if it admits no blocking pairs of type A, where a blocking
pair of type A is defined as follows:

• an apartment 𝑎 prefers a student 𝑠 over its current partner;

• a student 𝑠 prefers an apartment 𝑎 over her current partner, unless this is due to
the fact that the student 𝑠 acted altruistically for another student.

Theorem 4 The matching produced by the 𝛼-Altruistic Gale-Shapley algorithm applied
to the Students-Apartments scenario is 𝛼-Altruistically stable.

The proof is very similar to that in Chapter 5, since no structural differences
have been introduced, we only have to pay attention to the capacity constraint,
which is undirectly given by the presence of virtual slots.

Proof: Informally, let us assume, for contradiction, that the matching produced
by the 𝛼-Altruistic Gale-Shapley algorithm is not 𝛼-Altruistically stable. Then,
there must exist a blocking pair of type A (𝑠, 𝑎), where 𝑠 is a student and 𝑎 is an
apartment, such that the following conditions hold:

1. apartment 𝑎 prefers student 𝑠 over at least one member of its current
allocation 𝑀(𝑎).

2. 𝑠 prefers 𝑎 over her currently assigned apartment 𝑀(𝑠), unless she acted
altruistically;

Let us analyze why such a blocking pair cannot exist under the 𝛼-Altruistic
Gale-Shapley algorithm.

During the execution of the algorithm, each student 𝑠 proposes to apartments
in decreasing order of their preferences. Once a proposal is made, the algorithm
ensures that 𝑠 will either:

• be accepted by 𝑎, provided 𝑎 has available capacity or prefers 𝑠 over its
least-preferred current occupant, or
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• be rejected by 𝑎, due to either capacity constraints or the presence of
higher-preferred students in 𝑀(𝑎).

In addition, the altruistic check is performed to ensure that if 𝑠 sacrifices their
match for another student friend 𝑓 , it occurs under the condition of ensuring
that 𝑠 acts deliberately, acknowledging and agreeing to their current assignment.

Assume (𝑠, 𝑎) is a blocking pair of type A under the current matching 𝑀. By
definition of a blocking pair of type A:

1. 𝑠 must have already proposed to 𝑎 during the execution of the algorithm,
since students propose in decreasing order of preference;

2. if 𝑠 was rejected by 𝑎, it must be because 𝑎 preferred all its currently
assigned students 𝑀(𝑎) over 𝑠, and capacity constraints were met. There-
fore, 𝑎 would not prefer 𝑠 over any member of 𝑀(𝑎) after the matching is
completed;

3. alternatively, 𝑠 may have acted altruistically, allowing another student 𝑓 to
be matched with 𝑎. However, this action is taken only when the altruism
condition is satisfied, and 𝑠 voluntarily acted altruistically for 𝑓 . As a
result, 𝑠 would not form a blocking pair of type A with 𝑎, as they do not
prefer 𝑎 over their current assignment under altruistic considerations.

Thus, in all cases, the blocking pair of type A(𝑠, 𝑎) cannot exist, as 𝑠 either:

• was rejected by 𝑎 because 𝑎 preferred its current allocation, or

• agreed to their current assignment due to altruistic behavior, satisfying
the stability condition.

Furthermore, the algorithm ensures that the capacity of each apartment is
respected due to virtual slots. Each apartment 𝑎 has a fixed capacity 𝑐𝑎 .

By following the steps of the 𝛼-Altruistic Gale-Shapley algorithm, we ensure
that no student 𝑠 is left unmatched or matched to a less-preferred apartment
without a altruistic reason. Similarly, apartments respect their capacity con-
straints and only admit students they prefer. Therefore, the existence of a
blocking pair of type A (𝑠, 𝑎) contradicts the algorithm’s execution. As a result,
the matching produced by the algorithm is 𝛼-Altruistically stable. □

We now show how the Gale-Shapley algorithm works on an instance of
Students-Apartments problem.

Example 4 Assume to have three apartments and eight students, and that the prefer-
ences of apartments (men) and students (women) are the preferences described in the
table below.

After applying the algorithm, we obtain a matching where:
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Men Preferences
Apartment1 Sarah > Emily > Rachel > Olivia > Mia > Anna > Laura > Chloe
Apartment1
Apartment1
Apartment2 Rachel > Emily > Mia > Olivia > Laura > Sarah > Anna > Chloe
Apartment2
Apartment2
Apartment3 Olivia > Mia > Chloe > Sarah > Laura > Emily > Rachel > Anna
Apartment3

Women Preferences
Anna Apartment2 > Apartment1 > Apartment3
Sarah Apartment3 > Apartment2 > Apartment1
Emily Apartment1 > Apartment3 > Apartment2
Rachel Apartment2 > Apartment3 > Apartment1
Olivia Apartment2 > Apartment1 > Apartment3
Mia Apartment3 > Apartment1 > Apartment2

Laura Apartment2 > Apartment3 > Apartment1
Chloe Apartment1 > Apartment3 > Apartment2

Table 6.1: Preference Lists for Students and Apartments

• Apartment1 is matched with Sarah.

• Apartment1 is matched with Emily.

• Apartment2 is matched with Rachel.

• Apartment2 is matched with Olivia.

• Apartment3 is matched with Mia.

• Apartment3 is matched with Chloe.

• Apartmen1 is matched with Anna.

• Apartmen2 is matched with Laura.

But the overall result for us is that:

• Apartment1 (capacity 3) is matched with Sarah, Emily and Anna.

• Apartment2 (capacity 3) is matched with Rachel, Olivia and Laura.

• Apartment3 (capacity 2) is matched with Mia and Chloe.
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6.4 Introducing Clusters

We can further extend the algorithm for the Students-Apartments scenario
to the HRCT framework, with the aim of including some kind of clustering
between agents, as for couples of doctors who must apply together. We can
consider the following adjustments:

1. define student clusters: rather than treating each student as an indepen-
dent agent, we create clusters of students with pre-existing social bonds
(e.g., friend groups, couples, etc) that want to be booked together. These
clusters should count as one single agent, and they have preference lists
over apartments;

2. capacity: each apartment has a capacity representing the number of stu-
dents it can accommodate. Each apartment has a preference list ranking
students (or clusters). So, inside the same apartment, there could be both
single students and clusters of students.
If there is a matching involving a cluster, the capacity of the matched
apartment should be reduced by the cardinality of the cluster minus one,
since the cluster virtually counts as a single agent, but it is physically
composed by multiple agents. For example, if we have an apartment with
capacity five, that is matched with a cluster of three students, the capacity
of the apartment after the matching is no longer five, but tree: one place
for the cluster, and two remaining places for other two students.
So, the number of single students or clusters should match the capacity of
the apartment.

We keep virtual slots for apartments: each apartment with capacity 𝑐 is
represented by 𝑐 individual virtual slots with the same preference ordering
of the apartment. This turns the problem into a one-to-one match between
students and available slots, instead of between students and entire apartments.
As we said, clusters of students occupy a number of slots equal to the number
of members of that cluster, so the capacity needs to be adjusted accordingly.

In fact, a crucial detail in this model is ensuring that each apartment’s capacity
is accurately represented by the number of agents or clusters it can accomodate.
Since we need to consider both individual students and clusters of students:

• initially, the capacity assigned to each apartment is set to match its specific
number of virtual slots;

• each cluster or single agent proposing to a particular apartment must
fit within the apartment’s available slots. If a cluster is composed of two
students, it will need two slots in the same apartment; similarly, individual
students require only one slot.
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PROBLEMS

The concept of stability and blocking pairs or coalitions needs to be adjusted
for this new Students-Apartments context including clusters:

Definition 10 A blocking coalition in the Students-Apartments matching problem
occurs when a group (cluster) of students can improve their housing arrangement by
switching to a different apartment and vice versa. A blocking coalition is a blocking pair
related to a coalition (cluster) of students.

A matching is considered stable if no blocking coalition and no blocking pair
exists, where both parties would prefer a switch.

6.5 Comparison between Students-Apartments and
Hospitals-Residents problems

The Students-Apartments Problem and the Hospitals-Residents Problem
share significant structural similarities. One key similarity is the presence of
capacity constraints: each apartment in the Students-Apartments problem has a
maximum number of students it can accommodate, just as each hospital in the
Hospitals-Residents problem has a limited number of residents it can accept.

Also the presence of clusters closely resembles the case of couples in the
Hospitals-Residents problem, by viewing clusters in the Students-Apartments
problem as analogous to couples in the Hospitals-Residents problem, as entire
clusters must be assigned together. In the Students-Apartments Problem, stu-
dents are treated as either individuals or clusters (e.g., friend groups) that are
considered indivisible, like in HRTC, where couples are indivisible.

The two problems are not only structurally similar but, in fact, fundamen-
tally equivalent in terms of their matching constraints and requirements. This
equivalence implies a significant insight: since we have developed a method to
solve the Students-Apartments problem, we also have a valid method for solving
the Hospitals-Residents problem with couples and ties. The same technique in
Students-Apartments scenario used to transform the formulation in a one-to-one
problem can be directly applied to the HRCT setting.
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6.6 Altruism with Clusters

Previously, we discussed the integration of altruism in the Students-Apartments
problem by assuming that students act as individual agents. However, in real-
world scenarios, students often apply in groups, or clusters, sharing preexist-
ing social bonds or constraints. This adjustment mirrors the structure of the
Hospitals-Residents problem with Couples and Ties (HRCT), where agents can
form pairs (for simplicity we ignore the ties).

To introduce altruism in the Students-Apartments scenario with clusters, we
need to adapt the notion of altruistic behavior to account for clusters, which are
groups of agents acting as a unit during the matching process, and its members’
preferences must be satisfied as a group.

Altruism can occur at this level: a single agent or a cluster of agents can
act altruistically for a friend or a cluster of friends, provided that the overall
assignment still satisfies the capacity constraints of apartments or hospitals. This
is the most important assumption: the capacity must be valid for the matching
between the apartment and the students in such a way the final number of the
students meets the capacity. But we also want the other way around: the fact
that a cluster can be altruistic with a friend of its members or with another
cluster.

For this purpose, we need to slightly change the altruistic check to account
for clusters. Suppose a student 𝑠 considers giving up an apartment assignment
to favor a friend or a cluster of friends (that virtually acts as a single friend). The
condition for altruism is:

Pref( 𝑓 , 𝑎) − Pref(𝑠, 𝑎)
𝑛𝑆

≥ 𝛼𝑠

where:

• Pref(𝑠, 𝑎): the score for apartment 𝑎 in the preference list of student (or
cluster) 𝑠;

• Pref( 𝑓 , 𝑎): the score for apartment 𝑎 in the preference list of friend 𝑓 (or
cluster of friends);

• 𝑛𝑆: cardinality of preferences, or number of students (used for normaliza-
tion);

• 𝛼𝑠 : the altruism threshold of student (or cluster of students) 𝑠.
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If the condition is satisfied, the student 𝑠 (or cluster) will allow the apartment
𝑎 to be assigned to the friend 𝑓 (or cluster), even if it results in a less preferred
assignment. In this formulation, we can notice the absence of the cluster car-
dinality, since we are considering just preferences, and the preferences are the
same for all members of the cluster. So we don’t need to change it. On the other
hand, if we want a cluster to be altruistic, we have to redefine its parameter 𝛼, as
the mean of all parameters of its members. This is the only modification needed.

Definition 11 (Altruistically Stable Matching with Clusters) A matching 𝑀 in
the Students-Apartments problem with clusters is said to be altruistically stable if there
are no blocking pairs of type A or blocking coalitions of type A, where a blocking pair (or
coalition) of type A is defined as follows:

• an apartment 𝑎 prefers a student (for blocking pairs) or a cluster of students (for
blocking coalitions) 𝑠 over its current partner;

• a student (for blocking pairs) 𝑠 or a cluster of students (for blocking coalitions)
prefers an apartment 𝑎 over their current partner, unless this is due to the fact that
the student (or cluster) 𝑠 acted altruistically for another student.

Theorem 5 The matching produced by the 𝛼-Altruistic Gale-Shapley algorithm applied
to the Students-Apartments scenario with clusters is 𝛼-Altruistically stable.

The proof is similar to the previous one.
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7
Experimental Results

7.1 Introduction

In this chapter, we aim to evaluate the performance of the proposed algo-
rithms by introducing a novel metric, the Satisfaction Index, to quantify the
overall satisfaction of agents in a matching. While traditional stable matching
algorithms prioritize eliminating blocking pairs and ensuring fairness, the al-
truistic modifications we introduced allow for a bigger view by considering the
well-being of other agents, where altruism plays a central role.

In our idea, agents who receive altruistic treatment can achieve a better
match, increasing their satisfaction. On the other hand, agents who behave
altruistically can derive intrinsic satisfaction from helping others. To capture
these aspects, we propose a metric that evaluates the overall satisfaction of a
matching.

7.2 Satisfaction Index

Let 𝑀 represent a matching between two sets of agents 𝐴 and 𝐵. For each
agent 𝑎 ∈ 𝐴 ∪ 𝐵, let:

Pos(𝑎, 𝑀(𝑎))
denote the position of the assigned partner of 𝑎 that is 𝑀(𝑎) in the preference
list of agent 𝑎. Here, a lower position corresponds to a more preferred partner
(e.g., position 1 means that 𝑀(𝑎) is the highest value in 𝑎’s preference list).
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To measure the satisfaction of the agent 𝑎, we calculate the distance between
the partner of 𝑎 in the matching 𝑀, that is 𝑀(𝑎), and the highest value of 𝑎’s
preference list, that is 𝑇𝑜𝑝(𝑎):

Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = Pos(𝑎, 𝑀(𝑎)) − 1

Therefore, Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) is 0 if 𝑎 is matched to its main choice, that is, the
highest value in its preference list.

Definition 12 Given a matching 𝑀, with 𝑛 agents in set 𝐴 and 𝑛 agents in set 𝐵 , we
define the Satisfaction Index 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) of the matching 𝑀 as:

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) =
∑

𝑎∈𝐴∪𝐵

(
𝑛 − Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)))

where 𝑛 is the number of agents in 𝑎’s preference list.

Agents that are assigned to a partner that is close to their top choices will
have an higher satisfaction index. For instance,

• if Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = 0, then 𝑛 − Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = 𝑛, the maximum
satisfaction;

• if Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = 𝑛 − 1 (last choice), then 𝑛 −Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = 1,
the minimum satisfaction.

The satisfaction index considers all agents in the market, and therefore it
reflects the collective satisfaction of the agents.

7.2.1 Real Satisfaction

Altruism directly affects the final matching by redistributing distances. The
Satisfaction Index wants to capture this aspect: agents who receive altruistic
treatment are likely to achieve better matches, increasing their individual sat-
isfaction. Agents who act altruistically may experience a reduction in their
immediate match satisfaction, but can derive secondary satisfaction from help-
ing friends and promoting social good. So we also want to model this additional
satisfaction for altruistic agents.

For an altruistic agent 𝑎, we adjust the satisfaction score to account for the
benefit they derive from being altruistic, so we can define the Real Distance of
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an altruistic agent 𝑎:

RealDist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) − 𝛽(𝑎, 𝑓 )

where 𝛽(𝑎, 𝑓 ) is a positive term representing an increase in satisfaction of agent
𝑎 given by the social good gained by 𝑎’s altruistic action towards a friend 𝑓 .
In fact, to measure the real satisfaction of the agent 𝑎 taking into account the
social good gained, we calculate the real distance between the partner 𝑀(𝑎)
and the highest value 𝑇𝑜𝑝(𝑎) with the subtraction of 𝛽(𝑎, 𝑓 ). This term reflects
the number of positions in 𝑓 ’s preference list in the final matching gained by
receiving the altruistic treatment.

So, we can define the Real Satisfaction Index 𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) that can be used
only with actual altruistic agents who behaved altruistically:

Definition 13 Given a matching 𝑀, with 𝑛 agents in set 𝐴 and 𝑛 agents in set 𝐵, we
define the Real Satisfaction Index 𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) of the matching 𝑀 as:

𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) =
∑

𝑎∈𝐴∪𝐵

(
𝑛 − RealDist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)))

where:
RealDist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) = Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)) − 𝛽(𝑎, 𝑓 ).

The term 𝛽(𝑎, 𝑓 ) represents the social good gained by an altruistic agent 𝑎

due to their altruistic action towards another agent 𝑓 . Specifically, it quantifies
the improvement in 𝑓 ’s match caused by 𝑎’s altruism.

Formally, let:
Pos( 𝑓 , 𝑀( 𝑓 ))

denote the position of 𝑓 ’s assigned partner 𝑀( 𝑓 ) in 𝑓 ’s preference list under the
final matching 𝑀, where altruism is considered. Similarly, let:

Pos( 𝑓 , 𝑀∗( 𝑓 ))

be the position of 𝑓 ’s assigned partner 𝑀∗( 𝑓 ) in a hypothetical matching 𝑀∗

where altruism is not considered (i.e., each agent acts purely selfishly in the
standard Gale-Shapley algorithm).
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Then, we define:

𝛽(𝑎, 𝑓 ) = max
(
0, Pos( 𝑓 , 𝑀∗( 𝑓 )) − Pos( 𝑓 , 𝑀( 𝑓 ))) .

This measures how much 𝑓 ’s match has improved due to 𝑎’s altruistic behavior.
If 𝑓 receives a better partner in 𝑀 than in 𝑀∗, then 𝛽(𝑎, 𝑓 ) is positive. Otherwise,
if 𝑓 ’s position remains the same or worsens, 𝛽(𝑎, 𝑓 ) is zero.

The key difference between𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) and𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) is that𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
evaluates agent satisfaction solely based on individual match preferences, whereas
𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) incorporates an additional layer derived from altruistic actions.

7.2.2 Normalized Satisfaction

To make the satisfaction scores comparable in different experiments, we nor-
malize the Satisfaction Index by dividing by the maximum possible satisfaction
score.

Definition 14 Given a matching 𝑀, we define the Normalized Satisfaction Index
𝑁𝑜𝑟𝑚𝑆𝑎𝑡(𝑀) of the matching 𝑀 as:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2

where 𝑛 is the size of one side of the matching market.

This normalization provides a value between [ 1
𝑛 , 1], allowing for comparative

analysis in different scenarios:

• 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀): the total satisfaction score computed as described earlier. It
aggregates the satisfaction levels of all agents in the market.

• 2𝑛2: is the normalization factor, deriving from the fact that:

– the best case for the numerator 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) is 2𝑛2;
– the worst case for the numerator 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) is 2𝑛;

So, this is the maximum possible satisfaction score for a market with 𝑛
agents on each side. It assumes that all agents are matched with their top
choices. While, the minimum value of 1

𝑛 derives from the fact that the
minimum value for the numerator is 2𝑛 ∗ 1, and divided by 2𝑛2 is equal to
1
𝑛 .
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• 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2 : Dividing the actual satisfaction 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) by the normal-

ization factor provides a normalized value in the range [ 1
𝑛 , 1]. This nor-

malization allows for a consistent comparison between different market
sizes or experimental setups. If we consider the extreme cases,

– a value of 1 indicates perfect satisfaction (all agents matched to their
top choices);

– a value closer to 0 indicates poor satisfaction, the worst case, where
all agents are matched to their least-preferred options.

7.3 Results

Using the satisfaction index, we now aim to evaluate the effect of altruism on
satisfaction of agents compared to the satisfaction of agents in the stable match-
ing returned by classical Gale-Shapley algorithm. We evaluate the satisfaction
index in two scenarios:

1. without altruism, using the classical Gale-Shapley algorithm, considering
both male-optimal and female-optimal versions;

2. with altruism, using the 𝛼-Altruistic Gale-Shapley algorithm, where all
agents are altruistic (as altruism level 𝛼 is zero) and the friendship network
forms a complete graph (every agent is friends with every other agent), in
order to highlight altruism.

Our goal is to see whether altruism improves the overall satisfaction of agents.

7.3.1 Examples

We use the following first example of preferences for four men and four
women:
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Men Preferences
Aiden Bella > Claire > Anna > Diana
Ben Anna > Bella > Diana > Claire

Charles Bella > Diana > Claire > Anna
David Diana > Claire > Bella > Anna

Women Preferences
Anna Ben > Aiden > David > Charles
Bella David > Aiden > Charles > Ben
Claire Aiden > Ben > David > Charles
Diana Ben > David > Charles > Aiden

Table 7.1: Preference Lists

Case 1: Without Altruism

Running the classical Gale-Shapley algorithm, we obtain the following
matching:

• Aiden is matched with Bella.
• Ben is matched with Anna.
• Charles is matched with Claire.
• David is matched with Diana.

We calculate the satisfaction 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) for this matching:

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) =
∑

𝑎∈𝐴∪𝐵

(
𝑛 − Dist(𝑀(𝑎), 𝑇𝑜𝑝(𝑎)))

For the various agents we have the following results for the numerator:

• Aiden: 4 (Bella is his first choice).

• Ben: 4 (Anna is his first choice).

• Charles: 2 (Claire is his third choice).

• David: 4 (Diana is his first choice).

• Anna: 4 (Ben is her top choice).

• Bella: 3 (Aiden is her second choice).

• Claire: 1 (Charles is her last choice).
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• Diana: 3 (David is her second choice).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 4 + 4 + 2 + 4 + 4 + 3 + 1 + 3 = 25

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛(𝑛) =

25
32 = 0.78

Case 2: With Altruism

We now run the 𝛼-Altruistic Gale-Shapley algorithm, and the resulting
matching is:

• Aiden is matched with Claire.
• Ben is matched with Anna.
• Charles is matched with Bella.
• David is matched with Diana.

For the various agents we have the following results for the numerator:

• Aiden: 3 (Claire is his second choice).

• Ben: 4 (Anna is his first choice).

• Charles: 4 (Bella is his first choice).

• David: 4 (Diana is his first choice).

• Anna: 4 (Ben is her top choice).

• Bella: 2 (Charles is her third choice).

• Claire: 4 (Aiden is her top choice).

• Diana: 3 (David is her second choice).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 3 + 4 + 4 + 4 + 4 + 2 + 4 + 3 = 28

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛(𝑛) =

28
32 = 0.88

Now, let us introduce a second example. We use the following preference
lists for four men and four women:
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Men Preferences
Ethan Rachel > Chloe > Diana > Olivia
Felix Chloe > Olivia > Rachel > Diana

George Olivia > Rachel > Chloe > Diana
Henry Rachel > Diana > Chloe > Olivia

Women Preferences
Chloe Ethan > Felix > George > Henry
Diana Henry > George > Ethan > Felix
Olivia Felix > Ethan > George > Henry
Rachel George > Ethan > Felix > Henry

Table 7.2: Preference Lists

Case 1: Without Altruism

Using the classical Gale-Shapley algorithm, the matching is as follows:
• Ethan is matched with Rachel.
• Felix is matched with Chloe.
• George is matched with Olivia.

• Henry is matched with Diana.
For the various agents we have the following results for the numerator:
• Ethan: 4 (Rachel is his top choice).

• Felix: 4 (Chloe is his top choice).

• George: 4 (Olivia is his top choice).

• Henry: 3 (Diana is his second choice).

• Chloe: 3 (Felix is her second choice).
• Diana: 4 (Henry is her top choice).

• Olivia: 2 (George is her third choice).

• Rachel: 3 (Ethan is her second choice).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 4 + 4 + 4 + 3 + 3 + 4 + 2 + 3 = 27

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2 =

27
32 = 0.84
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Case 2: With Altruism

We now apply the 𝛼-Altruistic Gale-Shapley algorithm, assuming the al-
truism parameter 𝛼 = 0 (full altruism) and a complete friendship graph. The
resulting matching is:

• Ethan is matched with Chloe.
• Felix is matched with Olivia.
• George is matched with Rachel.

• Henry is matched with Diana.

For the various agents we have the following results for the numerator:

• Ethan: 3 (Chloe is his second choice).

• Felix: 3 (Olivia is his second choice).

• George: 3 (Rachel is his second choice).

• Henry: 3 (Diana is his second choice).

• Chloe: 4 (Ethan is her top choice).

• Diana: 4 (Henry is her top choice).

• Olivia: 4 (Felix is her top choice).

• Rachel: 4 (George is her top choice due to altruism).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 3 + 3 + 3 + 3 + 4 + 4 + 4 + 4 = 28

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2 =

28
32 = 0.88

7.3.2 Female-Optimal Results

We now consider the scenario where women propose to men, which leads
to the female-optimal results. The female-optimal Gale-Shapley algorithm is
a variation of the classic Gale-Shapley, where women propose instead of men,
and it results in a matching that is optimal for women, while it is pessimal for
men. Using the preference lists in Table 7.1, we run the Gale-Shapley algorithm
where women propose.

In the returned matching:
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• Anna and Ben become matched.
• Bella and Aiden become matched.
• Claire and Charles become matched.
• Diana and David become matched.

For the various agents we have the following results for the numerator:

• Aiden: 4 (Bella is his top choice).

• Ben: 4 (Anna is his top choice).

• Charles: 2 (Claire is his third choice).

• David: 4 (Diana is his top choice).

• Anna: 4 (Ben is her top choice).

• Bella: 3 (Aiden is her second choice).

• Claire: 2 (Charles is her third choice).

• Diana: 3 (David is her second choice).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 4 + 4 + 2 + 4 + 4 + 3 + 2 + 3 = 26

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2 =

26
32 = 0.81

For the second example (Table 7.2), we run the Gale-Shapley algorithm with
the women proposing.

In the returned matching:

• Chloe proposes to Ethan, and they become matched.

• Diana proposes to Henry, and they become matched.

• Olivia proposes to Felix, and they become matched.

• Rachel proposes to George, and they become matched.

For the various agents we have the following results for the numerator:

• Ethan: 3 (Chloe is his second choice).

• Felix: 3 (Olivia is his second choice).

• George: 3 (Rachel is his second choice).
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• Henry: 3 (Diana is his second choice).

• Chloe: 4 (Ethan is her top choice).

• Diana: 4 (Henry is her top choice).

• Olivia: 4 (Felix is her top choice).

• Rachel: 4 (George is her top choice).

𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀) = 3 + 3 + 3 + 3 + 4 + 4 + 4 + 4 = 28

Normalized satisfaction:

NormSat(𝑀) = 𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)
2𝑛2 =

28
32 = 0.88

7.3.3 Comparison of Results Across Algorithms

We summarize the results across different algorithms in Table 7.3.

Algorithm Ex1 NormSat Ex2 NormSat
Gale-Shapley (Male-Optimal) 0.78 0.84
𝛼-Altruistic Gale-Shapley 0.88 0.88
Gale-Shapley (Female-Optimal) 0.81 0.88

Table 7.3: Satisfaction Comparison Across Algorithms

The results in Table 7.3 highlight interesting trends in satisfaction across the
three matching algorithms applied to both examples. The altruistic variant of
the algorithm achieves normalized satisfaction scores of 0.86 and 0.88 in Ex-
amples 1 and 2, respectively, surpassing both male and female-optimal results.
This improvement arises because altruism enables agents to consider the prefer-
ences of others, effectively balancing satisfaction across all agents, both men and
women. In our 𝛼-Altruistic Gale-Shapley, men propose, but we also let women
make decisions through the altruistic mechanism.

By incorporating altruism, agents can achieve a more equitable distribution
of satisfaction, and the resulting shifts in the matching allow for overall gains in
satisfaction. This behavior combines the strengths of male and female-optimal
matchings, taking into account better possible outcomes from both groups. The
results suggest that altruism may act as a mechanism to mediate the extreme
outcomes of male and female-optimal matchings. Instead of favoring one side
entirely, altruism introduces a collaborative aspect between the two groups.
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This indicates that altruism can be a powerful tool to enhance fairness and
overall satisfaction in stable matchings: the 𝛼-Altruistic Gale-Shapley algorithm
achieves a balance that classical Gale-Shapley algorithm lacks.

7.4 Altruism Evaluation

To further evaluate the performance of the 𝛼-Altruistic Gale-Shapley algo-
rithm, we considered eight new examples of preferences for men and women,
still with 𝑛 = 4. These examples are designed for a broader assessment of the
satisfaction index across the three algorithms: Classical Gale-Shapley (Male-
Optimal), 𝛼-Altruistic Gale-Shapley, and Gale-Shapley (Female-Optimal), and
are taken from an automatic generator application available on Github [10]. The
complete preference tables for each example are presented in the Appendix.

The results summarized in Table 7.4 and Graphic 7.1 are the following: each
row corresponds to a specific example, and the columns represent the normal-
ized satisfaction scores for each algorithm. This comparison aims to validate
whether altruism consistently improves overall satisfaction and provides bal-
anced outcomes compared to traditional approaches.

Example Male-Optimal GS Altruistic GS Female-Optimal GS
Example 1 0.78 0.88 0.81
Example 2 0.84 0.88 0.88
Example 3 0.81 0.84 0.84
Example 4 0.69 0.69 0.75
Example 5 0.72 0.72 0.72
Example 6 0.69 0.78 0.69
Example 7 0.72 0.69 0.69
Example 8 0.75 0.72 0.72
Example 9 0.81 0.81 0.81
Example 10 0.81 0.81 0.81

Table 7.4: Comparison of Normalized Satisfaction Scores

We want to remark that the satisfaction index is a measure designed to
evaluate the quality of the matchings produced by different algorithms. For
each agent, the index considers how far their assigned partner is from their
top choice in their preference list. A higher satisfaction score indicates that
agents are generally matched with more preferred partners, while a lower score
suggests less favorable matches.
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Figure 7.1: Graphical Representation of Normalized Satisfaction Scores

In the considered examples the 𝛼-Altruistic Gale-Shapley algorithm some-
times outperforms both the male-optimal and female-optimal Gale-Shapley al-
gorithms at the same time in terms of the satisfaction index. Importantly, the
algorithm is never worse than the standard male-optimal or female-optimal
Gale-Shapley algorithms, consistently achieving at least equivalent satisfaction
scores.

To further compare the performance of the algorithms, we sum up the raw
satisfaction scores (𝑆𝑎𝑡𝐼𝑛𝑑𝑒𝑥(𝑀)) for all 10 examples, rather than using nor-
malized values. Since all examples have the same number of agents on each
side, this cumulative comparison is valid and provides information on the total
satisfaction produced by each algorithm. For clarity, we also report in Table 7.5
all the satisfaction values not normalized for each example.

The results are summarized in Table 7.6, where the total satisfaction scores
for the Classical Gale-Shapley (Male-Optimal), 𝛼-Altruistic Gale-Shapley, and
Gale-Shapley (Female-Optimal) are compared (the total satisfaction in Table 7.6
is a simple sum of each column in Table 7.5).

The cumulative satisfaction scores across all ten examples further reinforce
the advantages of the 𝛼-Altruistic Gale-Shapley algorithm. With a total score of
250, the altruistic algorithm outperforms both the male-optimal Gale-Shapley
(244) and the female-optimal Gale-Shapley (247) algorithms.
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Example Male-Optimal GS 𝛼-Altruistic GS Female-Optimal GS
Example 1 25 28 26
Example 2 27 28 28
Example 3 26 27 27
Example 4 22 22 24
Example 5 23 23 23
Example 6 22 25 22
Example 7 23 22 22
Example 8 24 23 23
Example 9 26 26 26
Example 10 26 26 26

Table 7.5: Comparison of Satisfaction Scores

Algorithm Total Satisfaction Median Value
Classical Gale-Shapley (Male-Optimal) 244 24.5
𝛼-Altruistic Gale-Shapley (Alpha=0) 250 25.5
Gale-Shapley (Female-Optimal) 247 25

Table 7.6: Total Satisfaction Scores

The altruistic algorithm manages to balance the preferences of agents on both
sides, allowing altruistic behavior without sacrificing stability.

So far, we have analyzed the impact of altruism on satisfaction using the satis-
faction index and its normalized form. However, an important aspect of altruism
in stable matching is not just the effect it has on the agent receiving the altruistic
treatment, but also the actual effect it has on the agent behaving altruistically, so
considering the real satisfaction index. In simple terms, 𝑅𝑒𝑎𝑙𝐷𝑖𝑠𝑡(𝑀,𝑇𝑜𝑝(𝑎))
measures the improvement in positions that agents receive due to altruistic de-
cisions made by others. It is a direct quantification of the social good gained
through altruism. Now, we compute the 𝑅𝑒𝑎𝑙𝑆𝑎𝑡(𝑀) index for the same ten
examples used previously, comparing the matchings obtained from the classical
Gale-Shapley and from the 𝛼-Altruistic Gale-Shapley. In order to get even more
real results, we are going to apply the 𝛼-Altruistic Gale-Shapley algorithm with
just two over four altruistic female agents per example. As before, we evaluate
the real satisfaction index in the following scenarios:

1. without altruism, using the classical male-optimal Gale-Shapley algo-
rithm;

2. with altruism, using the 𝛼-Altruistic Gale-Shapley algorithm, where two
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agents are altruistic (the first two) with altruism level 𝛼 equal to 0.2, and
the friendship network forms a complete graph (every agent is friends
with every other agent). We adopt the approach where the first two
female agents are altruistic, as it provides a straightforward and consistent
method for each example.

We report in Table 7.7, for each example, in the first column, the Satisfaction
Index values for the the standard male-optimal Gale-Shapley algorithm. In the
second column, the Satisfaction Index values for the 𝛼-Altruistic Gale-Shapley
algorithm, and in the third column, the Real Satisfaction Index values for the
the 𝛼-Altruistic Gale-Shapley algorithm, where we highlight the additional sat-
isfaction derived from the term 𝛽(𝑎, 𝑓 ).

SatIndex(M) SatIndex(M) RealSat(M)
Example Male-Optimal GS 𝛼-Altruistic GS 𝛼-Altruistic GS
Example 1 25 28 31 (+3)
Example 2 27 28 30 (+2)
Example 3 26 26 26
Example 4 22 22 22 (+0)
Example 5 23 23 23 (+0)
Example 6 22 22 22
Example 7 23 23 23
Example 8 24 23 24 (+1)
Example 9 26 25 25 (+0)
Example 10 26 26 27 (+1)

Table 7.7: Comparison of Satisfaction Scores Across All Examples

The results are summarized in Table 7.8, where the total satisfaction scores
for the three cases are displayed, and results are the sum of column in Table 7.7.

Algorithm Index Value
Classical Gale-Shapley SatIndex 244
𝛼-Altruistic Gale-Shapley SatIndex 246
𝛼-Altruistic Gale-Shapley RealSat 253

Table 7.8: Total Satisfaction Scores

The 𝛼-Altruistic Gale-Shapley algorithm consistently achieves higher real
satisfaction scores compared to the classical male-optimal Gale-Shapley algo-
rithm, demonstrating that even a limited introduction of altruism can lead to
a notable improvement in overall satisfaction. Then, the total satisfaction score
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increases from 244 (in the classical Gale-Shapley case) to 246, and it indicates
that introducing altruism, even in a limited capacity, improves the satisfaction.

This is a significant finding: compared to the satisfacion index values of
previous results in Table 7.5, where all agents were altruistic with 𝛼 = 0), this
experiment demonstrates that even with only half of the agents behaving al-
truistically (with 𝛼 = 0.2), a similar satisfaction can still be achieved. Notably,
in all but three case (examples 3, 6, 9), satisfaction level remain the same or
improve with respect to the case with all altruistic agents, despite fewer agents
exhibiting altruism. This suggests that also a moderate introduction of altruism
can produce better outcomes while requiring fewer agents to act altruistically.

We now present a graphical representation of the satisfaction scores obtained
across our ten different examples in the case with only two altruistic agents. The
following figure compares:

• the satisfacion index of the standard Male-Optimal Gale-Shapley;

• the satisfaction index of the 𝛼-Altruistic Gale-Shapley;

• the real satisfaction index of the 𝛼-Altruistic Gale-Shapley.
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Figure 7.2: Graphical Representation of Satisfaction Scores
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To further investigate the impact of altruism on agent satisfaction, we design
an additional experiment using five new examples with 𝑛 = 5 agents on each
side. The goal of this experiment is to analyze how increasing the number of
altruistic agents affects the overall satisfaction within the matching. We provide
the complete examples in the Appendix.

In the first case we introduce altruistic behavior in only two agents, setting
their altruism parameter 𝛼=0 (fully altruistic). The rest of the agents act selfishly
as in the classical Gale-Shapley algorithm. In the second case, we increase the
number of altruistic agents from two to three, setting their altruism parameter
𝛼=0. In the third case, we let all agents behave altruistically, but with altruism
parameter 𝛼=0,3. The goal is to determine whether adding more altruistic behav-
ior further improves the satisfaction score in a substantial form, also compared
to the satisfaction of the agents in the classical Gale-Shapley algorithm.

To sum up, we compare the satisfaction scores across four configurations:

• Standard Gale-Shapely algorithm (that is, the 𝛼-Altruistic Gale-Shapley
algorithm with no altruistic agents);

• 𝛼-Altruistic Gale-Shapley algorithm with two altruistic agents;

• 𝛼-Altruistic Gale-Shapley with three altruistic agents;

• 𝛼-Altruistic Gale-Shapley with all altruistic agents.

0 altruistic
agents

2 altruistic
agents

3 altruistic
agents

5 altruistic
agents

Example 11 41 38 38 41
Example 12 36 38 38 41
Example 13 39 39 39 39
Example 14 37 40 36 41
Example 15 35 41 41 41

Satisfaction average 37.6 39.2 38.4 40.6

Table 7.9: Satisfaction Table

The results suggest that the impact of introducing more altruistic agents is
not strictly linear. Introducing two altruistic agents led to an increase in average
satisfaction from 37.6 to 39.2, demonstrating that a small degree of altruism
can improve the satisfaction of the agents. However, when we increased the
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number of altruistic agents to three, in this case, the average satisfaction slightly
decreased to 38.4, indicating that adding more altruistic behavior does not al-
ways guarantee further improvement. When all agents behaved altruistically
the highest average satisfaction score was achieved (40.6), suggesting that a fully
altruistic environment can maximize the benefits of altruism.

These findings highlight a non-trivial relationship between altruism and sat-
isfaction. Future work could explore these fluctuations and investigate optimal
degrees of altruism to maximize satisfaction given the number of agents and the
number of altruistic agents in a larger number of examples with a larger number
of agents.
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8
Conclusion and Future Work

This thesis has explored the field of stable matching and has integrated
altruistic behavior into stable matching framework, offering novel insights into
computational social choice and multi-agent systems. Through this work, we
have demonstrated the potential of altruism in improving the satisfaction of
agents.

Our journey began with an exploration of fundamental concepts considered
in computational social choice, focusing mainly on fairness, stability and altru-
ism in multi-agent environments. We introduced the stable matching problem
and provided a detailed study of the Gale-Shapley algorithm, the cornerstone of
stable matching theory, highlighting its mathematical foundations and practical
impact.

We learned that fairness has emerged as a central concern, particularly in
the context of designing mechanisms that ensure equitable outcomes for all
stakeholders involved, in which it is important to integrate different perspectives
and accommodating conflicting value systems. Moreover, we need to have
voting procedures that are robust against manipulation by individual agents.
Using insights from algorithmic complexity and AI, our aim is to ensure the
reliability of social decision-making processes. But this is not enough: in order
to enhance our understanding of real-world interactions between agents, we
need to take into consideration the concept of altruism: by acknowledging the
existence of altruistic tendencies alongside self-interest, we can develop more
realistic models that better capture the complexities of social dynamics.

We developed three innovative extensions to the Gale-Shapley algorithm to
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incorporate altruism, reflecting more realistic social dynamics. The enhance-
ments include a basic altruistic framework in which agents prioritize the prefer-
ences of others. Building upon this, we introduced a more refined model, that
incorporates altruism, enabling precise control on which agents act altruistically
under specific conditions, and a network-aware altruistic model that uses social
connections between agents. We showed that the benefits of these innovations
are not just theoretical by applying the Altruistic Gale-Shapley algorithm to the
Students-Apartments matching problem, showing its applicability to real-world
scenarios.

To evaluate these advancements, we introduced a novel metric designed to
quantify the amount of satisfaction of the agents for the returned matching ac-
cording to their expressed preferences. Through experiments, we observed that
in general altruism enhances the overall satisfaction of agents compared to clas-
sical male-optimal and female-optimal Gale-Shapley algorithms. In particular,
the altruistic algorithm often achieves balance, capturing the strengths of both
male and female-optimal solutions.

This thesis has demonstrated the potential of integrating altruistic behavior
into stable matching algorithms, offering new perspectives on satisfaction and
social dynamics in multi-agent environments. We want to underscore again the
importance of fairness and strategy-proofness in computational social choice and
decision-making. Fairness ensures that all agents are treated equally, preventing
systematic biases, which is an essential aspect. Strategy-proofness, on the other
hand, is connected with the integrity of the algorithm, ensuring that no agent can
gain an advantage by misrepresenting their preferences. In our idea, altruism is
an additional layer that enriches the matching process, but it cannot stand alone.

There are still many related topics that we can consider for future work. For
example, in real-world applications, preferences of agents may change over time.
Investigating dynamic algorithms, like in multistage games, could be an excit-
ing direction. Although we have focused on altruism, strategic manipulation
remains a critical concern in matching markets. Future work could explore how
altruistic preferences interact with strategic behavior and whether new mech-
anisms can be designed to minimize manipulation while retaining altruistic
benefits. Furthermore, our experimental results were conducted on relatively
small examples. Further research could examine the scalability of the proposed
algorithms in large-scale markets, such as large housing markets or real-world
school admissions.
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A
Appendix

In Chapter 7, we presented results based on ten examples without providing
the actual preference lists of the agents. In this appendix, we include the com-
plete preference tables used in those examples for reference (preferences lists for
Examples 1 and 2 are already present in Chapter 7).

Example 3

Men Preferences
Adrian Kelsey > Cassandra > Hailey > Nicole

Jose Cassandra > Hailey > Kelsey > Nicole
Mitchell Kelsey > Hailey > Nicole > Cassandra
Dylan Kelsey > Nicole > Cassandra > Hailey

Women Preferences
Hailey Jose > Dylan > Adrian > Mitchell
Kelsey Mitchell > Adrian > Dylan > Jose

Cassandra Mitchell > Jose > Adrian > Dylan
Nicole Dylan > Mitchell > Adrian > Jose

Table A.1: Example 3
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Example 4

Men Preferences
Alexander Jasmine > Cassidy > Savannah > Erin

Dalton Cassidy > Jasmine > Erin > Savannah
Victor Savannah > Jasmine > Cassidy > Erin
Bryce Jasmine > Cassidy > Erin > Savannah

Women Preferences
Jasmine Dalton > Victor > Alexander > Bryce

Savannah Alexander > Victor > Bryce > Dalton
Cassidy Bryce > Dalton > Alexander > Victor

Erin Dalton > Bryce > Alexander > Victor

Table A.2: Example 4

Example 5

Men Preferences
Cameron Lillian > Maria > Brittany > Abigail
Dustin Maria > Abigail > Brittany > Lillian

Eduardo Maria > Lillian > Brittany > Abigail
Travis Maria > Abigail > Lillian > Brittany

Women Preferences
Maria Eduardo > Travis > Dustin > Cameron
Lillian Eduardo > Dustin > Travis > Cameron

Brittany Eduardo > Dustin > Cameron > Travis
Abigail Dustin > Eduardo > Travis > Cameron

Table A.3: Example 5
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Example 6

Men Preferences
William Diana > Sydney > Alexa > Kylie

Juan Sydney > Alexa > Diana > Kylie
Benjamin Diana > Kylie > Alexa > Sydney
Nicholas Kylie > Alexa > Sydney > Diana

Women Preferences
Alexa Juan > Nicholas > William > Benjamin
Kylie Juan > Nicholas > William > Benjamin
Diana Nicholas > Juan > William > Benjamin

Sydney Nicholas > William > Juan > Benjamin

Table A.4: Example 6

Example 7

Men Preferences
Thomas Olivia > Britney > Gabriela > Kayla
Judah Kayla > Olivia > Britney > Gabriela

Zachary Gabriela > Britney > Olivia > Kayla
Dalton Gabriela > Britney > Olivia > Kayla

Women Preferences
Britney Judah > Thomas > Dalton > Zachary
Gabriela Zachary > Dalton > Judah > Thomas
Olivia Zachary > Dalton > Judah > Thomas
Kayla Zachary > Dalton > Thomas > Judah

Table A.5: Example 7
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Example 8

Men Preferences
Erik Lydia > Sophia > Kennedy > Mikayla

Isaiah Lydia > Sophia > Kennedy > Mikayla
George Kennedy > Lydia > Mikayla > Sophia
Jackson Mikayla > Sophia > Lydia > Kennedy

Women Preferences
Kennedy Jackson > Erik > Isaiah > George
Sophia Jackson > Isaiah > George > Erik
Mikayla Erik > Isaiah > George > Jackson
Lydia Erik > Isaiah > Jackson > George

Table A.6: Example 8

Example 9

Men Preferences
Edward Amanda > Sydney > Trinity > Kimberly
Jonathan Amanda > Kimberly > Sydney > Trinity
Zachary Amanda > Sydney > Trinity > Kimberly
Mitchell Sydney > Kimberly > Trinity > Amanda

Women Preferences
Amanda Jonathan > Mitchell > Edward > Zachary
Sydney Zachary > Edward > Mitchell > Jonathan
Trinity Edward > Mitchell > Zachary > Jonathan

Kimberly Edward > Jonathan > Mitchell > Zachary

Table A.7: Example 9
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Example 10

Men Preferences
Daniel Haley > Brittney > Alexis > Jillian
Mark Jillian > Brittney > Haley > Alexis
Cody Brittney > Jillian > Haley > Alexis
Ryan Alexis > Brittney > Jillian > Haley

Women Preferences
Brittney Daniel > Cody > Ryan > Mark
Haley Ryan > Cody > Mark > Daniel
Alexis Ryan > Cody > Mark > Daniel
Jillian Daniel > Ryan > Mark > Cody

Table A.8: Example 10

Now we are going to provide the five examples used to test altruism with
𝑛 = 5:

Example 11

Men Preferences
Liam Emma > Sophia > Amelia > Charlotte > Olivia

Henry Charlotte > Emma > Sophia > Olivia > Amelia
James Sophia > Olivia > Emma > Charlotte > Amelia

Theodore Olivia > Amelia > Sophia > Charlotte > Emma
Benjamin Amelia > Charlotte > Emma > Olivia > Sophia

Women Preferences
Emma Theodore > Liam > Henry > James > Benjamin
Sophia James > Henry > Liam > Benjamin > Theodore

Charlotte Liam > Henry > Theodore > James > Benjamin
Amelia Henry > Liam > Theodore > James > Benjamin
Olivia Benjamin > James > Theodore > Henry > Liam

Table A.9: Example 11
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Example 12

Men Preferences
Liam Olivia > Emily > Ava > Sophia > Mia
Noah Ava > Sophia > Olivia > Mia > Emily
James Sophia > Mia > Olivia > Ava > Emily

Benjamin Emily > Ava > Mia > Olivia > Sophia
Lucas Mia > Olivia > Sophia > Emily > Ava

Women Preferences
Ava Lucas > Benjamin > James > Olivia > Noah

Sophia Liam > Noah > Lucas > James > Benjamin
Emily Benjamin > Lucas > Liam > Noah > James
Mia Noah > James > Benjamin > Lucas > Liam

Olivia James > Liam > Noah > Benjamin > Lucas

Table A.10: Example 12

Example 13

Men Preferences
Ethan Olivia > Amelia > Charlotte > Emma > Sophia
Aiden Charlotte > Olivia > Emma > Sophia > Amelia
Carter Amelia > Emma > Sophia > Olivia > Charlotte

Grayson Sophia > Emma > Charlotte > Olivia > Amelia
Jack Emma > Sophia > Olivia > Amelia > Charlotte

Women Preferences
Emma Grayson > Carter > Ethan > Jack > Aiden
Sophia Carter > Grayson > Jack > Ethan > Aiden

Charlotte Ethan > Jack > Aiden > Carter > Grayson
Amelia Aiden > Jack > Grayson > Carter > Ethan
Olivia Jack > Aiden > Ethan > Carter > Grayson

Table A.11: Example 13
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Example 14

Men Preferences
William Charlotte > Emma > Sophia > Olivia > Amelia

Alexander Olivia > Sophia > Emma > Charlotte > Amelia
Sebastian Amelia > Charlotte > Olivia > Sophia > Emma

Daniel Sophia > Emma > Olivia > Charlotte > Amelia
Matthew Emma > Olivia > Charlotte > Sophia > Amelia

Women Preferences
Emma Daniel > William > Alexander > Sebastian > Matthew
Sophia Matthew > Daniel > William > Alexander > Sebastian

Charlotte Sebastian > Daniel > Matthew > Alexander > William
Amelia William > Matthew > Alexander > Daniel > Sebastian
Olivia Alexander > Sebastian > Daniel > William > Matthew

Table A.12: Example 14

Example 15

Men Preferences
Oliver Ava > Sophia > Emily > Mia > Olivia

William Olivia > Mia > Ava > Sophia > Emily
Ethan Emily > Olivia > Sophia > Ava > Mia
Daniel Sophia > Ava > Mia > Emily > Olivia

Matthew Mia > Emily > Olivia > Sophia > Ava

Women Preferences
Ava Ethan > Daniel > Matthew > Oliver > William

Sophia Oliver > Ethan > William > Daniel > Matthew
Emily William > Matthew > Oliver > Daniel > Ethan
Mia Daniel > Oliver > Ethan > William > Matthew

Olivia Matthew > William > Daniel > Ethan > Oliver

Table A.13: Example 15
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