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Abstract

In recent years Model Predictive Control has become a standard technology,

which, thanks to advancements in hardware and algorithms, can nowadays

be applied to solve control problems in a wide range of domains. However,

the landscape of MPC applications is in constant evolution, with new challenges

coming from fields like robotics, where MPC is deployed for whole-body control

of complex, legged robots. At the same time, recent hardware trends offer novel

opportunities for accelerating MPC algorithms.

In this thesis we explore how the Alternating Direction Method of Multipliers

can be used as a backbone algorithm for MPC solvers tailored to the this design

space. In the first part we expand on the approach of the recently proposed GPU

solver ReLU-QP, while addressing some of it’s limitations related to convergence

speed and memory requirements. Then in the second part we employ similar

ideas to design ADMM-based algorithms that can better fit the requirements

of Nonlinear MPC applications, and we propose several implementations that

display compelling performance when compared to ReLU-QP and other state of

the art solvers like OSQP and HPIPM, especially on high dimensional problems.



Sommario

In tempi recenti il Model Predictive Control è diventato una tecnologia standard

nell’ambito dell’Ingegneria dell’Automazione, la quale, grazie a miglioramenti

sui fronti dell’hardware e degli algoritmi, oggi viene utilizzata per risolvere

problemi di controllo negli ambiti più svariati. Tuttavia, lo spettro delle appli-

cazioni di MPC è in costante evoluzione e nuove sfide provengono da ambiti

come la robotica, dove MPC viene utilizzato per controllare robot molto com-

plessi. Allo stesso tempo però, i più recenti trend di innovazione nel contesto

delle piattaforme di calcolo offrono interessanti opportunità per accelerare gli

algoritmi di MPC.

In questa tesi indaghiamo come il metodo Alternating Direction Method of

Multipliers può essere utilizzato come algoritmo di riferimento per sviluppare

MPC solvers che soddisfino i requisiti determinati da questi trend più recenti.

Nella prima parte, apportiamo delle modifiche all’approccio di ReLUQP, un

solver per GPU da poco introdotto, con l’obbiettivo di risolvere alcune prob-

lematiche relative alla velocità di convergenza dell’algoritmo ed all’utilizzo di

memoria. Successivamente, rivisitando alcune delle idee introdotte nella prima

parte, proponiamo una serie di algoritmi basati su ADMM che presentano delle

caratteristiche favorevoli per l’utilizzo nel contesto di Nonlinear MPC. Presen-

tiamo inoltre diverse implementazioni di questi algoritmi, dimostrando come

queste tecniche risultano essere molto competitive in termini di tempi di calcolo

quando confrontate con ReLU-QP e altri solver allo stato dell’arte come OSQP e

HPIPM.
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1
Introduction

Model Predictive Control [7] is an optimization-based control strategy that

in recent years has become a standard tool for control engineers. The popularity

and widespread adoption of MPC is due to it’s great flexibility, and despite the

fact that the approach is quite computationally demanding, today MPC can be

effectively applied in a wide range of domains in the world of embedded control

systems, thanks to advancements both in embedded hardware platforms and in

algorithms.

That said, while the tooling for MPC has improved, applications have also

grown more ambitious. For example, today in the world of Robotics we find

great interest in applying optimization-based techniques for control of complex

legged-robots [10], [19], [17], but because whole-body models of these systems

are typically very high dimensional and therefore introduce a severe computa-

tional burden, in order to achieve high enough control frequencies point mass

approximations are often employed [4].

At the same time however, modern MPC software can benefit from new

opportunities stemming from recent advancements in the design of embedded

hardware platform. For example, the popularization of Deep Neural Network-

based approaches in the field of robotic perception has lead to the development

of embedded devices that have GPUs natively installed, like those of NVIDIA’s

Jetson series.
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1.1. NEW ALGORITHMIC PARADIGMS

1.1 New algorithmic paradigms

Today a large portion of the more established approaches for Model Predic-

tive Control are built on algorithms like the Interior Point Method and Active

Set methods, as is the case for HPIPM [12] and qpOASES [11]. These algo-

rithms are especially good for solving small to medium scale problems to a

high degree of accuracy, but their effectiveness diminishes when considering

higher dimensional problems. The Alternating Direction Method of Multipliers

(ADMM) is an appealing alternative in this context. In particular the computa-

tional complexity of ADMM iterations scales better in terms of the number of

optimization variables, making it particularly well suited to high-dimensional

problems. Moreover the algorithm is known for being able of take advantage of

parallel hardware effectively [22], [6].

ADMM has steadily gained popularity in recent years, in part thanks to

the widespread adoption of the ADMM-based solver for Quadratic Programs

OSQP [23], that is often used in MPC application. There also exist tailored

ADMM implementations for MPC, like TinyMPC [20] which is a solver de-

signed for heavily resource constrained applications. Another notable example

is ReLU-QP [6], which is a GPU accelerated solver that has shown compelling

performance on high dimensional systems like the Atlas humanoid robot.

As is typical of first-order methods, the convergence speed of ADMM can

be quite sensitive to some of the algorithm parameters. In particular, in order

to improve convergence speed most ADMM-based solvers change online the

value of a step-size parameter that is commonly denoted as �. However, chang-

ing � during the execution of the algorithm requires re-computing expensive

matrix factorizations that are used to solve ADMM subproblems, and therefore

it can have a significant impact on the total run-time of the algorithm. More-

over, the overhead of updating � is greater for high dimensional problems, as

the cost of computing matrix factorizations is cubic in the problem dimension.

Some solvers, like TinyMPC and ReLU-QP, tackle this issue by storing multiple

matrix factorizations for different values of �. This solution however prevents

these solvers from being used in Nonlinear MPC schemes, where the problem

data changes at every sampling time, making the pre-computed factorizations

invalid.

In this thesis we develop Model Predictive Control algorithms based on

ADMM that can benefit from online � adaptation without incurring computa-

2



CHAPTER 1. INTRODUCTION

tional overhead, thus allowing us to fully exploit the advantages that ADMM

provides on higher dimensional problems. At the same time, we explore differ-

ent ways in which Model Predictive Control algorithms can take advantage of

recent trends in hardware platforms.

1.2 Outline of the thesis

Chapter 2 is entirely dedicated to the theoretical background that we build

on top of. Chapter 3 instead explores some of ReLU-QP’s limitations, as well

as our solutions for dealing with them. The approaches to � adaptation de-

veloped in Chapter 3 are then revisited from a different perspective in Chapter

4, where we propose several ADMM-based algorithms for Model Predictive

Control problems. We then describe an efficient implementation of such algo-

rithms, and demonstrate how it can be used to solve a challenging Nonlinear

MPC problem involving a swing-up maneuver for an Acrobot system, while

achieving near sub-millisecond solve times. The proposed implementation is

also compared with state of the art solvers like OSQP and HPIPM on a variety of

classical MPC problems. Finally at the end of Chapter 4 we compare the various

approaches introduced in this thesis against ReLU-QP, HPIPM and OSQP on a

problem where we stabilize an Atlas humanoid robot subject to large velocity

disturbances, showcasing how the proposed methods significantly improve on

the level of performance achieved by the state of the art.

3





2
Theoretical background

2.1 Model Predictive Control

This section aims at introducing the subject of Model Predictive Control.

However, in order to make the exposition somewhat self contained, we are

going to first mention a few basic concepts of Control Theory in sub-section

2.1.1, and then we are going to discuss the Linear Quadratic Regulator in sub-

section 2.1.2. The LQR problem is in fact a natural way of introducing the general

topic of optimization-based Control, and it will be mentioned several times in

the following of the thesis.

2.1.1 Dynamical Systems and Control

The discipline of Dynamical Systems and Control Theory is concerned with

analyzing and solving mathematical control problems. The main mathematical

object of interest is a dynamical system, that is a set of quantities that evolve

through time according to given rules.

There exist two main classes of dynamical systems: Continuous Time (CT)

systems and Discrete Time (DT) systems. The former are represented by systems

of differential equations:

G¤ = 5 (G, D)

while the latter are described through recursion rules:

GC+1 = 5 (GC , DC)

5



2.1. MODEL PREDICTIVE CONTROL

In the equations above the state G ∈ R= is the crucial quantity that we are

interested in controlling, while we are free to choose the value of the input

D ∈ R< at each time instant.

CT systems arise naturally when we describe real-life systems through the

laws of physics, and there exists a rich theory that aims at characterizing control

laws directly in the continuous time domain. However, when the control signal

is computed by a digital device, it is more natural to think about the system of

interest as if it was embedded in a discrete time medium.

This introduces the need for converting a CT system into a suitable DT represen-

tation. There exist several techniques for doing that, however we are not going

to describe them in any detail in this thesis. We are instead going to assume that

all dynamical systems that we deal with are in discrete time, without worrying

about in which way they were obtained.

Typically we translate a given control task into our mathematical formulation

by imagining that we aim at driving the state of the system to the origin, from

a given initial condition, denoted by Ḡ0 ∈ R= . For the sake of convenience, we

denote by C = 0 the time step at which we begin to control the system.

Linear Time-Invariant Systems

A class of systems of particular interest is that of Linear Time-Invariant (LTI)

Systems, whose recursion rules are affine in the state and in the control, as well

as time invariant. They take the form:

GC+1 = �GC + �DC (2.1)

where � ∈ R=×= and � ∈ R=×< are matrices. Several properties of these systems

can be determined analytically, for example we can determine the closed form

expression of the time evolution of the state, in terms of the initial condition Ḡ0

6



CHAPTER 2. THEORETICAL BACKGROUND

and the input sequence DC . It can be easily proved by induction that:

GC = �C Ḡ0 +
C−1∑
8=0

�C−1−8�D8

= �C Ḡ0 +
[
�C−1� . . . �� �

]


D0
...

DC−2

DC−1



(2.2)

For such systems it’s also possible to give simple conditions that allow us to

determine a-priori whether it is possible to control the state to the origin. This

property is called stabilizability.

Definition 2.1.1 (Stabilizability). Let � ∈ R=×= and � ∈ R=×< . We say that the

pair (�, �) is stabilizable if there exists  ∈ R<×= such that ∀� ∈ �(� − � ),
|�| < 1. Here �(·) denotes the set of eigenvalues of a matrix.

When the pair (�, �) is stabilizable, we can accomplish the control objective

by applying an appropriate feedback law. Indeed, if (�, �) is stabilizable and  is

a stabilizing gain, we can easily show that if DC = − GC , then

lim
C→∞

GC = 0

2.1.2 The Linear Quadratic Regulator

A common way of tackling a control objective, is that of formulating it as a

mathematical optimization problem. The main advantage of this approach is

that it provides a means of specifying the task in a declarative fashion, where we

simply state what kind of behaviors should be avoided, like applying a control

signal of high magnitude, and what constraints should be enforced during the

system’s operation.

The simplest example of optimization-based control comes from the Linear

Quadratic Regulator (LQR), which is a technique that applies to LTI systems

7



2.1. MODEL PREDICTIVE CONTROL

where the control objective is encoded as:

min
{DC},{GC}

∞∑
C=0

1

2
G>C &GC +

1

2
D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC

(2.3)

The matrix & ∈ R=×= is symmetric positive semidefinite, while ' ∈ R<×< is

symmetric positive definite. Assuming that the pairs (�, �) and (�>, & 1
2 ) are

stabilizable, the solution of (2.3) takes the feedback form:

DC = − ∞GC (2.4)

where the feedback gain  ∞ is obtained from %∞, the unique positive semi-

definite solution of the discrete time algebraic Riccati equation:

%∞ = & + �>%∞� − �>%∞�(' + �>%∞�)−1�>%∞�

 ∞ = (' + �>%∞�)−1�>%∞�

As a consequence of the fact that the optimal value of the objective in (2.3) is

finite, it can be shown that the above feedback law is stabilizing.

The finite horizon LQR

Problem 2.3 considers the behavior of the system throughout an infinite

time horizon. This essentially encodes our desire to stabilize the system about

the origin throughout it’s whole period of operation, and indeed it enables to

formally prove stability of the closed loop system. However it turns out that

the finite horizon LQR problem is a fundamental tool for solving more complex

optimization-based control problems like in Model Predictive Control.

We now state and solve a more general form of the problem, which we are

going to make use of in later chapters:

min
{GC},{DC}

1

2
G>#%#G# + ?>#G# +

#−1∑
C=0

1

2
G>C &CGC + @>C GC +

1

2
D>C 'CDC + A>C DC

s.t. G0 = Ḡ0

GC+1 = �CGC + �CDC + FC

(2.5)

8



CHAPTER 2. THEORETICAL BACKGROUND

where we assume that ∀C &C is positive semi-definite and 'C is positive definite.

Theorem 2.1.1. The solution of problem 2.5 is given by the following set of

recursive relations

%C = &C + �>C %C+1�C − �>C %C+1�C('C + �>C %C+1�C)−1�>C %C+1�C

 C = ('C + �>C %C+1�C)−1�>C %C+1�C

?C = (�C − �C C)>?C+1 −  >C AC + @C + (�C − �C C)>%C+1FC

5C = ('C + �>C %C+1�C)−1(AC + �>C ?C+1 + �>C %C+1FC)
DC = − CGC − 5C

GC+1 = �CGC + �CDC + FC

(2.6)

where %# , ?# and G0 = Ḡ0 are given as part of the problem data. Moreover, up

to a constant, the optimal value of the objective is

1

2
Ḡ>0 %0Ḡ0 + ?>0 Ḡ0

Proof. The statement is proved by induction, and we start by handling the base

case, when # = 1. The problem above for # = 1 reads

min
{GC},{DC}

1

2
G>1 %#G1 + ?>1 G1 + G>0 &0G0 + @>0 G0 +

1

2
D>0 '0D0 + A>0 D0

s.t. G0 = Ḡ0

G1 = �0G0 + �0D0 + F0

by substituting the expression for G1 into the objective we obtain

1

2
(�0G0+�0D0+F0)>%1(�0G0+�0D0+F0)+?>1 (�0G0+�0D0+F0)+G>0 &0G0+@>0 G0+

1

2
D>0 '0D0+A>0 D0

which can be rewritten as

1

2
G>0 (&0 + �>0 %1�0)G0 +

1

2
D>0 ('0 + �>0 %1�0)D0+

D>0 (�>0 %1�0G0 + �>0 ?1 + �>0 %1F0 + A0) + G>0 (�>0 %1F0 + �>0 ?1 + @0)

up to terms constant w.r.t. D0 and G0. Since '0 � 0, the optimal value of D0 is

9



2.1. MODEL PREDICTIVE CONTROL

given by

D0 = −('0 + �>0 %1�0)−1�>0 %1�0G0 − ('0 + �>0 %1�0)−1(�>0 ?1 + �>0 %1F0 + A0)

and given our definition of  0 and 50 we can rewrite

D0 = − 0G0 − 50

inserting the above expression in the cost, and rearranging some terms, we

obtain an expression which, again up to constant terms in G0, is equal to

1

2
G>0 (&0 + �>0 %1�0 − �>0 %1�0('0 + �>0 %1�0)−1�>0 %1�0)G0−

G>0 �
>
0 %1�0('0 + �>0 %1�0)−1(�>0 ?1 + �>0 %1F0 + A0) + G>0 (�>0 %1F0 + �>0 ?1 + @0)

in the above we recognize the expressions of %0 and  0, and again after rear-

ranging some terms we obtain

1

2
G>0 %0G0 + G>0 [(�0 − �0 0)>?1 −  >0 A0 + @0 + (�0 − �0 0)>%1F0] =

1

2
G>0 %0G0 + G>0 ?0

as we set out to prove. The inductive step in the proof simply consists in using

the inductive hypothesis to rewrite the tail of the cost as follows:

1

2
G>#%#G# + ?>#G# +

#−1∑
C=0

1

2
G>C &CGC + @>C GC +

1

2
D>C 'CDC + A>C DC =(

1

2
G>#%#G# + ?>#G# +

#−1∑
C=1

1

2
G>C &CGC + @>C GC +

1

2
D>C 'CDC + A>C DC

)
+

1

2
G>0 &0G0 + @>0 G0 +

1

2
D>0 '0D0 + A>0 D0 =

1

2
G>1 %1G1 + ?>1 G1 +

1

2
G>0 &0G0 + @>0 G0 +

1

2
D>0 '0D0 + A>0 D0

and then the proof is concluded by applying the exact same reasoning as in the

base case. □

Before moving on to the next section, we make an important remark. In the

above derivation we didn’t specify the state and input dimensions, and indeed

10



CHAPTER 2. THEORETICAL BACKGROUND

they need not to be constant across the time index C, as long as the matrices �C ,

�C , 'C , &C , %# and the vectors FC , @C , AC , ?# are of appropriate size.

2.1.3 Linear Model Predictive Control

Model Predictive Control (MPC) is an optimization-based technique that

addresses the inability of the LQR formulation to deal with constraints. Indeed

in many situations we wish to enforce that while the control task is being carried

out, certain quantities remain within given ranges, for example due to physical

constraints, or for safety reasons, or even in order for our model to remain valid.

In order to include state and input constraints in the optimization-based

framework, one may simply modify Problem (2.3) as follows

min
{DC},{GC}

∞∑
C=0

1

2
G>C &GC +

1

2
D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC
2G ≤ �GC ≤ 3G
2D ≤ �DC ≤ 3D

However the problem above cannot in general be solved analytically, and neither

by a numerical solver since it is infinite dimensional. For this reason we instead

consider the same kind of problem but over a finite horizon of length # ∈ N:

min
{DC},{GC}

1

2
G)#%#G# +

#−1∑
C=0

1

2
G>C &GC +

1

2
D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2G ≤ �GC ≤ 3G C = 1, . . . , # − 1

2G,# ≤ �#G# ≤ 3G,#
2D ≤ �DC ≤ 3D C = 0, . . . , # − 1

(2.7)

In the MPC framework, Problem (2.7) is solved at each sampling time fixing Ḡ0

to the current value of the state, or of it’s estimate. Then only the first control in

the sequence {DC}#−1
C=0 is applied to the actual system, and the rest of the solution

11



2.1. MODEL PREDICTIVE CONTROL

is discarded. This scheme is referred to as Receding Horizon Control (RHC).

While discarding most of the solution {DC}#−1
C=0 may seem wasteful, it is crucial

in order to introduce feedback, so that the value of the control applied at any

given sampling time is always a function of all information available about the

system, up to that point. The role of feedback is essential for the effectiveness

of the approach, since the actual behavior of the system will always deviate to

some extent from the one predicted by our model GC+1 = �GC + �DC , which is

typically our best linear approximation of a more complicated dynamics.

There is a further reason for computing the value of the control at each

sampling time, and it is related to the fact that we are now considering an

optimization problem over a finite horizon. Indeed, from a theoretical point of

view the Receding Horizon approach is the crucial element that allows us to

prove stability of the closed loop system, provided that certain assumptions on

the terminal cost 1
2G#%#G# and on the terminal constraint 2G,# ≤ �#G# ≤ 3G,#

are satisfied.

Solving the MPC problem

One may easily recognize that Problem (2.7) is a convex Quadratic Program

(QP), and therefore it may be solved by any general purpose numerical QP

solver. However there are different ways of formulating a QP from (2.7), and,

depending on the context, choosing the right approach can make a significant

difference in terms of the computational effort required to solve the problem.

There exist two main techniques, and we start by introducing the condensed

formulation, where we use the expression of the open-loop state evolution to

eliminate the state variables. Indeed, if we define:

- =



G1

G2
...

G#


, H =



D0

D1
...

D#−1


12
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and we use (2.2) to rewrite:

G1 = �Ḡ0 + �D0,

G2 = �2Ḡ0 + ��D0 + �D1,

...

G# = �# Ḡ0 +
#−1∑
C=0

�#−1−C�DC

or in matrix form:

- = !Ḡ0 + �H, ! =



�

�2

...

�#


, � =



� 0 · · · 0

�� � · · · 0
...

...
. . .

...

�#−1� �#−2� · · · �


we can substitute the above in the objective to obtain the following QP:

min
H

1

2
H>�H + 6>H

s.t. 0 ≤ �H ≤ 1
(2.8)

where the hessian matrix is:

� =



'

'
. . .

'


+ �>



&

&
. . .

%#


�.

Notice that because we assume that ' � 0, the same holds for �. The linear

term is:

6 = �>



&

&
. . .

%#


!Ḡ0

13
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Instead the constraints 0 ≤ �H ≤ 1 can be decomposed as:

[
0G

0D

]
≤

[
�G

�H

]
H ≤

[
1G

1D

]

with:

0G =



2G

2G
...

2G,#


− !Ḡ0, 0D =



2D

2D
...

2D


1G =



3G

3G
...

3G,#


− !Ḡ0, 1D =



3D

3D
...

3D



and

�G =



�

�
. . .

�#


�, �D =



�

�
. . .

�


.

The resulting QP is typically dense, meaning that a large percentage of the el-

ements of matrices � and � is nonzero. In broad terms, using the condensed

formulation can be beneficial when we have few constraints on the state, and, in

particular, when the horizon length # is moderate in comparison to the number

of states = and the number of controls <.

Indeed, the main limitation of this approach stems from the fact that in order

solve the problem, at run time we are going to perform operations like matrix-

matrix products, matrix-vector products and linear systems solves, whose com-

putational complexity is quadratic or cubic in # .

The other MPC formulation is the so called non-condensed or sparse formula-

tion, where the state variables are kept as part of the optimization problem. This

approach is in some sense complementary to the condensed formulation, since

14
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it is particularly advantageous when the horizon # is large. In fact, typically

sparse solvers will generate a sequence of subproblems which have the structure

of a finite-horizon LQR like (2.5), and can therefore be solved through a Riccati

recursion, whose complexity is only linear in # .

Another aspect that will impact the choice of MPC formulation is the fact

that in most cases we have direct access to the sparse formulation, while to solve

the condensed QP we need to explicitly compute the QP data�, �, 6, 0, 1, which

involve extra computational overhead. This is an important aspect, for example,

when we run a Nonlinear MPC controller.

Explicit MPC

The main limitation of MPC is the high computational demand of solving

(2.8) or (2.7) at each sampling time. Indeed this issue still to this day prevents

MPC from being used in embedded platforms with limited computational re-

sources.

One approach that can substantially reduce the computational requirements

of MPC is called Explicit MPC [5], where problem (2.8) is solved offline as a

function of Ḡ0. It turns out that the solution is a piecewise affine function of

Ḡ0, where, depending on the region where the initial condition is, a different

feedback affine law should be applied. In order to compute the explicit solution,

the state space is partitioned into a collection of polyhedral sets, called critical

regions, where the optimal value of D0 is expressed in terms of a single feedback

gain and a single feedforward term:

D∗0 = − 8 Ḡ0 − 58

here 8 represents the polyhedral set in which Ḡ0 finds itself. Once the explicit

solution is known, the control law can be computed at each sampling time by

identifying in which critical region the state currently is, and then by applying

the appropriate feedback affine law.

When we can identify the correct critical region efficiently, an Explicit MPC

controller can be deployed at extremely low sampling times, even on low-cost

hardware platforms. However, the number of critical regions scales exponen-

tially in the horizon length, and more in general with the number of constraints.

This fact makes the approach impractical for many problems. Moreover, the

explicit approach cannot be applied to Nonlinear MPC, the topic of the next
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2.1. MODEL PREDICTIVE CONTROL

section.

2.1.4 Nonlinear Model Predictive Control

In some cases, to effectively control the system of interest it is necessary to

exploit a more complicated model rather then a simple linearization. For exam-

ple most first-principle models of mechanical systems are inherently nonlinear,

and exploiting such nonlinearity can be crucial for performing certain tasks.

In this section we consider a generic nonlinear DT dynamical system of the form:

GC+1 = 5 (GC , DC) (2.9)

where 5 here is an arbitrary, but smooth function. The nonlinear model does not

introduce any difficulty from the point of view of formulating the MPC problem,

which is modified as follows

min
{DC},{GC}

1

2
G>#%#G# +

#−1∑
C=0

1

2
G>C &GC +

1

2
D>C 'DC

s.t. G0 = Ḡ0

GC+1 = 5 (GC , DC) C = 0, . . . , # − 1

2G ≤ �GC ≤ 3G C = 1, . . . , # − 1

2G,# ≤ �#G# ≤ 3G,#
2D ≤ �DC ≤ 3D C = 0, . . . , # − 1

(2.10)

More general problem formulations exist, where for example we allow the con-

straints to be also defined through nonlinear functions, or where the cost is

non-quadratic. These classes of problems are however outside the scope of this

thesis.

Problem (2.10) is not convex as the feasible set w.r.t. the equality constraints

is a nonlinear manifold, making it much harder to solve. Different approaches

exist for solving (2.10), with the simplest one, and also the more commonly used

one, being a quasi Newton algorithm for solving the associated KKT conditions.

Such algorithm is an instance of Sequential Quadratic Programming, which is

an iterative scheme where at each step, denoted by the iteration counter :, the

dynamics is linearized at the current value of the iterates {G:C }#−1
C=0 and {D:C }#−1

C=0 .

For the sake of clarity we drop the index :, but we remark that the value of

16
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the variables GC , DC should be thought of as fixed during the current iteration.

Carrying out the linearization we obtain

GC+1 + ΔGC+1 = 5 (GC + ΔGC , DC + ΔDC)

≈ 5 (GC , DC) +
% 5

%G
(GC , DC)ΔGC +

% 5

%D
(GC , DC)ΔDC

and defining FC = GC+1 − 5 (GC , DC), �C = % 5
%G (GC , DC), �C =

% 5
%D (GC , DC) we approxi-

mate the dynamical constraints as:

ΔGC+1 = �CΔGC + �CΔDC + FC

where we can recognize the dynamics of a linear time varying system subject

to a disturbance. To determine the update directions {ΔGC} and {ΔDC} we solve

the following optimization problem:

min
{ΔDC},{ΔGC}

1

2
ΔG>#%#ΔG# + ?>#ΔG# +

#−1∑
C=0

1

2
ΔG>#&ΔG# + @>C ΔGC +

1

2
ΔG>C 'ΔGC + A>C ΔDC

s.t. ΔG0 = Ḡ0 − G0

ΔGC+1 = �CΔGC + �CΔDC + FC C = 0, . . . , # − 1

2̄G,C ≤ �ΔGC ≤ 3̄G,C C = 1, . . . , # − 1

2̄G,# ≤ �#ΔG# ≤ 3̄G,#
2̄D,C ≤ �ΔDC ≤ 3̄D,C C = 0, . . . , # − 1

(2.11)

where in the above ?# = %#G# , @C = &GC , AC = 'DC , 2̄G,C = 2G−�GC , 3̄G,C = 3G−�GC ,
2̄D,C = 2D −�DC and 3̄D,C = 3D −�DC . The above is a QP with essentially the same

structure as (2.7), and it can be solved either through the sparse or condensed

formulation. Once the update directions are obtained we determine a step size

ensuring descent and update:

G:+1
C = G:C + 
ΔG:C

D:+1
C = D:C + 
ΔD:C

Clearly the computational demand of performing Nonlinear MPC is much grater

than in the linear case, since at each time step we need to solve multiple QPs.

Approaches like Real Time Iterations (RTI) [16] try to minimize the amount of
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computation needed at each time step by solving a single QP, however they will

not be explored in details here.

2.2 Elements of Constrained Optimization Theory

This section aims at introducing the key mathematical machinery needed to

deal with constrained optimization problems, and ultimately to introduce the

algorithm of the Alternating Direction Method of Multipliers (ADMM). For the

sake of brevity, we are going to take for granted several concepts of basic Convex

Optimization, with some notable instances being:

• Properties of convex sets and convex functions.

• Extended real valued functions.

• The subdifferential operator % 5 of a convex function 5 .

• The subgradient method.

In order to slightly simplify the exposition, we are also going to make some

assumptions. For instance, unless otherwise specified all optimization problems

are assumed to admit a minimizer. Furthermore, we also assume that strict

duality, a concept introduced in the following, always holds.

The following sections take great inspirations from [8] and [9], but some

concepts may be discussed in slightly different terms in order to better fit the

overall content of this thesis.

2.2.1 Duality

Consider a convex optimization problem of the form

min
H

5
(
H
)

s.t. �H = 1
(2.12)

we are going to refer to (2.12) as the primal problem. Its associated Lagrangian

function is defined as

ℒ
(
H,�

)
= 5

(
H
)
+ �)

(
�H − 1

)

18
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and the corresponding Lagrangian dual is

6 (�) = inf
H
ℒ

(
H,�

)
.

Note that 6 is an extended real value function, regardless of 5 . Indeed, one can

easily verify that even for simple convex QPs 6(�)may take value −∞.

We now introduce a few useful facts about the Lagrangian dual function, which

will then motivate the scheme of Dual Ascent, a simple algorithm for solving

constrained optimization problems.

Proposition 2.2.1. 6 is concave.

Proof. Let C ∈ [0, 1]. Then:

6 (C�1 + (1 − C)�2) = inf
H
{ 5

(
H
)
+ (C�1 + (1 − C)�2)>

(
�H − 1

)
}

= inf
H
{C

(
5
(
H
)
+ �>1

(
�H − 1

) )
+ (1 − C)

(
5
(
H
)
+ �>2

(
�H − 1

) )
}

≥ inf
H
{C

(
5
(
H
)
+ �>1

(
�H − 1

) )
} + inf

H
{(1 − C)

(
5
(
H
)
+ �>2

(
�H − 1

) )
}

= C 6 (�1) + (1 − C) 6 (�2)

which proves our claim. □

Proposition 2.2.2. Let H∗ be the minimizer of (2.12). Then ∀�

6 (�) ≤ 5
(
H∗

)
Proof. Notice:

6 (�) = inf
H
{ 5

(
H
)
+ �>

(
�H − 1

)
}

≤ 5
(
H∗

)
+ �>

(
�H∗ − 1

)
= 5

(
H∗

)
where we used the fact that �H∗ − 1 = 0, since H∗ is feasible. □

Because of such property of 6, it is useful to introduce the so called Dual

Problem, namely

max
�

6(�) (2.13)

19



2.2. ELEMENTS OF CONSTRAINED OPTIMIZATION THEORY

which in general yields a lower bound for (2.12), as a consequence of proposi-

tion 2.2.1. For certain problems however the dual and the primal are in some

sense equivalent. This is the case when the notion of Strong Duality holds,

which simply means that

max
�

6 (�) = 5
(
H∗

)
.

When we have strong duality, which is typically the case when the primal is

convex and reasonable assumptions hold, the solution of the primal problem

can be retrieved from the solution of the dual, as the next proposition states.

Proposition 2.2.3. Let �∗ ∈ arg max� 6 (�). Then:

H∗ ∈ arg min
H
ℒ

(
H,�∗

)

Proof. If we evaluate ℒ (·,�∗) at H∗, we get

ℒ
(
H∗,�∗

)
= 5 (H∗) + (�H∗ − 1)>�∗

= 5 (H∗)
= 6(�∗)

but since 6(�∗) = minH ℒ
(
H,�∗

)
, it must hold that H∗ ∈ arg minH ℒ

(
H,�∗

)
. □

What the previous proposition is essentially saying, is that in order to find

H∗ we can first solve the dual problem (which is an unconstrained optimiza-

tion problem!), therefore obtaining �∗, and then solve one more (again, uncon-

strained!) problem to finally retrieve H∗.

2.2.2 Dual Ascent

Now we have all the necessary machinery to introduce Dual Ascent, a simple

algorithm for solving general convex optimization problems including equality

constraints. In this section we are going to assume that the Lagrangian of prob-

lem (2.12) has a minimizer ∀�. As noted previously this is a strong assumption,

however Dual ascent will serve us only as motivation for later on introducing

ADMM, therefore we are not going to concern ourselves with proving condi-

tions that guarantee it’s applicability or convergence.

To recap, we have shown that we can solve Problem (2.12) by first solving its
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dual (2.13), which is an unconstrained problem that can be approached using

standard convex optimization techniques, since 6 is concave.

Dual Ascent essentially consists in applying the Subgradient Method to mini-

mize −6. In order to do that we need to be able to compute elements of −%6 (�),
which turns out to be quite straight-forward as stated in the next proposition.

Proposition 2.2.4. Let H: ∈ arg minH ℒ
(
H,�

)
. Then 1 − �H: ∈ −%6 (�).

Proof. Define E = 1 − �H(:). We need to prove that ∀�′ we have

6 (�′) ≤ 6 (�) − E> (�′ − �)

Now rewrite the statement above using 6(�) = ℒ
(
H: ,�

)
. We obtain:

6 (�′) ≤ 5 (H:) − E>� − E> (�′ − �) ⇐⇒
6 (�′) ≤ 5 (H:) − E>�′

= ℒ
(
H: ,�′

)

since 6(�′) ≤ ℒ
(
H: ,�′

)
is true by definition, the claim is proved. □

Dual Ascent generates a sequence of iterates {H:} and {�:}, starting from a

given �0, according to the following rules

H:+1 ∈ arg min
H
ℒ

(
H,�:

)
�:+1

= �: + 
:(�H:+1 − 1)
(2.14)

where 
: > 0 is a stepsize parameter. One can easily verify that any fixed point

(H∗,�∗) of the algorithm is such that 6(�∗) = 5 (H∗), meaning that H∗ is a solution

of the primal problem and �∗ is a solution of the dual problem.

2.3 ADMM

This section introduces ADMM, an optimization algorithm that will be used

extensively in the following. The reader can find a standard introduction to

ADMM in [9]. The main goal of this section is to familiarize the reader with the

structure of the algorithm and with the related notation. However, for complete-

ness, we also provide a somewhat detailed convergence analysis and include a
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proof of ADMM’s O( 1: ) ergodic convergence rate. This more advanced topics

however are not necessary to understand the content of this thesis.

After the convergence analysis, we introduce an accelerated variant of ADMM,

which will be used in one of the proposed solvers, as well as the standard version

of ADMM as it is typically applied to solve convex QPs. This will then motivate

the discussion around the topic of � adaptation, which will play a crucial role

in the following chapters.

Before presenting ADMM however, we introduce the Augmented Lagrangian,

a simple extension of the standard Lagrangian which plays an important role in

the algorithm.

The Augmented Lagrangian

In order to improve convergence of Dual Ascent on Problem (2.12), it can

be useful to slightly modify the objective by adding a quadratic penalty on the

residual of the equality constraints

min
H

5 (H) +
�

2
‖�H − 1‖2

s.t �H − 1 = 0

(2.15)

the above problem is completely equivalent to (2.12). However as � increases,

when we solve the Dual Ascent subproblems

H:+1 ∈ arg min{ 5 (H) +
�

2
‖�H − 1‖2 + (�H − 1)>�:}

we force the iterates to remain close to the feasible set, therefore possibly increas-

ing the speed of convergence. That said, we cannot just increase � arbitrarily, as

when it’s value is too large the problem becomes very ill conditioned.

To ease notation, it is convenient to introduce the �-Augmented Lagrangian

(usually referred to as just Augmented Lagrangian)

ℒ�
(
H,�

)
= 5 (H) +

�

2
‖�H − 1‖2 + (�H − 1)>�

which is simply the Lagrangian of Problem (2.15). We can then rewrite the
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primal update for Dual Ascent with added quadratic penalty as

H:+1 ∈ arg min
H
ℒ�

(
H,�:

)
.

2.3.1 The Alternating Direction Method of Multipliers

Consider a convex optimization problem where we can partition the set of

optimization variables into two subsets, denoted by H and I, such that we can

write
min
H,I

5 (H) + ℎ(I)

s.t. �H + �I − 2 = 0
(2.16)

This kind of problem formulation arises naturally in fields like Distributed Opti-

mization, however an example of greater interest for the purposes of this thesis

is that of convex QPs, as will be discussed at length in one of the following

sections.

To introduce the Alternating Direction Method of Multipliers (ADMM) we

start by writing out the standard Dual Ascent steps with Augmented Lagrangian

for Problem (2.16), obtaining

H:+1, I:+1 ∈ arg min
H,I

5 (H) + ℎ(I) +
�

2
‖�H + �I − 2‖2 + (�H + �I − 2)>�:

�:+1
= �: + 
:(�H:+1 + �I:+1 − 2)

and then separate the H update from the I update, while setting 
: = � to get

H:+1 ∈ arg min
H

5 (H) +
�

2
‖�H + �I: − 2‖2 + (�H + �I: − 2)>�:

I:+1 ∈ arg min
I
ℎ(I) +

�

2
‖�H:+1 + �I − 2‖2 + (�H:+1 + �I − 2)>�:

�:+1
= �: + �(�H:+1 + �I:+1 − 2).

(2.17)

Equations (2.17) define the iterative updates performed by ADMM. The method

is not a Dual Ascent scheme, since we cannot guarantee that 2−�I:+1−�H:+1 is

a subgradient of −6, however it can exploit structural properties of the problem

that may allow the updates to H and I to be much more efficient when separated,

compared to when they are performed jointly.

We now introduce the convergence criteria for ADMM. We start by recalling
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standard necessary and sufficient conditions for optimality w.r.t. Problem 2.16

of a triple (H∗, I∗,�∗)
0 ∈ %ℒ

(
H∗, I∗,�∗

)
0 = �H∗ + �I∗ − 2

(2.18)

Notice however that ∀: ≥ 0, since I:+1 ∈ arg minI ℒ�
(
H:+1, I,�:

)
we have

0 ∈ %Iℒ�

(
H:+1, I:+1,�:

)
⇐⇒

0 ∈ %ℎ(I:+1) + �>�: + ��>(�H:+1 + �I:+1 − G) ⇐⇒
0 ∈ %ℎ(I:+1) + �>�:+1 ⇐⇒

0 ∈ %Iℒ
(
H:+1, I:+1,�:+1

)

therefore if the triple (H∗, I∗,�∗) was generated by ADMM, we can slightly sim-

plify the optimality conditions as follows

0 ∈ %Hℒ
(
H∗, I∗,�∗

)
0 = �H∗ + �I∗ − 2

(2.19)

Notice that in general we cannot easily check this form of the optimality

conditions. To rewrite them in a more convenient form, we rely on the following

proposition.

Proposition 2.3.1. ∀: ≥ 0, we have

��>�(I:+1 − I:) ∈ %Hℒ
(
H:+1, I:+1,�:+1

)

Proof. The statement of the proposition is a simple consequence of the definition

of the H update. Indeed

We now define the following quantities, which we’ll refer to as primal and

dual residuals.
A: = �H: + �I: − 2
B: = ��>�(I: − I:−1)

(2.20)

based on the previous discussion, we can then terminate the algorithm once the
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following conditions are satisfied

‖A: ‖ < �

‖B: ‖ < �
(2.21)

where � > 0 is a prescribed tolerance. In the above, different norms may be

chosen. For example, the solver OSQP [23] uses the infinity norm ‖ · ‖∞.

2.3.2 An accelerated variant of ADMM

The converge behavior of ADMM can vary significantly based on the prop-

erties of the given problem, and on the value of the step-size parameter �. For

certain problems ADMM can even converge linearly, and the value of � leading

to the fastest rate can be computed in closed form [14]. In practice however, in

order to improve convergence speed it is typically beneficial to change � online,

as we discuss in a later section.

Here we instead wish to present a variant of the algorithm, introduced in

[15], that aims at improving convergence speed by employing an acceleration

scheme that closely resembles Nesterov’s acceleration for Gradient Descent [18].

When 5 and ℎ are strictly convex, we can formally prove that this method

improves convergence, however such hypothesis will essentially never hold for

the problems that we are going to consider. Nevertheless, as noted by the

original authors and as verified in our experiments, in practice the method often

improves convergence even when we don’t have strict convexity.

The additional variables �̂
:

and Î: are introduced, together with the step-

size parameter 
: , which is initially set to 
−1
= 1, 
0

= 1. Then the algorithm

iterations read:

�̂
:+1

= �: + 
:−1 − 1


:
(�: − �:−1)

Î:+1
= I: + 
:−1 − 1


:
(I: − I:−1)

H:+1
= arg min

H
ℒ�

(
H, Î:+1, �̂

:+1
)

I:+1
= arg min

I
ℒ�

(
H:+1, I, �̂

:+1
)

�:+1
= �̂

:+1 + �(�H:+1 + �I:+1 − 2)

(2.22)
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At the end of each iteration, we check the condition:

1

�
‖�:+1−�̂:+1‖2+�‖�(I:+1− Î:+1)‖2 ≤ �

(
1

�
‖�: − �̂: ‖2 + �‖�(I: − Î:)‖2

)
(2.23)

where � ∈ (0, 1). If (2.23) is verified, we update


:+1
=

1 +
√

1 + 4(
:)2
2

and otherwise we restart the acceleration scheme, by setting 
:+1
= 1, 
: = 1. It

can be shown that this scheme for updating 
: ensures that as : →∞

‖�: − �̂: ‖2→ 0

‖�(I: − Î:)‖2→ 0
(2.24)

and moreover, through standard reasoning one can verify that:

A: =
1

�
(�: − �̂:)

B: = ��)�(I: − Î:).

Therefore (2.24) implies that the method is guaranteed to converge as : →∞.

2.3.3 ADDM for QPs

In this section we show how ADMM can be used to solve convex QPs. We

consider the following class of problems:

min
H

1

2
H>�H + 6>H

s.t. 0 ≤ �H ≤ 1
(2.25)

where we make the assumption that � � 0. In order to use ADMM to solve

Problem (2.25), we reformulate it as:

min
H,I

1

2
H>�H + 6>H + ℐ[0,1](I)

s.t. �H = I

(2.26)
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where ℐ[0,1](·) is the indicator function of the interval set [0, 1], namely

ℐ[0,1](I) =



0 if 0 ≤ I ≤ 1
∞ otherwise.

Notice that problems (2.25) and (2.26) are indeed equivalent. The Augmented

Lagrangian for Problem (2.26) is

ℒ�
(
H, I,�

)
= ℐ[0,1](I) +

1

2
H>�H + 6>H + �>(�H − I) +

�

2
‖�H − I‖2

and therefore the corresponding ADMM iterations read

H:+1
= −(� + ��>�)−1(6 + �>�: − ��>I:)

I:+1
= Π[0,1]

(
�H:+1 + �:

�

)

�:+1
= �: + �(�H:+1 − I:+1)

(2.27)

where (� + ��>�)−1 is guaranteed to exist because � � 0. Π[0,1] (·) is the

eucledian projector on the set [0, 1], and it consists of a simple element-wise

clipping operation

[Π[0,1](?)]8 =




[1]8 if [?]8 > [1]8
[0]8 if [?]8 < [0]8
[?]8 otherwise.

2.3.4 � adaptation

As we mentioned in the last section, being able to change the value of�during

the execution of the algorithm can have a significant impact on the number of

iterations until convergence. In the literature there exist several heuristic rules

for updating �, and most of them essentially try to to promote progress in either

A: or B: , based on their current relative magnitude.

Indeed, as argued in Section 2.2.2, a large value of � corresponds to a large

penalty on the primal residual A: , while since

B: = ��>(I:−1 − I:)
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2.3. ADMM

depends linearly in �, when � ≈ 0 we make more progress in the dual residual.

In our experience, the update rule proposed by OSQP in [23] is generally quite

effective and stable. The updates read:

�:+1
= �:

√
‖A:+1‖∞max{‖�H:+1‖∞, ‖6‖∞, ‖�>�:+1‖∞, 10−4}

‖B:+1‖∞max{‖�H:+1‖∞, ‖I:+1‖∞, 10−4}
. (2.28)

The value of �may not be updated every iteration, as doing that can actually lead

to instability. For example, by default OSQP will update � every 25 iterations.

While updating � online can improve the number of iterations until conver-

gence, each � update may come at a significant cost in terms of runtime. Indeed,

recall that the H update consists in solving the linear system

(� + ��>�)H:+1
= −6 − �>�: + ��>I: . (2.29)

whose coefficient matrix depends on �. We wrote the H-update in (2.27) in terms

the matrix inverse (� + ��>�)−1, however one may go about solving (2.29) in

different ways, like using the Cholesky factorization of � +��>� or through an

iterative approach like the Conjugate Gradient algorithm.

Methods based on the Cholesky factorization or explicit matrix inversion, which

we’ll refer to as direct methods, are more commonly used because after the

coefficient matrix � + ��>� has been factored or inverted, requiring O(=3)
floating point operations (flops) (where = is the size of H), the linear systems

(2.29) are then solved more efficiently, performing only O(=2) flops. If one

instead uses an iterative method, each linear system solve will always cost O(=3)
flops. However, relying on direct methods introduces the need of re-computing

a matrix inverse or Cholesky factorization when the value of � changes, which

can be quite expensive, especially for large matrices.

Any ADMM-based solver that aims at being competitive in terms of run

time, must somehow deal with this tradeoff between wanting to update � often

to converge in fewer iterations, and instead having to carefully choose when

to change its value, in order not to waste a lot of idle time spent updating the

linear systems solver’s factorizations. For example, OSQP keeps track of the

� trajectory given by the rule (2.28), but actually updates it’s value only when

the total run time reaches a certain percentage of the estimated CPU time for

re-computing the factorization.
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The theme of � adaptation will be central throughout the whole of the thesis,

as all the techniques that will be proposed essentially consist of different ways

of tackling this issue.
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3
GPU accelerated ADMM

As in recent years the availability of GPUs on board of embedded platforms

has become increasingly widespread, it is desirable to exploit these new com-

putational capabilities for the purpose of estimation, planning and control tasks

which often involve solving Quadratic Programs online, like in Model Predictive

Control. In the literature we find attempts at accelerating QP solvers on GPU,

with OSQP [22] being a prominent example, where however benefits of GPU

acceleration where observed at order of magnitudes much greater than those

encountered in MPC, even on larger systems. A successful instance of GPU ac-

celeration for Model Predictive Control is the ADMM based solver ReLU-QP [6],

which has shown significant speedups in certain tasks on large robotic systems,

like the Atlas humanoid robot.

In this chapter we revisit the approach of ReLU-QP to address some of

it’s shortcomings, and we propose a strategy that allows to deploy ADMM

solvers for large scale Model Predictive Control problems which can benefit

from online � adaptation, without the computational overhead of updating

matrix factorizations online.

3.1 ReLU-QP

ReLU-QP is a GPU accelerated QP solver tailored for dense QPs arising in

large scale linear MPC applications. In order to maximize GPU utilization,

the authors reformulate each ADMM iteration as a forward pass on a Neural
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3.1. RELU-QP

Network layer with an element-wise clipping activation function.

In particular, consider a QP of the form

min
H

1

2
H>�H + 6>H

s.t. 0 ≤ �H ≤ 1

where the hessian � is assumed to be positive definite. In Section 2.3.3 we

showed that ADMM’s iterations for the problem above take the following form:

H:+1
= −(� + ��>�)−1(6 + �>�: − ��>I:)

I:+1
= Π[0,1]

(
�H:+1 + �:

�

)

�:+1
= �: + �(�H:+1 − I:+1).

We now set out to rewrite the iterations above as a single affine mapping followed

by an element-wise clipping operation. In order to do that we move the� update

at the beginning of the iteration and, defining %� = � + ��>�, we rewrite:

H:+1
= −%−1

� 6 + �%−1
� �>I: − %−1

� �>�:+1

= −%−1
� 6 + �%−1

� �>I: − %−1
� �>�: − �%−1

� �>�H: + �%−1
� �>I:

= −�%−1
� �>�H: + 2�%−1

� �>I: − %−1
� �>�: − %−1

� 6

�H:+1 + �:+1

�
= −��%−1

� �>�H: + 2��%−1
� �>I: − �%−1

� �>�: − �%−1
� 6 + �:

�
+ �H: − I:

= �(� − �%−1
� �>�)H: + (2��%−1

� �> − �)I: + (1
�
� − �%−1

� �>)�: − �%−1
� 6

therefore defining

,� =


−�%−1

� �>� 2�%−1
� �> −%−1

� �>

�(� − �%−1
� �>�) 2��%−1

� �> − � 1
� � − �%−1

� �>

�� −�� �


, 1� =


−%−1

� 6

−�%−1
� 6

0


(3.1)
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each ADMM iteration can be rewritten as


H:+1

I:+1

�:+1


= Π[2̃ ,3̃]

©­­«
,�


H:

I:

�:


+ 1�

ª®®¬
. (3.2)

Even though in (3.2) some redundant computation is introduced, this formula-

tion is capable of better exploiting the parallel capabilities of the GPU, as the H,

I and � updates are essentially performed in parallel.

Notice that the bias vector 1� depends on the linear term 6 in the cost. As

was shown in Section 2.1.3, when the QP is obtained from the condensed MPC

formulation, 6 is a linear function of the current state Ḡ0. Therefore, in order to

update 1� more efficiently across sampling times, ReLU-QP stores a matrix !�

that allows to express 1� as

1� = !� Ḡ0 .

Even though the ADMM formulation in (3.2) can be beneficial on GPU, it

makes updating the value of � online even more challenging. Indeed, when

� changes we not only have to re-compute %−1
� , but we also need to assemble

the weight matrix,� and the bias vector 1�, which involves performing several

matrix products, matrix additions, matrix scalings, matrix-vector products and

writing back to a memory region of size proportional to (=H + 2=2)2, where =H is

the number of optimization variables and =2 is the number of constraints.

ReLU-QP’s solution for dealing with this issue involves computing,� and !�

for several values of � ahead of running the solver. In particular, in their standard

implementation they select 18 values of � on a logarithmic grid between 10−6

and 106. Then at run time, ReLU-QP keeps track of the �: trajectory provided by

rule (2.28), but updates,� and 1� using the value in the precomputed grid that

is closest to �: . While this approach essentially eliminates the cost of updating

� online, it typically leads to severe memory consumption, since we often need

to pre-compute ,� and 1� for several � values. Moreover, the fact that the pre-

computation step is very demanding prevents ReLU-QP from being used in a

Nonlinear MPC setting.

To showcase how severe ReLU-QP’s memory consumption can be, we con-

sider a scenario proposed in the original paper [6] where ReLU-QP is used to

control an Atlas humanoid robot while satisfying torque limits. The resulting

MPC problem has input box constraints and an horizon of 30 steps. Since the

33



3.2. ELIMINATING � UPDATE OVERHEAD FOR CONDENSED MPC PROBLEMS

model of Atlas includes 29 control variables, =H = =2 = 870, meaning that 18

copies of,� in total contain 122′617′800 floating point numbers. The total mem-

ory consumption of the solver is therefore of about 500Mb or 1Gb, depending

on wether single precision or double precision arithmetic is used. Given that on

a real system the MPC solver would need to share GPU memory with multiple

processes, this level of memory usage could easily be prohibitive.

In the next section we describe a factorization of the matrix %� that allows

to eliminate the cost of changing � online during the execution of ADMM. In a

later section, we use such factorization to address the limitations of ReLU-QP

that were mentioned here.

3.2 Eliminating � update overhead for condensed

MPC problems

In this section we introduce a factorization of the hessian of the Augmented

Lagrangian for QPs %� = � + ��>�, which essentially consists in the simulta-

neous diagonalization of the matrices � and �>�, that can eliminate the cost of

updating � across iterations. We assume � � 0, which typically holds for MPC

problems obtained through condensing, as remarked in 2.1.3.

Because � � 0, it’s Cholesky factorization � = !>! is well defined, with !

invertible. Then we can rewrite

%� = !>(� + �!−>�>�!−1)!

and thus

%−1
� = !−1(� + �!−>�>�!−1)−1!−> .

Now notice that the matrix !−>�>�!−1 is symmetric, and in particular positive

semi-definite, and therefore it admits an eigenvalue decomposition !−>�>�!−1
=

*Λ*>. Rewriting � = **> we then obtain

%−1
� = !−1*(� + �Λ)−1*>!−>

= )(� + �Λ)−1)>

where we defined ) = !−1* .
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We now inspect the structure of ADMM iterations when we perform the

change of basis H̄ = )−1H. Recall:

H:+1
= −(� + ��>�)−1(6 + �>�: − ��>I:) ⇐⇒

H:+1
= −)(� + �Λ)−1)>(6 + �>�: − ��>I:) ⇐⇒

)−1H:+1
= −(� + �Λ)−1()>6 + )>�>�: − �)>�>I:) ⇐⇒

H̄:+1
= −(� + �Λ)−1(6̄ + �̄>�: − ��̄

>
I:)

where we defined 6̄ = )>6, �̄ = �). The I and � updates are modified in a

similar way, and as a whole ADMM iterations take the following form:

H̄:+1
= −(� + �Λ)−1(6̄ + �̄>�: − ��̄

>
I:)

I:+1
= Π[2,3]

(
�̄H̄:+1 + �:

�

)

�:+1
= �: + �(�̄H:+1 − I:+1)

(3.3)

Notice that in this basis the � dependent matrix inverse (� + �Λ)−1 consists in a

simple element wise rescaling operation.

Cost analysis of iterations (3.3)

We now analyze the computational cost of iterations (3.3), in comparison to

that of standard ADMM for QPs (2.27). In (3.3), the total cost is determined by

the two matrix-vector products �̄
>(�: − �I:) and �̄H̄:+1. Because the matrix )

is typically dense, �̄ loses the sparsity pattern of �. This is unfortunate, as � in

condensed MPC problems can be quite sparse (if we only have box constraints

on the inputs then � = �). As a consequence, �̄
>(�: − �I:) and �̄H̄:+1 are dense

matrix vector products, which are computed by performing O(=G=2) flops.

Instead the cost of iterations (2.27) greatly depends on the sparsity patters of

� and �. While in condensed MPC problems � can be quite sparse, � is not.

Therefore, as long as � remains constant, the cost of each iteration is dominated

by the matrix vector products �>(�: − �I:) and �H:+1, each involving nnz�

flops (where nnz� is the number of nonzero elements in �) and the solution of a

dense linear system with cost O(=2
G) flops, if we assume the factorization of the

coefficient matrix to be available.

However, as we already mentioned, in order to reduce the number of iterations

until convergence it is crucial to change � during the execution of the algorithm,
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and each � update involves a new Cholesky factorization or matrix inverse,

which amount to O(=3
G) operations. This is the factor that really shifts the

runtime cost analysis in favor of (3.3) (especially for problems with a large

number of optimization variables), where no operations with cubic scaling are

ever performed.

Moreover, in addressing the runtime cost we can’t just consider scaling prop-

erties with respect to problem dimensions, but also to what degree the opera-

tions that are performed can effectively exploit the underlying computational

platform. The simplicity of iterations (3.3) is quite appealing because it allows

us to fully exploit the parallel computational capabilities of the underlying hard-

ware.

However throughout this analysis we implicitly assumed that we don’t need

to include in the runtime of the algorithm the cost of computing the change of

basis matrix ). Indeed, this is true in the case of linear and time invariant MPC,

but not longer holds when we consider nonlinear or time varying problems.

If the computation of ) must be considered in the runtime cost, the approach

presented in this section loses it’s appeal, as in order to obtain ) we need to

compute a Cholesky factorization, it’s inverse and an eigenvalue factorization,

which are all O(=3
G) operations, and eigenvalue factorizations in particular can

be very expensive and numerically unstable for large =G . For these reasons, the

version of ADMM in (3.3) should only be considered as a viable option when

implementing a linear, time-invariant MPC controller.

3.3 Overcoming ReLU-QP’s limitations

In an earlier section we identified some limitations in ReLU-QP’s approach,

mostly related to the way in which the solver handles � updates, and here we

discuss our solutions for addressing them. We integrated the proposed adjust-

ments in a custom implementation of the ReLU-QP algorithm, written directly

in CUDA-C++, and using cuBLAS (NVIDIA’s proprietary BLAS implementa-

tion) as a linear algebra backend. We postpone a numerical evaluation of the

proposed implementation to the next chapter.

36



CHAPTER 3. GPU ACCELERATED ADMM

3.3.1 Memory consumption

We propose using the factorization of %−1
� introduced in the previous section

in order to avoid storing multiple copies of ,� and !�. Rewriting %−1
� = )(� +

�Λ)−1)>, we have

,� =


−�)(� + �Λ)−1(�̄>�) 2�)(� + �Λ)−1�̄

> −)(� + �Λ)−1�̄
>

� − ��̄(� + �Λ)−1(�̄>�) 2��̄(� + �Λ)−1�̄
> − � 1

� � − �̄(� + �Λ)−1�̄
>

�� −�� �


therefore the matrix ,� can be assembled without having to first explicitly

compute %−1
� . While in order to form,� we still need to compute several dense

matrix products, these operations on GPU are much faster than matrix inversion,

therefore the total update cost is significantly reduced. Similar considerations

apply to the update of !�.

In order to perform fewer operations at each � update, we need to store

additional matrices other than ) and �̄, like �, �̄
>
� and �̄

>
. Therefore the total

memory consumption of this approach is approximately that of storing 2 copies

of,�, which is much less than what is needed by ReLU-QP.

While the proposed solution decreases significantly ReLU-QP’s memory con-

sumption and it reduces the amount of pre-computation performed before run-

ning the solver, it still involves a significant amount of overhead and therefore

isn’t well suited to Nonlinear MPC. Also, because it relies on an eigenvalue

factorization, the method is numerically sensitive on higher dimensional prob-

lem, which is unfortunate since these are the kind of problems where GPU

acceleration is most appealing.

3.3.2 Slow convergence on reduced precision arithmetic

Carrying out some numerical experiments where we ran ReLU-QP on float-

ing point 32 (fp32) arithmetic, we encountered some issues related to the con-

vergence speed of the solver in terms of number of iterations. We remark that

it is often desirable to run the solver on fp32 arithmetic because that allows to

exploit the greater computational throughput that SIMD hardware can deliver

on reduced precision arithmetic.

The first problem is related to the termination conditions. For QPs of the

form (2.25), the dual residual B: = ∇ℒ:� associated to ADMM iterates can be
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expressed in the following two equivalent ways:

B: = ��>(I:−1 − I:)
B: = �H: + 6 + �>�:

and ReLU-QP uses the second definition above. In our experiments it often

occurred that when running on fp32 such condition was never met within the

iteration limit of the solver. The issue instead disappeared when using the first

definition of B: .

This is likely related to the fact that ReLU-QP solves the H subproblems using

the explicit inverse of %�, which is a less numerically stable approach compared

to alternatives like the Cholesky factorization. As a consequence, when trying

to solve problems to high accuracy, the norm of ∇Hℒ can never decrease under

the given threshold because of the round-off error in the H updates.

ReLU-QP’s � updates with reduced granularity can also increase the number

of iterations until convergence on fp32. After adjusting the notion of dual

residual that is used to check convergence, we compared ReLU-QP with our

implementation of the solver (which only differs in the fact that it can follow the

update rule provided by (2.28) exactly) on a benchmark involving the solution

of randomly generated QPs of increasing problem dimension. In particular, for

each problem dimension, ranging from 10 to 500 in steps of 50 (excluded the last

one), we solve 100 QPs strictly convex QPs with a number of constraints equal to

25% of the optimization variables. Figure 3.3.2 displays the mean, the minimum

and the maximum number of iterations until convergence of the two solvers. As

we can see, the number of iterations of ReLU-QP can vary significantly, and it is

often much greater then that of our solver.
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Interestingly, this phenomenon disappears completely once we move to double

precision arithmetic.

3.4 Final remarks

In this chapter we discussed how the simultaneous diagonalization of the

Hessian of the Augmented Lagrangian can be used to eliminate the cost of

updating the value of � during the execution of ADMM for Quadratic Programs.

This approach was also used to address some limitations regarding memory

consumption and convergence speed of the GPU-accelerated solver ReLU-QP.

However because the proposed method relies on an eigenvalue factorization, it

can be numerically sensitive and isn’t well suited to Nonlinear MPC applications.

In the next chapter we set out to exploit the insights on � adaptation provided

by this technique, in order to develop similar methods that however require

much less overhead, and that can therefore be used in the context of Nonlinear

MPC.
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4
ADMM for large scale Nonlinear

MPC

In this chapter we consider a subclass of MPC problems for which ADMM

iterations have a particularly simple structure and that enables us to inexpen-

sively change the value of � online. The key advantage with respect to the

approach presented in the previous chapter, is that in this case there is no need

of computing specialized matrix factorizations ahead of running the algorithm.

Because of this fact, the application of the proposed method is not restricted to

MPC for Linear Time Invariant systems, and we demonstrate how it can be used

to deploy an efficient SQP scheme for Nonlinear MPC problems.

The proposed approach was used to implement a custom MPC solver, which

we compare against state of the art solvers like OSQP [23] and HPIPM [12] on a

variety of benchmark MPC problems. At the end of the chapter we compare the

methods introduced throughout the thesis on a high dimensional MPC problem

involving the stabilization of an Atlas humanoid robot.

4.1 Exploiting MPC problem structure to achieve

cost-free � adaptation

We consider linear MPC problems where the cost matrices are diagonal and

we only have box constraints, other than those defining the system’s dynamics.

These assumptions apply to a large percentage of the problems that are typically

41
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encountered in applications. Nonetheless there are some notable exceptions, and

in the following subsections we’ll show how we can make a few adjustments to

the algorithm in order to deal with some problems that fall outside of this class.

Consider a problem of the form:

min
{GC},{DC}

1

2
G>#%#G# + ?>#G# +

#−1∑
C=0

1

2
G>C &CGC + @>C GC +

1

2
D>C 'CDC + A>C DC

s.t G0 = Ḡ0

GC+1 = �CGC + �CDC + FC C = 0, . . . , # − 1

2G,C ≤ GC ≤ 3G,C C = 0, . . . , #

2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1

(4.1)

where we assume that &C , 'C for C = 0, . . . , # − 1 and %# are diagonal. Define:

H =

[
G>0 D>0 . . . G>

#−1
D>
#−1

G>
#

]>
X = {H s.t. G0 = Ḡ0, GC+1 = �CGC + �CDC + FC C = 0, . . . , # − 1}
C = {H s.t. 2G,C ≤ GC ≤ 3G,C C = 0, . . . , # , 2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1}
� = blockdiag{&0, '0, . . . &#−1, '#−1, %# }

6 =

[
@>0 A>0 . . . @>

#−1
A>
#−1

?>
#

]>
5 (H) = ℐC(H) +

1

2
H>�H + H>6

ℎ(H) = ℐX(H).
(4.2)

Notice that given our assumptions, � is diagonal. Introducing the splitting

variable I, which we partition as:

I =
[
I>G,0 I>D,0 . . . I>

G,#−1
I>
D,#−1

I>
G,#

]>
(4.3)

we can rewrite the problem above as:

min
H,I

5 (H) + ℎ(I)

s.t. H − I = 0.
(4.4)
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We set out to use ADMM to solve the Problem (4.4). Before doing so, we partition

the dual variables in a manner similar to the above:

� =

[
�>G,0 �>D,0 . . . �>

G,#−1
�>
D,#−1

�>
G,#

]>
. (4.5)

The augmented Lagrangian for Problem (4.4) is

ℒ�
(
H, I,�

)
= 5 (H) + ℎ(I) +

�

2
‖H + �

�
− I‖2 − 1

2�
‖�‖2

and thus ADMM’s iterations read

H:+1
= arg min

H
5 (H) +

�

2
‖H + �:

�
− I: ‖2

I:+1
= arg min

I
ℎ(I) +

�

2
‖H:+1 + �:

�
− I‖2

�:+1
= �: + �(H:+1 − I:+1)

(4.6)

Before proceeding we introduce a simple fact, which will be used in the follow-

ing.

Lemma 4.1.1. Consider the scalar optimization problem

min
H

�

2
H2 + 6H

s.t. 0 ≤ H ≤ 1

where � > 0 and 0 ≤ 1. It’s solution is given by

H∗ = Π[0,1]
(
−
6

�

)
.

Proof. The statement is verified by checking that if we consider the Lagrange

multiplier

�∗ = �(−
6

�
+Π[0,1]

(
−
6

�

)
)

then the pair (H∗, �∗) satisfies the KKT conditions of the problem. □
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We now take a closer look to the H and I updates. Starting with H, notice

5 (H) +
�

2
‖H + �:

�
− I: ‖2 = ℐC(H) +

1

2
H>�H + 6>H +

�

2
‖H + �:

�
− I: ‖2

= ℐC(H) +
1

2
H>(� + ��)H + (6 + �: − �I:)>H

up to constants in H. Note that � + �� is again diagonal, and positive definite.

We can then rewrite

H:+1
= arg min

H
5 (H) +

�

2
‖H + �:

�
− I: ‖2

= arg min
H∈C

1

2
H>(� + ��)H + (6 + �: − �I:)>H

where the QP above is box constrained and with diagonal hessian. We can

therefore solve with respect to each scalar variable independently, and applying

Lemma 4.1.1 we conclude that the H update takes the following form

H:+1
= ΠC

(
−(� + ��)−1(6 + �: − �I:)

)
(4.7)

which simply consists in a rescaling and clipping operation.

We then consider the I update, and we start again by rewriting the objective

of the subproblem

ℎ(I) +
�

2
‖H:+1 + �:

�
− I‖2 = ℐX(I) +

�

2
‖I‖2 − �(H:+1 + �:

�
)>I

up to constant terms in I. Thus:

I:+1
= arg min

I
ℎ(I) +

�

2
‖H:+1 + �:

�
− I‖2

= arg min
I∈X

�

2
‖I‖2 − �(H:+1 + �:

�
)>I

= arg min
I∈X

1

2
‖I‖2 − (H:+1 + �:

�
)>I

and finally recalling the definition of X and the way in which H, I, � are parti-
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tioned, we have

I:+1
= arg min

I

#−1∑
C=0

(
1

2
‖IG,C ‖2 − (G:C +

�:G,C
�
)>IG,C +

1

2
‖ID,C ‖2 − (D:C +

�:D,C
�
)>ID,C

)

+ 1

2
‖IG,# ‖2 − (G:# +

�:
G,#

�
)>IG,#

s.t. IG,0 = Ḡ0

IG,C+1 = �CIG,C + �CID,C + FC C = 0, . . . # − 1
(4.8)

which is a finite horizon LQR problem, whose solution is obtained through the

recursions in (2.6), and where the matrices &C , 'C and %# are all equal to the

identity of appropriate dimension.

Notice that all LQR subproblems arising during ADMM’s execution are

associated to a single Riccati recursion, which depends only on the matrices

�C and �C and can therefore be computed ahead of running the algorithm. The

solution of the Riccati, which is needed to compute the feedback gains C and the

matrices ('C+�)C %C+1�C)−1 (or the Cholesky factorizations of'C+�)C %C+1�C), is the

most computationally expensive step in solving an LQR problem as it requires

a number of flops that scales cubically in the system’s dimensions = and <. If

instead the quantities  C and ('C + �)C %C+1�C)−1 are given, all other operations

involve matrix vector products and vector sums and therefore their complexity

scales only quadratically in = and <. This fact makes the approach particularly

appealing for solving high dimensional problems, since, if the matrices �C and

�C don’t change across sampling times, we only need to perform operations that

are linear in # and quadratic in = and <, differently than in other approaches

where each algorithm iteration requires solving a Riccati recursion, like for

Interior Point-based solvers.

4.1.1 Constraints and penalties on system outputs

We now consider a variant of the MPC problem previously introduced,

where we have constraints and penalties not on the state itself, but on an output

quantity EC = �CGC that is a linear transformation of the state. Before proceeding,

note that when the matrices �C are selection matrices, we can use the method

presented in the previous section without any change. The MPC problems that

45
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we are considering take the following form:

min
{GC},{DC}

1

2
E>#%#E# + ?>#G# +

#−1∑
C=0

1

2
E>C &CEC + @>C EC +

1

2
D>C 'CDC + A>C DC

s.t G0 = Ḡ0

GC+1 = �CGC + �CDC + FC C = 0, . . . , # − 1

2E,C ≤ EC ≤ 3E,C C = 0, . . . , #

2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1

(4.9)

To derive the expression for ADMM’s iterations we take a similar approach as

in the previous section. First we modify some definitions as follows:

H =

[
E>0 D>0 . . . E>

#−1
D>
#−1

E>
#

]>
C = {H s.t. 2E,C ≤ EC ≤ 3E,C C = 0, . . . , # , 2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1}.

Then Problem (4.9) is equivalent to

min
H,I

1

2
H>�H + 6>H + ℐC(H) + ℐX(I)

s.t. H − �I = 0

where the matrix � has the following block diagonal structure

� =



�0

�
. . .

�#−1

�

�#


The corresponding Augmented Lagrangian is

ℒ�
(
H, I,�

)
=

1

2
H>�H + 6>H + ℐC(H) + ℐX(I) +

�

2
‖H − �I + �

�
‖2
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thus the H update involves the minimization with respect to y of

1

2
H>�H + 6>H + ℐC(H) +

�

2
H>H + (�: − ��I:)>H

following the same reasoning as in the previous section we conclude that

H:+1
= ΠC

(
−(� + ��)−1(6 + �: − ��I:

)

which again consists in a rescaling and a clipping operation. The I update

instead involves the minimization with respect to I of:

�

2
I>�>�I − �(H:+1 + �:

�
)>�I + ℐX(I).

Dividing the objective by � and recalling the structure of �, we conclude that

the I update is performed by solving the finite horizon LQR problem:

min
{IG,C},{ID,C}

#−1∑
C=0

(
1

2
I>G,C�

>
C �CIG,C − (G:C +

�:G,C
�
)>�CIG,C +

1

2
‖ID,C ‖2 − (D:C +

�:D,C
�
)>ID,C

)

1

2
I>G,#�

>
#�# IG,# − (G:# +

�:
G,#

�
)>�# IG,#

s.t. IG,0 = Ḡ0

IG,C+1 = �CIG,C + �CID,C + FC C = 0, . . . , # − 1

These LQR problems have the same structural properties as the ones encoun-

tered in the previous section. In particular, they are all associated to the same

Riccati recursion. Finally, the dual update is simply given by

�:+1
= �: + �(H:+1 − �I:+1).

Having derived the structure of ADMM’s iterations for Problem (4.9), we again

notice that we can change the value of � during the execution of the algorithm

without incurring any additional cost due to having to re-compute matrix fac-

torizations or inverses.
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4.1.2 Dense terminal cost matrix

Here we consider the class of problems having the same structure of (4.4),

but where the terminal cost matrix %# is non-diagonal. This type of problems

are quite common, as choosing %# = %∞, where %∞ is the solution of the discrete

time algebraic Riccati equation, has favorable implications from the point of view

of stability guarantees, and typically allows one to decrease the horizon length,

therefore reducing the dimensionality of the MPC problem and as a consequence

obtaining faster solve times. In order to adjust the proposed approach to this

class of problems, we augment the terminal state as follows:

G̃C = GC C = 0, . . . , # − 1

G̃# =

[
G#

)G#

]

where %# = )>Λ) is the eigenvalue factorization of %# . Then by defining

�̃C = �C , �̃C = �C , F̃C = FC C = 0, . . . , # − 2

2̃G,C = 2G,C , 3̃G,C = 3G,C C = 0, . . . , # − 1

�̃#−1 =

[
�#−1 0

)�#−1 0

]
, �̃#−1 =

[
�#−1

)�#−1

]
, F̃#−1 =

[
FC

)FC

]

%̃# =

[
0 0

0 Λ

]
, ?̃# =

[
0

?#

]

2̃G,# =

[
2G,#

−∞

]
, 3̃G,# =

[
3G,#

+∞

]
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we can rewrite the original problem in terms of the new state variable G̃C :

min
{G̃C},{DC}

1

2
G̃># %̃# G̃# + ?̃># G̃# +

#−1∑
C=0

1

2
G̃>C &C G̃C + @>C G̃C +

1

2
D>C 'CDC + A>C DC

s.t. G̃0 = Ḡ0

G̃C+1 = �̃C G̃C + �̃CDC + F̃C C = 0, . . . # − 1

2̃G,C ≤ G̃C ≤ 3̃G,C C = 0, . . . , #

2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1

where here &̃C , 'C and %̃# are diagonal, and therefore we can apply the method

presented in Section 4.1. In terms of computational cost per ADMM iteration,

the additional overhead introduced by augmenting the terminal state is quite

minimal, however it may be that reformulating the problem in this way leads to

slower convergence.

Another method for dealing with problems where %# is not diagonal consists in

slightly modifying the H update step. Recall that for Problem (4.1) the H-update

takes the following form:

H:+1
= arg min

H

1

2
G># (%# + ��)G# + (?# + �:G,# − �I:G,# )

>G#

+
#−1∑
C=0

1

2
G>C (&C + ��)GC + (@C + �:G,C − �I:G,C)>GC

+ 1

2
D>C ('C + ��)DC + (AC + �:D,C − �I:D,C)>DC

s.t. 2G,C ≤ GC ≤ 3G,C C = 0, . . . , #

2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1

Regardless of wether the matrices&C , 'C and %# are diagonal, the minimization

can always be performed independently in terms of each state variable GC and

control variable DC . In particular when only %# is dense, the updates of GC and

DC for C = 0, . . . , # − 1 remain unchanged, while GC+1
#

is computed by solving the
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following box constrained QP:

GC+1
# = arg min

G#

1

2
G># (%# + ��)G# + (?# + �:G,# − �I:G,# )

>G# (4.10)

s.t. 2G,# ≤ G# ≤ 3G,# (4.11)

Unless the equality constraints are trivial, because the hessian %# + �� is dense

no closed form solution exists and we must use an iterative method.

Some preliminary experiments suggest that when we employ the latter ap-

proach, subproblems (4.10) are rather simple to solve, especially when the hori-

zon is rather long, and that therefore the proposed ADMM formulation can

also be used when %# is non-diagonal, with little additional overhead. More

extensive testing is left as future work.

4.1.3 Another variant of ADMM for MPC

Let us consider again the class of problems introduced in Section 4.1. The

novelty of the ADMM formulation proposed in Section 4.1 simply stems from

appropriately splitting the objective, and from exploiting the assumptions on the

cost matrices and the constraints. Here we introduce a very similar approach,

that relies on a different way of splitting the objective. Recall that we can rewrite

Problem 4.1 as:

min
H

1

2
H>�H + 6>H + ℐC(H) + ℐX(H)

a more typical way of solving this problem with ADMM involves rewriting it as:

min
H,I

1

2
H>�H + 6>H + ℐX(H) + ℐC(I)

s.t. H − I = 0 .

We define 5 (H) = 1
2 H
>�H + 6>H + ℐX(H) and ℎ(I) = ℐC(I), and obtain the usual

ADMM iterations:

H:+1
= arg min

H
5 (H) +

�

2
‖H + �:

�
− I: ‖2

I:+1
= arg min

I
ℎ(I) +

�

2
‖H:+1 + �:

�
− I‖2

�:+1
= �: + �(H:+1 − I:+1)
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where now the H-update is an LQR problem with the following structure:

min
{GC},{DC}

1

2
G># (%# + ��)G# + (?# + �G,# − �IG,# )>G#

+
#−1∑
C=0

1

2
G>C (&C + ��)GC + (@C + �G,C − �IG,C)>GC

+
#−1∑
C=0

1

2
D>C ('C + ��)DC + (AC + �D,C − �ID,C)>DC

s.t G0 = Ḡ0

GC+1 = �CGC + �CDC + FC C = 0, . . . , # − 1

(4.12)

here the variables � and I are partitioned as in (4.5) and (4.3). Now we further

assume all (diagonal) matrices &C , 'C and %# to be positive definite, and we

introduce the following change of variables:

G̃C = &
1
2

C GC C = 0, . . . , # − 1

G̃# = %
1
2

#
G#

D̃C = '
1
2

C DC C = 0, . . . , # − 1

the constraints defining the dynamics can then be rewritten in terms of the new

variables as:

G̃0 = &
1
2

0 G0

G̃C+1 = �̃C G̃C + �̃C D̃C + F̃C C = 0, . . . # − 1

where we defined

�̃C = &
1
2

C+1 �C &
− 1

2

C C = 0, . . . # − 2

�̃C = &
1
2

C+1 �C '
− 1

2

C C = 0, . . . # − 2

F̃C = &
1
2

C+1 FC C = 0, . . . , # − 2

�̃#−1 = %
1
2

#
�C &

− 1
2

#−1

�̃#−1 = %
1
2

#
�C '

− 1
2

#−1

F̃#−1 = %
1
2

#
FC .
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We also rewrite the box constraints in terms of the new variables. Notice that

because the change of basis matrices &
1
2

C , '
1
2

C and %
1
2

#
are diagonal and with

strictly positive diagonal entries, if we define:

2̃G,C = &
1
2

C 2G,C , 3̃G,C = &
1
2

C 3G,C C = 0, . . . , # − 1

2̃G,# = %
1
2

#
2G,# , 3̃G,# = %

1
2

#
3G,#

2̃D,C = '
1
2

C 2D,C , 3̃D,C = '
1
2

C 3D,C C = 0, . . . , # − 1

the box constraints of the original problem are equivalent to:

2̃G,C ≤ G̃C ≤ 3̃G,C C = 0, . . . , #

2̃D,C ≤ D̃C ≤ 3̃D,C C = 0, . . . , # − 1 .

Finally, notice that, by construction, in the new basis the hessian matrix of the

original problem is equal to the identity, which implies that the LQR problem

associated to the H update in (4.12) can be rewritten as

min
{G̃C},{D̃C}

1

2
‖ G̃# ‖2 + (?̃# + �:G,# − �I:G,# )

> G̃#
1 + �

+
#−1∑
C=0

1

2
‖ G̃C ‖2 + (@̃C + �:G,C − �I:G,C)>

G̃C
1 + �

+
#−1∑
C=0

1

2
‖D̃C ‖ + (ÃC + �:D,C − �I:D,C))

D̃C
1 + �

s.t G̃0 =

√
&0 Ḡ0

G̃C+1 = �̃C G̃C + �̃C D̃C + F̃C C = 0, . . . , # − 1

where we defined @̃C , ÃC , ?̃# according to the change of variables. The splitting

variables update instead takes the form:

I:+1
= ΠC̃

(
H:+1 + �:

�

)

where C̃ is the set defined by the box constraints rewritten in terms of the new

variables.

We again obtained an ADMM formulation where � adaptation is completely

inexpensive, and the LQR problems arising from H-updates are always associate
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to the same Riccati recursion. In this case, however, we introduced stronger

assumptions on&C , 'C , %# , requiring them to be also positive definite. We could

actually relax such assumption, only requiring that when a&C matrix (or 'C , %# )

has a 0-entry in the diagonal, the corresponding component of the state at stage

C is unconstrained, and the same component in @C is set to 0. In the change of

basis matrix then such component would be replaced by an entry equal to 1.

Such formulation can also be applied to problems with nondiagonal stage

cost matrices, however we must require that all states and controls associated to

a nondiagonal stage cost matrix are unconstrained.

Fundamentally, this formulation and the one presented in 4.1 differ only in

the way in which we split the objective. The reason why we may be interested

in having both options at our disposal, is that it is empirically observed that on

a given problem different ways of splitting the objective may lead to different

convergence speed.

Dense terminal cost matrix

In this sub-section we generalize the approach just outlined to the case where

the terminal cost matrix %# is dense (but still positive definite), and we have

nontrivial constraints on the terminal state. If %# = *Λ*> is the eigenvalue

factorization of %# , we apply the change of basis G̃# = Λ
− 1

2*>G# to the terminal

state, and the usual change of basis to the other state and control variables. In

this way the H and � updates remain unchanged, while the I update takes the

following form:

min
I

1

2
‖I − H:+1 − �:

�
‖2 + ℐC̄(I)

where the set C̄ is:

C̄ = {I s.t. 2̃G,C ≤ IG,C ≤ 3G,C , 2̃D,C ≤ ID,C ≤ 3̃D,C C = 0, . . . , # − 1 ,

2G,# ≤ *Λ
− 1

2 IG,# ≤ 3G,# } .

Here the constraint on the terminal state is expressed in terms of the original

basis. Because of separability of the constraints and the objective, the splitting
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variables IG,C , ID,C for C = 0, . . . , # − 1 are updated in the usual way, namely:

I:+1
G,C = Π[2̃G,C ,3̃G,C]

(
G̃:+1
C +

�:G,C
�

)

I:+1
D,C = Π[2̃D,C ,3̃D,C]

(
D̃:+1
C +

�:D,C
�

)

while in order to compute I:+1
G,#

we need to solve the following optimization

problem:

min
IG,#

1

2
‖IG,# ‖2 − (G:+1

# +
�:
G,#

�
)>IG,#

s.t. 2G,# ≤ *Λ
− 1

2 IG,# ≤ 3G,#
which we recognize as a standard QP. For convenience, we rename � = IG,# ,

6 = −G:+1
#
− �:

G,#

� , � = *Λ
− 1

2 , 0 = 2G,# , 1 = 3G,# , so that the problem above can

be written as:

min
�

1

2
‖�‖2 + 6>�

s.t. 0 ≤ �� ≤ 1
(4.13)

Then introducing the splitting variable �, the dual variable � and the step-size

parameter �, by recalling Section 2.3.3 we immediately see that ADMM iterations

for the problem above take the following form:

�:+1
= −(� + ��>�)−1(6 + �>(�: − ��:))

�:+1
= Π[0,1]

(
��:+1 +

�:

�

)

�:+1
= �: + �(��:+1 − �:+1)

which has the exact same structure of the problems described in Section 3.2,

and in fact we can change the value of � during execution effectively without

incurring any cost, since we have �>� = Λ
− 1

2*>*Λ
− 1

2 = Λ
−1.

We note that this variant of the algorithm closely resembles the one described

in Section 4.1.2, with the difference that here the hessian of the terminal sub-

problem does not depend on�, and therefore Problem (4.13) is a multi-parametric

problem, where the vector of parameters is 6 = −G:+1
#
− �:

G,#

� .
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4.1.4 A condensing technique for input constrained problems

In this section we further specialize the class of MPC problems under con-

sideration. We only allow box constraints on the input, no disturbances can

enter the dynamics, and we additionally require that the reference state is the

origin, meaning that no linear terms may appear in the cost. If we assume to

have already performed the change of basis described in the previous section

(notice that given the additional structure that we are imposing, the matrices

&C and %# need not to be diagonal) we end up with a problem of the following

form:

min
{GC},{DC}

‖G# ‖2 +
#−1∑
C=0

‖GC ‖2 + ‖DC ‖2

s.t. G0 = Ḡ0

GC+1 = �CGC + �CDC C = 0, . . . , # − 1

2D,C ≤ DC ≤ 3D,C C = 0, . . . , # − 1

2G ≤ GC ≤ 3G C = 0, . . . , #

(4.14)

where. 2G = −∞ · 1 and 3G = +∞ · 1. If we assume to initialize to 0 the Lagrange

multipliers associated to the state variables, by following the procedure outlined

in the previous section we conclude that the primal update for the problem above

consists in solving the following class of LQR problem:

min
{GC},{DC}

#−1∑
C=0

(
1

2
‖GC ‖2 −

�

1 + �
G>C I

:
G,C +

1

2
‖DC ‖2 +

1

1 + �
D>C (�:D,C − �I:D,C)

)

+ 1

2
‖G# ‖2 −

�

1 + �
G># I

:
G,#

s.t. G0 = Ḡ0

GC+1 = �CGC + �CDC C = 0, . . . , # − 1

where the dual variables associated to the states are omitted because given our

assumptions they will always be equal to zero. For the same reason, the splitting

55



4.1. EXPLOITING MPC PROBLEM STRUCTURE TO ACHIEVE COST-FREE � ADAPTATION

variables are updated as follows:

I:+1
G,C = G:+1

C C = 0, . . . , #

I:+1
D,C = Π[2D,C ,3D,C]

(
D:+1
C +

�:D,C
�

)
C = 0, . . . , # − 1

while the dual variables associated to the controls are updated as usual:

�:+1
D,C = �:D,C + �(D:+1

C − I:+1
D,C ) .

We now set out to rewrite the primal update in such a way that no state-linear

terms are present in the cost. Assume that the algorithm is initialized so that

G0
0 = Ḡ0

G0
C+1 = �CG

0
C + �CD0

C C = 0, . . . , # − 1

I0
G,C = G0

C C = 0, . . . , #

meaning that at each ADMM iteration : = 0, 1, . . . the primal state variables are

equal to the splitting state variables and they satisfy the dynamical constraints,

as well as the initial condition. We apply a change of variables in the primal

update, rewriting:

GC =
�

1 + �
G:C + ΔGC C = 0, . . . , #

DC =
�

1 + �
D:C + ΔDC C = 0, . . . , # − 1 .

We then rewrite the cost as (up to constant terms):

#−1∑
C=0

(
1

2
‖GC −

�

1 + �
I:G,C ‖2 +

1

2
‖DC +

1

1 + �
�:D,C −

�

1 + �
I:D,C ‖2

)

+ 1

2
‖G# −

�

1 + �
I:G,# ‖

2
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then applying the change of variables, and recalling that I:G,C = G:C the above

equates to:

#−1∑
C=0

(
1

2
‖ΔGC ‖2 +

1

2
‖ΔDC +

1

1 + �
�:D,C +

�

1 + �
(D:C − I:D,C)‖2

)

+ 1

2
‖ΔG# ‖2 .

The dynamical constraints can instead be rewritten as follows:

GC+1 = �CGC + �CDC ⇐⇒
�

1 + �
G:C+1 + ΔGC+1 = �C(

�

1 + �
G:C + ΔGC) + �C(

�

1 + �
D:C + ΔDC) ⇐⇒

ΔGC+1 = �CΔGC + �CΔDC

since by assumption G:C+1 = �CG
:
C + �CD:C . Finally the initial condition takes the

following form:

G0 = Ḡ0 ⇐⇒
�

1 + �
G0 + ΔG0 = Ḡ0 ⇐⇒

ΔG0 =
1

1 + �
Ḡ0 .

From the above derivation we conclude that we can rewrite the ADMM primal

update associated to Problem (4.14) in such a way that no state-linear terms

are present in the cost of the corresponding LQR problem. Motivated by this

application, we now introduce a condensing approach for computing the solution

of LQR subproblems like (2.5), where @C = FC = 0. Recall that the solution of a

general LQR problem is given by the recursion in (2.6). By defining:

�C = (�C − �C C)> , �C = − >C
�C = ('C + �>C %C+1�C)−1�>C

�C = ('C + �>C %C+1�C)−1

57



4.1. EXPLOITING MPC PROBLEM STRUCTURE TO ACHIEVE COST-FREE � ADAPTATION

we can rewrite such recursion in terms of the evolution of the following linear

system:

?C = �C?C+1 + �CAC
5C = �C?C+1 + �CAC C = # − 1, . . . , 0

with ?# = 0. Then the feedforward terms 5C can be written in compact form as

a linear function of the AC ’s:



50

51
...

5#−1


=



�0 �0�1 �0�1�2 . . . �0

(
Π
#−2
C=1 �C

)
�#−1

0 �1 �1�2 . . . �1

(
Π
#−3
C=1 �C

)
�#−1

...
...

...
. . .

...

0 0 0 . . . �#−1





A0

A1
...

A#−1


(4.15)

where we call the matrix defining such linear map ,
5
A . Then recall that the

expressions of the controls and of the states are given by:

DC = − CGC − 5C
GC+1 = �CGC + �CDC C = 0, . . . , # − 1

with G0 = Ḡ0. Call EC =  CGC and rewrite

GC+1 = (�C − �C C)GC − �C 5C = �>C GC − �C 5C .

After expressing the states GC in terms of the initial condition Ḡ0 and the feed-

forward terms 5C , we can compute the feedback terms EC as follows:



E0

E1

E2
...

E#−1


=



0 0 . . . 0 0

− 1�0 0 . . . 0 0

− 2�
>
1 �0  2�1 . . . 0 0
...

...
. . .

...
...

− #−1

(
Π
#−2
C=1 �

>
C

)
�0  #−1

(
Π
#−3
C=1 �

>
C

)
�1 . . .  #−1�#−2 0





50

51

52
...

5#−1



+



 0

 1�
>
0

 2�
>
1 �
>
0

...

 #−1Π
#−2
C=0 �

>
C


Ḡ0
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Now let u, v, r, f be the vectors obtained by vertically stacking {DC}#−1
C=0 , {EC}#−1

C=0 ,

{AC}#−1
C=0 , { 5C}#−1

C=0 and define ) and,E
5

such that:

v = )Ḡ0 +,E
5 f .

Then we finally obtain:

u = −v − f

= −)Ḡ0 − (,E
5 + �),

5
A r

=,

[
Ḡ0

r

]

The main benefit of this approach is that it allows us to write the solution of

the LQR as a single matrix-vector product, which, depending on the system’s

dimension, can be advantageous from a computational point of view, as it may

allow us to achieve an higher floating point throughput, by for example exploit-

ing multi-threading. A similar line of reasoning can be used when we have

non-zero state linear terms and disturbances, however in that case the resulting

matrix, will have a significantly greater number of columns.

The reason why this method for computing the LQR solution may be particu-

larly beneficial for problems like (4.14), is that it essentially allows us to disregard

the state variables. Indeed, since the state variables are unconstrained, we don’t

need to explicitly compute them, except when we check wether dual feasibility

is satisfied within a given tolerance, as in some cases we might achieve �-dual

feasibility in the control variables, but not in the state variables (this doesn’t

apply to primal feasibility as the states are unconstrained). However, as long as

the optimal MPC law is stabilizing (in the informal meaning of the word), we

might assume that a variation of order � in the controls will result in a small

variation in the states, and thus we may only check convergence on the control

variables.

One might wonder why use the condensing scheme outlined here instead of

explicitly condensing the MPC problem and then using the approach described

in Section (3.2), which also allows inexpensive � adaptation, while relying on

much weaker assumptions about the problem structure. One first benefit is

that here we didn’t rely on eigenvalue factorizations, which can be numerically

unstable for large matrices, but actually the crucial difference is that with this
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approach we only perform one dense matrix-vector product per iteration, instead

of two.

4.2 A novel ADMM-based solver for MPC

The algorithm presented in the previous section was implemented in a cus-

tom solver for MPC problems written in the C programming language and

wrapped into a Python library. In the following, unless otherwise stated, we are

always going to refer to the variant of the algorithm presented in Section 4.1

The overall algorithm is summarized in Algorithm 1, and we also imple-

mented a variant that adopts the ADMM acceleration scheme introduced in

Section 2.3.2.

We use the termination conditions presented in (2.21), with the infinity norm

‖ · ‖∞ as is done by OSQP. We slightly modified OSQP’s � update logic (2.28) as

follows:

�+ = �

√
max{‖A‖∞, 10−4}
max{‖B‖∞, 10−4} (4.16)

We actually perform a � update only when �+ ≥ �� or �+ ≤ ��, where � ≥ 1 is a

user-defined tolerance, by default set to 1. This conditional � update logic was

found to be beneficial on problems with poor numerical conditioning. Given our

problem structure, the residuals take a particularly simple form, and therefore

they can be computed rather cheaply:

A: = H: − I:

B: = �(I:−1 − I:) .

For this reason, by default we check the termination conditions and update

the value of � every 10 ADMM iterations, and, again like in OSQP, the default

starting � value is 0.1. We set the maximum number of iterations to 4000.

4.2.1 Warm starting

One of the reasons why ADMM can be an effective strategy to solve MPC

problems is that the scheme is easily warm started. In Model Predictive Control,

for a large percentage of the total operation, the controller will solve problems

that are very similar from one sampling time to the next, with the exception of
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Algorithm 1 ADMM solver logic

Require: Data defining the dynamics: {�C}#−1
C=0 , {�C}#−1

C=0 , {FC}#−1
C=0 .

Require: Bounds for states and controls: {2G,C}#C=0, {3G,C}#C=0, {2D,C}#−1
C=0 , {3D,C}#−1

C=0 .

Require: Data defining the cost: {@C}#−1
C=0 , {AC}#−1

C=0 , ?# and {&C}#−1
C=0 , {'C}#−1

C=0 ,
%# diagonal.
Solve the Riccati associated to (4.8) to obtain {('C + �)C %C+1�C)−1}#−1

C=0 and

{ C}#−1
C=0 .

Initialize H ← 0, I ← 0, �← 0, �← 0.1.
: ← 1
while : ≤ 4000 do

Update H as in (4.7).
Update I as in (4.8).
�← � + �(H − I).
if : mod 10 = 0 then

Check the termination criteria (2.21) and return if they are met.
Update � according to (4.16).

end if
: ← : + 1

end while

when we have reference changes. It is therefore beneficial to employ a strategy

that can take advantage of previous solutions in order to accelerate convergence

on the current problem.

OSQP’s simple approach to warm starting consists in saving the variables H,

I and �, so that the algorithm at the next sampling time can start from a state

that might be close to the solution. While this method is effective, it doesn’t

fully exploit our knowledge of the control problem. Indeed, intuition suggests

that our best guess of the optimal control sequence at the new sampling time is

obtained by shifting the previous solution.

This is the approach that we take with our solver. Denoting by {G−1
C , D

−1
C },

{�−1
G,C ,�

−1
D,C} the optimal primal and dual variables obtained at the previous sam-
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pling time, we initialize the ADMM state as follows:

G0
C = I0

G,C = G−1
C+1 C = 0, . . . , # − 1

�0
G,C = �−1

G,C+1 C = 0, . . . , # − 1

D0
C = I0

D,C = D
−1
C+1 C = 0, . . . , # − 2

�0
D,C = �−1

D,C+1 C = 0, . . . , # − 2

D0
#−1 = I0

D,#−1 = D−1
#−1

�0
D,#−1 = 0

G0
# = I0

G,# = G−1
#

�0
G,# = 0

Note that in the above C doesn’t represent time, but rather the index in the {GC}
and {DC} sequences that constitute the optimization variables. We also warm

start � by simply saving it’s final value at the previous sampling time.

4.2.2 Code generation at runtime

In order to evaluate the validity of the proposed method, it is essential to

compare it’s performance against the state of the art on a suite of benchmark

problems. However the results of such comparison are necessarily affected not

only by the characteristics of the algorithms being evaluated, but also by the

corresponding implementation. Indeed, to maximize performance, most state

of the art solver provide tailored implementations of linear algebra routines. For

example this is the case for OSQP, which provides it’s own linear system solver

QDLDL. The high performance solver HPIPM instead relies on Blasfeo [13], a

linear algebra backend tailored for embedded optimization.

However, implementing highly optimized linear algebra routines is outside

the scope of this thesis, as this is a demanding process that requires extensive

tuning and careful code optimization, based on the characteristics of the hard-

ware in use. Therefore, in order to close the performance gap without having to

write a full linear algebra backend, we opted for the option of generating critical

code at runtime.

Indeed, a large percentage of the operations that are executed by the CPU

while the algorithm is running are matrix vector products and element-wise

vector operations that can greatly take advantage of the kind of compiler op-
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timizations that are available when the values of =, < and # are known (like

loop-unrolling and vectorized floating point operations).

In particular, we allow the user to call a Python method that takes the given

values of =, < and # and re-compiles the solver with those parameters fixed.

While this strategy leads to higher storage consumption, as the solver’s object

code is essentially duplicated, such overhead is negligible for most applications.

Indeed, when compiling the solver code into a shared library on Ubuntu 22.04

and with gcc, the resulting .so file takes up only 85KB of storage, which is quite

a small amount even for modern embedded systems.

4.3 Comparison with the state of the art

In this section we compare the performance of the proposed solver with

OSQP [23] and the Optimal Control Problem (OCP) version of HPIPM [12] on

several linear MPC problems. OSQP is a state of the art ADMM solver for

convex QPs that is often used for MPC, while HPIPM, based on the interior

point method, is widely considered as an excellent high performance, open

source solver for MPC applications.

Our primary aim is to compare against OSQP, which represents the state

of the art of ADMM-based solvers used in MPC. However we also include the

Interior Point solver HPIPM in the comparison in order to showcase what are

the strengths and weaknesses of ADMM with respect to other optimization

algorithms in the context of MPC. HPIPM also represents the state of the art of

MPC solvers in general, without restricing to operator splitting approaches.

For each problem the solvers will be compared in terms of average and worst

case solve times, with different tolerances � for their termination conditions. In

particular, we are going to compare performance with a relatively tight tolerance

� = 10−4, a medium tolerance � = 10−3 and a looser tolerance � = 10−3 · √=G ,
where =G = (= + <) · # + = is the number of optimization variables.

We use the same tolerances for all three solvers because their termination

criteria are very similar. OSQP’s termination criteria are essentially the same

as the ones of the proposed solver, with the only difference being that OSQP

computes the dual residual as the gradient of the Lagrangian, while our solver

computes B: = �(I:−1 − I:). As discussed in Section 3.3.2 the two definitions are

equivalent, but they can sometimes lead to different behavior due to numerical

round-off errors. That said, since all benchmarks were run on double precision

63



4.3. COMPARISON WITH THE STATE OF THE ART

arithmetic, this issue wasn’t taken into consideration. HPIPM’s termination con-

ditions are instead expressed in terms of the KKT system associated to problem,

but the only actual difference is that they also involve a check on the infinity

norm of the residuals for the complementarity conditions.

In the evaluation of the solve time we didn’t include all pre-computations

that the solvers may run as initialization. For example, when the problem data

is specified, our solver computes the solution of a Riccati recursion in order

to obtain the feedback gains  C and the matrices ('C + �)C %C+1�C)−1 necessary

to solve the I-subproblems (4.8). Similarly, OSQP runs a matrix equilibration

routine and then computes the symbolic factorization of a KKT system, as well

as it’s actual factorization for the initial value of �. We didn’t include these steps

in the computation of the total solve time because for linear and time invariant

MPC they can indeed be performed offline. However that is not the case for

Nonlinear or time varying problems, and we leave such comparison to future

work.

Since OSQP and the proposed solver are both based on ADMM, they will

also be compared in terms of the number of iterations until convergence. That

said, while this comparison provides useful insights into some properties of the

solvers, it was considered to be of secondary importance, and therefore it was

restricted to the higher tolerance case � = 10−3 · √=G .
We rely on default configurations to determine how often OSQP and our

solver check their termination criteria. That implies that OSQP checks con-

vergence every 25 iterations, while our solver performs a first check after a 3

iterations and afterwards every 10 iterations. The reason why our solver checks

termination more frequently is that it can compute primal and dual residuals

quite inexpensively, as was discussed in Section 4.2. This is fundamentally due

to the fact that in our ADMM formulation the equality constraints associated to

the dynamics are always dealt with implicitly. That is not the case for OSQP, for

which residual computation is more costly.

For the proposed solver and HPIPM, we also considered different configura-

tions. Namely, we compared both the accelerated and non-accelerated variant

of the proposed solver, while HPIPM is run both in mode speed and speed-abs.

speed-abs trades precision for increased speed, and while in this mode HPIPM

generally produced more noisy control signals compared to the other solvers,

and therefore it may be thought of as being equivalent to using a reduced

tolerance for the termination conditions, we still decided to include it in the
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comparison, as if one wants to use HPIPM while minimizing solve times, this

option is available.

Excluding the case of HPIPM inspeed-absmode, the closed loop simulations

showed no noticeable difference between the various solvers. We generally

found that to be true also across different tolerance levels, and no solver ever

failed to stabilize the closed loop system. For such reasons, and given the

relatively large number of examples, we decided not to show the plots of the

closed loop simulations.

In all tables and figures, the different solvers will be denoted by the following

labels:

• proposed, for the non-accelerated version of the proposed solver.

• proposed-acc, for the accelerated version of the proposed solver.

• osqp, for OSQP.

• hpipm-speed, for HPIPM in speedmode.

• hpipm-abs, fro HPIPM in speed-absmode.

All benchmarks where performed on a MacBook Air 2020 edition, equipped

with a M1-series processor.

Before discussing the benchmark results, we end the section with a note on

OSQP. While with the proposed solver and HPIPM-OCP we are restricted to

using the non-condensed MPC formulation, that is not the case with OSQP.

However, for the problems considered, we found that using OSQP with the

non-condensed formulation generally lead to better performance, with some

exceptions on small systems like the double integrator. Moreover, even in the less

frequent cases where the condensed formulation performed better, the speedup

was never very significant, while the converse was true on higher dimensional

problems. Motivated by these reasons, we chose to only show the results for the

non-condensed formulation.

4.3.1 Double integrator

We control a standard discrete time double integrator system, whose dy-

namics is defined by:

GC+1 = �GC + �DC , � =

[
1 1

0 1

]
, � =

[
0

1

]
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the initial state is G0 =

[
10 5

]>
, and we aim at regulating GC to the origin. The

Model Predictive Control problem takes the form:

min
{DC},{GC}

G>#&G# +
#−1∑
C=0

G>C &GC + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2G ≤ GC ≤ 3G C = 0, . . . , #

2D ≤ DC ≤ 3D C = 0, . . . , # − 1

with & = �2, ' = �1, 2G =

[
−35 −30

]>
, 3G =

[
35 30

]>
, 2D = −1, 3D = 1,

and # = 20. The initial problem is quite challenging, since G0 is close to the

boundary of the feasible set. The timing results are averaged over 200 separate

simulations.

From Figure 4.1 we can see that OSQP in the first few sampling times takes

a lot of iterations to reach convergence compared to the proposed solver, whose

convergence speed quickly increases, showing the benefit of our warm starting

technique.

Figure 4.1: Double integrator. Number of iterations until convergence.

As we can see from Table 4.1, for all tolerance levels the accelerated variant

of our solver is the fastest in terms of average solve time. However HPIPM is by
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far the more consistent solver. Indeed it’s worst case solve times don’t increase

significantly as � decreases, and they are generally very close to the average as

we can see from Table 4.2. This is typical of solvers based on the Interior Point

Method.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

7.87 · 10−3 0.040 0.025 1.021 0.054 0.033

10−3 0.045 0.027 1.116 0.060 0.035
10−4 0.061 0.034 1.242 0.068 0.037

Table 4.1: Double integrator. Average solve times, in milliseconds.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

7.87 · 10−3 0.548 0.295 6.344 0.079 0.049

10−3 0.790 0.434 6.182 0.082 0.055

10−4 1.031 0.545 6.232 0.094 0.051

Table 4.2: Double integrator. Worst case solve times, in milliseconds.

4.3.2 DC motor

In this benchmark we control a second order linear model of a DC motor,

with a stable pole and one in the origin. The continuous time dynamics are

G¤ = �2G + �2D, � =

[
0 1

0 − 1
)<

]
, � =

[
0

:<

]

and they are discretized with Backward Euler and a sampling time of 0.01s.

The state components G =

[
� $

]>
represent an angle and the relative angular

velocity. The system initially starts in the origin and the control task consists

in following a time varying step reference Gref, which every � seconds switches

between G1 =

[
�
4 0

]>
and G2 =

[
−�

4 0
]>

. The reference is fed to all controllers

in preview mode. We add bounds on angular velocity and the input signal.
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Overall the MPC problem takes the following form

min
{DC},{GC}

(G# − Gref)>&(G# − Gref) +
#−1∑
C=0

(GC − Gref)>&(GC − Gref) + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2G ≤ GC ≤ 3G C = 0, . . . , #

2D ≤ DC ≤ 3D C = 0, . . . , # − 1

where& = diag{100, 0.1}, ' =

[
0.1

]
, 2G =

[
−∞ −5

]>
, 3G =

[
+∞ 5

]>
, 2D = −5,

3D = 5, and # = 30. We average the timing results over 50 simulations.

Figure 4.2 compares our solver and OSQP in terms of iterations until con-

vergence, when � = 1. We can see that our solver is more affected by reference

changes. Tables 4.3 and 4.4 show average and worst case solve times. On higher

Figure 4.2: DC motor, � = 1. Number of iterations until convergence.

tolerances the accelerated version of the proposed solver is the best in terms

of average solve time, with the un-accelerated version in close second, while

HPIPM is superior in terms of worst case solve times. For this problem however,

again on high tolerances, our solver’s worst case times are very comparable to

those of HPIPM in speedmode.

We repeat the same benchmark but decreasing the duty cycle of the reference,
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setting � = 0.5. The comparison in terms of number of iterations is shown

in Figure 4.3, while solve times are compared in Tables 4.5 and 4.6. Similar

considerations as for � = 1 apply here.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

9.59 · 10−3 0.013 0.011 0.087 0.043 0.024
10−3 0.028 0.022 0.090 0.051 0.030

10−4 0.063 0.059 0.101 0.053 0.032

Table 4.3: DC motor, � = 1. Average solve times, in milliseconds.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

9.59 · 10−3 0.110 0.102 0.196 0.102 0.061

10−3 0.161 0.156 0.251 0.116 0.061

10−4 0.210 0.238 0.317 0.128 0.071

Table 4.4: DC motor, � = 1. Worst case solve times, in milliseconds.

Figure 4.3: DC motor, � = 0.5. Number of iterations until convergence.

4.3.3 Inverted pendulum on a cart

In this benchmark we stabilize an inverted pendulum on a cart which is ini-

tially perturbed from the upward equilibrium. We simulate the system through

RK4 integration of the nonlinear continuous time dynamics, and instead use the
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� proposed proposed-acc osqp hpipm-speed hpipm-abs

9.59 · 10−3 0.029 0.023 0.109 0.068 0.037

10−3 0.054 0.044 0.114 0.076 0.043

10−4 0.094 0.081 0.138 0.080 0.047

Table 4.5: DC motor, � = 0.5. Average solve times, in milliseconds.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

9.59 · 10−3 0.118 0.113 0.194 0.124 0.061

10−3 0.162 0.155 0.248 0.117 0.061

10−4 0.208 0.390 0.307 0.129 0.094

Table 4.6: DC motor, � = 0.5. Worst case solve times, in milliseconds.

linearized model in the controller, which computes the thrust to be applied to

the cart. The tip of the pendulum and the cart are modeled as point masses,

connected through an infinitely stiff link. The system model can be obtained

through standard procedures from Lagrangian Mechanics. The sampling time

is set to 0.02s and the timing results are averaged over 100 simulations.

The system’s state is G =

[
? � E $

]>
and the initial condition is G0 =[

−1.5 �
6 0 0

]>
. The MPC problem takes the form

min
{DC},{GC}

G)#&G# +
#−1∑
C=0

G>C &GC + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2D ≤ DC ≤ 3D C = 0, . . . , # − 1

with & = diag{10, 10, 0.1, 0.1}, ' = [0.001] and # = 80. The problem turns out

to be very hard for OSQP, as we can see from Figure 4.4. This may be due to

the fact that we are controlling an unstable system over a long horizon, which

may introduce numerical instability for OSQP’s general purpose KKT matrix

factorization procedures based on dynamic pivoting. Instead since our solver

and HPIPM explicitly use the Riccati recursion for solving subproblems, they

are less affected by this issue.

Analyzing average and worst case solve times in Tables 4.7 and 4.8, we notice

a similar pattern as in the previous examples. On higher tolerances our solver
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Figure 4.4: Inverted pendulum on a cart. Number of iterations until convergence.

displays the best average solve times, and worst case times similar to those of

HPIPM in speed mode. However HPIPM is generally more consistent, while

instead on this benchmark OSQP falls far behind.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

2.01 · 10−2 0.029 0.042 2.738 0.146 0.086

10−3 0.139 0.155 7.787 0.160 0.096

10−4 0.340 0.340 10.936 0.169 0.102

Table 4.7: Inverted pendulum on a cart. Average solve times, in milliseconds.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

2.01 · 10−2 0.363 0.441 24.618 0.424 0.253

10−3 1.073 1.102 47.523 0.452 0.278

10−4 1.692 1.692 47.085 0.452 0.302

Table 4.8: Inverted pendulum on a cart. Worst case solve times, in milliseconds.

4.3.4 Aircraft control

This benchmark involves controlling the linearization of the longitudinal

dynamics of an aircraft at altitude 3000 ft and velocity 0.6 Mach, [21]. The

problem is inspired from the example MPC Control of Aircraft with Unstable

Poles from Matlab.
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The system’s state is four dimensional, and the components are forward

velocity, attack angle, pitch rate, pitch angle. The control variables are the

elevator and flaperon angles. Angles are measured in degrees, while position

is measured in feet. We use the linearized model both in the simulation and

for the controller. The continuous time dynamics is discretized with Backward

Euler and a sampling time of 0.05s. The system starts in G0 = 0 and the controller

follows a time varying reference in the pitch angle. Timing results are averaged

over 25 simulations. The MPC problem takes the following form:

min
{DC},{GC}

(G# − Gref)>&(G# − Gref) +
#−1∑
C=0

(GC − Gref)>&(GC − Gref) + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2D ≤ DC ≤ 3D C = 0, . . . , # − 1

with & = diag{10−4, 102, 10−3, 102}, ' = 10−2 · �2, 2D =

[
−25 −25

]>
, 3D =[

25 25
]>

and # = 50. The reference is provided to the controller in preview

mode. This is a rather challenging MPC problem, for several reasons. First of

Figure 4.5: Aircraft control. Number of iterations until convergence.

all, the reference changes every 50 simulation steps, therefore, since # = 50, we

have a reference change at every sampling time. Moreover, the chosen sampling
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time, corresponding to a control frequency of 20Hz, is rather large given that

the linearized model has an highly unstable pole. Finally the penalty matrix &

has a very poor condition number. This choice of & is necessary in order for the

controller to be able to accurately follow the reference pitch angle.

We set the value of � (4.16) to 10 and we disabled the warm starting scheme

decribed in 4.2.1. However, as we can see from Figure 4.5, the proposed solver

still takes a rather significant amount of iterations to converge. OSQP instead

appears to be less effected by the problem’s poor numerical conditioning. As

� proposed proposed-acc osqp hpipm-speed hpipm-abs

1.74 · 10−2 0.657 0.747 0.489 0.248 0.151

10−3 1.346 1.396 0.579 0.280 0.171

10−4 1.949 1.851 0.657 0.304 0.181

Table 4.9: Aircraft control. Average solve times, in milliseconds.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

1.74 · 10−2 2.943 2.815 3.772 0.489 0.322

10−3 3.842 3.330 9.273 0.516 0.353

10−4 4.667 3.804 14.086 0.548 0.359

Table 4.10: Aircraft control. Worst case solve times, in milliseconds.

we can see from Tables 4.9 and 4.10, overall HPIPM performs significantly better

then the ADMM-based solvers on this problem. Indeed, Interior Point Methods

are particularly effective on challenging problems like the one here considered.

One other possible explanation for the large number of iterations needed by

our solver to reach convergence may be related to the way in which we split

the objective in our ADMM formulation. Indeed, different ways of splitting the

objective lead to different convergence properties for the algorithm, and it may

be the case that for this particular problem the splitting that we used leads to

slower convergence.

4.3.5 Binary distillation column

In this example we apply MPC to control a chemical process, namely a binary

distillation column. The example is taken from [1]. The system model is linear,

with 11 state components and 3 control variables. We aim at regulating the state

to the origin from a displaced initial condition, while satisfying input bound
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constraints and with a control horizon of 15. Timing results are averaged over

100 simulations.

The given problem is quite simple since the system is stable and we don’t

have time varying references, but it isn’t completely trivial since some control

bounds are active for most of the simulation. This is reflected in the trend of

the number of iterations until convergence, shown in Figure 4.6. As we can

Figure 4.6: Binary distillation column. Number of iterations until convergence.

see from Tables 4.11 the proposed solver shows compelling performance on

higher tolerances, while as in most of the other examples HPIPM is better at

higher precision, and in terms of worst case solve times, which are reported in

Table 4.12.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

1.49 · 10−2 0.031 0.050 0.616 0.092 0.055

10−3 0.061 0.121 0.752 0.102 0.064
10−4 0.097 0.205 0.940 0.109 0.068

Table 4.11: Binary distillation column. Average solve times, in milliseconds.

4.3.6 Quadrotor control

In this benchmark we control a quadrotor, a mechanical system actuated by

4 vertical motors. The nonlinear dynamics are those of a rigid body subject to
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� proposed proposed-acc osqp hpipm-speed hpipm-abs

1.49 · 10−2 0.227 0.703 2.126 0.154 0.089

10−3 0.308 0.931 2.441 0.152 0.095

10−4 0.382 1.111 2.442 0.246 0.109

Table 4.12: Binary distillation column. Worst case solve times, in milliseconds.

gravity, influenced by the thrusts generated by the motors D1, D2, D3, D4 through

the total thrust ) = D1 + D2 + D3 + D4 that acts on the cartesian accelerations, and

torques acting on the roll, pitch and yaw angular accelerations:

�) = ;(D2 − D4)
�� = ;(D3 − D1)
�# = 2(D2 + D4 − D1 − D3)

We simulate the system’s dynamics through RK4 integration of the nonlinear

model, while the controller is provided with the linearization about the upward

equilibrium configuration with constant inputs D1 = D2 = D3 = D4 =
<6
4 for grav-

ity compensation, discretized with Backward Euler. The quadrotor is initially

tilted by �
6 radians in the x and y directions, and it is displaced by 10 meters

from the origin in the x direction. We set the sampling time to 0.01s. The MPC

control problem takes the form:

min
{DC},{GC}

G>#&G# +
#−1∑
C=0

G>C &GC + ΔD>C 'ΔDC

s.t. G0 = Ḡ0

GC+1 = �GC + �(D̄ + ΔDC) C = 0, . . . , # − 1

2D ≤ D̄ + ΔDC ≤ 3D C = 0, . . . , # − 1

where& = diag{0.5, 0.01, 0.5, 0.01, 0.5, 0.01, 100, 0.1, 100, 0.1, 100, 0.1},' = 10−2·
�4, 2D =

[
−4 −4 −4 −4

]>
, 3D =

[
4 4 4 4

]>
and # = 80. Timing results

are averaged over 25 simulations. This problem is rather high dimensional,

since the total number of optimization variables is 1280. The proposed solver

shows compelling performance on high tolerances, with an average solve time 3

times smaller then HPIPM, as we can see in Table 4.13. This showcases how the

method is particularly well suited to moderate-to-high dimensional systems, as

the solution of the ADMM subproblems is only quadratic in system and control
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Figure 4.7: Quadrotor control. Number of iterations until convergence.

dimensions = and <, while an Interior Point based solver like HPIPM needs

to solve a full Riccati recursion at each inner iteration, whose cost is cubic in =

and <. However we notice that as we decrease the tolerance �, both the pro-

posed solver and OSQP incur in significant slowdowns, as they need a lot more

iterations to reach convergence.

Even at the higher tolerance, on this particular problem OSQP takes a rather

large number of iterations to reach convergence, as we can see in Figure 4.7,

especially if we compare with our solver. This fact may be due to similar reasons

as those discussed for the inverted pendulum on a cart, as the control horizon is

quite long and the eigenvalues of matrix� are on the boundary of the unit circle,

thus making the matrix factorization procedure used by OSQP more subject to

numerical errors.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

3.59 · 10−2 0.084 0.103 3.353 0.556 0.252
10−3 0.918 1.229 10.066 1.346 0.544

10−4 2.075 2.227 16.178 1.577 0.673

Table 4.13: Quadrotor control. Average solve times, in milliseconds.
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� proposed proposed-acc osqp hpipm-speed hpipm-abs

3.59 · 10−2 1.344 1.258 11.225 1.467 0.775

10−3 3.285 3.043 24.795 1.723 1.060

10−4 5.539 4.101 34.320 1.976 1.161

Table 4.14: Quadrotor control. Worst case solve times, in milliseconds.

4.3.7 Chain of masses

In the final benchmark we consider a problem where we control a chain of

10 masses, connected through springs. This benchmarks is also taken from [1],

and it closely resembles the problem discussed in [11]. The spring forces are

modeled using Hook’s law:

�8 ,8+1 = 3(1 − !

‖?8+1 − ?8 ‖
)(?8+1 − ?8)

where ?8 denotes the 3-D cartesian coordinates of the 8-th mass. The first mass

is fixed in place, while we can directly control the 3-D velocity of the last mass.

The dynamics of the remaining ones are given by the following second order

ODEs:

?8¥ = −6 +
1

<
(�8 ,8+1 − �8−1,8)

The state G consists in total of 57 components, and we have 3 control variables,

corresponding to the components of the velocity vector of the last mass. The

system is initially perturbed from the reference equilibrium Gref, and we aim at

stabilizing the chain back to Gref without hitting a nearby wall.

The nonlinear dynamics is linearized about Gref with a rather large sampling

time of 0.2 seconds. The linearized model is used both for the simulation and

in the controller. We average the timing results over 10 simulations. The MPC

problem takes the following form:

min
{DC},{GC}

(G# − Gref)>&(G# − Gref) +
#−1∑
C=0

(GC − Gref)>&(GC − Gref) + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = �GC + �DC C = 0, . . . , # − 1

2G ≤ GC C = 0, . . . , #

2D ≤ DC ≤ 3D C = 0, . . . , # − 1
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where Q only penalizes the position of the last mass with a factor of 50, and all

velocities with a factor of 2, while ' = 0.02 · �3. The lower bound on the state

is nontrivial only for the y components of positions, which are constrained to

be greater then −0.2, representing the wall. The input is constrained between

2D =

[
−1 −1 −1

]>
and 3D =

[
1 1 1

]
. The horizon is set to 80, corresponding

to 16 seconds. For the proposed solver we set � = 5 and we disabled the

warm starting scheme described in 4.2.1. As we can see from Figure 4.8, on

Figure 4.8: Chain of masses. Number of iterations until convergence.

high tolerances the problem is not particularly challenging for both ADMM

solvers. The trend of the number of iterations until convergence is however

quite irregular, probably because of the large sampling time.

From Tables 4.15 and 4.16 we can see that the proposed solver performs quite

well on higher tolerances, however the computational effort increases drastically

when we require higher precision.

� proposed proposed-acc osqp hpipm-speed hpipm-abs

6.97 · 10−2 5.316 4.573 37.118 14.836 11.018

10−3 31.352 21.121 57.171 18.941 13.841

10−4 93.278 39.293 116.265 21.989 14.730

Table 4.15: Chain of masses. Average solve times, in milliseconds.
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� proposed proposed-acc osqp hpipm-speed hpipm-abs

6.97 · 10−2 18.402 15.004 269.163 23.784 18.586

10−3 383.991 227.280 463.853 30.310 23.427

10−4 434.709 469.143 560.721 34.817 21.990

Table 4.16: Chain of masses. Worst case solve times, in milliseconds.

4.3.8 Final remarks

In light of the results discussed in the previous sections, we see that, with

few exceptions, the proposed solver is consistently faster then OSQP on Model

Predictive Control problems, and the difference in performance increases sig-

nificantly on higher dimensional systems and with long horizon. This is not

surprising, since OSQP is a general purpose QP solver that cannot exploit di-

rectly the structure of MPC problems.

Overall, the main weakness of the proposed solver is the fact that it typically

struggles on more challenging problems, and when we require strict tolerances.

These are typical characteristics of ADMM-based solvers, and in fact we ob-

served similar properties for OSQP. Mitigating these shortcomings is certainly a

direction for future work.

4.4 Application to Nonlinear MPC

In this section we demonstrate how the proposed solver can be embedded

in a tailored SQP scheme to solve Nonlinear MPC problems. Our goal is not to

compare against the state of the art, but to simply showcase how the proposed

solver can be used in the context of Nonlinear MPC while achieving satisfactory

performance, even on challenging problems. A proper comparison with the

state of the art is left as future work.

We consider a problem where the controller is required to perform a swing-

up maneuver for an Acrobot, which is a specific type of double pendulum system

where only the elbow joint is actuated. The chosen task is quite challenging, since

the double pendulum is a highly nonlinear and unstable system, to the point of

exhibiting chaotic behavior when uncontrolled. The state space description of

the system’s dynamics was taken from [24], which is an open source platform

for benchmarking control algorithms for Acrobot and Pendubot systems (the

Pendubot is a double pendulum only actuated at the shoulder joint).
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Figure 4.9: A CAD representation of a double pendulum, from the open source
platform described in [24].

A tailored SQP scheme

At each sampling time the controller is required to solve a Nonlinear MPC

problem of the following form:

min
GC ,DC

G>#%#G# +
#−1∑
C=0

G>C &GC + D>C 'DC

s.t. G0 = Ḡ0

GC+1 = 5 (GC , DC) C = 0, . . . , # − 1

− 10 ≤ DC ≤ 10 : = 0, . . . # − 1

(4.17)

where Ḡ0 is the current state measurement and 5 (G, D) is the RK4 integrator

of the continuous time dynamics, with sampling time )B = 0.01s. The penalty

matrices were set to:

& = %# = diag{100, 10, 0.1, 0.1}, ' =

[
0.1

]

and the control horizon was # = 100. The proposed algorithm to solve Prob-

lem (4.17) follows the overall SQP structure described in Section 2.1.4. In par-

ticular it consists in an iterative linearization procedure with Gauss-Newton

Hessian approximation, where at each iteration we compute a set of update di-

rections {ΔG 8
:
}, {ΔD 8

:
} by solving the linear MPC problem obtained linearizing

the dynamical constraints and rewrting the objective and the box constraints in

terms of the increments {ΔG 8
:
}, {ΔD 8

:
}. Each SQP iteration yields a linear MPC
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problem of the form:

min
ΔGC ,ΔDC

(G# + ΔG# )>%# (G# + ΔG# )

+
#−1∑
C=0

(GC + ΔGC)>&(GC + ΔGC)

+
#−1∑
C=0

(DC + ΔDC)>'(DC + ΔDC)

s.t. ΔG0 = 0

ΔGC+1 = �CΔGC + �CΔDC + FC C = 0, . . . , # − 1

− 10 − DC ≤ ΔDC ≤ 10 − DC C = 0, . . . , # − 1

Since the matrices &, ' and %# are diagonal, we can solve such problems using

the proposed solver. Once the update directions are computed, we update the

optimization variables as follows:

G 8+1
C = G 8C + ΔG 8C
D 8+1
C = D 8C + ΔD 8C .

We stop the iterative linearization procedure once the norm of the update direc-

tions falls under a certain threshold, or when a predefined maximum number

of iterations is reached. Before returning the control D0, we project the state

variables on the manifold defined by the dynamical constraints, by performing

a forward simulation over the horizon length. In particular we set G0 = Ḡ0, and

then compute the remaining state variables as:

GC+1 = 5 (GC , DC) C = 0, . . . , # − 1

with the value of the controls fixed to the one obtained from the SQP scheme.

The maximum number of SQP iterations was set to 5, and the linear MPC

subproblems where solved with a tolerance of 10−3 on the primal and dual

residuals, and with � = 10 for � updates.

Simulation results

Figure 4.10 displays the results of the closed loop simulation. The angle �1 is

taken with respect to the vertical position, while �2 is relative to the axis defined
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by the first link. Given the chosen orientation of the G and H axes, in the starting

downward configuration we have �1 = � and �2 = 0, while in the reference

upward configuration �1 = �2 = 0. The benchmark was performed on a ma-

chine equipped with an x86.64, Intel(R) Xeon(R) w7-34 55 CPU. We recorded the

Figure 4.10: Behavior of the Nonlinear MPC controller for the Acrobot swing-up
maneuver.

controller’s solve times per iteration, averaging them over 50 different simula-

tions. Overall, the average solve time was tavg = 1.07 ms and the maximum solve

time was tmax = 7.03 ms. Solve times are recorded from the moment when the

controller is called until when the controller returns to the caller. Therefore they

include all operations performed within the SQP scheme previously described.

The proposed method exhibits compelling performance, especially given

the long control horizon. Nevertheless, there still is room for improvement.

Figure 4.11 displays the average number of ADMM iterations that are performed

per sampling time, where the average is taken over the number of SQP iterations

at the given sampling time. In order to improve readability, the plot is obtained

by convolving the true data with a moving average filter with a window of

5. Given that the controller is able to complete the task within the span of the
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Figure 4.11: Average number of ADMM iterations per sampling time.

horizon length, we would expect that the number of iterations until convergence

of the inner solver’s would fall more quickly. Instead, even at the one second

mark when the swing up maneuver is completed, the solver takes around 50

iterations to converge. This phenomenon resembles the kind of convergence

behavior that was observed in some of the benchmark problems introduced in

the previous section, and, as previously noted, it may be related to the way in

which we split the objective function in the approach described in Section 4.1.

4.5 Control of an Atlas humanoid robot

In this final chapter we consider a control problem involving the stabilization

of an Atlas humanoid robot. We use this example to assess the capabilities of the

various approaches proposed throughout this thesis to solve high dimensional

Model Predictive Control problems.

This example closely follows the one proposed in the ReLU-QP paper [6],

and in fact we use the model of Atlas provided in their GitHub repository [2],

where the number of state components is 58 and we can control 29 actuators. The

dynamics of Atlas are linearized about a reference equilibrium, and discretized

with RK4 and a sampling time )B = 0.01s. We use the linear model both for the

controller and for the simulation. The equilibrium state is initially perturbed
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with a large velocity disturbance, and the controller is tasked with stabilizing the

system without violating torque limits. The MPC problem takes the following

form:

min
{ΔDC},{ΔGC}

ΔG>#%∞ΔG# +
#−1∑
C=0

ΔG>C &ΔGC + ΔD>C 'ΔDC

s.t. ΔG0 = ΔḠ0

ΔGC+1 = �ΔGC + �ΔDC C = 0, . . . , # − 1

2D − Dref ≤ ΔDC ≤ 3D − Dref C = 0, . . . , # − 1

where the horizon length is # = 30, & and ' are diagonal and positive definite,

and %∞ is the solution of the discrete time algebraic Riccati equation associated

to �, �, & and '.

Compared solvers

On this particular problem, we found that the ADMM formulation intro-

duced in Section 4.1 led to particularly slow convergence, suggesting that the

proposed way of splitting the objective may not be beneficial for this problem.

Therefore, we instead employed the approach described in Section 4.1.3. The

solvers compared on this benchmark are the following:

• OSQP with the condensed MPC formulation (osqp-cond).

• OSQP with the non-condensed MPC formulation (osqp-sparse).

• HPIPM-OCP, in speed-absmode (hpipm).

• The PyTorch implementation of ReLU-QP (reluqp).

• Our implementation of ReLU-QP from Section 3.3 (reluqp-cuda).

• An ADMM solver based on the approach from Section 4.1.3 (cpu-sparse).
Additional implementation details for this solver are found in Appendix A.

• An ADMM solver based on the condensing technique described in 4.1.4
(cpu-cond).

Note that while reluqp and reluqp-cuda run on GPU, all other solvers are

completely CPU-based and single core, with the exception of cpu-cond which

exploits multi-threading through the linear algebra backend OpenBLAS [3] and

has access to a pool of 4 threads. Given the high dimensionality of the problem,

we implemented custom linear algebra routines for cpu-sparse, which rely on

SIMD instructions that can operate on 256-bit wide floating point registers.
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In the case of osqp-cond, osqp-sparse, reluqp and reluqp-cuda we used LQR

based pre-conditioning to re-parametrize the controls in terms of the feedback

law

ΔDC = − ∞ΔGC + EC

with  ∞ = (' + �)%∞�)−1�)%∞�. This strategy was found to be very beneficial

in improving convergence speed. Indeed, these solvers cannot make explicit

use of the LQR structure in computing matrix factorizations, and therefore they

are more subject to ill conditioning when the system’s dynamics are unstable,

especially because of the large number of optimization variables.

We ran reluqp-cuda, cpu-sparse and cpu-cond on fp32 arithmetic, since on

high dimensional problems reduced floating point precision allows increased

computational throughput by better exploiting SIMD capabilities. We also tried

to run reluqp on fp32, but we found that even when changing the definition of

dual residuals as discussed in Section 3.3, the solver failed to converge within

the maximum number of iterations.

Experimental setup

The benchmark was performed on a server computer equipped with an

x86.64, Intel(R) Xeon(R) w7-34 55 CPU and with an NVIDIA RTX 5000 Ada

Generation GPU. This is a very powerful hardware platform and therefore the

results of this benchmark aren’t representative of the absolute performance that

can be achieved even on higher end embedded devices. However, running

the benchmark on such device allows us to better evaluate to what extent dif-

ferent algorithms can benefit from hardware features like SIMD capabilities,

multi-threading and GPU acceleration, which are already present on modern

embedded compute platforms, but not as developed as they are on more high-

end computers.

The tolerance for the termination conditions was set to 10−2 for all solvers, and

we ran the closed loop simulation for 3 seconds (in simulation time), correspond-

ing to 300 iterations. The frequency of convergence checks and of � upadtes was

set to once every 10 iterations for all ADMM solvers. Solvers reluqp, reluqp-

cuda, cpu-sparse and cpu-cond also perform a first convergence check after

5 iterations, as early convergence checks may be beneficial for ADMM-based

solvers. We initially set � = 0.1, and all solvers successfully stabilized the closed

loop system.
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Discussion of the results

Tables 4.17 and 4.17 show the average and worst case times in milliseconds

(respectively Cavg and Cmax) for the different solvers. The same information is

reported in Figures 4.12 and 4.13, where however we didn’t include the results

related to OSQP to improve readability. Most ADMM-based solvers always

Figure 4.12: Atlas stabilization. Average solve times, in milliseconds.

converge within 75/100 iterations, with the exception of osqp-sparse which

sometimes runs for a few hundred iterations. However we don’t notice a great

difference in the average solve times of osqp-sparse and osqp-cond because

osqp-sparse’s iterations are cheaper, as OSQP’s linear system solver is tailored

for sparse systems. The significant difference between Cavg and Cmax for both

OSQP variants is explained by the fact that whenever � changes, a new KKT

system factorization is needed, whose computation is quite expensive given

the high dimensionality of the problem, especially when using the condensed

formulation since we loose part of the problem’s sparsity.

While HPIPM isn’t the fastest solver on this problem, it’s performance is still

quite good, even surpassing the PyTorch implementation of ReLU-QP. Indeed,

HPIPM’s linear algebra backend Blasfeo is capable of achieving a very large

fraction of the machine’s maximum floating point throughput for the given sys-

tem’s dimensions, as is reported in [12]. It is possible that HPIPM’s performance

would improve if the solver was run on fp32 arithmetic, however we weren’t

able to do that. In any case, HPIPM’s approach based on the Interior Point

86



CHAPTER 4. ADMM FOR LARGE SCALE NONLINEAR MPC

Figure 4.13: Atlas stabilization. Worst case solve times, in milliseconds.

Method has inherent limitations for this particular problem, which is rather

high dimensional and therefore the cost of solving a Riccati recursion at each

inner IPM iteration quickly adds up, due to the cubic scaling in system and

control dimension.

Solver Cavg Cmax

osqp-cond 17.705 324.458
osqp-sparse 26.921 144.910
hpipm 2.186 7.152
reluqp 3.440 12.783
reluqp-cuda 0.426 4.263
cpu-cond 0.087 0.434

cpu-sparse 0.163 1.031

Table 4.17: Atlas stabilization. Average and worst case solve times, in millisec-
onds.

Solvers reluqp-cuda, cpu-cond and cpu-sparse all achieved sub-millisecond

average solve times, showcasing how the capability to fully exploit parallel com-

putation joint with inexpensive � adaptation, makes ADMM a strong candidate

for tackling high dimensional Model Predictive Control problems. The results

of this benchmark suggest that GPU acceleration may not be particularly ben-

eficial for Model Predictive Control. This is due to the fact that even on larger

MPC problems like the one considered, we can only use a very small fraction

of the computational throughput that the GPU is capable of, and therefore it
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is instead more convenient to trade some of that throughput for lower latency,

which is where CPUs are best. That said, the results of this specific benchmark

cannot be used to draw general conclusions about the utility of GPUs in MPC,

even though they provide some insight, and having the option to run an MPC

controller on GPU is still very useful.
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5
Conclusions

In this thesis we proposed a set of ADMM-based algorithms for Model

Predictive Control that aim at reducing or eliminating completely the cost of

online �updates, while striving to fully exploit the highly parallel computational

model that is typical of modern hardware platforms.

We started by addressing some limitations of an existing GPU-based solver

for MPC in Chapter 3, and then in Chapter 4 we proposed several approaches

for solving MPC problems with ADMM that eliminate � adaptation overhead.

This methods were designed with the explicit goal of applying them within

Nonlinear MPC schemes, and indeed in Section 4.4 we demonstrated how a

custom solver based on one of the proposed approaches allowed us to achieve

close to sub-millisecond solve times when used within an SQP algorithm for

controlling an Acrobot system. Such solver was also compared against state

of the art algorithms for MPC in a series of benchmarks in Section 4.3, where

we observed significant improvements compared to existing ADMM solvers.

Finally, in Section 4.5 we compared the proposed algorithms against the state

of the art on a large scale MPC benchmark involving the stabilization of an

Atlas humanoid robot. The results validated our claim that the combination

of inexpensive � adaptation with an hardware-aware implementation makes

ADMM a very compelling option for Model Predictive Control applications

involving high dimensional systems.
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A
A custom ADMM solver for Atlas

control

In this chapter we describe an MPC solver tailored for the Atlas control

problem that is introduced in Section 4.5. Overall, the solver implements the

algorithm from in Section 4.1.3, but we exploited some additional structural

properties of the problem in order to improve performance. Recall that the

MPC problem which we are considering takes the following form:

min
{ΔDC},{ΔGC}

ΔG>#%∞ΔG# +
#−1∑
C=0

ΔG>C &ΔGC + ΔD>C 'ΔDC

s.t. ΔG0 = ΔḠ0

ΔGC+1 = �ΔGC + �ΔDC C = 0, . . . , # − 1

2D − Dref ≤ ΔDC ≤ 3D − Dref C = 0, . . . , # − 1

where the matrices & and ' are diagonal and positive definite, and %∞ is the

solution of the discrete time algebraic Riccati equation associated to �, �, &, '.

The system’s dimensions are =G = 58 and =D = 29, while the horizon length is

# = 30.

Reducing memory footprint and latency

To solve the problem above we use the algorithm outlined in Section 4.1.3.

Notice that even though %∞ is dense, we can use such algorithm because the
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state variables are unconstrained. Thus, if %∞ = *Λ*) is the eigenvalue decom-

position of %∞ (notice that given our assumptions on &, %∞ is positive definite),

we can apply a change of basis on the#-th state variables to obtain the following

MPC problem:

min
{ΔDC},{ΔGC}

ΔG>#ΛΔG# +
#−1∑
C=0

ΔG>C &ΔGC + ΔD>C 'ΔDC

s.t. ΔG0 = ΔḠ0

ΔGC+1 = �CΔGC + �CΔDC C = 0, . . . , # − 1

2D − Dref ≤ ΔDC ≤ 3D − Dref C = 0, . . . , # − 1

where �C = �, �C = � for C = 0, . . . , # − 2, while �#−1 = *)�, �#−1 = *)�. Let

ΔG̃C and ΔD̃C be the state and control variables after the further change of basis

required by the algorithm in Section 4.1.3. The LQR problem associated to the

primal ADMM updates takes the following form:

min
{ΔDC},{ΔGC}

#−1∑
C=0

‖ΔG̃C ‖2 +
1

1 + �
(�:G,C − �I:G,C)>ΔG̃C

+
#−1∑
C=0

‖ΔD̃C ‖2 +
1

1 + �
(�:D,C − �I:D,C)>ΔD̃C

+ 1

2
‖ΔG̃# ‖2 +

1

1 + �
(�:G,# − �I:G,# )

>
ΔG̃#

s.t. ΔG̃0 = ΔG̃̄0

ΔG̃C+1 = �̃CΔG̃C + �̃CΔD̃C C = 0, . . . , # − 1

and it’s solution is obtained through the recursion in (2.6), where we assume

the matrices  C and (C = (� + �̃>C %̃C+1�̃C)−1, for C = 0, . . . , # − 1 to have been

computed ahead of running the algorithm.

We now show that the matrices  C and (C are actually time-independent. Re-

92



APPENDIX A. A CUSTOM ADMM SOLVER FOR ATLAS CONTROL

calling the definition of �̃#−1 and �̃#−1, notice that:

(#−1 = (� + �̃>#−1�̃#−1)−1

= (� + '− 1
2�>*Λ*>�'−

1
2 )−1

= (� + '− 1
2�>%∞�'

− 1
2 )−1

 #−1 = (� + '− 1
2�>%∞�'

− 1
2 )−1�̃

>
#−1�̃#−1

= (� + '− 1
2�>%∞�'

− 1
2 )−1'−

1
2�>%∞�&

− 1
2 .

Now we inspect the Riccati recursion for the given LQR problem. Recalling

again the definition of �̃#−1 and �̃#−1, at time step # − 1 we have:

%̃#−1 = � + �̃>#−1�̃#−1 − �̃
>
#−1�̃#−1(� + �̃

>
#−1�̃#−1)−1�̃

>
#−1�̃

>
#−1

= � +&− 1
2�>%∞�&

− 1
2 −&− 1

2�>%∞�'
− 1

2 (� + '− 1
2�>%∞�'

− 1
2 )−1'−

1
2�>%∞�&

− 1
2

= &−
1
2
(
& + �>%∞� − �>%∞�(' + �>%∞�)−1�>%∞�

)
&−

1
2

= &−
1
2%∞&

− 1
2

then at time step # − 2, substituting �̃#−2 = &
1
2�&−

1
2 and �̃#−2 = &

1
2�'−

1
2 , we

obtain again

%̃#−2 = &−
1
2%∞&

− 1
2

and following the same reasoning we conclude that %̃C = &−
1
2%∞&−

1
2 for all

C = 0, . . . , # − 1. Finally, we compute  C and (C for C = 0, . . . , # − 2:

(C = (� + �̃
>
C %̃C+1�̃C)−1

= (� + '− 1
2�>&

1
2&−

1
2%∞&

− 1
2&

1
2�'−

1
2 )−1

= (� + '− 1
2�>%∞�'

− 1
2 )−1

= (#−1

 C = (� + �̃
>
C %̃C+1�̃C)−1�̃

>
C %̃C+1�̃C

= (� + '− 1
2�>%∞�'

− 1
2 )−1'−

1
2�>&

1
2&−

1
2%∞&

− 1
2&

1
2�&−

1
2

= (� + '− 1
2�>%∞�'

− 1
2 )−1'−

1
2�>%∞�&

− 1
2

=  #−1

and we see that (C and  C are time-invariant, as we set out to prove.
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As a whole, because �C and �C are also constant for C = 0, . . . , # − 2, we

actually need to store a much smaller number of matrices than in the general

case to compute the solution of LQR subproblems. Each  matrix consists of

58 · 29 = 1682 floating point numbers, which in turn correspond to 6728 bytes

of storage, assuming that we use standard precision arithmetic. Thus if we

actually stored 30 different  C matrices, we would use 269120 bytes of memory.

Considering that typical L1 cache sizes are around 32kB, the great advantage

of having to store fewer matrices is that the resulting memory footprint of the

algorithm is much lower, which in turn allows hit L1 caches more often, and

hence reduce latency.

Dedicated linear algebra routines

The most expensive step in each ADMM iteration is the solution of an LQR

subproblem, which in turn consist in performing a sequence of matrix-vector

products in the backward and forward propagations associated to (2.6). To

accelerate these operations, we provided a custom implementation of matrix-

vector product routines, which assumes the matrices to be stored in block format:

" =


"11 "12 . . .

"21 "22 . . .
...

...
...


.

Each block (typically referred to as panel or tile) has a fixed size <1 × =1 , and

it’s content is stored in column-major format. The blocks are instead stored

sequentially by row, meaning that, for example, "12 will follow "11. Such

storage format is referred to as panel-major format by Blasfeo [13].

Now consider the affine transformation:

G = H +"E

and suppose that we partition the vectors G, H, E according to the blocks dimen-

sion <1 and =1 :

G =


G1

G2
...


, H =


H1

H2
...


, E =


E1

E2
...


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meaning that each G and H sub-vector is of size <1 , while each E sub-vector

is of size =1 . We can then compute G = H + "E relying on a specialized and

optimized subroutine that performs the same operation on blocks, meaning that

it computes G8 = H8 + "8 9E 9 . Such subroutine is typically referred to as kernel,

and in our case it is generated by compiling a stand-alone C function where

G8 = H8 + "8 9E 9 is completely unrolled. This strategy in somewhat atypical in

the world of high performance linear algebra, since usually kernels are written

directly in assembly code (this is done for example in Blasfeo [13]) because com-

pilers are generally not effective in translating multi-loop implementations of

linear algebraic operations into efficient machine code. We found however that

by completely unrolling the operation and compiling it as a stand-alone C file,

the compiler was lead to making the correct optimizations and the generated

assembly code was exactly what we were looking for. This approach to gener-

ating the kernel is thus very convenient, as it allows us to obtain full portability

across computer architectures, without compromising on performance.

The overall algorithm is summarized in Algorithm 2, where we assume that

the dimensions of the matrix " are multiples of those of the tiles "8 9 . When

this is not the case, we either introduce extra logic to deal with special-sized

blocks, or we need to 0-pad the matrices and vectors. In our implementation

Algorithm 2 Vector Fused-Multiply-Add

Input: G, H ∈ R< , E ∈ R= , " ∈ R<×= .
<̄ ← < ÷ <1

=̄ ← = ÷ =1
for 8 = 1 to <̄ do
G8 ← H8 +"81E1

for 9 = 2 to =̄ do
G8 ← G8 +"8 9 · E 9

end for
end for

we opted for the second strategy. In fact, we chose =1 = <1 = 32, and since the

system’s dimensions are =G = 58 and =D = 29, the amount of padding wasn’t

very significant.

This approach to implementing linear algebra routines is particularly effec-

tive because by writing a specialized kernel we can benefit from techniques

like register blocking and take advantage of instruction pipelining, aggressive

loop-unrolling and SIMD arithmetic, but at the same time we can keep code size
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under control and increase code reuse, thus reducing latency by better utilizing

instruction pointer cache.
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