UNIVERSITY OF PADOVA

DEPARTMENT OF MATHEMATICS “TUurrio LEvI-CrviTA”

MasTER THESIS IN COMPUTER SCIENCE

GENERATIVE MODELS AS ASSOCIATIVE

MEMORIES

SUPERVISOR MaSTER CANDIDATE

ProOF. N1coLO NAVARIN VINCENZO SPINELLO

UNIVERSITY OF PADOVA

STUDENT ID

AcCADEMIC YEAR

2024-2025§

2097392



ii



“SOMEWHERE, SOMETHING INCREDIBLE IS WAITING TO BE KNOWN”

— CARL SAGAN



v



Abstract

The human brain is able to retrieve stored information starting from partial or noisy exter-
nal inputs by means of a cognitive function called associative memory. Artificial systems in-
spired by this cognitive ability aim to replicate this behavior by learning associations. In the
brain, not only the input but also the surrounding context can influence the retrieval of the
correct pattern. For example, humans are likely to recall an event when exposed to a related
context, highlighting the graph-like structure of human memory. In a similar way, this work
addresses relational tasks by demonstrating how generative models can construct internal rep-
resentations of a knowledge graph, where nodes correspond to concepts and edges represent
associations among them. Itis important to note that the models operate on instances of these
concepts (e.g., images), rather than symbolic labels, which makes the task more challenging.
This observation motivates the central theme of this work: employing generative architectures,
specifically Variational Autoencoders (VAEs) and Denoising Diffusion Probabilistic Models
(DDPMs), as associative memory systems. Rather than memorizing only exact examples, these
generative models exhibit the ability to generalize across related inputs. To evaluate this, we
introduce a customized version of MNIST consisting of concatenated pairs of digits (0-99)
augmented with relationships such as successor and predecessor. Both models are trained on
this dataset and analyzed in terms of their ability to perform relational queries; for example,
given a concept and a relation, determining the corresponding result, or given a concept, retriev-
ing all associated concepts, demonstrating their effectiveness as relational associative memory
systems.
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Introduction

Unlike traditional databases that store exact replicas of information, the human brain, through
the associative memory property, is able to recall specific memories from a stimulus. We can
recall a face when hearing a voice, remember an event when seeing a location, or infer missing
information from context. Artificial Associative Memories were among the earliest attempts to
mimic this human behavior. Hopfield Networks and Boltzmann Machines offered a method
to store patterns as minima in an energy landscape and retrieve them when an incomplete or
noisy version of the pattern is presented. Although these models demonstrated robustness to
noise, they were limited in important aspects, with little to no ability to generalize or gener-
ate novel but related outputs. Modern generative models, such as Variational Autoencoders
(VAEs) or Denoising Diftusion Probabilistic Models (DDPMs), are not designed to memorize
individual samples, but to capture the statistical structure of data distributions. As a conse-
quence, these models introduce a property that is lacking in classical artificial associative mem-
ory systems, namely generalization. When viewed as associative memories, these models learn
abstract representations of concepts, from which new, related patterns can be generated. From
this perspective, generative models offer a more plausible view of memory: not as static stor-
age, like a traditional database, but a dynamic system that reconstructs and transforms its input
depending on the context.

The models employed in this thesis are conditioned not only on raw inputs, for example
an image, but also on relational information. In this way, they can learn an internal graph

representation, where concepts are nodes and relations are edges. As shown in figure 1.1, nodes



correspond to entities (e.g., family members), while edges represent relationships (e.g., kinship).
It’s important to note that the input provided to the model is not a symbolic label such as "Bart’,
but rather an instance of that concept, like an image of Bart, that may be different from those
seen during training. When generative models are given an instance and a relation (e.g., an
image of Bart and ’son of’), they can generate an instance of the corresponding related node
("Homer’), imitating how humans use context and associations to recall memories.

The motivation of this work is to explore the connection between artificial associative mem-
ories and modern generative models. Exploring this connection can provide insights into how
Al systems can store, generalize, and reason over knowledge in a way that is similar to how hu-
man memory works, going beyond the limitations of classical associative memories. Our goal is
to show that generative models can act as associative memories, storing both concepts and rela-
tional information among them. In particular, we investigate how these models can be queried
with an input and additional relational information in order to retrieve associated concepts.
Unlike traditional associative memories, which store specific patterns, this work focuses on
the ability of modern generative architectures to generalize and store abstract concepts’. This
thesis investigates if generative models can extend traditional associative memories by learning
relational information among concepts. In order to do this, we implementa VAE anda DDPM
extended with learned relation embeddings, and evaluate their ability to perform relational rea-
soning on a customized MNIST dataset.

The remainder of this thesis is organized as follows:

* Chapter 2 (Background): introduces the fundamental concepts underlying Associa-
tive Memories, VAs and DDPMs. Moreover, related works are presented and analyzed,
highlighting similar architectures that have been proposed in recent years

* Chapter 3 (Methodology): this chapter presents the methodology adopted in this work,
including the main contributions, the dataset preparation, the model architectures, and
the relation embeddings.

* Chapter 4 (Experiments:) this chapter describes the architectures employed in this
work and the experimental setup. The second part presents the obtained results, with a
comparative analysis between the VAE and the DDPM.

* Conclusion: The final chapter summarizes the main findings of this thesis and discusses
tuture directions and possible extensions of the proposed architectures.

' A concept can be seen as a real-world object, while a pattern is a specific instance of a concept, e.g., a picture
of Bart is an instance of the Bart concept.
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Figure 1.1: Example of internal graph representation of a modern generative model when provided with additional relation

information. Nodes represent concepts, in this case family members, and edges are relationships among them. When
provided with a node and a relation, e.g., a family member and a kinship relationship, the generative models output the
corresponding node.






Background

In the past few years, there has been a convergence between deep generative models, particularly
Variational Autoencoders (VAEs) and Denoising Diftusion Probabilistic Models (DDPMs),
and studies of associative memory systems. While these domains have been evolving indepen-
dently, recent works [3, 4, 5] have revealed deep functional and conceptual similarity. Associa-
tive memories such as Hopfield networks, presented in [6], have been the default biologically-
inspired memory retrieval model for decades, where memories are stored as the attractor states
of an energy landscape. VAEs and DDPMs, by contrast, form a family of core frameworks
in generative modeling applied to most image, audio, and video generation problems. This
section addresses fundamental and modern techniques in these areas, highlighting how recent
advances enable mixing structured and relational outputs. This chapter addresses issues such as
the emergence of spurious states, the transition from memorization to generalization, and their
significance for generative modeling. Before proceeding in that way, we provide a presentation

of the architectures used in this work.

2.1 ASSOCIATIVE MEMORIES

As discussed in the previous section, an associative memory, in particular a Hopfield Network
[6], is an artificial intelligence model designed to replicate the neurobiological activities in-
volved in memory and retrieval of information. Recursive Auto-Associative Memory (RAAM)

is another notable associative memory model, introduced in [7]. Figure 2.1 illustrates the gen-
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Figure 2.1: Basic RAAM workflow. The original structured input is compressed into a fixed-length, lower-dimensional
representation through an encoder. This compressed code is then decoded in order to reconstruct the original structure.

eral workflow of a RAAM model: the original pattern is compressed into a lower dimensional
space, and then reconstructed in its original form; notably, this kind of model can be used to
compress data. This model can be characterized by three main properties that define how Re-

cursive Auto-Associative Memory (RAAM) operates:

* Auto-Association: the network is able to reconstruct the input from a compressed rep-
resentation. Asaconsequence, once information is partially lost or corrupted, the model
can still recover the original input. This mechanism ensures that the encoded represen-
tations remain faithful to the data from which they came.

* Recursive Representation Construction: in addition to reconstructing individual in-
puts, RAAM can recursively build hierarchical representations. As shown in Figure 2.2,
once the model has encoded a sample, this encoded vector can be concatenated with
another and passed again to the encoder. By repeating this process, the model is able to
create tree structures, allowing it to represent compositional data as parse trees in natural
language.

* Nonstationary Learning (Moving Target): RAAM, unlike static associative memo-
ries, must adapt while the training environment evolves. Indeed, as learning progresses,
the target representations themselves change, since each new recursive encoding depends
on previously learned encodings. In other words, the network is not learning a fixed set
of patterns, but a continuously shifting target. This property makes training more chal-
lenging, but also more biologically plausible, as it mirrors how human memory adapts
to dynamic contexts.

Figure 2.3 encapsulates the general workflow of RAAM.
An improved version of RAAM was later proposed in [8], introducing a novel property: the
concept of relationships among samples. This model takes as input both a target pattern and

other compressed, related patterns, creating links among them as illustrated in figure 2.4.

6



Figure 2.2: Tree-structured representation in RAAM. Individual symbols (A4, B, C, D) are recursively combined into
composite representations (R1, R2, R3), enabling the model to encode hierarchical structures.

RAAM
-

Figure 2.3: Expanded RAAM architecture. Pairs of input symbols (4, B and C, D) are encoded into intermediate
representations (R1, R2), which are further combined into a higher-level representation (R3). Decoders then reconstruct
the original inputs (4’, B', C’, D'), showing the recursive encoding-decoding process.

‘ LABEL ‘PI‘P2‘P3‘P4‘

NETWORK INPUT

‘ LABEL ‘ P1 ‘ P2 ‘ P3 ‘ P4 ‘ > ENCODER 4)

Figure 2.4: Workflow of the Linked Recursive Auto-Associative Memory (LRAAM) model: In LRAAM, each input pattern is

first compressed into a lower-dimensional representation. This compressed representation can then be referenced by other

patterns, allowing the model to form explicit associations between related patterns. Such recursive referencing enables the
construction of relational structures among stored items.



The process of storing a pattern into the memory is governed by the following rule:

M~ MU{(x,C(x1, %2, -, 2)) },

where x is the target pattern, and C(xy, x5, . . . , ;) denotes the set of compressed representa-
tions of related patterns.

Anotherkey modelin the field of associative memories, as already mentioned, is the Hopfield
network, first introduced by Hopfield [6]. A Hopfield network is a fully connected recurrent
neural network that stores information in the form of stable states, which correspond to the
local minima of an energy function in an n-dimensional state space (see Figure 2.5). The central
idea is that once the network is initialized with potentially noisy or incomplete input, it will
converge to the nearest stored pattern by progressively minimizing its energy function. The

synaptic weights are typically defined using the Hebbian learning rule:

T;'j = Z(zvij - 1)(2‘ij - 1)7 T;; =0

S
where v;; represents the state of neuron 7 in pattern s. Setting 7;; = 0 ensures that neurons
do not form self-connections. Each neuron’s state is updated according to the weighted sum

of its inputs so that the energy function:

E= —% > Ty
i#f
decreases monotonically for each update, moving the input towards the nearest attractor.
The original Hopfield Network was shown to successfully store up to 0.138 7 patterns, where
n is the number of neurons in the network. More recently, Krotov and Hopfield [9] proposed
a generalization of Hopfield networks, known as Dense Associative Memory (DAM). The key
improvement is in the storage capacity: while the classical model scales linearly with 7, the new
formulation, which introduces higher-order interaction terms in the energy function, achieves

a memory capacity that grows exponentially with 7:

E=) F()

which produces sharper local minima in the energy landscape. As a result, deeper and nar-
rower energy basins for stored patterns are created, making them more robust to noisy or cor-

rupted inputs. Furthermore, unlike the original model, Modern Hopfield Networks support



Local Minima (Stored Patterns)
State Space

o o

wﬁmramc n

N

Partial or noisy input

Figure 2.5: lllustration of an associative memory’s state space. Black dots represent stable states (local minima of the
energy function). The yellow dot marks the boundary of a basin of attraction, and the red triangle represents a noisy or
incomplete version of a stored pattern. Because this noisy pattern lies within the basin of attraction of the bottom-right

minimum, the network dynamics will iteratively update the state until it converges to that minimum, thereby retrieving the
original stored pattern.

continuous inputs and outputs rather than just binary states.

2.2 VARIATIONAL AUTOENCODERS

Variational Autoencoders (VAEs), introduced by Kingma and Welling [10], are powerful gen-
erative models that combine variational inference with the representational power of neural

networks. The architecture of a VA consists of two main parts:

* Encoder: a neural network that maps the input into a smaller space, called latent space
q5(2|x)

* Decoder: a neural network that, starting from the latent space, tries to reconstruct the
original input pg(x|2)

Figure 2.6 depicts this architecture. The goal of the training procedure is to maximize the
Evidence Lower Bound (ELBO):

L(6, p;x) = By, (1 [log ps(vl2)] — D (¢6(2lx) || p(2))

where the first term ensures accurate reconstructions and the second one regularizes the la-
tent space to match a prior p(z), typically a standard normal distribution N'(0, 7). The reg-
ularization term encourages a continuous latent manifold, where semantically similar inputs

are mapped into nearby regions. This property allows simple vector operations in the latent
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Figure 2.6: General architecture of a Variational Autoencoder: the first neural network is the encoder that projects the
input into a smaller n-dimensional space, the second part is the decoder, that tries to reconstruct the original input, starting
from the latent space

space to correspond to meaningful semantic transformations in the output domain [r1, 12].
A similar phenomenon is observed in associative memories: when presented with an incom-
plete or noisy cue, the system’s dynamics tend to map it to the nearest stored pattern that is
semantically related [13]. In recent years, new extensions of VAEs have been presented, like
Conditional Variational Autoencoders, introduced in [14]. This model introduces the con-
cept of a conditional variable y that can influence the output generation. Another interesting
extension of VAE is the Disentangled VAE, presented in [15]. The distinctive feature of this
model is the possibility to separate factors of variation, allowing independent manipulation of
attributes. These two models are conceptually linked to the relation embeddings used in this
work, where the model learns to transform the input according to additional information (e.g.,
+1, —51). Moreover, similar to Disentangled VAEs, this work separates a semantic variable, the
arithmetical relation, from the base input, i.e., visual characteristics, and uses it to control the

generation process.

2.3 DIFFUSION MODELS

The concept of gradually destroying data (diffusion) and learning the reverse process was first
introduced in [16], and subsequently implemented by [17]. Denoising Diffusion Probabilis-
tic Models (DDPMs) are a class of generative models that synthesize new data by learning to

gradually remove noise from data. There are two processes that affect this model:

* Forward Process: as a first step, the input x undergoes a diffusion process where it will
be gradually transformed from meaningful data to pure Gaussian noise x7 over 7 steps.

* Reverse Process: parameterized by a neural network &g, estimates the added noise and
tries to sample meaningful information from noise.

I0
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Figure 2.7: Schematic workflow of a DDPM. Left: forward process, where an input sample is progressively corrupted by
noise. Right: reverse process, where the model learns to iteratively denoise and reconstruct the data.

Figure 2.7 illustrates the general workflow of a DDPM. The forward process is governed by

the following formula:

q(el1) = N (51 /1 = B, %01, 8,])

where 8, is a variance schedule controlling noise levels at step # that will increase at each step,
ensuring that the final step 7'is almost pure noise. x is the original input that is corrupted as
the forward process goes on, and x; is the state of w at time step z. The term /1 — 3, x,_; scales

the previous state x;_, ensuring that the data signal progressively diminishes.

Regarding the reverse process, the following denoising objective is minimized:

£DM = Et,xo,g [Hg - E@(.X}, t)Hz}

that can be viewed as the process of denoising score matching, as discussed in the paper [18],
where the network learns to approximate the gradient of the log data density (the ”score func-
tion”). In this formula, £4(x,, #) is the denoising neural network that is tasked to predict the
noise added to sample x at time step z. The loss is the squared error between the true noise ¢

and the predicted noise. By minimizing Lpy, the model learns to remove the added noise.

As for Conditional VAEs, in recent years new variants of DDPMs have been proposed, as
[19, 20]. In the context of Conditional DDPM, additional information can be provided to the
model, steering the reverse process toward desired outputs. These condition variables make
these models act comparably as an associative recall: given a noisy or incomplete input, the
model converges toward a specific region in the data manifold, much like an energy-based mem-

ory system retrieving the nearest stored pattern

II



2.4 RELATED WORKS

The connection between generative models and associative memories has gained increasing at-
tention in the last few years, revealing theoretical and practical similarities. In [3], the authors
discuss how diffusion generative models can be interpreted as associative memories and how,
when trained on discrete patterns, their energy function becomes asymptotically identical to

that of Modern Hopfield Networks.
Modern Hopfield Networks are characterized by an energy function of the form

Eyvinn(x) = —é log Z exp (Bx'£)

where {£}%Y, represent stored patterns, x is the current state, and 8 > 0 is an inverse tem-
perature parameter controlling the sharpness of the energy basins. As discussed in Section 2.3,
DDPMs define a generative process through a series of denoising steps. This generative proce-
dure can be interpreted as a stochastic gradient flow on a learnable energy function. The core
idea of the paper [3] is that the negative log-density modeled by the diffusion process can be

interpreted as an energy function:

Fou(x) = — logp(x)

where pg(x) is the model’s approximation of the data distribution.
The reverse diffusion process corresponds to sampling from this energy landscape via Langevin

dynamics:

Xe—1 = Xp — gvxEDM(xt) + ﬁzta Zr ~ N(O,[)

where 7 is the step size, and 2, is Gaussian noise injected at each step to enable stochastic
sampling. As a consequence, when trained on discrete patterns, the energy function Epy ()
learned by DDPMs approximates the Modern Hopfield energy Eyn (), demonstrating that
DDPMs can indeed function as associative memories.

Moreover, it is shown that the diffusion-based system and the modern hopfield network
share essentially the same storage capacity, highlighting their theoretical connection. Since dif-
fusion models are inherently probabilistic, they can be interpreted as a stochastic recovery of
various possible stored patterns, instead of relying on deterministic attractor dynamics as in the

case of associative memories.
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Another relevant study was conducted by [4], where the creation of new samples by DDPMs
is interpreted as a failed attempt to recall a stored pattern. Particularly, three main phases can

be distinguished in the training processes, based on the size of the training set:

* Training on low-data regime: In this setting, the dimension of the training set is very
small. Asa consequence, the model stores a very limited amount of patterns and during
the recall phase, it generates almost identical samples as the ones seen during the training,
showing minimal novelty. In this scenario, the model acts similarly to a nearest-neighbor
recall in classical associative memories.

* Intermediate-data regime: As the dimension of dataset grows and the storage capacity
limit is exceeded, the model presents the so-called spurious states. A spurious state is
presented as the transition phase between memorization and generalization. In this state,
the model starts to interpolate between stored samples, leading to the creation of new
ones, hybrids combining features of multiple samples. As a result, unusual artifacts or
semantically ambiguous patterns may emerge, i.e., outputs that are neither exact replicas
of the training samples nor fully coherent novel samples.

* High-data regime: in the last phase, with a sufficiently large and diverse dataset, the
model transitions to a fully generative model. In the reverse process, the model no longer
samples exact replicas of the observed ones, but creates brand-new patterns that are sta-
tistically consistent with the training set.

The transition among the aforementioned states highlights the dual role of DDPMs as mem-
ory retrieval systems and generative mechanisms. In the context of this work, the use of relation
embeddings forces the model to not generate the exact replica of the training sample, but to
operate in the generalization regime. By conditioning the generation process on relation em-
beddings (e.g., transformations like 41 or —51), the model is forced to navigate the latent data
manifold in a controlled fashion, retrieving brand-new patterns that are semantically related.

Another related work is proposed by [21], where meta-learned energy-based memory models
are discussed. With this approach, the model learns an energy function where minima repre-
sent the stored patterns, that are subsequently retrieved starting from distorted or incomplete
inputs through gradient descent on the energy landscape. The main novelty of this work is the
introduction of conditioning signals, that can be viewed as the task identity. The condition
signal plays a role analogous to the relation embeddings presented in this thesis: both mecha-
nisms guide the retrieval or generation process in specific regions of the manifold. Moreover,

the approach proposed in [21] can rapidly adapt its energy function to new tasks, functioning
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as a meta-associative memory. However, while their model primarily focuses on rapid adapt-
ability to new tasks, the work presented in this thesis demonstrates that generative models can

be interpreted as task-conditioned associative memories.

A novel architecture designed for multi-modal data association, called “Associative Varia-
tional Autoencoder” (AVAE) and depicted in figure 2.8, is introduced in [1]. Unlike traditional
models that utilize a shared latent space across different modalities, AVAE adopts distributed
latent spaces for each modality connected through a cross-modal associators. These associators
learn how to transform one latent representation into another. Given a modality (e.g., an im-
age of a cat), the AVAE can generate the other corresponding modalities (e.g., the sound of the
cat) by mapping its latent representation through an associator into the target modality’s latent
space, and then decoding it. This design allows the model to connect different data types, such
as visual and auditory information, and enables the integration of new modalities in a seamless
fashion. Particularly, new modalities can be added without retraining the model, since each
modality has its own latent space and associators can be learned independently. Moreover, dis-
tributed latent structure allows to work on a subset of modalities for partially training. AVAE
can be interpreted as an associative model in which, given a stimulus from one modality, it
reconstructs the corresponding representation in another modality. AVAE presents some sim-
ilarities with this work: in AVAE, the associatiors connect different modalities and transform
the input into a related modality. In a similar way, this work transform the input through
the relation embeddings. Both approaches emphasize controlled navigation of the latent space
rather than simple reconstruction. Where AVAE focuses on cross-modal generalization, this

work focuses on intra-modal relational generalization (digit-to-digit within the same domain).

Another related model, with the goal to mimic the human brain functioning, is presented
in the paper [2], whose architecture, the Sparse Quantized Hopfield Network (SQHN) archi-
tecture, is illustrated in figure 2.9. SQHN adopts a sparse neural representation (where only
a subset of neurons are active at any time) and local learning rules, i.e., the network updates
weights based on local information (biology inspired). As other associative memories, SQHN
optimizes an energy function where memories correspond to low-energy states, and the net-
work evolves to find these attractors during recall. The architecture supports multiple memory
tasks, including auto-association where the model reconstructs corrupted inputs by retrieving
the stored memory most similar to the presented pattern, hetero-association where the network
can complete partially observed inputs, and recognition where the network identifies whether
an input corresponds to a stored memory or represents a novel pattern. It is worth noting

that hetero-association demonstrates the network’s ability to infer related information from in-
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Figure 2.8: Overview of the Associative Variational Auto-Encoder (AVAE) architecture, from [1]. Multiple autoencoders,
each with their own encoder-decoder pair, map modalities into latent spaces. Cross-modal associators translate between
these latent spaces, enabling an input from a modality to be reconstructed in another.

complete cues, showing similarities with the models presented in this thesis. Indeed, when the
SQHN is provided with a partial input corresponding to one component of a stored pattern,
it can output the related components. For instance, if SQHN has stored an image representing
the numbers 1 and 3 together, and it is given only the partial input corresponding to 1, the net-
work can output the associated number, 3. In a similar way, the models presented in this thesis
can generate a related concept when given a node and additional relation information. The
workflow of SQHN can be split into two processes: a feedforward sweep, in which the input
flows up to the root node, and a feedback sweep, where signals propagate downward. In the
feedforward sweep, when the input reaches the root node, the system chooses the most similar
stored pattern, while in the feedback sweep the hidden units are updated, enforcing consistency

across hidden nodes with the retrieved memory.
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Figure 2.9: Architecture of the Sparse Quantized Hopfield Network (SQHN), from [2]. The leftmost image illustrates the
auto-association task, in which a corrupted input is reconstructed into its original form. The central image depicts the
hetero-association task, where the model receives a partial input (half of an image) and reconstructs the missing portion,
demonstrating its ability to infer related patterns from incomplete cues. This mechanism shows similarities with the models
proposed in this thesis, which also generate related outputs conditioned on the input. The right block shows the
recognition task, in which the model determines whether an input corresponds to a stored memory or a novel pattern. In
these architectures, during the feedforward sweep, the input signal is propagated up to the root node, where the most
likely pattern is retrieved. In the feedback sweep, the signal is propagated down, encouraging hidden nodes to adopt the
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Methodology

In this chapter we present the methodology adopted in this thesis, describing the dataset prepa-
ration, the model architectures, the relation embeddings and the evaluation metrics. Our goal
is to demonstrate that modern generative architectures, Variational Autoencoders (VAEs) and
Denoising Diffusion Probabilist Models (DDPM:s), can successfully learn a knowledge graph
as an internal representation and map an input to a related concept. Once trained, these mod-
els can be queried using both an input and a relation. In the context of the knowledge graph
illustrated in figure 1.1, we can query these models with questions such as: "who is Homer’s
wife?” or ”Who is Lisa’s father?” It is important to distinguish between the concept and the in-
stance: a concept represents a real-world object, whereas an instance is a specific representation
of that concept (e.g., multiple pictures of a dog represent the same dog concept). We show that
the architectures presented in this thesis store concepts rather than individual instances, which
contrasts with traditional associative models. Furthermore, we introduce relation embeddings
to condition the outputs of generative models. Unlike LRAAM, where each node in the ab-
stract graph is composed of letters, our approach operates on images representing concepts. In
LRAAM, a label points to a compressed version of other letters, whereas in our approach, a
concept is linked to other related concepts.

Compared to the Associative VAE (AVAE) model, the main difference from our work is that
we focus on learning relations among concepts, whereas AVAE primarily models associations
between multiple modalities of the same concept. Hence, our work emphasizes relational rea-

soning between concepts, while AVAE emphasizes on cross-modal tasks.
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In the context of Sparse Quantized Hopfield Networks (SQHN), the network reconstructs
missing parts of an input when given incomplete information. The generative models pre-
sented in this work, on the other hand, can produce outputs conditioned not only on an input
but also on an additional relational signal (e.g., +1, -1, +12), reflecting their ability to execute
relationship-driven generation. While SQHN focuses on reconstructing corrupted or partial
inputs, generative models focus on producing new outputs that preserve relational structures,
thus providing generalization. The remainder of this chapter examines the main ingredients of

this thesis, concluding with the section dedicated to the main contribution.

3.1 EXTENDED MNIST DATASET

In order to evaluate associative memory capabilities in generative models, we extend the classical
MNIST dataset. In our customized version of MNIST, digits range from o to 99. Addition-
ally, we introduce explicit relations among numbers: +1, -1, +12,-12, +51, -5 1. An illustrative
example of this customized version is provided in figure 3.1. When a relation leads to an out-
of-range target (e.g., digit 64 with relation +-51), the target image is replaced with a black image,
signaling that the concept does not have a corresponding relation. The dataset is splitinto train-
ing, validation, and test sets, where the validation set is employed for early stopping when the

loss does not improve for 25 epochs, and the test set is used for evaluating model performance.

3.2 RELATION EMBEDDINGS

Relation embeddings are central to our methodology. Each generative model has eight embed-
dings: six representing arithmetic relations (+1, —1, +12, —12, +51, —51), one embedding
representing the mean of the first six, and one random embedding. The last two embeddings
are used to test model behavior when an invalid relation is provided. In VAEs, relation embed-
dings are concatenated with the input before encoding. In DDMs, relation embeddings serve

as conditioning signals in the denoising network ¢5(x;, £, 7), where » denotes the relation.

3.3 MODEL ARCHITECTURES

This thesis employs two classes of generative models: VAEs and DDMs. The VAE follows a
standard encoder-decoder architecture with latent dimension d,. The model is trained using

the Evidence Lower Bound (ELBO) loss, with the goal of generating the correct, related digit
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Figure 3.1: Example of the extended MNIST dataset. In this customized version, arithmetic relations among numbers are
introduced, and numbers range from O to 99. The number 35, depicted in the figure, has five valid related numbers: 34
through the -1 relation, 36 through the +1 relation, 23 through the -12 relation, 47 through the +12 relation, and 86
through the +51 relation (not shown in the figure).

given an input digit and a specified arithmetic relation. On the other hand, The DDM operates
following two processes: a forward process, which gradually corrupts xy into Gaussian noise,
and a reverse process, in which the denoising network is conditioned on both the timestep zand
the relation embedding ». The objective is to predict the noise ¢ conditioned on the relation,

effectively denoising the input towards the related digit.

3.4 EVALUATION METRICS

We evaluate the models on three aspects:

* Quality: Measures the fidelity of generated outputs, both at the pixel level and in terms
of human perceptual assessment.

* Correctness: Measures the capacity of the model to generate the correct digit. A sepa-
rate MNIST classifier is used to automatically assess the correctness.

* Coverage: Measures the capacity of the model to generate related concepts even when
provided an invalid relation. We use three strategies: (i) using the mean embedding of
the first six relations, (ii) using a random embedding, and (iii) enumerating all six valid
embeddings sequentially. The enumeration restarts once all embeddings have been used.
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3.5 MAIN CONTRIBUTIONS

The main contributions of this work can be summarized as follows:

* Demonstrating that modern generative models can be leveraged as associative mem-
ories: VAEs and DDPMs are reinterpreted as modern associative memory systems, capa-
ble of retrieving and generating patterns conditioned on relational signals. This extends
the scope of classical associative memories, which were limited to exact recall.

* Introduction of relation-conditioned memory retrieval: while traditional associative
memories map corrupted or partial inputs to stored patterns, we propose conditioning
the generative process with relation embeddings (e.g., +1, -1, +12, -12, +51, -51). This
allows the model to be context-dependent and retrieve and generate related concepts
rather than identical replicas.

* Extension of the MNIST dataset: in order to evaluate memory retrieval under rela-
tional transformations, we design and employ a customized version of MNIST (digits
0-99 formed by concatenated pairs)

* Comparative analysis of VAEs and DDPMs in terms of associative memory setting:
We compare the performance of VAEs and DDPMs in terms of the quality of generated
outputs, the correctness, and the coverage (i.e., given a random relation, how many re-
lated samples the model is able to generate?).

* Biological and cognitive inspiration: motivated by mechanisms of the human brain,
where context and relations play a crucial role in recall, we show that generative models
naturally learn graph representations of concepts.
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Experiments

In this chapter, we present in detail the architectures and the experiments performed in this

thesis *. It is organized into two main parts:

* Experimental Setup: we describe the customized implementations of the Variational
Autoencoder (VAE) and the Denoising Diffusion Probabilistic Model (DDPM). In this
section, we also discuss the training setup, including the choice of hyperparameters, the
overall workflow of both models, and the integration of relation embeddings.

* Results and Discussion: we analyze the outcomes of the experiments, presenting quan-
titative results as well as visualizations of generated images. Finally, we provide a compar-
ison between the two models and discuss the strengths and limitations of each approach.

Both models were trained on our extended version of MNIST, comprising a total of 240,000
samples. Particularly, 400 samples were generated for each digit—relation pair (e.g., 400 samples

of the digit 1 with relation +1, 400 samples of the digit 1 with relation -1, and so forth).

4.1 EXPERIMENTAL SETUP

Two generative models are explored in this thesis: the Variational Autoencoder (VAE) and the
Denoising Diftusion Probabilistic Model (DDPM). We begin by describing the architecture of
the VAE.

"The proposed experiments can be found at the following like: https://github.com/vinc-oo/Generative-
Models-as-Associative-Memories.git
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4.1.1  VARIATIONAL AUTOENCODER ARCHITECTURE

The novelty of the proposed VAE lies in the introduction of relation embeddings. Our imple-
mentation is based on the open-source PyTorch-VAE repository [22]. We adapt the architec-
ture to our customized version of MNIST, since their architecture was trained on the CelebA
dataset, by adjusting the encoder and decoder layers to match the input and output dimension-
ality. We also extend the model by incorporating a learned embedding vector that is concate-
nated with the encoder inputand represents relational information among samples in the target
domain. The rest of the workflow, including the reparameterization trick and the decoder, fol-
lows the baseline proposed by [22]. Therefore, the model takes two inputs: an image and a
numeric relation label (ranging from 0 to 7), which encodes the type of relation to be applied

to the sample. The correspondence between labels and relations is reported in Table 4.1.

Label Relation

o -1
I +1

2 -12

3 +12

4 s

5 +51

6 Average
7 Random

Table 4.1: Mapping between labels and relations.

The last two labels, Average and Random, are used to measure how well the network is able
to generate related samples when an invalid or previously unseen relation is provided. Average
embedding is the average of the first six embeddings.

The architecture of our VAE extension can be summarized as follows (see Figure 4.1). Each
relation label is first mapped to a dense embedding vector through an embedding layer of di-
mension 128. Subsequently, the resulting relation embedding is concatenated to the flattened
image and passed to the encoder network. The encoder consists of a series of fully-connected
layers with batch normalization, LeakyReLU activations, and dropout regularization. The fi-
nal encoder layer outputs two vectors of size equal to the latent dimension: the mean z and the
logarithm of the variance log 7. Using the reparameterization trick, the latent representation

z is sampled as:
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Figure 4.1: Architecture of VAE with the embeddings extension. The input image is flattened and concatenated with a
relation embedding vector. Afterward, the encoder maps the concatenated input into the latent space, parameterized by
and log . The reparameterization trick ensures differentiability during sampling. As last step, the decoder reconstructs
the conditioned output starting from the latent vector.

z=pu+o@e e~ N(0,I).

The decoder is a mirrored feed-forward network that takes the latent code z as input and
reconstructs the image. Unlike the encoder, the decoder does not directly use the relation em-
beddings; the conditioning effect of the relations is injected only to the encoder through con-

catenation.

The objective optimized by the VAE is the standard evidence lower bound (ELBO), which

can be written as:

L(x;0,0) = By, (a0 [~ log ps(l2)] + KL(go(2lx) [ p(2)) . (4.1)

where g, (2|x) is the encoder distribution, ps(x|z) the decoder likelihood, and p(z) = N(0, 1)
the prior.

In practice, we implement this as:

L= ﬁrecon + *CKL) (42)
with
Erecon = BCE(.X', 55)7 (43)
d
L =—5) (1+loge? — i —7), (4.4)

i=1

where  and o are the outputs of the encoder and 4 is the latent dimension.
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The embeddings are learned as the rest of the network, meaning that the model does not
only reconstruct images but also learns relations among samples. After training, the VAE la-
tent space captures relational structure among samples, which can be interpreted as an implicit
graph-like organization. The model was trained for 120 epochs using mini-batches of size 128

(details provided in Section 4.1.4)

4.1.2  DENOISING DIFFUSION PROBABILISTIC MODEL ARCHITECTURE

The second model employed in this work is a DDPM. Our DDPM is based on the PyTorch
implementation [23], which provides a U-Net architecture with residual blocks and time em-
beddings. We adapt this architecture to our setting in two main ways: (i) we introduce alearned
embedding vector representing relational information, which is added to the time embedding
and passed into each residual block, and (ii) we modify the U-Net input to accept both a noisy
target image and a conditioning image (the input image) concatenated channel-wise. The rest
of the workflow, including the forward diffusion process, the reparameterization of the reverse
process, and the iterative sampling procedure, follows the architecture in [23]. The correspon-
dence between labels and relations follows Table 4.1.

At each diffusion step ¢, the model is given as input:

* the noisy target image x,, obtained by corrupting the input image with Gaussian noise
according to a variance schedule 8,.

* the conditioning image (the input image), concatenated channel-wise with the noisy
target.

* the time embedding, representing the current diffusion step.

* the relation embedding, specifying the relation label.

First, the time and relation embeddings are computed independently, then summed together
to form a single conditioning vector. Then, this combined embedding is injected into every
residual block of the U-Net, influencing the denoising process.

The extended architecture of the DDPM is depicted in figure 4.2. During the training pro-
cedure, the target image is corrupted by the forward diffusion process for # steps according to
a linear noise schedule, as illustrated in Figure 4.3.

This process produces both the noisy target x; and the Gaussian noise added. Subsequently,

the model receives the noisy target, the conditioning image, the total conditioning embedding,
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Figure 4.2: Training process workflow of the DDPM. The target image undergoes a diffusion process, in which it is
corrupted by adding noise for ¢ steps. The diffusion process outputs the noisy image, which is concatenated with the
conditioning image and passed to the U-Net together with the time and relation embeddings. The U-Net predicts the

added noise, which is compared to the true noise with MSE loss. The predicted noise can also be subtracted from the noisy
input in order to obtain the reconstructed image.

that is the summation of the time embedding and the relation embedding, and outputs a pre-
dicted noise. This prediction is compared against the true noise using mean squared error
(MSE) loss. The denoised estimate of the image can be obtained by subtracting the predicted
noise from the noisy target.

However, during inference the model does not start from a partially corrupted target, but
it begins from pure Gaussian noise and iteratively denoises it, step by step, until a clean recon-

structed image is obtained.

4.1.3 MNIST CLASSIFIER

In order to evaluate the coverage and accuracy of the generative models, we trained a MNIST
classifier. This classifier is used as an external evaluator, allowing us to automatically label the
generated digits. The classifier is a convolutional neural network composed of two convolu-

tional layers (with 32 and 64 filters respectively), followed by max-pooling and dropout for
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Figure 4.3: Forward diffusion process: starting from a clean image, Gaussian noise is gradually added according to a linear
noise schedule until the image becomes indistinguishable from pure noise.

regularization. The extracted features are then passed through a fully connected layer with 128
units and a final output layer with 11 classes. The first ten classes correspond to the digits 0-9,

while the additional class represents black images (used when the target is out of the range 0-9).

4.1.4 TRAINING SETUP

Our customized implementation of VAE was trained for 120 epochs with the Adam optimizer.
A learning rate of 1 x 10™*. Training was performed with a batch size of 128.

An early stopping strategy with a patience of 25 epochs was employed, monitoring the vali-
dation loss to avoid overfitting. Additionally, dropout layers with a dropout probability of 0.2
were included in both encoder and decoder to enhance generalization. Batch normalization
was applied after each fully connected layer, except the output, to stabilize training.

Theloss function was defined as the sum of the binary cross-entropy reconstruction loss and
the Kullback-Leibler divergence.

For the DDPM, training was carried out for 114 epochs using the Adam optimizer with a
learning rate of 1 x 10~*. A batch size of 32 was used. The model was trained with a linear
noise schedule. We used a MSE loss to minimize the discrepancy between predicted and true
noise. The conditioning on time and relation embeddings was applied in all residual blocks of

the U-Net.

The VAE consists of 5 million of parameters, while the DDPM consists of 15 million of

parameters.
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Figure 4.4: Examples of images generated by the VAE and the DDPM. The first row shows the input images, the second
row the outputs generated by the VAE, and the third row the outputs generated by the DDPM. In the first column, the
input is the digit pair 77, and the models are asked to generate 76 according to the relation -1. Notice that the VAE
outputs appear blurrier, while the DDPM produces sharper and more realistic images.

For training the classifier, an [nvalid MINIST dataset was created, containing black images
used as eleventh class. since the generative models was trained to output black images when
the related target was out of the valid range. The training procedure used the Adam optimizer
with learning rate 10>. The classifier was trained for 10 epochs with a batch size of 128. After
training, the classifier achieved a final test accuracy of 99.3% on the test set.

All models were trained on an NVIDIA GPU with CUDA acceleration.

4.2 RESULTS AND DISCUSSION

In this section, we provide the results obtained by the VAE and the DDPM. We measure three
aspects: reconstruction, accuracy, and coverage. Before proceeding, we provide a brief overview
of the models’ outputs. Figure 4.4 shows examples generated by the VAE and the DDPM. As
can be observed, the images produced by the VAE tend to be blurry and less realistic, whereas

the DDPM generates images of higher quality that appear sharper and more realistic.

4.2.1 RECONSTRUCTION

For the reconstruction evaluation, we measure how well each model is able to generate an out-
putimage corresponding to the target. This is done by comparing the generated image with the
input image. Since generative models learn concepts rather than memorizing specific images,

it is important to note that the output can differ significantly from the target while still being
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correct (e.g., the digit 2z can be written in different ways). In particular, this aspect negatively
affects the DDPM, as it tends to produce a wider variety of images for a number, while the VAE
tends to generate almost identical images for each number. As a consequence, a reconstruction
loss may be high even if the generated image is visually plausible.

in order to evaluate reconstruction quality, we report several complementary metrics (Ta-

ble 4.2):

* Reconstruction Loss: computed as Mean Squared Error (MSE), measuring pixel-wise
discrepancy between generated and target images. Lower values indicate better recon-
struction.

* PSNR (Peak Signal-to-Noise Ratio): defined as

MAX?
PSNR (x,x) = 10 - log,, < > ,

MSE(x, %)

where MAX is the maximum possible pixel value. Higher PSNR indicates that the gen-
erated image is more similar to the target image.

* SSIM (Structural Similarity Index): measures perceptual similarity between images,
taking into account luminance, contrast, and structural information. Values range from
—1 to 1, with higher values indicating greater similarity.

* KL Divergence: regularizes the latent space of the VAE by penalizing deviations from
the prior distribution NV'(0, 7). Lower values indicate a better alignment with the prior.
(Not applicable to DDPM.)

* Sharpness: evaluates the level of detail in the generated image, with higher values corre-
sponding to sharper and more defined outputs.

From the results, the VAE achieves lower reconstruction loss and higher PSNR, suggesting
that its outputs are closer to the target at the pixel level. However, the DDPM achieves better
SSIM and sharpness, indicating that although less faithful in a strict pixel-to-pixel sense, its

generated images are perceptually more realistic and visually sharper.

4.2.2 Accuracy

The second aspect that we measure is the accuracy of these two models, i.e., how well they are

able to produce the correct output given a source image and a relation.
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Metric VAE DDPM

Reconstruction Loss ||  0.0543 0.1069

PSNR [dB] 1 12.78 9.86
SSIM t 0.4702  0.6012
KL Divergence | 0.5993 -
Sharpness 1 0.0713 0.1324

Table 4.2: Comparison of test results between the VAE and the DDPM. Arrows indicate whether higher (1) or lower ({)
values are preferable.

Table 4.3: Global Accuracy on Valid Samples (n=10012)

Model  Accuracy (%)

DDPM 86.82
VAE 95-45

Table 4.4: Relation-wise Accuracy

Relation DDPM Acc (%) VAE Acc(%) Samples

o(-1) 86.51 96.14 2075
1(+1) 86.58 94.93 2071
2 (-12) 87.57 95.31 1898
3 (+12) 85.74 95.28 1907
4(-s1) 89.25 95.50 1023
5 (+51) 86.13 95.57 1038

Table 4.5: Performance on Black Images (n=2788)

Model ~ Correct Partial Wrong Accuracy (%)

DDPM 2766 o 22 99.21
VAE 2759 2 27 98.96

As shown in Table 4.3 and Table 4.4, the VAE achieves higher accuracy than the DDPM
across all relations. This trend is also visible in Figure 4.5, where the VAE curve (red) lies above
the DDPM curve (blue) for most digits. This outcome can be explained by several factors. First,
the dataset used in this work is relatively simple (a toy dataset of handwritten digits), which
does not fully exploit the expressive capacity of diffusion models. Second, the VAE has approx-

imately 5 million parameters compared to 15 million in the DDPM, making it a simpler model
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Model Performance by Target Number
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Figure 4.5: Accuracy per digit. On the x-axis, digits from O to 99; on the y-axis, the percentage of accuracy. The red line
corresponds to the VAE, the blue line to the DDPM.

that is easier to optimize under limited data conditions. Third, the DDPM was trained with
a linear noise scheduler, while it is well known that cosine schedulers typically lead to better
convergence and sample quality. Finally, the external classifier tends to favor the blurrier and
more prototypical digits generated by the VAE.

It is important to emphasize that the purpose of this work is not to benchmark generative
models against each other, but rather to demonstrate their use as assoczative memories. Both the
VAE and the DDPM are able to generate the correct target digits given an input and a relation,
thereby validating the central idea of this thesis.

4.2.3 COVERAGE

Finally, we evaluate the coverage, defined as the ability of the two models to generate valid and
related numbers under three conditions: (i) randomly generated relations, (ii) the average of the
values of the first six relations, and (iii) the complete enumeration of all relations. In this exper-
iment, we perform 12 attempts for each number. For each attempt, a new random embedding
is generated, while in the enumeration setting the sequence starts from the first relation (-1),
proceeds to the last relation (+51), and then cycles back from o until reaching the last relation
again.

For each number, we provide the input image and test the three embedding strategies: ran-
dom, average, and enumeration. Figure 4.6 reports the results. Overall, the two models per-
form similarly, although the VAE achieves slightly better coverage with both random and enu-
merated embeddings. Figure 4.7 shows images generated by the VAE using the three types of
embeddings. The VAE tends to produce almost identical images with the average relation and

struggles in the fifth attempt of enumeration, where an invalid relation is provided. In this
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case, the model tries to generate a number, but it is unrecognizable. Figure 4.8 shows the cor-
responding results for DDPM. Unlike the VAE, DDPM produces more various images both
with random embeddings and average embeddings. Note that, in the fifth enumeration at-
tempt, DDPM generates pure noise, suggesting that it has learned that no valid number exists
for this relation. We also measured how often the models produce numbers that are recognized
by the classifier but are not related to the input number. Table 4.6 shows this comparison when
using the three types of embeddings. The table reports the percentage of generated outputs cat-

egorized as:

* Right: Correctly generated related numbers
* Wrong: Recognizable but incorrect numbers

* NR: Unrecognizable images (not recognized by the classifier.)

Note that when calculating these percentages, we count each distinct outcome at most once
per number and strategy. This means that repeated generations of the same number (includ-
ing NR) are only counted once. For example, considering the input number 3, if the model
generates the numbers: 4, 4, 2, 2, NR, NR, NR, 15, 15, 70, 98, 4, the resulting set would be
composed of: 4, 2, NR, 15, 70, 98 (6 unique elements). The percentages would then be:

* Right: 2/6 = 33.3% (numbers 4 and 2, through the defined relation +1 and -1.)
* Wrong: 2/6 = 33.3% (numbers 70 and 98, which are not valid relations)

* NR: 1/6 = 16.7% (NR counted once despite possible multiple occurrences)

As we can see from these results, DDPM tends to generate slightly more numbers that are

not related to the input, especially when provided with the average embedding.

INTERSECTION OVER UNION  In order to provide a more detailed measure of coverage, we
compute the Intersection over Union (IoU) between the set of valid related numbers V) and the
set of unique generated numbers G. This metric shows how well the generated outputs align
with the ground truth, combining both precision (fraction of generated numbers that are valid)

and recall (fraction of valid numbers that are generated). Formally:

_lvng|

IoU =
T vugl
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Figure 4.6: Coverage results. The x-axis represents the attempt number (1 to 12), and the y-axis the percentage of coverage.
Full (100%) coverage is reached when the model generates all valid related numbers for a given input. For instance, number
10 has four valid relations: 9 (with -1), 11 (with +1), 22 (with +12), and 61 (with +51). Relations -12 and -51 are invalid, as
they fall outside the 0-99 range. If at the first attempt the model outputs 9, the coverage becomes 1/4 (25%). If at the
second attempt the model again outputs 9 or an invalid number, coverage remains 1/4. If at the third attempt the model
outputs 11, coverage increases to 2/4 (50%). After evaluating all 99 numbers, we compute the average coverage at each
attempt across all numbers, for each of the three embedding strategies (average, random, and enumeration). Red lines
correspond to the VAE and blue lines to the DDPM. Dotted lines represent enumeration, solid lines random embeddings,
and the line with triangle markers the average embedding. The VAE shows slightly superior performance overall.

Enumeration Random

Average

Figure 4.7: Examples of images generated by the VAE. The first row shows results with random embeddings, the second
row with enumeration, and the third row with average embeddings. Each row contains six attempts using the number 23 as
input. In the second row (enumeration), the VAE is provided with the relations -1, +1, -12, +12, -51, and +51 in this order.
In the fifth column, the relation -51 leads to an invalid case, since applying -51 to the input 23 results in a number outside
the defined range. As we can observe, the VAE does not fully learn from training that no related number exists in this case,
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Table 4.6: Analysis of VAE and DDPM by embedding strategy. Each category is computed by counting just unique num-
bers.

Model & Strategy Right (%) Wrong (%) NR (%)

VAE Model
Random embedding 45.31 44.30 10.40
Enumeration 76.29 7.32 16.38
Average embedding 35.54 56.96 7.50
Diffusion Model
Random embedding 39.37 46.92, 13.71
Enumeration 69.22 15.56 15.21
Average embedding 36.98 46.10 16.92

Attempt 1 Attempt 2 Attempt 3 Attempt 4 attempt 5 Attempt 6

S

Diffusion Diffusion Diffusion Diffusion Diffusion

---

pred: 22 Pred: 17 Pred: 24

Random

: "v’r.i;_g
RELATION -1 RELATION +1 RELATION -12

Pred: 22 Pred: 24 Pred: 11

RELATION +12 RELATION +51
‘;. 1

Enumeration

Pred: 74

Average

Feedi 2y Pred: 32 ea: 22 Pred: 22

Figure 4.8: Examples of images generated by DDPM. The first row shows results with random embeddings, the second row
with enumeration, and the third row with average embeddings. Each row contains six attempts using the number 23 as
input. The second row (enumeration) shows the images generated by VAE when provided the following relations in order:
-1,+1,-12, +12, -51, +51.In the fifth column, the relation -51 leads to an invalid case, since applying -51 to the input 23
results in a number outside the defined range. As we can observe, unlike VAE, DDPM generates pure noise in this case,
indicating that it has learned that no valid related number exists.

where |V NG| is the number of correctly generated numbers, and |V UG| is the total number
of unique elements across both sets. A high IoU indicates that the generated outputs closely
match the ground truth.

Figure 4.9 shows a visual example forinput 89. The valid related numbersare V = {88, 90, 38,77},
while the model generates G = {88, 90, 38,77, 40}. The intersection is {88, 90, 38,77} and
the union is {88, 90, 38,77, 40}, producing an IoU of 4/5 = 0.8.

For each input number 7, the valid target set is defined as:
Vo={n+r|reR 0<n+r<99}, R={-1,1,—-12,12,-51,51}
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GROUND TRUTH Y GENERATED SAMPLES

Figure 4.9: Example of loU metric. For input 89, the valid related numbers are {88, 90,77, 38} (blue set). The model
generates {88, 90, 38,77, 40} (red set). Their intersection is {88, 90, 38, 77} and their union is {88, 90, 38,77, 40},
resulting in an loU of 4/5 = 0.8.

For model 7, embedding strategy s, and input #, the IoU is:

I U}'lWl.f: : :
O s =G O,

where G, ,, ; is the set of unique generated numbers. The final score is obtained by averaging

across all 100 input numbers:

99

1
IoU,,, = — IoU,, ..
» 100 n:0 I >

Note: duplicates, classifier-rejected numbers, and out-of-range values were excluded from G, ,, .

Table 4.7 reports the IoU values for VAE and DDPM across the three embedding strategies
(random, enumeration, average). Enumeration achieves the highest IoU for both models, with
the VAE showing a slightly higher score than DDPM.

Table 4.7: Intersection over Union (loU) Comparison Between VAE and Diffusion Models. loU values range from O to 1,
where 1 indicates perfect overlap between generated and valid number sets

Embedding Strategy VAE IoU Diffusion IoU

Random 0.6017 0.5892
Enumeration 0.9955 0.9755
Average 0.3528 0.3993
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4.2.4 DIsSCUSSION

The obtained results show that both models achieve promising performance in the presented
associative memory task. The DDPM produces higher quality and sharper images, while the
VAE achieves higher accuracy in generating the correct output given a relation and an input
image. Importantly, the purpose of this work is not to compare VAE and DDPM, but rather to
explore the possibility of employing modern generative models as associative memories. From
this perspective, both models succeed in demonstrating the core idea: they can retrieve and

generate related targets conditioned on an input and a relation embedding.

An important aspect to consider is the models’ ability to recognize not valid relations. As
mentioned in the previous section, the VAE struggles when a relation results in a number out-
side the valid range (0-99), while the DDPM correctly outputs pure noise. Figure 4.10 shows a
visual example of this case. Since the VAE’s output is not recognizable, the classifier labels it as

not valid, even if it is clear that the VAE tries to generate an image, in contrast to the DDPM.

From the results, we observed that VAE showed a higher level of accuracy on producing
the correct output when provided a relation and an input. This difference can be explained
by several factors. First, the DDPM is a more complex model than the VAE. Indeed, DDPM
requires particular care in hyperparameter tuning, longer training times, and more computa-
tional resources. Due to resource limitations, it was not possible to fully optimize the DDPM
to exploit its full potential. Second, the DDPM used in this work contains roughly three times
more parameters than the VAE (1sM vs. sM). Likely, given the limited diversity of the dataset
(only 400 samples per digit-relation) led to the under utilization of its capacity and may have
contributed to the lower accuracy. Third, the training employed a simple linear noise sched-
uler, while prior studies show that cosine or learnable schedulers typically yield improved con-

vergence in diffusion models.

Another important aspect to consider is the nature of the dataset. Since we used a toy dataset
based on handwritten digits, the evaluation may not fully capture the expressive advantage of
diffusion models, which typically excel in large-scale and diverse generative tasks. Moreover,
the classifier used for evaluation may also favor the blurrier, more prototypical digits generated
by the VAE, thereby inflating its measured accuracy relative to the DDPM.

Despite these limitations, the experiments provide promising results. The VAE demon-
strated that even relative simple generative architectures can effectively act as associative memo-
ries. The DDPM, on the other hand, showed superior perceptual quality, suggesting that with

larger datasets, improved training schedules, and sufficient resources, diffusion-based architec-
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Figure 4.10: Comparison of generated images when provided with a relation that results in a number outside the allowed
range. The VAE has not fully learned the invalid relations and attempts to produce a number. On the other side, the DDPM
generates pure noise, suggesting that it has learned to recognize the relation as invalid.

tures could surpass simpler approaches in both fidelity and relational accuracy.

In order to exploit the full potential of diffusion models in this setting, future work should
extend this framework beyond toy datasets, using a real-world dataset (like ImageNet) so that
richer relational structures can be explored. Moreover, adding advanced techniques such as

improved noise schedules could improve the DDPM accuracy in this setting.
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Conclusion

This work explored the use of modern generative architectures as associative memories. The
inherent generalization capabilities of the Variational Autoencoder (VAE) and the Denoising
Diffusion Probabilistic Model (DDPM) extend the concept of classical associative memories,
enabling them to learn and recall abstract concepts rather than just specific instances. By con-
ditioning the generation process through relation embeddings, both models demonstrated the
ability to produce images consistent with the provided relational context. As expected, the
DDPM produced sharper and more realistic samples compared to the VAE, which instead
achieved higher reconstruction fidelity. Furthermore, DDPM appears to recognize invalid re-
lationships more easily than VAE.

Moreover, we investigated the behavior of both models under invalid relations, such as ran-
dom embeddings, averages of learned relations, and enumerated relations. This analysis high-
lighted their robustness and limitations, showing how relational information influences the

generative process.

5.1 FUTURE WORK

Different directions are considered to extend the contributions of this thesis:

* Multi-modal extensions: relations across different modalities (e.g., associating a sound
with an image) could be explored. For the VAE, one possibility is to map different modal-
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ities into a shared latent space, with relation embeddings providing the cross-modal con-
nections.

* Adaptation to link prediction: the models can be extended to graph-based reasoning
tasks such as link prediction, where the goal is to infer missing connections among nodes.
Prior work in this field includes [24, 25, 26]. Figure 5.1 illustrates an example: knowing
that Marge is Lisa’s mother and Homer is Marge’s husband, the model should predict
that Homer is Lisa’s father. We believe that both VAE and DDPM already contain the
representational capacity to address this type of task.

* Scaling to real-world datasets: as a natural next step, it could be attempted to train the
models on more complex datasets such as ImageNet. This would allow the exploration
of a broader range of relations and more realistic image generation.

WIFE

HUSBAND

i G,
FATHER \%{ DAUGHTER | |MOTHER

BROTHER

SISTER

Figure 5.1: Example of a link prediction task. During training, the daughter relation (red arrow) from Homer to Lisa is not
provided. By learning that Homer is Marge’s husband, Bart and Maggie’s father, and that Marge is Lisa’s mother while
Maggie and Bart are Lisa’s siblings, the model should infer the missing relation, namely that Homer is Lisa's father.
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