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Abstract

Acousticmonitoringofbird species represents an innovative and sustainable approach to study-
ing and conserving biodiversity. This thesis analyzes the e昀昀ectiveness of the BirdNET model
in recognizing alpine bird species in Italy, through 昀椀ne-tuning techniques and systematic eval-
uations in realistic scenarios. To support the analysis, a baselineCNNmodel was also included,
aimed at exploring lighter andmore transparent solutions. The work relies on speci昀椀c datasets
and advanced methodologies, with the goal of optimizing performance and assessing the po-
tential and limitations of the models within the context of the Italian Alps.

Quantitative evaluations showed that 昀椀ne-tuning signi昀椀cantly improved BirdNET’s ability
to detect species-speci昀椀c vocalizations, especially for underrepresented or acoustically ambigu-
ous alpine birds. Performance metrics (micro, weighted, and samples average F1-scores) con-
昀椀rmed a consistent increase in recall and overall balance between precision and sensitivity. The
model 昀椀ne-tuned with data augmentation achieved the best results, outperforming both the
original BirdNET and the vanilla CNN trained from scratch.

A detailed error analysis, including ROC curves and confusion matrices, highlighted the
positive impact of 昀椀ne-tuning on previously di昀케cult species, while also revealing persistent
classi昀椀cation biases linked to class imbalance and overlapping calls. Certain species, such as
Fringilla coelebs and Sylvia atricapilla, dominated predictions due to their prevalence in the
dataset, while others likeMuscicapa striata andRegulus regulus remained challenging to detect.

These 昀椀ndings underscore the importance of local adaptation and data quality in ecologi-
cal AI applications. Despite methodological limitations such as dataset imbalance and limited
temporal coverage, the results support the use of 昀椀ne-tuned acoustic models for targeted biodi-
versitymonitoring in alpine habitats. The study also outlines the potential for edge-deployable
solutions and highlights future directions for improving generalization, robustness, and eco-
logical reliability of such systems.
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1
Introduction

1.1 Motivation

The rapid increase in global environmental change, mainly driven by climate change and hu-
man activities, presents a signi昀椀cant challenge to biodiversity worldwide. These profound
shifts are fundamentally altering ecosystems, impacting where species live, and leading to an
alarming rate of biodiversity loss. In this critical period, e昀昀ective ecological monitoring is ab-
solutely necessary. Such monitoring provides timely data needed to understand these complex
environmental transformations, guiding conservation strategies and developing strong adap-
tation measures to reduce negative e昀昀ects. Informed decision-making in conservation funda-
mentally relies on accurate and continuous ecological insights [8].

A research [9] investigated the distribution patterns of ten bird species across altitudinal
gradients in twodistinct alpine regions of northern Italy: Piedmont andTrentino. Theprimary
objective was to determine if these patterns are consistent across geographically separated areas
and to what extent they are in昀氀uenced by altitude, habitat, and climate variables. In mountain
environments, where species distributions are often limitedby temperature, increasedwarming
has been accompanied by upward shifts in the distributions of many species, including birds,
strongly suggesting a direct impact of climatic warming. While climate change is undeniably
a key driving factor, the study concludes that models incorporating both habitat and climate
variables consistently perform best in predicting bird occurrences. This implies that climate’s
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Figure 1.1: E昀昀ects of climate change. Source: [1]

in昀氀uence doesn’t act in isolation but rather in complex combination with habitat availability.
One of the most popular methods to emerge in ecological research and conservation is Pas-

sive Acoustic Monitoring (PAM). This non-invasive and increasingly cost-e昀昀ective approach
takes advantage of the natural sound communication of a diverse array of animals, including
birds, bats, marine mammals, 昀椀sh, amphibians, and many invertebrates [10]. By deploying
remote sound recorders, or ’acoustic sensors’ researchers can gather continuous data over ex-
tended periods, o昀昀ering useful insights into species presence and distribution patterns. PAM
o昀昀ers clear bene昀椀ts over traditional 昀椀eld-based survey methods: it minimizes disturbance to
wildlife, allows for long-term data collection over extensive periods (weeks or months) and can
e昀昀ectively monitor species that are harder to observe directly [10]. Acoustic data collected
throughPAMcan trackmigrationpatterns, vocalizations and thepresenceof endangered species
[11]. The utility and growing importance of PAM are useful in remote or hard-to-access ter-
rains, such as alpine environments or dense forests, where traditional 昀椀eld assessments are chal-
lenging. Technologies like acousticmonitoring and arti昀椀cial intelligence enable the observation
of such complex environments, providing crucial information for biodiversity protection. The
cost-e昀昀ectiveness of this approach, particularly when compared to traditional surveys, is a sig-
ni昀椀cant advantage, allowing for considerable savings and a dramatic improvement in the scope
of ecological understanding.

The capacity of PAM to collect vast amounts of data represents a major advance for com-
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Figure 1.2: A recorder for bioacous琀椀c monitoring. Source: [2]

prehensive ecological understanding. Recent improvements such as making devices smaller
and cheaper, along with better deployment strategies, havemade data collection easier and pro-
duced larger volumes of data. However, this very strength introduces a substantial challenge:
the volume of audio recordings can overwhelm human analysts, making it di昀케cult to identify
critical ecological information. This ease of collection has unintentionally created a new bot-
tleneck: the processing and labeling of these massive datasets [12], a ”data overload” problem.
This transformation underscores the fundamental necessity of integrating advanced computa-
tional solutions, particularly arti昀椀cial intelligence and machine learning, to manage and derive
meaningful insights from the data. Standard methods of analyzing sound data, which relied
heavily on human e昀昀ort, now face signi昀椀cant challenges that limit their usefulness in today’s
environmental monitoring. This manual analysis also leads to slow response times, as it iden-
ti昀椀es problems or the presence of species long after events have happened. Moreover, 昀椀nding
subtle unusual sounds or complex behavior patterns in noisy environments requires specialized
knowledge and manual adjustments of sound processing technique [13].

These many challenges have opened the door for a major change with the introduction of
Arti昀椀cial Intelligence (AI) and Machine Learning (ML). These technologies o昀昀er essential so-
lutions to the limitations of traditional acoustic monitoring, as they allow for the automated
detection and classi昀椀cation of species calls, notably reducing human e昀昀ort and making large-
scale PAM deployments not only possible but also highly e昀케cient.
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Figure 1.3: Flowchart of two parallel processes for bird species detec琀椀on: manual expert review and automated deep learning
classi昀椀ca琀椀on.

Despite the huge potential of AI/ML, its use in bioacoustics comes with its own set of chal-
lenges. Practical di昀케culties include reducing noise interference from the environment, over-
coming data scarcity for high quality labeled training data, and dealing with weakly labeled
datasets. In these datasets, parts containing only background noise might be wrongly labeled
as target calls, which can signi昀椀cantly reduce the model’s e昀昀ectiveness [? ].

To solve these problems, models like BirdNET analyze entire audio snippets which can in-
clude ”wind, rain, and other sounds,” highlighting a crucial requirement for any e昀昀ective bioa-
coustic ML model [13]. These real-world environmental factors directly obscure the sounds
of interest and make detection more complicated, causing models trained on clean data to be
less e昀昀ective in the 昀椀eld. Traditional methods struggle with complex patterns and noisy envi-
ronments. The comparison analysis done in this thesis implicitly explores aspects of this crucial
robustness, involving a basic CNN and a 昀椀ne-tuned BirdNET.
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Figure 1.4: Screenshots of the BirdNET applica琀椀on. Source: [3]

1.2 Problem statement

BirdNET stands out as a leading example of an AI-powered solution speci昀椀cally designed to
identify bird sounds. It’s the result of a joint research e昀昀ort by the Cornell Lab of Ornithology
and the Chemnitz University of Technology. Its main goal is to use machine learning to detect
and classify bird sounds, helping both expert researchers and citizen scientists in their work of
monitoring and conserving birds species [3].

At its core, BirdNET uses an arti昀椀cial neural network, speci昀椀cally a convolutional neural
network (CNN).The systemboasts an impressive and continuously growing ability to identify
species. It began by supporting over 500 common species in North America and Germany,
and in its latest versions, it can identify over 6,000 species globally. BirdNET has diverse uses,
including analyzing live streams, processing uploaded audio recordings via a web interface, and
a user-friendly mobile Android application, making it accessible to a wide range of users [3].

However, a careful look at BirdNET’s results reveals important details and limitations, par-
ticularly concerning its ”con昀椀dence scores.” While these scores are adjusted to a range of 0 to
1 and might appear to be probabilities, they are actually unitless scores. They generally have
a positive relationship with prediction accuracy in ways speci昀椀c to each species, but they are
clearly stated as ”not probabilities and are not related to con昀椀dence intervals.”. This distinction
has signi昀椀cant implications: the same con昀椀dence score can lead to very di昀昀erent performance
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outcomes for di昀昀erent species [14]. This highlights the need for meticulous project planning
and coordination in acousticmonitoring projects. Despite its power, BirdNET’s usefulness de-
pends on the careful use and interpretation of its outputs. This lack of direct interpretability
and universal transferability means that the model’s internal decision-making process, or how
its rawoutputs translate to real-world accuracy, isn’t transparent or universally applicable. This
necessitates careful post-processing, validation speci昀椀c to the context, and the use of traditional
performancemetrics (precision, recall, ROC) to truly understand and appropriately utilize the
model’s predictions. This justi昀椀es why this thesis focuses on evaluating and comparingmodels,
moving beyond mere application to critical analysis.

1.3 Objectives of the thesis

This thesis aims to improve how accurately and reliably automated bird sound identi昀椀cation
works for ecological monitoring. We’ll do this by carefully checking and optimizing deep learn-
ing models for speci昀椀c real-world situations. The speci昀椀c goals of this research are:

• To set a basic performance level for bird sound classi昀椀cation using a simple Convolu-
tional Neural Network (CNN): for this objective, we’ll design, build and train a basic
CNNmodel from the ground up using a given dataset. This will allow us to objectively
compare the performance of more advanced models against it. This helps answer the
fundamental question of how well a simpler, custom-built model performs on this par-
ticular task.

• To investigate howe昀昀ective 昀椀ne-tuning the pre-trainedBirdNETmodel is for better bird
species identi昀椀cation: this goal focuses on adapting the advanced BirdNET model to a
particular bioacoustic dataset through a process called 昀椀ne-tuning.

• To carry out a comprehensive comparison between the 昀椀ne-tuned BirdNETmodel and
the simple CNN: this objective involves quantitative and qualitative evaluation of both
models. This analysis will pinpoint their individual strengths and weaknesses.

1.4 Structure of the thesis

This thesis is structured toprovide a comprehensive progressionof research, from foundational
context to empirical 昀椀ndings and their implications. The subsequent chapters are organized as
follows:
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• Chapter 2 - Background and related work: O昀昀ers an overview of bioacoustic mon-
itoring with a focus on alpine bird ecology, followed by a discussion on deep learning
approaches for sound classi昀椀cation. It also introduces the BirdNET framework, high-
lighting its architecture, strengths and limitations, and concludes with a review of rele-
vant literature.

• Chapter 3 - Methodology: Describes the dataset and preprocessing pipeline, including
audio segmentation, spectrogram generation, and data augmentation. It then details
the models: the original BirdNET, the 昀椀ne-tuned BirdNET and a custom vanilla CNN,
along with the evaluation setup, including metrics and implementation details.

• Chapter 4 - Results: Presents and compares the results of themodels, including a break-
down of performance per species and an error analysis. Visualizations such as ROC
curves and confusion matrices are used to illustrate model behavior, and the impact of
environmental noise, overlapping calls, and class imbalance is discussed in depth.

• Chapter 5 - Discussion: Highlights implications for biodiversitymonitoring, addresses
methodological limitations, and re昀氀ects on the potential for generalization. The chap-
ter also outlines how the results could guide future applications in conservation and
supports the case for 昀椀ne-tuning pre-trained models in local ecological contexts.

7
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2
Background and related work

2.1 Bioacousticmonitoringandalpine bird ecology

2.1.1 Passive AcousticMonitoring (PAM)

In the last few decades, Passive Acoustic Monitoring (PAM) has emerged as a powerful tool
in ecology, enabling long-term biodiversity assessment through continuous audio recording
in natural settings. PAM relies on placing autonomous recording units (ARUs) in the 昀椀eld,
allowing researchers to collect audio data remotely and passively, without needing to be physi-
cally present. More speci昀椀cally, we can de昀椀ne an ARU as a self-contained audio recording de-
vice that is deployed in marine or terrestrial environments for bioacoustical monitoring. [15]
These devices fundamentally operate as unwatched acoustic sensors that can be programmed
to record at speci昀椀c times and durations, allowing researchers to collect extensive temporal and
spatial datasets with minimal 昀椀eld presence. These devices typically consist of one or more
microphones, analog-to-digital converters, programmable recording schedules and weather-
resistant housing designed for extended 昀椀eld deployment. With long battery life, customizable
recording schedules, and high data storage capacity, modern ARU hardware o昀昀ers the ability
to obtain large amounts of acoustic data over long durations with minimal maintenance [16].
Recent technological innovations have expanded the capabilities of acoustic monitoring sys-
tems. Multi-microphone recording adds spatial information to recorded audio with emerging
applications in ecosystem monitoring [4], enabling researchers to not only detect species pres-
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Figure 2.1: Scheme of a Mul琀椀channel Acous琀椀c Autonomous Recording Unit recorder. (a) Basic enclosure , (b) 3D‐printed
enclosure, (c) and a set‐up schema琀椀c. Source: [4]

ence but also to locate sounds in three-dimensional space, improving accuracy of population
estimates and behavioral analyses.

The conceptual foundation of PAM rests on the principle that many species produce dis-
tinctive acoustic signatures that can be used for identi昀椀cation, abundance estimation, and be-
havioral analysis. The adoption of PAM technology in ecological research has been driven by
several fundamental advantages over traditional monitoring approaches. Perhaps most signi昀椀-
cantly, PAM o昀昀ers a non-invasive methodology that minimizes human disturbance to wildlife
communities. Unlike capture-based techniques or direct observation methods that may alter
animal behavior, ARUsoperate silently anddonot interferewithnatural behavioral patterns or
habitat use. ARUs enable researchers to domore visits with less time spent in the 昀椀eld, with the
addedbene昀椀ts of a permanent record of the data collected and reduced observer bias [15]. Cost-
e昀昀ectiveness represents another compelling advantage, particularly for long-term monitoring
programs. While initial equipment costs can be substantial, the operational expenses of ARU-
based studies are generally lower than traditional 昀椀eld observer approaches when considering
personnel time, travel costs, and logistical complexity [17]. To reduce the expert time needed
for data analysis, automated signal recognition using arti昀椀cial intelligence and machine learn-
ing algorithms could make PAMmore accessible to researchers with limited acoustic expertise,
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enabling larger-scale studies than would be feasible with manual analysis approaches [18].

2.1.2 Alpine bird ecology

Alpine ecosystems represent some of Earth’s most challenging environments for avian species,
characterized by extreme temperature 昀氀uctuations, prolonged snow cover, and limited grow-
ing seasons [19]. High-altitude bird communities have evolved specialized adaptations to thrive
in these harsh conditions, with the Rock Ptarmigan (Lagopus muta) serving as a paradigmatic
example of alpine specialization. Understanding the ecological dynamics of these species is
increasingly critical as alpine environments experience accelerated warming rates that exceed
global trends, potentially threatening the persistence of high-altitude specialists [20]. Recent
advances in passive acoustic monitoring have revolutionized our understanding of alpine bird
phenology, particularly vocal behavior patterns thatwere previously di昀케cult to document in re-
mote high-altitude locations. The groundbreaking study by [21] employed continuous acous-
tic monitoring to decrypt the vocal phenology of Rock Ptarmigan, revealing that these birds
maintain vocal activity from March through July, with peak calling occurring between mid-
March and late April. This temporal pattern demonstrates that traditional monitoring proto-
cols, typically conducted in late May, may signi昀椀cantly underestimate population activity and
breeding behavior.

Migration timing in alpine environments di昀昀ers markedly from lower-elevation systems,
with many species exhibiting altitudinal rather than latitudinal movements [22]. These move-
ments are closely tied to resource availability and snow conditions, with birds tracking the pro-
gression of snowmelt to access newly available foraging areas. The precision of these move-
ments suggests sophisticated environmental cueing mechanisms that may be increasingly chal-
lengedbyunpredictable climatepatterns [23]. The conservation implicationsof climate-induced
changes in alpine environments are profound, with high-altitude species facing the dual chal-
lenges of habitat compression and temporal mismatches with environmental cues [19].

As warming temperatures push species up-slope, available habitat decreases exponentially
due to the geometric constraints of mountain topography[24]. Marginal populations at the
edges of species distributions are particularly vulnerable, with some facing local extinction
as suitable habitat disappears entirely[20]. Understanding the mechanisms underlying alpine
bird ecology becomes increasingly urgent as these specialized communities face unprecedented
environmental changes that threaten their long-term persistence in high-altitude ecosystems.
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2.2 Deep learning for sound classification

2.2.1 Spectrogram-based audio representations

A spectrogram is a time–frequency representation that visualizes the changing frequency con-
tent of an audio signal over time. It is computedby applying the Short‑TimeFourierTransform
(STFT): the audio is segmented into overlapping windows, each transformed into a frequency
spectrum, and these are stacked to form a 2D image where the x-axis represents time, the y-axis
represents frequency, and color intensity indicates signal energy. A Mel-spectrogram is a vari-
ant in which frequencies are mapped onto theMel scale, which approximates human auditory
perceptionmore closely, favoring 昀椀ner resolution at lower frequencies and compressing higher
frequencies, producing a representation that is both compact and perceptually relevant [25].

Alternative representations include linear-scale spectrograms,Constant-QTransform(CQT),
wavelet transforms, and MFCCs (Mel-Frequency Cepstral Coe昀케cients). For example, Huza-
ifah et al. [26] compared STFT (both linear and Mel scale), CQT, and wavelet-based spectro-
grams using CNNs for environmental sound classi昀椀cation, 昀椀nding that Mel–STFT slightly
outperformed the others, indicating its practical advantage in this domain.

In this work we adopted a more direct representation: we compute standard linear STFT
spectrograms, followed by logarithmic compression and bilinear resizing to a 256x256 format.
This choice avoids the use of perceptual transformations such as theMel scale orMFCCs. The
motivation lies in preserving high-resolution spectral information and maintaining compati-
bility with 2D convolutional neural networks, which bene昀椀t from input structures that re昀氀ect
raw signal properties without excessive preprocessing.

Prior to the widespread use of spectrograms, audio analysis relied on directly processing
raw 1D waveforms, with traditional algorithms often based on feature engineering, such as
waveform energy, zero-crossing rate, or Mel-frequency cepstral coe昀케cients (MFCCs), fed into
classical classi昀椀ers. However, as deep learning developed, researchers started building end-to-
end models trained on raw audio samples. For instance, a study [27] introduced sample-level
CNNs that work directly on raw waveforms and achieved competitive performance in mu-
sic and acoustic scene classi昀椀cation by learning convolutional 昀椀lters that capture 昀椀ne-grained
time-domain features. Similarly, in Dai et al.[28] developed deep CNN architectures, such
as the 34-layer ”DaiNet”, that automatically learn hierarchical representations from the wave-
form, matching or exceeding the performance of spectrogram-based networks on environmen-
tal sound tasks. More recent work, like the Cosine CNN [29], further improves accuracy and
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e昀케ciency in raw-waveform classi昀椀cation by using cosine 昀椀lters, avoiding manual feature ex-
traction altogether. As we learn that directly learning from waveforms is feasible and power-
ful, these models often require deeper architectures, more data, and complex design. When
comparing spectrogram inputs to rawwaveforms, several studies show that spectrogram-based
models often outperform or simplify model design. For example, Fedorishin et al. [30] evalu-
ated rawwaveform andMel‑spectrogram inputs for acoustic scene classi昀椀cation and found that
combining both improved performance: adding raw-waveform features to Mel‑spectrograms
resulted in a 5.7% accuracy gain and 12.7% reduction in loss on theDCASE dataset. Moreover,
Frommholz et al. [31] compared raw and spectrogram inputs using Explainable AI: their anal-
ysis showed that spectrogram-based models have classi昀椀cation strategies that better align with
human-relevant audio features. Similarly, Bahmaninezhad et al. [32] found that frequency-
domain separation (spectrogram) achieved comparable results to time-domain (TasNet) but
withmore stable performance across noisy conditions. Theseworksmay indicate that raw‑audio
modeling is viable but spectrograms often simplify learning, by reducingmodel complexity and
yielding more robust and interpretable results, especially for bioacoustic applications like bird
call classi昀椀cation.

2.2.2 Convolutional neural networks in bioacoustics

Convolutional Neural Networks (CNNs) were originally developed to mimic the way the hu-
manvisual cortexprocesses spatial hierarchies of information, andbecamewidely known through
LeCun et al.’s LeNet-5 architecture for handwritten digit recognition [33]. Compared to fully
connected Deep Neural Networks (DNNs), CNNs introduce the concept of local receptive
昀椀elds and weight sharing, which signi昀椀cantly reduce the number of parameters and improve
generalization, especially when dealing with structured inputs like images or time-frequency
representations such as spectrograms.

The breakthrough of CNNs in large-scale image recognition came with the AlexNet model
by Krizhevsky et al. [34], which demonstrated the power of deep convolutional layers trained
on GPUs. Since then, CNNs have been applied beyond computer vision, including to audio
classi昀椀cation tasks where spectrograms are treated as images. This approach allows CNNs to
learn spatial patterns across time and frequency that are characteristic of di昀昀erent sound events
or species calls.

For example, Hershey et al. [35] showed that CNN architectures pre-trained on large-scale
audio datasets like AudioSet can be 昀椀ne-tuned for various audio classi昀椀cation tasks, outper-
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forming traditional hand-crafted features. Similarly, Piczak et al. [36] demonstrated that even
shallowCNNscanoutperformclassicalmethodswhen applied to spectrogrampatches for envi-
ronmental sound classi昀椀cation. These studies highlight the adaptability of CNNs to di昀昀erent
audio domains and their ability to capture meaningful temporal-frequency patterns without
manual feature design.

BeyondConvolutionalNeuralNetworks, several other deep learning architectures havebeen
developed tohandle sequential data, such as audio signals. RecurrentNeuralNetworks (RNNs)
and their gated variants, like Long Short-Term Memory (LSTM) networks, are particularly
suited for modeling temporal dependencies. These architectures process input sequences step-
by-step, maintaining a memory of past inputs. For example, in Sainath et al. [37], LSTMs
showed strong performance in speech recognition, e昀昀ectively capturing temporal dynamics.
More recently, Transformers have emerged as a powerful alternative. Originally developed for
natural language processing, models like Audio Spectrogram Transformer (Gong et al. [38])
use self-attention mechanisms to model long-range dependencies in audio, achieving state-of-
the-art performance on various classi昀椀cation tasks.

Despite this, CNNs remain the dominant approach in bioacoustics due to their balance of
accuracy, e昀케ciency, and interpretability when working with spectrograms. For instance, Kahl
et al. [7] demonstrated that CNNs could e昀昀ectively recognize bird calls across thousands of
species using spectrogram inputs, laying the foundation for the BirdNET framework. Simi-
larly, Piczak et al. [36] showed that even shallow CNNs could achieve high accuracy on lim-
ited datasets by exploiting local time-frequency patterns. In a bioacoustic context, Stowell et al.
[39] applied CNNs to identify bird vocalizations in diverse acoustic environments, highlight-
ing their robustness and scalability in real-world monitoring tasks.

2.3 BirdNET framework

2.3.1 Architecture overview

BirdNET was initially developed by Stefan Kahl and colleagues as part of a collaboration be-
tween the Cornell Lab of Ornithology and Chemnitz University. The core system processes 3-
secondaudio segments, converting each clip into aMel-spectrogram,which is then log-transformed
andnormalizedbefore being passed to aCNN-basedmodel [7]. Initially, the data for themodel
comprises 984bird species, with a total of 226,078 audio 昀椀les. In subsequent versions, the num-
ber of classes was signi昀椀cantly expanded to 6,522 bird species, including 11 non-event classes
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[40].
Despite newer versions, the BirdNETmaintains its basic structure formed by:

1. Preprocessing block: transforms the original input spectrogram into a suitable format
for the network. It consists of a single convolution with a receptive 昀椀eld of 5x5 kernels,
followed by a 2x2 max pooling layer.

2. Sequence of residual stacks: extracts features through downsampling and regular resid-
ual blocks. The design of these residual blocks follows the original Wide ResNet design.

3. Classi昀椀cation block: uses the extracted features from the previous layers to determine
the correct labels. It outputs probability predictions for 987 classes, followed by global
log-mean-exponential pooling and sigmoid activation.

An example of the initial structure can be seen in Table 2.1 Unlike typical image classi昀椀ers
that assumemutually exclusive categories, BirdNET operates under amulti-label classi昀椀cation
paradigm,meaning thatmultiple bird species can be present and vocally active within the same
3-second audio segment. To support this, the 昀椀nal layer uses sigmoid activations rather than
a softmax, producing independent probability scores for each of the 987 target classes. This
design re昀氀ects the ecological reality of soundscapes, where vocalizations often overlap and dif-
ferent species co-occur. However, it also introduces additional complexity in training and eval-
uation, as this model must learn to distinguish overlapping signals and ignore irrelevant back-
ground noise. Furthermore, there could be potential label dependencies between species that
are not explicitly modeled, potentially a昀昀ecting generalization. According to the GitHub doc-
umentation, later versions evolved toward a hybrid architecture with a custom spectrogram
input layer followed by 2D convolution, pooling, and an E昀케cientNetB0-style backbone.

The choice of E昀케cientNetB0 derives from its highly optimized balance between perfor-
mance and computational e昀케ciency. E昀케cientNet introduces a compound scaling technique
that simultaneously adjusts themodel’s depth, width, and input resolution, o昀昀ering amore sys-
tematic andbalancedway to enhanceperformance compared to earlierCNNs [41]. This results
in signi昀椀cantly fewer parameters and FLOPs while maintaining or even improving classi昀椀ca-
tion accuracy. Within the BirdNET framework, this is particularly bene昀椀cial: models need to
process thousands of short audio clips per recording session, often on small hardware or embed-
ded devices. E昀케cientNetB0 enables fast inference while keeping the architecture lightweight
enough for real-time applications on Raspberry Pi or similar edge systems, without a major
trade-o昀昀 in predictive performance.
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BirdNET is fully open-source and maintained on GitHub, o昀昀ering both a command-line
interface and a GUI (BirdNET-Analyzer) that allow users to run pre-trained models locally
or via Docker containers [42]. The repository is actively maintained, with frequent updates,
bug 昀椀xes, and community contributions. For lightweight deployments, such as on Raspberry
Pi devices, BirdNET-TFLite and BirdNET-Pi forks support real-time inference with similar
architectures optimized for edge hardware. Overall, BirdNET’s architecture balances perfor-
mance, scalability, and usability, evolving from simple CNN blocks to a robust, user-friendly
system actively used and improved by both scientists and citizen scientists [43].

Group Name Input shape Output shape
Pre-processing 5×5 Conv+BN+ReLU (1×64×384) (32×64×384)

Max pooling (32×64×384) (32×64×192)
ResStack 1 Downsampling block (32×64×192) (64×32×96)

2 × ResBlock (64×32×96) (64×32×96)
ResStack 2 Downsampling block (64×32×96) (128×16×48)

2 × ResBlock (128×16×48) (128×16×48)
ResStack 3 Downsampling block (128×16×48) (256×8×24)

2 × ResBlock (256×8×24) (256×8×24)
ResStack 4 Downsampling block (256×8×24) (512×4×12)

2 × ResBlock (512×4×12) (512×4×12)
Classi昀椀cation 4×10 Conv+BN+ReLU+DO (512×4×12) (512×1×3)

1×1 Conv+BN+ReLU+DO (512×1×3) (1024×1×3)
1×1 Conv+BN+DO (1024×1×3) (987×1×3)
Global LME pooling (987×1×3) (987×1)
Sigmoid activation (987×1) (987×1)

Table 2.1: BirdNET architecture overview in [7]

2.3.2 Pretrained model and target classes

BirdNET was trained on a massive and diverse dataset, including 22,960 single-species record-
ings, 286 hours of fully annotated soundscapes from autonomous recording units, and an im-
pressive 33,670hours of continuous 昀椀eld recordings near eBird hotspots. Themodel is built on
a 157-layer wide ResNet architecture, with over 27 million parameters, explicitly designed for
environmental sound classi昀椀cation. It supports a large number of species—initially recogniz-
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ing 984NorthAmerican andEuropean birds, withmore added in later versions. Training com-
bines standard and domain-speci昀椀c data augmentation techniques, such as background noise
addition and mixup, to improve robustness to real-world, noisy recordings. This approach
enabled BirdNET to achieve a mean average precision (mAP) of 0.791 on clean single-species
audio, a F0.5 score of 0.414 on annotated soundscapes, and an average correlation of 0.251
with eBird observation counts [7]. BirdNET’s pretrained model was developed to support a
global user base, incorporating audiodata from large-scale repositories such asXeno-Canto and
the Macaulay Library. Xeno-canto is one of the largest publicly available repositories of bird
sound recordings, created through a global community of ornithologists and citizen scientists.
It currently hosts over 800,000 recordings from more than 10,000 species, covering diverse re-
gions and sound types (e.g., songs, calls, alarm sounds). The platform encourages contributors
to annotate recordings with metadata such as species name, location, date, and sound type,
which makes it a valuable resource for training and evaluating bioacoustic models [44]. In this
work, we also relied on audio clips downloaded from Xeno-canto, selecting segments based
on high-quality annotations and appropriate geographic and taxonomic relevance. While this
broad taxonomic and geographic coverage makes the tool accessible and useful worldwide, it
also presents limitations when applied to speci昀椀c local contexts, such as the Alpine regions
of Italy: some regionally important species may be underrepresented or entirely absent in the
global training data. For this reason, 昀椀ne-tuning the model on locally annotated datasets can
signi昀椀cantly improve performance, especially for niche or ecologically sensitive species.

2.4 Relatedworks

Transformers and attention-enhanced CNNs are emerging alternatives. For instance, architec-
tures likeAudioSpectrogramTransformer (AST) have been used successfully in environmental
audio andmodels integrating CNNwith transformer encoders achieved over 96% accuracy on
bird call datasets like Birdsdata and Cornell Bird Challenge [38]. AST (Audio Spectrogram
Transformer) represents one of the 昀椀rst purely attention-based models for audio classi昀椀cation,
completely removing convolutional layers in favor of a transformer architecture [38]. In more
recent approaches, self-attention mechanisms have also been integrated on top of CNNs, aim-
ing to capture long-range dependencies and global acoustic context that standard convolutions
may miss. In a recent study [45], the ASTmodel is 昀椀rst pretrained on the large-scale AudioSet
dataset, and subsequently used to generate embeddings from input bird sound clips. These
embeddings are then passed to a multi-class Support Vector Machine (SVM), which acts as
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Figure 2.2: AudioProtoPNet for bird sound classi昀椀ca琀椀on. Source [5]

a downstream classi昀椀er to predict bird species from a prede昀椀ned set of categories. This two-
stage pipeline leverages the representational power of transformer-based models while using
a simpler and more interpretable classi昀椀er for the 昀椀nal prediction task. Based on the Proto-
typical Part Network (ProtoPNet) architecture, AudioProtoPNet replaces the traditional clas-
si昀椀cation head with a prototype-based layer that learns characteristic patterns of each species
directly from spectrogram embeddings. These embeddings are extracted using a ConvNeXt
backbone, and the classi昀椀er compares input recordings to the learned prototypes in embedding
space during inference [5]. Aswe can see in Figure 2.2, 昀椀rst, raw audiowaveforms are converted
into visual spectrograms. These spectrograms are then input into a CNN, which maps them
into an embedding space. In this space, the system calculates how similar the spectrogram em-
beddings are to a set of pre-de昀椀ned prototypes. The similarity scores indicate which learned
patterns contributed to each prediction, while the prototypes represent broader, species-level
features that help explain the model’s decisions. Finally, a con昀椀dence score for each class is gen-
erated by linearly combining the similarities to its associated prototypes and then applying a sig-
moid function. This design enables both accurate classi昀椀cation and transparent, explanation-
friendly predictions, by highlighting which prototypes (i.e., spectro-temporal patterns) most
in昀氀uenced each decision. The model was trained on the BirdSet dataset, which includes over
9,700 bird species and 6,800 hours of annotated recordings, and evaluated on seven geograph-
ically diverse test sets. In addition, SSL-Net is a framework speci昀椀cally designed to improve
bird sound classi昀椀cation in low-resource scenarios, where annotated 昀椀eld data are scarce or im-
balanced [6]. The model employs a spectral-learning fusion mechanism that combines both
spectral features (e.g., Mel-spectrograms) and learnable representations from a convolutional
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Figure 2.3: The architecture of the SSL‐Net for e昀케cient bird sound classi昀椀ca琀椀on. Source [6]

encoder, as show in Figure 2.3. This dual-branch architecture (spectral and learned branch)
enables the network to capture both 昀椀ne-grained frequency details and high-level contextual
patterns. SSL-Net has shown to be e昀昀ective in real-world conditions, achieving competitive
accuracy evenwith limited training samples, and demonstrating strong generalization across di-
verse acoustic environments. In summary, while transformer-based architectures such as AST,
interpretable models like AudioProtoPNet, and hybrid systems like SSL-Net demonstrate sig-
ni昀椀cant advancements in bird sound classi昀椀cation, each presents trade-o昀昀s in terms of compu-
tational cost, interpretability, and applicability to real-world scenarios. In contrast, BirdNET
stands out as a well-established and widely adopted framework, combining high performance
with broad species coverage and ease of use across diverse ecological settings. Its modularity,
open-source availability, and support for lightweight deployments (e.g., via BirdNET-Pi or
TFLite) make it particularly suited for practical applications in bioacoustic monitoring. For
these reasons, BirdNET was selected as the foundation for this work, and systematically evalu-
ated and optimized to improve performance in the speci昀椀c context of alpine bird species mon-
itoring in Italy.
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3
Methodology

3.1 Dataset description

3.1.1 Recording sites

The recordings were conducted in the Tovanella watershed forest, located in the northeast-
ern Italian Alps (municipality of Ospitale di Cadore, Province of Belluno, Veneto; 46°18’N,
12°18’E). The study area covers an altitudinal gradient ranging from 550 to 2,500meters above
sea level. The forest is a protected nature reserve since 1971 and is part of twoNatura 2000 pro-
tected sites: the Special Area of Conservation IT3230031 and the Special Protection Area for
Birds IT3230089. The habitat includes various alpine forest stands and supports a diverse bird
community typical ofmountainous environments. The recordingswere collected using ten au-
tomatic recording units (ARUs), speci昀椀cally AudioMoth devices (version 1.1; Open Acoustic
Devices) distributed in random point of the forest. The audio recordings used in the dataset
have sampling rates ranging from 22,050 Hz to 48,000 Hz, while the duration of individual
audio 昀椀les varies considerably: from a minimum of 3 seconds (in particular for Xeno-canto
recordings) up to 600 seconds (10 minutes), especially for audio from Tovanella. Recordings
were carried out during two periods: the bird breeding season of 2019 and the bird wintering
season of 2020. The total dataset included more than 20 hours of recordings, from which 302
audio 昀椀les were manually tagged for analysis. Speci昀椀cally, 282 昀椀les (17.20 hours) were used for
model training, while a separate set of 20 昀椀les (approximately 20 minutes) was used for model
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Figure 3.1: Class distribu琀椀on between Training and Test set

evaluation.

3.1.2 Species distribution and class balance

A total of 48 bird species were identi昀椀ed and tagged across the collected recordings, but the
distribution of species is highly unbalanced. Only 16 species had a su昀케ciently high number
of occurrences to be included in the model training, as they are the most commonly recorded.
The removed species either had few training samples, insu昀케cient test data, or both, or only
a single date sample available for both training and testing. Additionally, noise classes were
grouped into broader categories, resulting in 3 noise classes (from the original 7), helping to
simplify the classi昀椀cation problem, particularly by isolating segments with no calls (the ’None’
class). Even with a reduced amount of classes, there is still a signi昀椀cant class imbalance. Some
species are well-represented with many vocalizations, such as Fringilla Coelebs (see Figure 3.1),
while others are severely underrepresented. This imbalance is typical in real-world ecological
recordings, where certain species are naturallymore vocal or abundant than others. In any case,
this kind of class imbalance can negatively a昀昀ect model training, as the model may become
biased towards well represented species and fail to correctly identify rarer species. To address
this problem, we introduced data augmentation techniques speci昀椀cally on underrepresented
species, as discussed in Section 3.2.3.
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3.1.3 Data annotation and ground truth

The annotations of the audio collected in the Tovanella watershed were primarily performed
by an expert ecologist with extensive experience in bird vocalization identi昀椀cation. To create
these, the expert visually inspected the spectrograms to detect the presence of vocalizations and
simultaneously listened to the recordings to con昀椀rm species identity andmark the vocalization
events. For every identi昀椀ed vocalization, a temporal bounding boxes marks the exact start and
end time of the event, allowing for detailed supervised training, where each labeled segment
corresponds to a speci昀椀c vocalization. While these annotations can be considered highly accu-
rate, there may still exist some level of subjectivity and uncertainty, especially for di昀케cult cases,
due to potential human error. For species that were underrepresented in the local dataset, addi-
tional annotated recordings were sourced from the Xeno-canto online repository. Given that
Xeno-canto data is crowdsourced, we manually selected and veri昀椀ed recordings to ensure their
suitability into our dataset. Several challenges emerged during the annotation process, par-
ticularly due to overlapping vocalizations from multiple individuals or di昀昀erent species with
acoustically similar calls. These issues not only complicatedmanual labeling, but alsonegatively
impactedmodel performance. Additional complications derived from non-avian sounds, envi-
ronmental noise, and distant or low amplitude calls, whichmade it more di昀케cult to accurately
identify and annotate bird vocalizations, especially in complex soundscapes.

3.2 Preprocessing pipeline

In this section, the preprocessing steps are described to provide a clear understanding of the
methodology used throughout the project. Since three di昀昀erent models are involved, each re-
quired a distinct setup and data processing pipeline.

Figure 3.2 shows a simpli昀椀ed overview of the entire project work昀氀ow. For example, the orig-
inal BirdNET model only requires the validation and test splits for evaluation purposes. In
contrast, 昀椀ne-tuning BirdNET requires a data-augmented training set to mitigate class imbal-
ance. Finally, training the Vanilla CNN also involves an additional step: spectrogram gener-
ation from the audio segments, which is not needed for BirdNET, as that process is handled
internally within the model.
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Figure 3.2: Preprocessing pipeline overview
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3.2.1 Segmentation

The original recordings were segmented into 昀椀xed-length audio windows of 3 seconds each, us-
ing a sliding window approach with 50% overlap between consecutive segments. This overlap-
ping design allows themodel to capture events that occur near segment boundaries and ensures
that short vocalizations are not missed. The duration of 3 seconds was chosen for practical use,
as BirdNET only receives 3-seconds input audio. For this reason, segments with annotations
shorter than 0.2 seconds were ignored during the annotation phase to avoid labeling extremely
short, noisy, or ambiguous sounds. The 0.2-second threshold was empirically chosen based on
typical bird call durations observed in the dataset and it is useful to 昀椀lter out extremely brief ar-
tifacts, microphone clicks, or ambiguous environmental noises that are unlikely to contribute
meaningful information during training. Segments without any identi昀椀ed vocalizations are
still included in the dataset and assigned to the ”None” class, representing background or non-
bird noise. In this way, by including segments with no identi昀椀ed bird vocalizations and assign-
ing them to a dedicated “None” class, the model is allowed to explicitly learn what non-bird
noise looks like, which is critical for reducing false positives and improving real-world robust-
ness. Each segment is organized into its own folder, named by the combining the common
and scienti昀椀c names of the species. This ensures compatibility with BirdNET’s 昀椀ne-tuning
pipeline, which relies on directory names’ mappings. It also simpli昀椀es future extensions of the
dataset or potential per-species evaluations.

3.2.2 Spectrogram generation

The spectrograms used in this study for the vanilla CNNwere generated using the Short-Time
Fourier Transform (STFT), rather than alternative representations such as Mel-spectrograms
or MFCCs. The STFT was computed with a sampling rate of 32,000 Hz, employing a Han-
ning window of size 1024, a window length of 1024 samples, and a hop length of 256 samples.
The decision to use STFT instead of Mel-spectrograms likely re昀氀ects the desire to retain the
full frequency resolution, particularly in the higher frequency ranges where many bird vocal-
izations occur. While the Mel scale enhances perceptual alignment for human speech, it com-
presses higher-frequency bands, potentially obscuring 昀椀ne-grained spectral details relevant for
bird species. Therefore, preserving the linear frequency resolution of the STFT ensures that
subtle frequency patterns remain available to the model. Prior research comparing log-Mel
spectrogramswith log-power andwavelet-based transforms supports the use of alternative spec-
tral representations to better capture high-frequency nuances in bioacoustic signals [46]. After
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generating the spectrograms, a normalization step was applied using a logarithmic transforma-
tion (log(1+x)). This was done to reduce the e昀昀ects of extreme amplitude variations, which
can occur due to variations in recording conditions or species loudness. The BirdNETmodel
required only audio 昀椀les as the spectrogram is generated automatically by the model. Follow-
ing the normalization, spectrograms were resized to 256x256 pixel images using bilinear inter-
polation. This resizing step standardizes the input size for the convolutional neural network
and allows consistent processing regardless of small di昀昀erences in segment duration (e.g., seg-
ments shorter than 3 seconds were zero-padded before transformation). All audio segments
were treated as mono-channel recordings, either because the original recordings were captured
in mono.

3.2.3 Data augmentation

To enhance the diversity of the training data and improve the generalization capabilities of the
model, several data augmentation techniques were applied using the audiomentations library*.
These augmentationswere applied exclusively tounderrepresented species (fewer than250 sam-
ples) and aimed to simulate realistic variability that can naturally occur in 昀椀eld recordings of
bird vocalizations.

Four main augmentation methods were used:

1. Pitch shifting: implemented to emulate natural variations in vocalization frequencies
that may occur between individual birds of the same species. Two types of shifts were
applied: downward shifts of 1 to 3 semitones andupward shifts of 1 to 3 semitones. This
augmentation was applied with a high probability of 75% for each segment, ensuring
frequent modi昀椀ed examples during training. In Figure 3.3, the e昀昀ect of pitch shifting
on the spectrogram is clearly visible: all frequency components are shifted upward or
downward, while the temporal structure of the vocalization remains unchanged.

2. Time stretching: simulates changes in vocalization speed that might result from di昀昀er-
ent recording conditions, environmental factors, or individual bird behavior. A stretch-
ing rate between 0.9x (slower) and 1.1x (faster) was applied, again with a probability of
75%. This helps the model to become more robust to temporal variations in vocaliza-
tion patterns. In Figure 3.4, the impact of time stretching is shown: the spectrogram
patterns are compressed or expanded along the time axis, while the frequency content
remains largely unchanged. Slower vocalizations appear more elongated, with acoustic
events spread over a longer time span, whereas faster ones are temporally compressed.

*https://github.com/iver56/audiomentations
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Figure 3.3: Pitch shi昀琀 e昀昀ect on spectrogram

Figure 3.4: Time stretching e昀昀ect on spectrogram
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Figure 3.5: Gain adjustment e昀昀ect on spectrogram

3. Gain adjustment: accounts for variations in recording volume due to di昀昀erences in mi-
crophone distance, bird proximity or recording equipment. Gain values were randomly
adjusted between -5 dB and +5 dB, with a probability of 50%. This variation exposes the
model to recordings of di昀昀erent loudness levels, helping it generalize across recordings
captured under di昀昀erent conditions. In Figure 3.5, the spectrograms shows how gain
adjustment a昀昀ects the intensity of the spectral components without altering their fre-
quency or temporal position. Louder segments appear with brighter, more pronounced
patterns, while quieter segments show dimmer energy distributions.

4. Background noise addition: this augmentation was speci昀椀cally designed to simulate
realistic 昀椀eld conditionswhere bird callsmay be embeddedwithin complex environmen-
tal sounds. Background noise samples were extracted from segments labeled as ”None”
(segments without bird vocalizations), and added to training examples with a probabil-
ity of 80%. Additionally, the background noise itself is gain-adjusted by -5 to +5 dB
with a probability of 50%. This augmentation is particularly valuable for training the
model to handle overlapping calls and noisy environments often encountered in real-
world acoustic monitoring. In Figure 3.6, the e昀昀ect of background noise addition is vis-
ible as a general increase in low intensity spectral energy across the time-frequency space,
often resulting in a less contrasted spectrogram. While the main vocalization remains
identi昀椀able, it is now partially masked by noise patterns, emulating real-world acoustic
scenarios such as wind, insect noise, or distant tra昀케c.

The augmented species are: Coccothraustes coccothraustes, Lophophanes cristatus, Loxia
curvirostra, and Parus major; adding four data augmentation techniques makes the total num-
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Figure 3.6: Background noise addi琀椀on e昀昀ect on spectrogram

ber of audio samples more than four times larger than the original. The selection of these
speci昀椀c augmentation techniques re昀氀ects an explicit attempt to mimic 昀椀eld conditions where
bird vocalizations are rarely perfectly isolated. By introducing variability in frequency, timing,
loudness, and background noise, the model is expected to develop stronger invariance to non
relevant variations, focusing instead on the key acoustic patterns that characterize each species.
This approach aims tomitigate over昀椀tting and improve themodel’s robustness when deployed
on new, unseen 昀椀eld recordings that may di昀昀er from the training data in unpredictable ways.

3.3 Modeling

3.3.1 Baseline: original BirdNET

The baseline model used for this project is BirdNET version 2.4, accessed through the Bird-
NET_Analyzer v1.5.1 implementation available on GitHub. This version represents a signi昀椀-
cant upgrade over earlier releases, featuring an E昀케cientNetB0-like backbone architecture com-
bined with residual blocks enhanced by Squeeze-and-Excitation modules. This design choice
allows themodel to e昀케ciently extract deep features while keeping the embedding size relatively
compact at 1024 dimensions. The model accepts 3 seconds raw audio as input, which is then
converted into suitable spectrograms by the pre-processing block. In this study, we systemati-

29



cally tested all 3-second segments generated during the segmentation phase, without applying
any preliminary 昀椀ltering or selection. Regarding outputs, BirdNET produces multi-label pre-
dictions for numerous bird species simultaneously, where each species is associatedwith a con昀椀-
dence score representing the likelihood of its presence within the audio segment. However, it’s
crucial to understand that these con昀椀dence scores are not considered real probabilities: as ex-
plained byWood and Kahl [14], the appropriate use of these scores involves setting thresholds
to 昀椀lter predictions or converting them into calibrated probabilities, always bearing in mind
that the performance of a given threshold can vary signi昀椀cantly across di昀昀erent species. In
fact, the output probabilities of the model cannot be compared between di昀昀erent species and
the same score could lead to di昀昀erent outcomes. [14] For this study, the baseline BirdNET
model was used as-is, without architectural modi昀椀cations. To analyze the results, we used the
analyze.py script provided by the BirdNET_Analyzer package, keeping the sensitivity pa-
rameter at its default value of 1. During evaluation, all noise-related classes were excluded, as
well as certain species that were not present in BirdNET’s default taxonomy but are included in
our annotated dataset. To calculate the thresholds for each species, we 昀椀rst evaluated themodel
on the validation set and recorded all con昀椀dence scores associated with both true positives and
false positives. This allowed us to calibrate a decision threshold for each species by selecting
the value that maximized the F1-score. During the test phase, these thresholds were applied to
binarize themodel’s multi-label predictions: a species was considered detected if its con昀椀dence
score exceeded the corresponding threshold.

3.3.2 Fine-tuned BirdNET

The 昀椀ne-tuning strategy adopted was a full 昀椀ne-tuning of the BirdNET model. This means
that all the model weights were updated during training, not just the last layers or the classi昀椀er
head. The reasonbehind this is to adapt the entire network allowing it tobetter specialize on the
Alpine bird species’ acoustic features, which can di昀昀er from the original dataset’s distribution.

The trainingwasperformedusing theo昀케cialtrain.py scriptwith the--model_save_mode
set to replace, which substitutes the original classi昀椀cation layer with a new onematching our
species set. Since no layers were frozen during training, all model parameters were updated, re-
sulting in a full 昀椀ne-tuning of the BirdNET architecture. The 昀椀ne-tuning was performed on a
subset of the original dataset focused onAlpine species, including audio segments labeled with
the species of interest. A validation split of 0.01% was reserved from the training data to mon-
itor performance and guide early stopping. Regarding the performance, the expectation was
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that 昀椀ne-tuning would boost accuracy and F1-scores speci昀椀cally on Alpine species by tailoring
the model’s internal representations to the local acoustic environment and species-speci昀椀c vo-
calizations. This specialization should improve sensitivity and reduce false positives compared
to using the baseline model straight out of the box.

3.3.3 Vanilla CNN

The vanilla CNN was designed as a simple convolutional neural network built from scratch
to serve as a baseline for comparison against BirdNET’s more sophisticated architecture. The
model accepts input spectrograms of size 256x256, representing audio of 3 seconds, generated
as described in Section 3.2.2. Its output consists of an array of con昀椀dence scores corresponding
to each class. Similar to BirdNET, these con昀椀dence scores do not represent calibrated proba-
bilities, and were treated accordingly during evaluation. The model’s architecture was derived
from an explored design space optimized through a random search over 200 di昀昀erent con昀椀gu-
rations. The con昀椀guration space had the following options to choose from:

• Number of convolutional layers: between 1 and 4 layers were considered, allowing for
increasingly deep architectures.

• Kernel sizes: for each convolutional layer, kernel sizes were selected in non-decreasing
order from 2, 3, 4, 5, 6, enabling 昀氀exibility in the receptive 昀椀eld while preserving a hier-
archical feature extraction.

• Number of channels: for each convolutional layer, the number of 昀椀lters was set to in-
creasing powers of two, speci昀椀cally 16, 32, 64, 128, which allows the network to pro-
gressively capture more complex features.

• Batch size: values of 32, 64, 128 were tested to evaluate the trade-o昀昀 between training
stability and computational e昀케ciency.

• Dropout rate: either 0.0 or 0.5, to evaluate the e昀昀ect of regularization on model gener-
alization.

• Hidden units in the dense layer: selected from 32, 64, 128, controlling the capacity of
the 昀椀nal fully connected layer.
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Group Name Input shape Output shape
Input Spectrogram (1×256×256) (1×256×256)
Conv 1 Conv2D (kernel 4×4, 16 昀椀lters) + ReLU (1×256×256) (16×256×256)

MaxPooling 2×2 (16×256×256) (16×128×128)
Conv 2 Conv2D (kernel 5×5, 32 昀椀lters) + ReLU (16×128×128) (32×128×128)

MaxPooling 2×2 (32×128×128) (32×64×64)
Conv 3 Conv2D (kernel 6×6, 64 昀椀lters) + ReLU (32×64×64) (64×64×64)

MaxPooling 2×2 (64×64×64) (64×32×32)
Conv 4 Conv2D (kernel 6×6, 128 昀椀lters) + ReLU (64×32×32) (128×32×32)

MaxPooling 2×2 (128×32×32) (128×16×16)
Flatten Flatten (128×16×16) (32768)
Dense 1 Dense (128 units) + ReLU (32768) (128)
Output Dense (num_classes) (128) (num_classes)

Table 3.1: Best‐performing Vanilla CNN architecture

This randomized search over multiple hyperparameter combinations allowed for a wide ex-
ploration of the design space, by including both shallow and deeper architectures, while main-
taining a feasible training time. Along with varying kernel sizes and regularization settings, the
goal was to identify a model architecture that could balance performance and complexity for
the classi昀椀cation task. The best-performingmodel consisted of a convolutional stack with four
convolutional layers, each followed byReLU activation and a 2x2max pooling operation. The
kernel sizes for the convolutional layers were [4, 5, 6, 6], while the number of output channels
increased progressively as [16, 32, 64, 128]. Padding was applied to maintain the spatial reso-
lution before pooling. After the convolutional layers, the output feature maps were 昀氀attened
and passed through a fully connected dense layer with 128 hidden units, followed by a dropout
layer. The dropout rate was set to 0, as determined by the hyperparameter tuning process. Fi-
nally, the output layer projected to the target number of classes using a fully connected layer.
4 Training was carried out using the Adam optimizer for a maximum of 200 epochs, with an
early stopping with a patience of 15 epochs to mitigate the risk of over昀椀tting.

Despite being simpler, the vanilla CNN su昀昀ers from several limitations compared to Bird-
NET:

• Lack of transfer learning bene昀椀ts: it starts from scratch without pre-learned acoustic
features.
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• Smaller embedding size and less sophisticatedblocks (no residual connections, no squeeze-
and-excitation).

• Potentiallyworse generalization tonoisyor complex acoustic scenes due to reducedmodel
capacity.

• Longer training times since it requires learning features anew.

• Possiblymore sensitive to class imbalance, although augmentationwas applied to under-
represented classes to mitigate this.

3.4 Evaluation

3.4.1 Performance metrics

To comprehensively evaluate the performance of both the 昀椀ne-tuned BirdNET and the vanilla
CNNmodels, multiple performancemetrics were employed, re昀氀ecting di昀昀erent aspects of clas-
si昀椀cation quality. In particular, the following metrics were used:

• F1-score: this was the primary metric for model selection and evaluation. Given the
multi-label nature of the task and the potential class imbalance, the F1-score provides a
balanced measure that accounts for both precision and recall. The general formula is:

F1 = 2 ·
Precision · Recall
Precision+ Recall

Speci昀椀cally, three F1-score variants were computed:

– Micro-average F1-score: aggregates contributions of all classes to compute the aver-
age metric globally, thus giving equal weight to each prediction. It is calculated by
summing all true positives, false negatives, and false positives across classes before
applying the F1 formula.

– Samples-average F1-score: computes the F1-score independently for each audio
sample and then averages across samples.

– Weighted-average F1-score: computes the F1-score per class and averages them,
weighted by the number of true instances for each class.
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• Precision andRecall: thesewere computed alongside theF1-score toprovide additional
insights into model behavior, particularly regarding false positives (precision) and false
negatives (recall). Their formulas are:

Precision =
TP

TP + FP
, Recall =

TP

TP + FN

where TP stands for true positives, FP for false positives, FN for false negatives, and TN
for true negatives.

• Receiver Operating Characteristic (ROC) andArea Under the Curve (AUC): these
were used for individual species to analyze classi昀椀er discrimination ability, particularly
when assessing con昀椀dence thresholds. TheROCcurve plots the true positive rate (TPR)
against the false positive rate (FPR) for di昀昀erent threshold values:

TPR =
TP

TP + FN
, FPR =

FP

FP + TN

The AUC summarizes the overall ability of the model to discriminate between classes
across all thresholds.

In the context of imbalanced datasets, relying solely on accuracy can be highly misleading.
This is particularly true in multi-label bird sound classi昀椀cation, where many audio segments
may contain no bird vocalizations or only a small subset of possible species. Accuracy simply
measures the proportion of correctly predicted labels over the total number of predictions. In
highly imbalanced scenarios, a model could achieve high accuracy by simply predicting thema-
jority class (e.g., ”no bird detected” or ”None” class) for most segments. For instance, if 80%
of the segments contain no target species, a model that always predicts ”None” would already
achieve 80% accuracy, despite completely failing to detect any actual bird vocalizations. Such a
metric fails to re昀氀ect the model’s ability to detect minority classes, which, in bioacoustic mon-
itoring, are often the ecologically important species of interest.

In addition to global performance metrics, a per-species evaluation was performed to better
understand how the model performs across di昀昀erent bird species. For each species, con昀椀dence
scores were collected from both correct and incorrect predictions on the validation set. These
were then used to compute custom con昀椀dence thresholds per species, using a linear search opti-
mizedon theF1-score. The昀椀nal step involves using the test set, where a con昀椀dence score greater
than the threshold indicates the presence of the bird species. This species-speci昀椀c thresholding
allows to balance sensitivity and precision di昀昀erently for each species depending on its particu-
lar detection characteristics. Some species might tolerate a lower threshold to improve recall if
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they are hard to detect, while others may require higher thresholds to avoid false positives due
to environmental noise or species similarity.

3.4.2 Train-test split and validation

The dataset was originally split into training and test sets based on twoMatlab annotation 昀椀les:
Bird_tags_Train.mat and Bird_tags_Test.mat. These 昀椀les de昀椀ne which audio record-
ings (organized by recording dates) belong to each subset. However, some adjustments were
necessary to address class imbalance across species: for certain species with an excessive amount
of training data but limited test data, additional recording dates weremanually reassigned from
training to test. This ensured a more balanced evaluation for all target species. To create the
validation set, a temporal split strategy was employed to minimize potential temporal depen-
dencies and data leakage. Speci昀椀cally, for each species, the last 1% of the recording dates (sorted
chronologically) was selected from the training set to form the validation set; the 1% validation
split was deliberately kept small to avoid removing too much data from the training set, given
the limited number of labeled samples available for certain species. This approach helps miti-
gate potential data leakage and simulate a more realistic scenario where the model is validated
on slightly newer data it has not seen before, thus o昀昀ering a better estimation of generalization
performance. This splitting strategy also respects the temporal nature of bioacoustic monitor-
ing data, where environmental and seasonal factors may introduce correlations that a purely
random split would fail to capture. By separating data based on recording dates, the risk of
overestimating performance due to temporally correlated training and validation samples is re-
duced. The test data were selected primarily based on recording dates and microphone types,
aiming to create a temporally and technically distinct evaluation set.

3.4.3 Implementation details

All training and evaluation experimentswere conductedonvirtualmachines deployedviaGoogle
Compute Engine. Each instancewas con昀椀gured as a g2-standard-8machine, featuring 8 vir-
tual CPUs, 32 GB of RAM, and equipped with a single NVIDIA L4 GPU. The underlying
CPU platform was not speci昀椀ed (Unknown CPU Platform). This setup ensured su昀케cient
computational resources for training both the BirdNET model and the baseline CNN, while
also providing hardware acceleration for e昀케cient GPU-based deep learning workloads. The
BirdNET 昀椀ne-tuning scripts were executed using TensorFlow, meanwhile, the baseline vanilla
CNN model was implemented and trained using PyTorch. Additionally, common Python
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libraries such as Pandas (for datamanipulation),Matplotlib (for visualization), Librosa (for au-
dio processing), andAudiomentations (for applying data augmentation)were utilized through-
out the preprocessing and analysis pipeline. The training duration was approximately 40 min-
utes for the vanilla CNNmodel, whichwas trained from scratchwith randomhyperparameter
search. In contrast, the 昀椀ne-tuning of the pre-trained BirdNETmodel was signi昀椀cantly faster,
taking around 10 minutes due to the transfer learning approach and the smaller number of
trainable parameters.
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4
Results

4.1 Quantitative results

4.1.1 Models comparison

This section presents a comparative analysis of the tested models. The focus is on how well
each model balances precision and recall in realistic acoustic environments. Overall, from all
the tables, it is clear that the 昀椀ne-tuned BirdNETmodel clearly outperforms the other models.
The original BirdNET has good precision but struggles signi昀椀cantly with recall, meaning that
a considerable amount of species were not detected by the model. This conservative behavior
leads to producing fewer but more con昀椀dent predictions. Furthermore, the low recall score
could be attributed to the model’s training on a broader, non-specialized dataset, which may
lead to poor generalization on alpine speci昀椀c specieswith subtle or rare vocal patterns. The 昀椀ne-

Table 4.1: Performance metrics ‐ Micro average

Model Precision Recall F1-score

Original BirdNET 0.796 0.168 0.278
Fine-tuned BirdNET 0.590 0.666 0.626
Fine-tuned BirdNET +Data augmentation 0.641 0.652 0.647
Vanilla CNN +Data augmentation 0.445 0.435 0.440
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Table 4.2: Performance metrics ‐ Weighted average

Model Precision Recall F1-score

Original BirdNET 0.440 0.168 0.232
Fine-tuned BirdNET 0.612 0.666 0.601
Fine-tuned BirdNET +Data augmentation 0.639 0.652 0.619
Vanilla CNN +Data augmentation 0.600 0.435 0.477

Table 4.3: Performance metrics ‐ Samples average

Model Precision Recall F1-score

Original BirdNET 0.177 0.154 0.161
Fine-tuned BirdNET 0.621 0.673 0.632
Fine-tuned BirdNET +Data augmentation 0.648 0.663 0.643
Vanilla CNN +Data augmentation 0.379 0.443 0.393

tunedmodel, instead, takes more risks while maintaining a solid precision, a useful property in
the context of avian monitoring, where missing rare species can be critical. As highlighted in
Table 4.1 and in Table 4.3, the 昀椀ne-tuning had a strong e昀昀ect on sensitivity, allowing themodel
to recognize species that were previously underrepresented. The vanilla CNN demonstrates a
decent performance, considering a simpler architecture, and the training from scratch, without
any transfer learning. Although the performance is limited, the vanilla CNN serves as a useful
baseline to assess the contribution of transfer learning and domain adaptation. Still, looking
at the vocalization level metrics, the BirdNET 昀椀ne-tuned with data augmentation achieved a
remarkable micro average F1-score of 0.647, which is nearly double the maximum F1-score of
0.339 reported in other studies [47], which was obtained using the original BirdNET model
on a dataset of bird vocalizations containing a total of 74 species, in the French region of Oc-
citanie. This substantial improvement suggests that 昀椀ne-tuning the model parameters allows
for a much better balance between precision and recall, enhancing the model’s ability to detect
complex and rare vocalizations more e昀昀ectively. From the tables, it is clear that data augmenta-
tion has amodest but positive e昀昀ect on the 昀椀ne-tuned BirdNET, slightly improving the overall
balance between precision and recall, improving its robustness and sensitivity to background
noise. Overall, achieving a higher recall can be valuable in ecological monitoring, as it increases
the chances of detecting rare species, even at the cost of including false positives. It is evident
that the 昀椀ne-tuning signi昀椀cantly improved the original model, unlocking its capacity to recog-
nize a wider range of species. However, these aggregate metrics alone do not capture species-
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Figure 4.1: ROC Curve of the Original BirdNET model

speci昀椀c biases or model behavior under data imbalance. A per-species analysis is essential to
give a better assessment of the model.

4.1.2 Per-species performance

To give a detailed vision of the discrimination capabilities of the model, we computed the
species ROC curves of the three evaluated models. From Figure 4.1 (Original BirdNET), we
can observe that the model exhibits di昀昀erent performance across di昀昀erent classes. Certhia fa-
miliaris shows the highest AUC at 0.782, followed by Phylloscopus collybita (0.761) and Reg-
ulus ignicapilla (0.685). Parus major, Loxia curvirostra and Muscicapa striata are the species
with the lowest score, around 0.5. This could be due to a problematic test set not representing
the true distribution of those species, or due to intrinsic similarities in their acoustic features
with other classes, which can confuse the model. The 昀椀ne-tuned BirdNET model with data
augmentation (Figure 4.2) demonstrates a signi昀椀cant improvement in performance. Fringilla
coelebs is taking the lead with an AUC score of 0.752, a consistent improvement from the pre-
vious model (0.681). Other enhancements are seen in Erithacus rubecula (0.749) and Anthus
trivialis (0.665). Parusmajor andMuscicapa striata are again around0.5whileLoxia curvirostra
exhibits a signi昀椀cant improvement (0.640). Turdus merula and Regulus regulus show deteri-
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Figure 4.2: ROC Curve of the Fine‐tuned BirdNET model with data augmenta琀椀on

oration in performance, perhaps the training data added more noise than useful information
from the original model.

The vanilla CNN model with data augmentation (Figure 4.3) also presents interesting re-
sults. As this model is not in昀氀uenced by the pre-training of BirdNET, this may help to identify
problems in the training and test set. Anthus trivialis (0.927) achieved the highest AUC. This
species already showed strong performance in the previous models (0.647 in the original Bird-
NET and 0.665 in the 昀椀ne-tuned version), suggesting its vocalizations are easier to detect. This
may suggest that the data from this species is easier to recognize. Regulus ignicapilla (0.823)
and Parus major (0.888) outperforms the other models. Erithacus rubecula (0.566) performes
worse than the previous models. Regulus regulus remains hard to idenitify for both the 昀椀ne-
tuned model and the vanilla CNN: this suggests there’s not enough data or is not representa-
tive of the species. Muscicapa striata andTurdusmerula are again hard to recognize, suggesting
again a problematic test set. In summary, certain species, such as Parus major and Muscicapa
striata, consistently show poor classi昀椀cation performance across all models, indicating poten-
tial issues in the dataset, such as class imbalance or ambiguous vocalizations. Turdus merula
shows a decline in the last twomodels compared to the original BirdNET, possibly due to over-
昀椀tting or noise introduced during 昀椀ne-tuning. Conversely, species like Anthus trivialis and
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Figure 4.3: ROC Curve of the Vanilla CNN model with data augmenta琀椀on

Regulus ignicapilla bene昀椀t notably from training, suggesting their acoustic patterns are well
captured even by simpler architectures. These 昀椀ndings underscore the importance of class-wise
analysis in evaluating the ecological reliability of sound classi昀椀cation models.

4.2 Error analysis

4.2.1 Confusion matrices

Here we present the confusionmatrices for the three evaluatedmodels. The 昀椀rst evident trend
is the misclassi昀椀cations become increasingly spread as the models becomemore adapted to our
dataset. In the 昀椀nal model, the vanilla CNN, we clearly observe widespread errors across mul-
tiple species, showing greater uncertainty likely due to the absence of transfer learning and the
limited representational capacity of the architecture. In contrast, the original BirdNETmodel
(Figure 4.4) shows a more conservative behavior: it tends to make fewer predictions, but of-
ten with higher con昀椀dence. This is re昀氀ected in fewer correct predictions for rare species (low
values along the diagonal), combined with higher o昀昀-diagonal values, suggesting issues with
both recall (di昀케culty detecting certain classes) and precision (mislabeling other classes as these
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Figure 4.4: Confusion matrix of the original BirdNET model

42



Figure 4.5: Confusion matrix of the 昀椀ne‐tuned BirdNET model

rare ones). For example, species like Loxia curvirostra and Muscicapa striata exhibit both a
low number of correct predictions and relevantmisclassi昀椀cations, as already highlighted in Fig-
ure 4.1. Despite its limitations, the original BirdNET still achieves high precision for certain
species, such as Anthus trivialis (51) andCerthia familiaris (56), indicating that some vocal pat-
terns are e昀昀ectively captured even without 昀椀ne-tuning. However, as previously discussed, the
original BirdNET generally su昀昀ers from limited recall, and these matrices further con昀椀rm that
limitation.

For the昀椀ne-tunedBirdNETmodel (Figure 4.5), performance improves considerably. Species
such as Fringilla coelebs (1047 correct predictions), Erithacus rubecula (286), and Phyllosco-
pus collybita (272) demonstrate strong classi昀椀cation accuracy, as previously observed in Figure
4.2. However, several confusions remain. Coccothraustes coccothraustes is often misclassi昀椀ed
as Fringilla coelebs (31 instances), whileMuscicapa striata andPeriparus ater are also frequently
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Figure 4.6: Confusion matrix of the vanilla CNN

confused with Fringilla coelebs (38 and 57 instances, respectively). This pattern highlights the
persistent e昀昀ect of class imbalance, as Fringilla coelebs remains the most represented class in
the dataset, increasing its tendency to attract misclassi昀椀cations from other species.

The vanilla CNN (Figure 4.6) shows a more di昀昀use error distribution, indicating reduced
con昀椀dence and higher uncertainty. While Fringilla coelebs (799 correct predictions) remains
the best recognized class, it is also frequently confused with Sylvia atricapilla (504 instances),
Phylloscopus collybita (210), and Regulus ignicapilla (125). The confusion with Sylvia atr-
icapilla is particularly pronounced. Erithacus rubecula shows degraded performance, being
more oftenmisclassi昀椀ed than correctly identi昀椀ed, with signi昀椀cant confusion toward Sylvia atr-
icapilla (290 instances). Regulus ignicapilla is also often confused with both Fringilla coelebs
(300 instances) and Sylvia atricapilla (119). Similarly, Sylvia atricapilla itself is misclassi昀椀ed as
Fringilla coelebs (127) and Regulus regulus (80). On the other hand, species like Anthus triv-
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ialis (146 correct predictions), Certhia familiaris (83), Phylloscopus collybita (282), Regulus
ignicapilla (399), and Sylvia atricapilla (382) still exhibit solid performance. Overall, Fringilla
coelebs and Sylvia atricapilla clearly dominate themisclassi昀椀cationpatterns, again re昀氀ecting the
imbalance of the training data.

In general, it is evident that some species are often confused: this is the case in particular
for Coccothraustes coccothraustes, Muscicapa striata, Parus Major, Periparus ater, Regulus ig-
nicapilla, Regulus regulus, Troglodytes troglodytes and Turdus merula, which are classi昀椀ed
more often as Fringilla coelebs than the correct class. This issue is likely due to the strong bias
for the vocalizations of Fringilla coelebs in the training corpus, since they appear much more
frequently than the others (see Fig. 3.1).

Nevertheless, the other species are correctly classi昀椀ed in most cases, even though the model
often exhibits biased responses and tends to incorrectly predict the presence of a fewkey species,
in particular Erithacus rubecula, Phylloscopus collybita and Sylvia atricapilla, which are also
much more frequent in the training samples (see Fig. 3.1) and common sources of false posi-
tives. These 昀椀ndings highlight the impact of class imbalance and acoustic similarity on classi-
昀椀cation errors. Despite improvements brought by 昀椀ne-tuning, certain biases persist and a昀昀ect
the model’s ecological reliability. A balanced dataset and targeted data augmentation could
help mitigate these e昀昀ects and enhance the model’s capacity to generalize across species.

4.2.2 Difficult species and possible causes

Several species presented signi昀椀cant classi昀椀cation challenges despite being relatively common
in the target environment. For instance, species such as Parusmajor, Loxia curvirostra, Regulus
regulus, and Muscicapa striata were frequently misclassi昀椀ed or entirely missed by the original
BirdNET model. This pattern suggests that mere species prevalence in the habitat does not
guarantee high detection accuracy, particularly when the training data used for pre-training
lacks su昀케cient representation of these species or their regional acoustic variations. Forest habi-
tats introduce additional complexity, as dense vegetation and variable background noise can
further distort or mask vocalizations, making it harder for the model to match incoming sig-
nals with its learned feature representations.

Moreover, some of these species exhibit acoustic characteristics that inherently complicate
their detection. For example, Muscicapa striata produces brief and sporadic vocalizations that
can easily overlap with other background sounds, while Loxia curvirostra presents variable call
types that may di昀昀er across populations or regions. These ambiguities highlight the need for
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Figure 4.7: Spectrogram showing a completely erroneous species classi昀椀ca琀椀on.

regionally adaptedmodels that are exposed to the speci昀椀c acoustic variants present in the target
habitat. Without such adaptation, even otherwise powerful classi昀椀ers risk failing to capture key
species, ultimately limiting their utility for comprehensive biodiversity monitoring in complex
ecosystems like alpine forests.

4.2.3 Impact of environmental noise and overlapping calls

This section presents representative examples illustrating the challenges faced by the models
when classifying species in complex acoustic scenarios. Through spectrogram visualizations,
we explore di昀昀erent failure modes including incorrect classi昀椀cations due to noisy or poorly
de昀椀ned signals, variations in model con昀椀dence linked to signal quality and background inter-
ference, the impact of overlapping vocalizations, and instances where species calls are entirely
ignored.

In Figure 4.7, a spectrogram example of a noise segment is presented. In this case, the model
struggled to correctly identify the target species and mistakenly assigned two di昀昀erent calls to
two incorrect species. The spectrogram shows that the signal is poorly de昀椀ned, with blurred
contours and low contrast, which likely prevented the model from recognizing the correct
species.

In Figure 4.8, three examples of correctly classi昀椀ed spectrograms for Erithacus rubecula are
shown, illustrating how the model’s con昀椀dence score varies according to signal quality and
background interference. In the 昀椀rst image, the vocalization appears as a clear, isolated pattern
in the spectrogram, resulting in a high con昀椀dence score of 0.963. In the second image, addi-
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Figure 4.8: Spectrograms showing decreasing con昀椀dence scores for the same species.

Figure 4.9: Spectrogram example of overlapping calls.

tional background sounds are present, partially overlappingwith the target vocalization. While
themodel still correctly identi昀椀es the species, the con昀椀dence scoredecreases to 0.830, indicating
that background interference reduces the model’s certainty even when the main vocal features
remain separable. In the third image, the vocalization appears more blurred and less distinct,
likely due to partial masking by other sounds or environmental factors such as wind, rain, or
increased recording distance. In this case, the con昀椀dence score further drops to 0.684. This
gradual decrease in con昀椀dence re昀氀ects the model’s sensitivity to signal degradation, as inter-
ference or acoustic noise obscure key features used for classi昀椀cation. These examples highlight
how both environmental noise and overlapping calls can negatively a昀昀ect themodel’s certainty,
even when the 昀椀nal prediction remains correct.

In Figure 4.9, a demonstration of the e昀昀ect of overlapping calls on the con昀椀dence score is
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Figure 4.10: Spectrogram of a completely ignored species.

presented. In this case, simultaneous vocalizations of Fringilla coelebs and Regulus ignicapilla
result in a reduced con昀椀dence score for both species. Overlapping calls create composite acous-
tic patterns thatmay not resemble any of the isolated vocalizations seen during training, leading
the model to assign lower con昀椀dence due to the partial mismatch with learned templates. This
e昀昀ect is particularly relevant for species with overlapping frequency ranges or similar temporal
structures.

In Figure 4.10, a spectrogram example of a completely ignored species case is presented.
From the image, we can observe two main vocalizations corresponding to Erithacus rubecula
and Regulus ignicapilla. The model successfully identi昀椀es the Erithacus rubecula call with a
high con昀椀dence score (0.944), but completely ignores the call from Regulus ignicapilla, pro-
ducing no detection for this species in the segment. In this case, Erithacus rubecula actually
had fewer training samples compared to Regulus ignicapilla, indicating that the error cannot
be attributed to class imbalance alone. Such behavior may arise from the model’s tendency to
prioritize clear, high-energy features while suppressingweaker or partiallymasked signals. This
selective focus may represent one of the underlying factors contributing to the low recall ob-
served in the original BirdNETmodel, particularly in complex acoustic scenes where multiple
species vocalize simultaneously
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5
Conclusions

5.1 Discussion

5.1.1 Implications for conservation and monitoring

The results of this studyhave clear implications forbiodiversitymonitoring andconservation ef-
forts, particularly in complex and remote ecosystems such as the Alpine coniferous forests. Us-
ing AI to automatically detect bird species makes it possible to monitor populations over time
in a scalable and non-intrusive way. The ability of 昀椀ne-tuned models to recognize species that
are otherwisemisclassi昀椀ed or undetected by generic pre-trained systems underscores the impor-
tance of tailoringmodels to the speci昀椀c acoustic environments wheremonitoring is conducted.
In particular, the improved detection of species like Muscicapa striata, Loxia curvirostra, and
Regulus regulus, which were often poorly recognized by the original BirdNET, demonstrates
how local adaptation can help track species of conservation concern that might otherwise be
overlooked. This becomes particularly useful for spotting early signs of population drops or
shifts in bird communities, which might point to habitat damage or climate-related disrup-
tions in alpine areas. Moreover, automated systems like BirdNET, when 昀椀ne-tuned, can serve
as cost-e昀昀ective early warning tools in protected areas, reducing the need for continuous hu-
man 昀椀eldwork and allowing practitioners to allocate resources more e昀케ciently. As highlighted
by [47], AI tools like these can help a lot when 昀椀eld surveys are hard to carry out, for example in
remote or di昀케cult-to-reach locations. Additionally, recent advances in Tiny Machine Learn-
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ing (TinyML), enabling the low-power deployment of deep learningmodels directly onto edge
devices, openup the possibility of real-timemonitoring even in o昀昀-grid locations,making large-
scale, continuousmonitoring feasible for conservation agencies and researchers. As highlighted
in [48], TinyMLo昀昀ers a transformative approach towildlifemonitoring through e昀케cient, real-
time data analysis on these compact, energy-e昀케cient devices.

5.1.2 Methodological limitations

Despite the promising results, There are a few clear limitations in themethodology that should
be pointed out. First, the dataset used for 昀椀ne-tuning, while carefully curated, remains lim-
ited both in temporal coverage and species diversity. The sampling period spanned only a few
months, and certain rare or migratory species might not have been adequately represented, po-
tentially limiting the generalizability of the 昀椀ndings across full annual cycles or di昀昀erent habitat
types. Second, although 昀椀ne-tuning substantially improved model performance, it required
labeled training data speci昀椀c to the target region, which may not always be available or easy
to collect for conservation practitioners. Furthermore, class imbalance remained a signi昀椀cant
challenge, as highly represented species (e.g., Fringilla coelebs, Sylvia atricapilla) disproportion-
ately in昀氀uencedmodel predictions, leading to biasedmisclassi昀椀cations toward these dominant
classes. This could be partially addressed through techniques such as loss reweighting or focal
loss, though these approaches were not explored in the present work. Third, while data aug-
mentation improved robustness against environmental variability, issues related to background
noise, overlapping vocalizations, and ambiguous acoustic patterns persist. Environments with
many overlapping bird calls still create major issues, especially when species have more variable
or less distinct vocal patterns. Potential solutions may include incorporating source separation
algorithms [49] or adoptingmore advanced time-frequency representations that better capture
昀椀ne-grained acoustic features, as suggested by [50]. Finally, the evaluation focused on species-
level identi昀椀cation; however, intra-species variation such as individual variability or regional
dialects, may further complicate model performance in real-world deployments. Such factors
were not addressed in the current study but warrant attention in future research.

5.1.3 Generalization potential

The ability of 昀椀ne-tuned models to generalize beyond the speci昀椀c training conditions remains
an open question. While our 昀椀ne-tuned BirdNETmodel performed well on the target Alpine
dataset, its transferability to di昀昀erent locations, seasons, or recording equipment has not been
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formally assessed. Ecological soundscapes are highly variable, and even small changes in habitat
structure, weather conditions, or recording setups may in昀氀uence acoustic data characteristics,
potentially a昀昀ecting model robustness. Moreover, the Vanilla CNNmodel, despite its simpler
architecture and lack of pre-training, still demonstrated competitive performancewhen trained
on the local dataset. This suggests that custom models trained entirely on region-speci昀椀c data
may remain a valid alternative to pre-trained models, particularly when extensive local data
are available. However, their generalization across broader contexts would likely be limited
without explicit inclusion of diverse acoustic conditions during training.

5.2 Future work

Future developments in this research should aim to address the limitations discussed above,
while also exploring innovative directions that enhance the ecological validity and practical ap-
plicability of acoustic monitoring systems.

First, e昀昀orts should bemade to expand the dataset both temporally and spatially. Extending
the monitoring period across multiple seasons would allow the inclusion of migratory species
and seasonal vocal variation, improving the robustness of themodel across the full annual cycle.
Additionally, collecting data across di昀昀erent altitudinal gradients and habitat types would en-
able amore comprehensive evaluation ofmodel generalization across alpine sub-environments.

Second, the persistent issue of class imbalance should be mitigated through more targeted
data collection or algorithmic strategies. Futureworkmay incorporate class-weighted loss func-
tions, focal loss [51], or active learning techniques to prioritize underrepresented species during
training. Furthermore, integrating metadata such as time of day, location, or habitat type as
additional model inputs may help disambiguate acoustically similar species and reducemisclas-
si昀椀cations.

Third, advanced preprocessing techniques could be employed to address challenges related
to overlapping vocalizations and environmental noise. For instance, recent studies on neural
source separation, such as Conv-TasNet [49], have shown promise in separating concurrent
acoustic sources, which could be particularly bene昀椀cial in multi-species soundscapes.

Fourth, future research could explore semi-supervisedor self-supervised learning frameworks,
which reduce the reliance on extensive labeled datasets and can better leverage large volumes of
unannotated recordings. Recent methods like contrastive learning or teacher-student setups
have shown good results even when labeled data is limited andmay be well suited for ecoacous-
tic contexts where annotation is expensive or incomplete.
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Fifth, deploying and testing the 昀椀ne-tunedmodel in real-time, embedded contexts would be
a crucial step toward practical implementation in conservation projects. This would allow for
in site monitoring in remote, while also providing feedback on real-world constraints such as
latency, energy consumption, and hardware limitations.

Finally, future work should also address intra-species variability and the identi昀椀cation of
individual birds or sub-populations. This could involve the development of multi-task models
capable of simultaneously predicting species identity and individual level characteristics, which
would enhance the ecological granularity of monitoring e昀昀orts.
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