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Abstract

Artificial intelligence (Al) has rapidly transformed audio content creation, enabling systems
to generate both music and functional sounds for communication and accessibility purposes.
Among these applications, the TIScode system represents an original approach, transmitting
digital information through Short Sound Messages (SSMs) — brief five-second Al-generated
audio clips. However, evaluating how such sounds are perceived and assessing their musical
qualities remains an open challenge, as perception is crucially influenced by human factors.

This thesis focuses on the generation of SSMs using MusicGen, a state-of-the-art text-to-music
model, and on their perceptual evaluation through a structured listening test based on ITU-T
standards. Participants examined audio samples created under diverse scenarios, allowing an
analysis of how prompt design and model configuration influence perceived quality, recogniz-
ability, and acceptability. Results highlight the potential of text-to-music models for sound-
based communications and provide directions for future research in perceptual evaluation of

Al-generated audio.
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Chapter 1
Introduction

In recent years, the rapid progress of artificial intelligence (AI) has changed how multimedia
content is created and used: Al-driven algorithms are now capable of generating, modifying,
and personalizing images, videos, music, and text.

Within this broader context, audio and music generation has emerged as a particularly active
area of research. Current systems can produce a wide range of audio content [1]], from sim-
ple sound effects to complex musical compositions. Beyond entertainment applications, this
field has gained attention due to its potential in communication and accessibility. These range
from communication systems, such as alerts, notifications and voice assistants, to accessibility
tools [2]] that support users with cognitive, visual, or motor impairments through audio feedback
and customized sounds.

Given these applications, evaluating the quality of Al-generated sounds becomes critical. De-
spite several technical improvements, generating high-quality audio remains a complex and open
challenge, especially in the music domain. While speech synthesis is a well-established branch
of Al, music generation continues to present significant difficulties. The concept of musical-
ity, in particular, is difficult to define and measure objectively, as it depends heavily on human
perception [3], [4]. How people react to sounds and music is influenced by many factors, such
as personal taste, cultural background [3]], and even current mood. For these reasons, it is not

possible to rely solely on objective metrics.

1.1 Aim of the thesis

The focus of the thesis is the analysis of an alternative communication method to traditional
radio communication, i.e. audio communication within the TIScode (Transmit In Sound code)
project. The TIScode system leverages Short Sound Messages (SSMs), short audio sequences

lasting 5 seconds, designed to encode and transmit a limited amount of digital information



through sound-based channels [5]. One of the key challenges of this ongoing project lies in the
generation phase of these audio sequences: in order to be effective, they must meet criteria like
recognizability, distinctiveness, and prompt adherence [6]].

Currently there are no standardized approaches for subjective evaluation [4]; in particular,
listeners’ preferences and approval of these SSMs have not been systematically investigated,
leaving a gap in understanding which generation strategies, prompts, and model parameters
produce subjectively better results.

To address this gap, this work conducts subjective listening tests to assess the perceptual aspect
of sound evaluation, emphasizing how people perceive these samples. Specifically, the thesis
employs MusicGen [7]], a state-of-the-art text-to-music generative model, to create the samples,
which are then evaluated through listening tests following the ITU-T Recommendation P.800
protocols [8]].

1.2 Overview

The Thesis is organized as follows.

Chapter 2 reviews the state of the art of music generation models, sound evaluation metrics,
and survey methodologies. Chapter 3 describes the methodology, from the generation of audio
samples to the subjective testing workflow. Chapter 4 presents and discusses the results of these

tests. Chapter 5 summarizes the thesis and suggests directions for future work.



Chapter 2

State of the Art

This chapter presents an overview of the main innovations and approaches that characterize two
interconnected research areas: the generation of music through Al models, especially text-to-
music systems, and the perceptual and objective evaluation methods used to assess the quality

of the resulting audio.

2.1 Music Generation: Audio Music Generation

The development of Al-generated music has considerably accelerated in recent years, driven by
advances in deep learning and the availability of large-scale training datasets [[1], [9].

Music generation is a sub-domain of audio generation that refers specifically to the automatic
creation of musical content, ranging from simple melodies to compositions or entire songs.

In this context, the term ”Music Generation” refers specifically to the ”Audio Music Generation”
branch, as opposed to ”Symbolic Music Generation”, which leverages Al to generate symbolic

representations of music — including formats such as MIDI files, sheet music, or piano rolls [9]].

2.1.1 Audio Generation Overview

Although this work focuses primarily on music generation, understanding the techniques devel-
oped in the broader context of audio generation is essential, as they were later adapted to the
music domain [/1]].

Two main paradigms, language modeling and diffusion models, have driven recent progress,
each demonstrating effectiveness in generating realistic audio through different underlying prin-

ciples.



Language Modeling Approach

The language modeling approach treats audio as a sequence of discrete symbols called tokens.
The model is auto-regressive, meaning that it learns to predict the next token based on the pre-
vious ones.

AudioLM exemplifies this approach, using a hybrid tokenization scheme: it combines semantic
tokens (melody, rhythm) and acoustic tokens (timbre, pitch). This dual representation allows
AudioLM to generate audio that is both coherent and realistic. [[10]

Diffusion Models Approach

The diffusion models, on the other hand, work differently. They generate audio from random
noise and iteratively refine it into realistic audio, with a process called ”denoising”. AudioLDM

demonstrates the effectiveness of this approach, achieving state-of-the-art performance [11].

2.1.2 Text-to-Music Generation: Description-based Instrumental Music

Generation

A specific and rapidly evolving branch is text-to-music generation, where models produce music
based on textual input. shows that generation methods can be categorize into sym-
bolic and audio domains [[1]]. This work focuses on description-based, instrumental music gen-
eration under the audio domain, where models use natural language prompts as input. Among
the most notable models, MusicLM [12] demonstrated impressive results with hierarchical se-
quence modeling, Noise2Music [13]] explored diffusion-based approaches, and Mustango [14]
introduced controllability through multi-modal conditioning.

This thesis employs MusicGen as the chosen model because of its open-source availability, its
efficient single-stage architecture, and state-of-the-art performance in text-to-music generation.
The following subsection offers an in-depth examination of MusicGen’s architecture and its

functionalities.

MusicGen

MusicGen [7]], developed by Meta Al, represents a significant advance in text-to-music gener-
ation, handling the limits of multi-stage pipelines. Compared to previous language modeling
models, which rely on cascading of multiple models or upsampling steps, it introduced a single-
stage auto-regressive transformer architecture, capable of generating high-quality music samples
from text descriptions or audio prompt. This Transformer decoder can operate concurrently on
multiple parallel streams of music representations, simplifying the process and drastically re-
ducing computational costs [|1]].
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Figure 2.1: Taxonomy of Text-to-Music Generation.

The model operates on discrete audio tokens produced by EnCodec [15]], a neural audio codec
that compresses audio waveforms into multiple parallel streams of discrete tokens called code-
books, and employs a novel delayed pattern decoding strategy (Figure 2.2)).

MusicGen was trained on a large-scale dataset of licensed music (see and evaluated
by metrics like FAD, Kullback-Leibler divergence, and CLAP score. Human evaluation studies

confirmed its performance against baseline systems [7].
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Figure 2.2: MusicGen delay pattern in comparison with other patterns. ||

2.1.3 Short Sound Messages: A Specialized Application

One of the most recent applications of Al-generated audio is the creation of Short Sound Mes-
sages (SSMs), also known as TIScode (Transmit In Sound code). These messages are short
audio sequences, lasting approximately 5 seconds, designed to encode and transmit digital in-
formation through sound-based channels [5]].
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Figure 2.3: MusicGen top 50 musical genres in the training dataset. [7]]

Unlike traditional music or speech, SSM technology serves a functional role in IoT/IoAuT sys-
tems with multiple applications and purposes. Information can be transmitted through car radios,
restaurant menus can be distributed via a single TIScode, and advertisements can be delivered
through TV channels [5]. An important advantage is that the receiving device (e.g., a smart-
phone) does not need to be actively used or unlocked, it only requires passive reception of the
acoustic signal. This passive approach also benefits the accessibility applications, enabling in-
formation delivery for visually impaired users, who are often not supported by conventional
technologies [2].

A key challenge in the development of SSMs lies in the generation phase. For these audio se-
quences to be effective in real-world deployments, they must satisfy several requirements: they
need to be recognizable, perceptually distinct from one another, and robust to environmental
noise [5].

Previous work on SSMs has focused primarily on generation techniques and automatic recog-

nition performance [6]], but systematic human perceptual evaluation has not been conducted.

2.2 Evaluation Methodologies for AI-Generated Music

Assessing the quality of Al-generated music is a difficult task shaped by both objective com-

putational measures and subjective human feedback. This section presents current standards
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for evaluation protocols and metrics, based on established experiments in recent literature, and

discusses their applicability and limitations in the context of text-to-music generation.

2.2.1 Subjective Evaluation: MOS and ITU-T Standards

Subjective evaluation relies on the opinions of the listeners to assess the quality of the audio.

The Mean Opinion Score, originally developed for telecommunications [8]], but now used for
music and audio evaluation, is the most widely adopted subjective evaluation metric for audio
quality. It is a standard defined in the ITU-T Recommendation P.800 [8]]. The MOS testing

procedure is the following:
1. Presentation of audio samples to the listeners
2. Samples rating on a listening quality scale from 1 (Bad) to 5 (Excellent)

3. Mean of the score to produce the MOS value

2.2.2 Objective Evaluation Metrics

Although this thesis relies primarily on subjective listening tests, understanding objective eval-
uation metrics remains essential to contextualize the field of Al-generated music. Objective
evaluation is the operation of quantifying the properties of Al-generated audio using statistical

and mathematical measures.

Objective Metrics: POLQA and FAD

Two of the most relevant metrics are Perceptual Objective Listening Quality Analysis (POLQA)
and Fréchet Audio Distance (FAD):

1. POLQA (Perceptual Objective Listening Quality Analysis) Defined in ITU-T Recommen-
dation P.863 [16], POLQA was originally developed for speech and telecommunication
systems, but has been increasingly applied to music and general audio assessment. It is
used to compare a test audio signal to a high-quality reference: in music, POLQA can

capture distortions introduced by generative models and signal processing.

2. FAD (Fréchet Audio Distance) FAD is a reference-free metric specifically designed for
generative audio models [[17]. Unlike POLQA, FAD works differently: it compares the
statistical distributions of features extracted from real audio versus generated audio. FAD
measures how similar the two distributions are. If the generated audio has similar char-

acteristics to real audio, the distance between the distributions will be small, resulting in

7



a lower FAD score and better quality. It has become a standard metric in text-to-music

research, as it is fully automatic and does not require ground-truth reference signals.

Automatic MOS Prediction

Because listening tests can be expensive, time-consuming and can lead to inconsistent results,
there is a growing interest in developing automatic systems to predict MOS for Al-generated
music. [3]

One notable approach is Meta Audiobox Aesthetics [3]] by Meta, which proposes a unified
framework for predicting MOS across speech, music, and sound domains. Rather than relying
solely on the traditional MOS score, the study introduces a new annotation guideline, named

aesthetics (AES) score, which decomposes human listening into four dimensions:

Production Quality (PQ)

Production Complexity (PC)
+ Content Enjoyment (CE)
* Content Usefulness (CU)

The system was demonstrated to perform at a level comparable to or exceeding that of MOS

and other current methods.

2.3 Current Limitations

Despite the variety of evaluation methods available, several limitations persist in current qual-
ity assessment practices for music generation. The correlation between objective metrics and
human perception remains inconsistent, particularly for complex musical content.

Most evaluation studies focus on longer musical samples (over 30 seconds), leaving short-form
audio content under-represented in systematic research.

The lack of standardized evaluation protocols makes it difficult to compare results across dif-
ferent research groups and to establish benchmark standards. While automated MOS prediction
systems, like Meta Audiobox Aesthetics, and objective metrics, such as FAD and POLQA, pro-
vide useful automated assessments, comprehensive studies specifically addressing Short Sound
Messages remain absent. Therefore, subjective evaluation through listening tests remains an

essential starting point for this specific application.



Chapter 3

Methodology

The experimental methodology of the thesis is divided into four main stages:
1. Short music sample synthesis with MusicGen [7]
2. Audio creation and test material preparation
3. Test administration, following ITU-T P.800 [{]
4. Statistical analysis of the results

This chapter describes in detail the first three stages, while the analysis of the results is presented
in Chapter 4.

3.1 Samples Generation

MusicGen [|7]] was selected as the generation model for the synthesis of short music samples,
as it was previously used in the development of Short Sound Messages, ensuring consistency
with related work in the same domain [5]].

All samples were created using the model in a Google Colab environment, adapting the original

implementation [[18]].

3.1.1 Environment setup

The pre-trained model checkpoint facebook/musicgen-large, chosen for its superior sound
quality compared to smaller variants, was loaded from Hugging Face Hub. The model, weighing
14 GB, was deployed on a Tesla T4 16GB GPU accelerator device with Python 3 runtime for

performance optimization.



3.1.2 Generation Parameters and Modes

All samples have the following parameters:

* Duration: 5 seconds

* Generation: Sampling mode
* Output format: WAV

» Sample rate: 32 kHz

* Audio format: Mono

Most of these parameters, 1.e. generation mode, output and audio formats, and sample rate, are
default values of the model. The audio duration is instead a requirement defined by the Short
Sound Messages technology.

MusicGen supports two distinct generation modes: unconditional generation, where samples are
generated autonomously, without text conditioning, and conditional generation, where samples
are guided by text prompts specifying musical characteristics (e.g. rhythm, dynamics, harmony),

genre, instrumentation, or mood.

3.1.3 Test Phases and Sample Collections

The experiment was organized into four phases, each targeting specific aspects of Al-generated
music quality and controllability. A total of 150 audio samples were generated according to the
phase specifications, forming four collections, corresponding to Phase 1, 2, 3, and 4.

From these collections, randomized subsets were selected for individual listening test sessions

(see Section 3.2 for sampling methodology).

The complete list of text prompts used for conditional generation in all phases is provided in

Append

Phase 1: Unconditional vs Conditional

The Phase 1 collection consisted of 30 generated samples:

* 15 unconditional samples, generated without any text prompts

* 15 conditional samples, generated using text prompts

Research Objective: To compare objective and subjective quality assessments between uncon-
ditional and conditional generation modes and to evaluate whether text conditioning improves

perceptual quality.
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Phase 2: Prompt Variations and Consistency

The Phase 2 collection consisted of 45 generated samples:
* O distinct text prompts
* 5 samples per prompt

Research Objective: To investigate whether listeners can recognize samples generated from the

same prompt and to compare the differences in evaluations across different text descriptions.

Phase 3: Prompt Complexity and Diversity

The Phase 3 collection consisted of 30 generated samples:
* 6 musical genres [Chillout, Dance/EDM, Funk, Neoclassical, Rock, Videogame]

* 5 samples per genre, progressively increasing the prompt complexity (from simple label

to detailed descriptions)

Research Objective: To evaluate the correlation between prompt complexity and generation

quality and to assess whether more detailed prompts result in higher perceptual quality.

Phase 4: Instrument Recognition and Controllability

The Phase 4 collection consisted of 45 generated samples:
« Single-instrument tracks (18 samples)

— 6 individual instruments [Cello, Drums, Flute, Guitar, Piano, Saxophone]

— 3 samples per instrument
* Two-instrument tracks (27 samples)

— 9 instrument pairs [see[lable A.5|

— 3 samples per pair

Research Objective: To evaluate the reliability of the model to generate music with specific

instrumentation and to assess whether listeners can correctly recognize the instruments.

11



3.2 Audio Preparation and Test Material Creation

After the generation of the 150 audio samples organized into the four collections, the next stage
involved preparing materials for the test administration. For each listening test session, unique
test materials were prepared, containing randomized subsets of samples from the four collec-

tions,

3.2.1 Sample Randomization and Selection

To ensure manageable test duration and comprehensive evaluation of the entire 150-sample cor-
pus, a randomized sampling strategy was implemented. For each listening test session, subsets
were randomly and independently drawn from each phase’s original collection. Individual sam-
ples could appear in multiple sessions with uniform probability.

This sampling approach achieved multiple objectives:

1. Elimination of systematic bias: Random selection prevented fixed ordering effects or

repeated sample presentations.

2. Manageable test duration: Fixed 30-sample tests ensured a manageable listening duration

(approximately ~ 15 minutes)
3. Statistical validity: The approach enabled valid statistical inference.

For each test session, Python’s random. sample () function was used to draw samples from each
phase collection.

The subsets are created according to the following criteria:

Phase 1 Subset

The Phase 1 subset of each test session, drawn from the Phase 1 collection, consisted of the

following:
* 5 unconditional samples (from 15 in collection)
* 5 conditional samples (from 15 in collection)
* Total: 10 samples

After selection, the 10 samples were shuffled.

12



Phase 2 Subset

The Phase 2 subset of each test session, drawn from the Phase 2 collection, consisted of the

following:
* 3 prompts (from 9 in collection)
* 3 samples per selected prompt (from 5 per prompt)

* Total: 9 samples (3 prompts x 3 samples)

Phase 3 Subset

The Phase 3 subset of each test session, drawn from the Phase 3 collection, consisted of the

following:
» 2 genres (from 6 in collection)
* 3 samples per selected genre (from 5 complexity levels)

» Total: 6 samples (2 genres x 3 samples)

Phase 4 Subset

The Phase 4 subset of each test session, drawn from the Phase 4 collection, consisted of the

following:
* Single-instrument

— 2 instruments (from 6 in collection)
— 1 sample per instrument (from 3 per instrument)

— Total: 2 samples (2 instruments x 1 sample)
* Two-instruments

— 3 pairs (from 9 in collection)
— 1 sample per pair (from 3 per pair)

— Total: 3 samples (3 pairs x 1 sample)
* Total: 5 samples (shuffled)
After selection, the 5 samples were shuffled

13



3.2.2 Audio Concatenation

The selected samples for each test session were concatenated into a single audio file using
Python’s pydub library (specifically, the AudioSegment class). Bilingual TTS announcements
were generated using Google’s gTTS (Google Text-to-Speech) library.

Each concatenated file followed this structure:

* At the start of each phase, a bilingual TTS announcement (“Phase X, Fase X’) was in-

serted, followed by 3 seconds of silence.

* For each sample within the phase:

a TTS announcement (“Track X”)

3 seconds of silence

5-second audio clip

14 seconds of silence for Phase 1; 10 seconds for Phase 2 and Phase 3 (plus an extra

10s every three samples for group/genre response); for Phase 4, 28 seconds.
+ At the end of each phase, 6 seconds of silence were added.

This structure ensured that participants could easily follow the progression of the test, answer
accurately on Google Form, and clearly distinguish between phases and individual samples;
also a sufficient amount of time was given for each response. The final concatenated audio file

for each session had a total duration of 13:45 minutes.

3.2.3 Video Presentation

To facilitate test administration, the audio files from Section 3.2.2 were embedded into video
presentations using Canva.

Each video included introduction slides for test explanation, a QR code associated with the
correct Google Form, and a minimal visual elements, i.e. phase labels and sample numbers,

synchronized with audio playback.

3.2.4 Listening Tests Design

The tests were administered via Google Forms, chosen for its intuitive and easy-to-use interface,
automatic response registrations, and built-in privacy protection.

The complete questionnaire structure, including all demographic information, evaluation criteria

and the formulation of the exact questions is provided in

14



Rating Scales

The evaluation framework included the following rating scales:

* MOS Scale: 1-5, where 1 = Very Poor and 5 = Excellent, Used for objective assessments
of technical audio properties such as clarity and definition. Even though called “objec-

tive”, this is still a subjective judgment

* Preference Scale: 1-5, where 1 = Very Unpleasant and 5 = Very Pleasant, used for sub-

jective assessment based on enjoyment and preferences

» Sample Variability Scale: 1-5, where 1 = Almost Identical and 5 = Completely Different,

used to measure how different or similar samples are within a group
» Same-Prompt Recognition: Yes/No, used for same prompt recognition question

» Acceptability Likert Scale: 1-5, where 1 = Completely Inappropriate and 5 = Completely
Acceptable, used after to rate how acceptable the generated samples are for public or

commercial use

Complete scale definitions in both Italian and English are provided in

3.3 Tests administration and Sessions

3.3.1 Test environment setup

The tests were all conducted in the Videoconferencing Room, 1st floor, of DEI/A, the central
building of the Department of Information Engineering (DEI). The room had a desk and tables
arranged to form a square ring. The participants sat together on one side of the ring, and in front
of them (< 0.50 meters) was placed a portable Bluetooth speaker model JBL Flip Essential for
audio playback. Two large external monitors, one behind the participants and one behind the
test operator, were connected via HDMI to a laptop to display the video (Section 3.2.3). No

special measures were taken for the acoustics or noise of the room.

3.3.2 Test Sessions

Sessions were carried out in small groups of 1 to 5 people, under the supervision of the test
operator, scheduled at 30-minute intervals over two test dates (22/10/2025 and 24/10/2025).
Each session followed a consistent structure: an introduction (= 5 minutes) providing oral ex-

planation of test procedures and instructions (in Italian or English), followed by the listening and
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evaluation phase (=~ 14 minutes). After completing the listening tests, participants responded to
a final question about the acceptability of the audio samples, specifically providing an opinion
through a Likert scale on experiencing these sounds in everyday public environments. Each
session then concluded with an optional debriefing for informal feedback collection.
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Chapter 4

Results

This chapter presents a comprehensive evaluation of Al-generated music samples in all four
phases. In total, 34 non-expert participants from the university community participated in the
listening tests. Specific musical knowledge was not evaluated in this study as the research ob-
jective is to gather statistics from the general public, not experts.

The chapter is organized as follows: a presentation of the participant demographics with statis-
tics of musical preferences, the results from each experimental phase, and analysis of partici-
pants’ feedback.

Throughout this chapter, results are presented using two evaluation dimensions: “objective” and
“subjective”. It is important to clarify that both represent subjective perceptual assessments by
the participants. The “objective” dimension refers to ratings of technical audio properties such
as clarity and definition, and it does not represent instrumental or algorithmic measurement.

Conversely, the “subjective” dimension explicitly refers to personal preference and enjoyment.

4.1 Participant Demographics

This study was conducted with 34 non-expert participants recruited from the university commu-

nity. The composition of the group is presented in

Age Group / Gender | Female | Male | Total
1824 years 2 17 19
25-34 years 6 9 15
Total 8 26 34

Table 4.1: Cross-tabulation of age-gender representation (N = 34)

The age-gender cross-tabulation reveals stronger male representation in the 18-24 age group,

comprising 17 males versus only 2 females (89.5% male), while the 25-34 age group shows a
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more balanced representation, with 9 males and 6 females (60.0% male). In general, the group
of participants leaned towards younger demographics, with 55.9% in the age range of 18-24
and 44.1% in the age range of 25-34. There were no 35-year-old or older participants.

4.1.1 Musical Preferences

Participants were asked to indicate their listening preferences in 16 different musical genres.
Pop music emerged as the most popular preference (20 votes, 58.8%), followed by Rock (19
votes, 55.9%) and Classical music (13 votes, 38.2%). Indie, Rap, Electronic, and Soundtrack

represented the median preferences (> 10 votes)

4.2 Phase 1: Unconditional vs Conditional Generation

Phase 1 evaluated the perceptual difference between unconditional and conditional music gen-
eration. Participants listened to ten randomly selected samples (five unconditional, five condi-
tional) and rated each one on objective quality (clarity and definition) and subjective preferences.
A total of 170 evaluations per generation mode (5 sample x 34 participants) were collected and

analyzed.

4.2.1 Unconditional vs Conditional Comparison

The results demonstrate a clear improvement when using prompt conditioning: while uncon-
ditional generation achieved a mean MOS of 2.93 on perceived quality and 2.92 on subjective
preference, conditional generation showed a higher performance, reaching 3.57 and 3.52 re-
spectably (see [Figure 4.1)).

The improvements in both technical quality assessments (+0.64 points) and subjective prefer-
ence ratings (+0.60 points) represent an increase of ~ 21.8% and ~ 20.6%, respectively.
Furthermore, both ratings are very similar within each generation strategy, with 0.01 points
difference in the unconditional case and 0.05 in the conditional cases. This suggests a strong

correlation between perceived quality and listener preferences.

4.2.2 Unconditional Generation Variability

Figure 4.2| shows substantial variability within the unconditional generated mode. The lowest-
rated samples (06, 13, 03, 15) achieve a mean rating between 1.6 and 2.8, while the highest-rated
samples (11, 14) exceed 3.8 MOS points: this wide distribution (1.6—4.1) demonstrates that

unconditional generation occasionally produces high-quality outputs; however, these are just
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Phasel: Conditional vs Unconditional Generation

I Objective
I Subjective

MOS

Unconditional Conditional

Figure 4.1: MOS score comparison between unconditional and conditional modes, showing
perceived audio quality (blue bars) and listener preference (orange bars).

limited exceptions, as there are no consistent results. The graph validates again the correlation
between quality and subjective perceptions: low rated samples on objective criteria are also
rated low on subjective tastes.

Phasel: Unconditional Generation

B Objective
I Subjective

MOS

06 13 03 15 01 02 12 05 07 08 10 09 04 11 14

Figure 4.2: Phase 1 — MOS score comparison for unconditional generation, showing objective
(blue) vs subjective (orange) personal evaluations across 15 samples.
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4.3 Phase 2: Text-Prompt Conditioning and Sample Vari-
ability

In Phase 2, participants listened to audio samples in groups of three, each triplet corresponding
to a single text prompt. In addition to the questions in Phase 1, participants assessed two key
metrics: first, participants rated the perceptual similarity of the three samples on a scale from 1
(Almost Identical) to 5 (Completely Different); second, participants were asked to answer if the
three belong to the same prompt. The primary aim of this question is not to assess if participants
can identify the exact prompt, but rather to determine if the samples display sufficient perceptual
consistency to suggest a shared generative origin.

In particular, the research objectives are (1) to find correlations (if they exist) in the objective and
subjective evaluations of samples generated by the same prompt and (2) to investigate whether
MusicGen produces similar or variable samples when conditioned on the same text prompt.
This analysis serves the TIScode project to assess the reliability of recycling” the same prompt

for multiple audio generations.

4.3.1 Samples Variability

The first objective involves the analysis of participants’ perceptual responses, as in Phase 1.

IF1igure 4.3|and [Figure 4.4|display the distribution of objective perceptions and subjective scores

throughout all the 45 samples of the Phase 2 collection. The two charts reveal no patterns be-
tween samples of the same prompt. For example, text prompts such as Prompt05, Prompt06,
and Prompt08 show high variability, while others, like PromptO1 and Prompt02, seem to have
consistent MOS scores between samples.

This inconsistency highlights the need to examine whether quality perception is related or not

to perceptual similarity, hence the second objective.

4.3.2 Prompt Consistency

Table 4.2| presents the mean variability scores and same-prompt perception rates for each of
the nine prompts. The data reveal an inverse correlation between sample variability and same-
prompt perceptions: prompts with low variability scores (e.g., Prompt06 at 1.78) achieved high
same-prompt rates (100%), while prompts with high variability (e.g., Prompt01 at 3.50) showed
low same-prompt rates (41.7%). Note that Prompt03 with a 2.88 variability score represents the
crossing point between the two judgments, showing 50% same-prompt perception rate.

This pattern indicates that MusicGen’s generation consistency is prompt-dependent. Some

prompts produce perceptually similar outputs (Prompt04, Prompt06), while others (Prompt02,
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Prompt08) generate samples that listeners perceive as distinct despite identical textual input.
Table 4.3|examines instead whether same-prompt perceptions influence subjective evaluations.
For most prompts (Prompt01, Prompt02, Prompt04, Prompt07, Prompt08, Prompt09), samples

identified as sharing a common source received higher objective and subjective ratings.

Table 4.2: Phase 2 prompts with their mean differences and consistency evaluations

Prompt Mean of Differences Same Prompt?
Yes No
Prompt 01 3.50 41.7% 58.3%
Prompt 02 3.00 16.7% 83.3%
Prompt 03 2.88 50.0% 50.0%
Prompt 04 2.27 93.3% 6.7%
Prompt 05 2.86 57.1% 42.9%
Prompt 06 1.78 100.0% 0.0%
Prompt 07 2.62 75.0% 25.0%
Prompt 08 3.23 23.1% 76.9%
Prompt 09 2.46 75.0% 25.0%

Table 4.3: Objective mean and subjective ratings across phase 2 prompts

Prompt Objective Mean Subjective Mean
Yes No Yes No
Prompt 01  3.13 3.10 3.47 3.33
Prompt 02  4.67 4.00 4.00 3.67
Prompt 03  4.67 3.83 4.33 3.33
Prompt 04  3.40 2.67 3.48 2.33
Prompt 05 3.17 3.22 3.50 3.67
Prompt 06  3.11 0.00 2.85 0.00
Prompt 07  4.39 3.83 4.00 3.67
Prompt 08  3.22 3.03 3.11 3.10
Prompt 09 3.63 3.17 3.89 2.94
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Phase 2: Objective Evaluations

MOS

12345 12345 12345 12345 12345 12345 12345 12345 12345
Prompt01 Prompt02 Prompt03 Prompt04 Prompt05 Prompt06 Prompt07 Prompt08 Prompt09

Figure 4.3: In-prompt comparison of objective perceptions across five samples for eachin of the
nine text prompts. Each group of bars represents a distinct prompt; individual bars represent
samples s1—s5.

Phase 2: Subjective Evaluations

MOS

12345 12345 12345 12345 12345 12345 12345 12345 12345
Prompt0l Prompt02 Prompt03 Prompt04 Prompt05 Prompt06 Prompt07 Prompt08 Prompt09

Figure 4.4: In-prompt comparison of subjective scores across five samples for each of the nine
text prompts. Each group of bars represents a distinct prompt; individual bars represent samples
sl—s5.
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4.4 Phase 3: Prompt Complexity

Phase 3 examined whether prompt complexity, determined by the length of the textual descrip-

tion, instrumental proposal, and technical metrics, influences listener evaluations. As in

ure 4.6 and [Figure 4.7}, no correlations are found: there is no regular trend within the genres that

suggests that as complexity increases, the two perceptions increase or decrease; the distributions
are all random.

Another approach is to analyze the mean scores filtered by prompt complexity, as in[Figure 4.5
In this graph, it can be seen that the values are overall slightly increasing (from 2.97/3.19 to
3.30/3.51), which represents a 0.33/0.32 increase ignoring intermediate columns) but not so

relevantly.

Mean Scores by Prompt Complexity

B Objective
I Subjective

Mean Score

2 3 4

Figure 4.5: Mean scores by Prompt Complexity
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Phase 3: Objective Evaluations

MOS

12345 12345 12345 12 3 45 12 345 12345
Chillout Dance Funk Neoclassical Rock Videogame

Figure 4.6: Comparison of objective perceptions across five samples for each of the six genres.
Each group of bars represents a distinct genre; individual bars represent the prompts 1-5 in
complexity order.

Phase 3: Subjective Evaluations

MOS

12345 12345 12345 12 3 45 12 3 45 12345
Chillout Dance Funk Neoclassical Rock Videogame

Figure 4.7: Comparison of subjective perceptions across five samples for each of the six genres.
Each group of bars represents a distinct genre; individual bars represent the prompts 1-5 in
complexity order.
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4.5 Phase 4

Phase 4 assessed MusicGen’s ability to generate music according to specific instrumental spec-
ifications.

In the next paragraphs, it will be discussed about ’recognition”: in reality, the goal is to evaluate
MusicGen’s accuracy: assuming listeners know the instruments, we can legitimately talk about
recognition (incorrect recognition -> MusicGen error).

The phase consisted of two parts: single-instrument recognition and two-instrument combi-

nation recognition.

4.5.1 Single-Instrument Recognition Rates

Phase 4: 1-Instrument Recognition Rate
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Figure 4.8: Single-instrument recognition rates across six target instruments (Cello, Drumkit,
Flute, Guitar, Piano, Saxophone).

Single-instrument recognition rates were generally high, with four instruments (Cello,
Drums, Guitar, Piano) achieving perfect recognition (100%). The other two, Flute and
Saxophone, have lower rates (60% and 75% respectively), though are still identified by the
majority of listeners.

For each instrument, the recognition rate was calculated as the number of correct identifications

divided by the total number of participants evaluating samples with that instrument.
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Confusion Matrix Analysis

For single-instrument recognition, a confusion matrix is proposed in It reveals spe-
cific patterns of misidentification. Instruments like Guitar and Drums show strong diagonal
values (0.91 and 0.70 respectively), indicating reliable recognition. In contrast, the flute and the

saxophone show lower diagonal values (0.38 and 0.37), with cross-confusion patterns.

Phase4: 1-Instrument Recognition Rate Confusion Matrix
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Figure 4.9: Confusion matrix

4.5.2 Two-instrument Recognition

Two-instrument recognition proved to be more challenging than the single-instrument. As in
the first instrument in each pair showed consistently higher recognition rates com-
pared to the second instrument (on average, 78% vs 44%), suggesting that instrumental order
significantly impacts identification accuracy.

In particular, the drum instrument showed 100% recognition performances, resulting in a com-
plete dominant position if used as the first instrument, masking the second instrument (drums &

piano: 100% vs 0%; drums & saxophone: 100% vs 33%). The same appeared in the saxophone
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Phase 4: 2-Instrument Recognition Rate
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Figure 4.10: Two-instrument recognition performance across nine instrument pairs. Blue bars
represent recognition rate for the first instrument in the pair; orange bars represent recognition
rate for the second instrument.

+ guitar combination (92% vs 8%) The results suggest that specific combinations of instruments
enhance recognition in a non-trained public.

4.6 Acceptability and User Feedback

Following all listening phases, participants were asked to provide general feedback on the ac-
ceptability of the generated samples in a public or commercial context using a Likert scale (1
= ”Completely Inappropriate”, 5 = ”Completely Acceptable”). Overall, the ratings are very
positive, with 72.1% as either Fairly Acceptable” or "Completely Acceptable” (scores 4-5).
Only 6.9% rated the samples as inappropriate (scores 1-2), while 18.6% remained neutral. A
mean score of 4.07 indicates strong approval and user acceptance for using Al music generation

systems in public or commercial environment
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Evaluation Count

Acceptability Evaluations
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Figure 4.11: Distribution of acceptability ratings for Al-generated music samples.
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Chapter 5
Conclusions

This chapter synthesizes the findings across all phases and proposes directions for future re-

search.

S5S.1 Summary of Main Findings

5.1.1 Phasel

Phase 1’s results show how conditional generation significantly outperforms the unconditional
mode, with more than 20% improvement in both technical quality ratings and subjective prefer-
ence. It also highlighted a strong correlation between these two subjective evaluation metrics,
with a difference of less than 0.05 points, indicating that technical quality directly influences

listener satisfaction.

5.1.2 Phase?2

MusicGen'’s ability to produce consistent outputs varies dramatically depending on the text
prompt. The prompts variability scores, ranging from 1.78 to 3.50, indicate that identical text
input is not a feasible solution for the generation of SSMs, as it does not meet the distinctiveness

requirements.

5.1.3 Phase3

The initial hypothesis that the complexity of the prompts could influence the rating of quality
and musical preference was disproven in this Phase 3. The results show an inconsistent trend in

the evaluations.
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5.1.4 Phase4

Phase 4’s results show MusicGen’s reliability in music generation with specific single instru-
mentation. Recognition rates were notably high for Cello, Drums, Guitar, and Piano. However,
in two-instrument combinations, instrumental ordering significantly impacts the performances:
the first instrument had an average of 78% recognition, while the second achieved only 44%,

indicating masking effects where the leading instruments dominate in the others.

5.1.5 User Acceptance

72.1% of listeners rated samples as Fairly” or "Completely Acceptable” with a mean score of
4.07 out of 5.

5.2 Study Limitations and SSMs scenario

The research involved 34 non-expert participants with an imbalanced distribution of gender and
age, predominantly males aged 18-24. This constrains the generalization of the results due to
the small size of the population studied. Therefore, the study should involve a larger number of
participants and broaden the scope of the test.

This work demonstrates that MusicGen can consistently produce audio that is appreciated by
people who listen to it. Text conditioning plays a crucial role, and consistency in generation
is attainable through careful prompt selection, regardless of the prompt’s complexity. While
instrumental control is highly effective for single instruments, significant attention should be

directed towards multi-instrument prompts.
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Appendix A

Text Prompts for Sample Generation

A.1 Phase 1: Unconditional vs Conditional Generation

Phase 1 consisted of 15 unconditional samples (no prompt) and 15 conditional samples generated

using the following prompts:

# Text Prompt

01 | baroque chamber trio with harpsichord lead

02 | orchestral brass fanfare in staccato bursts

03 | melancholic romantic flute without orchestra

04 | industrial techno loop with metallic percussion

05 | progressive rock riff with complex drum accents and slow guitar

06 | minimal and intense piano motif

07 | 80s energetic synthwave track for retro games

08 | acoustic folk ballad with warm guitar tones

09 | gradual crescendo with violin soloist and orchestra

10 | lo-fi soundtrack for studying

11 | gentle harp melody in 3/4 with reverb in a large hall

12 | electronic track with synth layers

13 | ukulele song

14 | 10s bright pop melody

15 | 70s funk groove with tight drums and muted guitar

Table A.1: Text prompts used for Phase 1 conditional generation.
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A.2 Phase 2: Prompt Variation and Consistency

Phase 2 used 9 distinct prompts, with 5 samples generated per prompt (45 samples total).

# | Text Prompt

01 | danceable 2010s pop melody with keyboard

02 | classic disco beat with handclaps and guitar rhythm

03 | country ballad with steel guitar, harmonic and soft drums

04 | 90s pop punk with energetic guitar riff

05 | late 70s roots rock solo

06 | relaxing ambient music with subtle reverb

07 | modern R&B rhythm with warm synth pads

08 | epic orchestral 2000s film soundtrack

09 | swing jazz quartet with brushed drums

Table A.2: Text prompts for Phase 2 conditional generation. Each prompt was used to generate
5 distinct samples.
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A.3 Phase 3: Complexity and Genre Diversity

Phase 3 evaluated 6 genres with progressively increasing prompt complexity (5 levels per genre,

30 samples total). Genres are listed in alphabetical order.

’ Genre ‘ Level ‘ Text Prompt

1 Relaxing chillout track

Relaxing chillout track with soft ambient pads

Chillout Relaxing chillout track with soft ambient pads and mellow cello lines

2
3
4 Relaxing chillout track with soft ambient pads, mellow cello lines, and subtle percussion textures
5

Relaxing chillout track with soft ambient pads, mellow cello lines, subtle percussion textures, and
cozy lounge atmosphere

—_

Dance electronic track

Dance electronic track with steady beat

Dance/EDM Dance electronic track with steady beat and bright synths

Dance electronic track with building tension, steady beat and bright synths

W | AW N

Dance electronic track with building tension, steady beat and bright synths in 90s style

—_

Funk track with groovy rhythm

Funk track with groovy rhythm and syncopated bassline

Funk Funk track with groovy rhythm, syncopated bassline, and tight guitar riffs

Funk track with groovy rhythm, syncopated bassline, tight guitar riffs, and dynamic brass stabs

(V0 I N VNI I S )

Funk track with groovy rhythm, syncopated bassline, tight guitar riffs, dynamic brass stabs, and
70s style groove

1 Neoclassical slow piece

Neoclassical slow piece with piano and arpa

Neoclassicism Neoclassical slow piece with piano, arpa, and soft triangle accents

Neoclassical slow piece with piano, arpa, soft triangle accents, and subtle string textures

(V0 I N IOV I S )

Neoclassical slow piece with piano, arpa, soft triangle accents, subtle string textures, and calm
meditative mood

—_

Classic 70s rock track

Classic 70s rock track with drums

Rock Classic 70s rock track with drums and electric guitar riffs

Classic 70s rock track with drums, electric guitar riffs and melodic bassline

W | | W

Classic 70s rock track with drums, electric guitar riffs, melodic bassline and wide arena reverb

Videogame track with simple melody

Videogame 8-bit retro style track with simple melody

Videogame Videogame 8-bit retro style track with simple melody and chiptune synths

Videogame 8-bit retro style track with simple melody, chiptune synths and energetic rhythm

[V 0 I N IV I I S )

Videogame 8-bit retro style track with simple melody, chiptune synths, energetic rhythm, layered
arpeggios

Table A.3: Text prompts for Phase 3 conditional generation: progression across the six musical
genres (alphabetical order).
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A.4 Phase 4: Instrument Recognition and Controllability

Phase 4 evaluated instrument-specific generation with single instruments (18 samples) and two-

instrument combinations (27 samples). Each prompt generated 3 samples.

A.4.1 Single-Instrument Prompts

Instrument | Text Prompt

Cello Cello with expressive legato and deep resonance
Drum-kit Drum-kit with energetic beat

Flute Flute with soft melodic lines and airy atmosphere
Guitar Acoustic guitar with slow tempo and warm tone
Piano Piano with fast tempo and agitato

Saxophone Saxophone with smooth phrasing and mellow mood

Table A.4: Phase 4.1: Single-instrument prompts (alphabetical order). Each prompt generated

3 distinct samples.

A.4.2 Two-Instrument Combination Prompts

Instruments Text Prompt
Cello & Flute Cello and flute with warm harmonies and smooth phrasing
Cello & Guitar Cello and guitar with deep harmonics

Drum-kit & Piano

Drum-kit and piano with driving groove and crisp attack

Drum-kit & Saxophone

Drum-kit and saxophone with dynamic interplay

Flute & Drum-kit

Flute and Drum-kit with light percussive textures and floating melodies

Flute & Guitar

Flute and acoustic guitar with airy lines and gentle dynamics

Piano & Cello

Piano and cello with sustained chords and deep timbre

Saxophone & Guitar

Saxophone and acoustic guitar with playful rthythm

Saxophone & Piano

Saxophone and piano with flowing improvisation

Table A.5: Phase 4.2: Two-instrument combination prompts (alphabetical order). Each prompt
generated 3 distinct samples.
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Appendix B

Listening Test Protocol

B.1 Test Instructions

B.1.1 Italian (Italiano)
Titolo: Test di Percezione Sonora

Introduzione:

Il test di percezione sonora qui proposto rientra nelle attivita di raccolta dati finalizzate allo
studio della musicalita e dell’affidabilita dei suoni generati artificialmente, nell’ambito della
mia tesi di laurea triennale. L’obiettivo del test € quello di analizzare i suoni sia dal punto di
vista oggettivo (ad esempio chiarezza, definizione, etc.) sia da quello soggettivo, legato alla
percezione personale dei partecipanti, con 1’intento di individuare eventuali correlazioni signi-
ficative tra i due ambiti.

Il test € suddiviso in 4 principali fasi, ciascuna delle quali mira ad osservare un aspetto speci-
fico. Ogni fase comprende brevi audio della durata di 5 secondi: per ciascun audio dovrete
prima ascoltare e poi rispondere alle relative domande, le quali saranno principalmente di tipo

valutativo.
Durata: La durata del test € stimata a circa 15-20 minuti.

Privacy: Il test ¢ anonimo e tutte le risposte verranno raccolte e trattate nel pieno rispetto della

privacy.

Consenso: Indicando “Acconsento” nel primo item, confermate 1’autorizzazione all’uso in

forma anonima dei dati a scopo di ricerca. Grazie per il vostro gentile contributo!
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B.1.2 English
Title: Sound Perception Test

Introduction:

The following sound perception test is part of a data collection activity aimed at studying the
musicality and reliability of artificially generated sounds, as part of my bachelor’s thesis project.
The goal of the test is to analyze the sounds both from an objective perspective (e.g., clarity,
definition, etc.) and from a subjective one, related to the participants’ personal perception, with
the intent of identifying possible significant correlations between the two domains.

The test is divided into four main phases, each designed to investigate a specific aspect. Each
phase includes short audio clips lasting 5 seconds: for each clip, you will first listen and then

answer the corresponding questions, which are mostly evaluative.
Duration: The duration of the test is estimated at about 15-20 minutes.

Privacy: The test is anonymous, and all responses will be collected and processed in full com-

pliance with privacy regulations.

Consent: By selecting “I agree” in the first item, you confirm authorization for the anonymous

use of your data for research purposes. Thank you for your kind contribution!
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B.2 Complete Questionnaire Structure

B.2.1 Section 1: Consent & Demographics

4 introductory questions.

Type Content

Checkbox Consent to anonymous data use for research

Radio Gender: Male, Female, Non-binary, Other, Prefer not
to say

Radio Age group: 18-24, 25-34, 35-44, 45-54, 55-64, 65+

Checkboxes Preferred genres (17 options: Classical, Electronic,
Rock, Pop, Metal, Rap, Hip Hop, Jazz, Country, R&B,
Soul, Blues, Funk, Indie, Soundtrack, Videogame,
Other)

B.2.2 Section 2: Phase 1

10 individual audios, each with 2 questions:

Type Content (IT/EN) Scale

Radio “How would you rate the clarity and def- | 1-5 MOS

inition of the track?”

Radio “How much did you enjoy the track?” 1-5  Prefer-

€nce

B.2.3 Section 3: Phase 2

3 triplets with 3 audios each (9 individual audios), followed by 2 comparison questions per

triplet:
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Type Content (IT/EN) Scale

Radio Clarity and definition 1-5 MOS

Radio Pleasantness/Enjoyment 1-5  Prefer-

ence

Radio “How much do the three tracks differ from | 1-5 Likert
each other?”

Radio “Would you say that the three tracks were | Binary
generated from the same prompt?” (Yes/No)

B.2.4 Section 4: Phase 3

2 triplets with 3 audios each (6 individual audios), followed by 2 comparison questions per

triplet:

Same structure and questions as Phase 2

B.2.5 Section 5: Phase 4

5 individual audios, each with 4 questions:

Type Content (IT/EN) Scale
Radio Clarity and definition 1-5 MOS
Radio Pleasantness/Enjoyment 1-5  Prefer-
ence
Check- “Which instruments are present in the | Multiple select
boxes track? Select all that apply.” Options:
Drums, Guitar, Flute, Piano, Sax, Cello
Radio “Which instrument is the most promi- | Single select
nent?”’ (6 options)

B.2.6 Section 6: Feedback

3 conclusive questions.
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Type Content (IT/EN) Scale/Options
Radio “How acceptable would you consider it if | 1-5 Likert
one of these audio clips were played in a
public or commercial context?”
Check- “Did you experience any technical issues | No issues,
boxes during the listening test?” Distorted
sound, Vol-
ume, Browser,
Background
noise
Check- “Did you experience any issues with the | No issues,
boxes questionnaire overall?” Unclear  ex-

planations,
Imprecise
questions, Too
long/tiring,
Insufficient

response time
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B.3 Evaluation Scales Reference

B.3.1 MOS Scale

Score | English Italian
1 Very poor Molto scadente
2 Poor Scadente
3 Fair Accettabile
4 Good Buona
5 Excellent Eccellente

B.3.2 Preference Scale

Score | English Italian
1 Very unpleasant Molto sgradevole
2 Unpleasant Sgradevole
3 Acceptable, not my style Accettabile, non di mio gusto
4 Pleasant Piacevole
5 Very pleasant Molto piacevole

B.3.3 Sample Variability Scale

Score | English Italian
1 Almost identical Quasi identici
2 Very similar Molto simili
3 Moderately similar Moderatamente simili
4 Clearly different Chiaramente diversi
5 Completely different Completamente diversi
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B.3.4 Acceptability Scale

Score | English Italian
1 Completely inappropriate Completamente inappropriato
2 Rather inappropriate Piuttosto inappropriato
3 Neutral Neutro
4 Fairly acceptable Abbastanza accettabile
5 Completely acceptable Completamente accettabile
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