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“The simplest explanation is usually the right one.”
—William of Ockham
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Abstract

The thesis investigates the development of simple unsupervised machine learning models with two layers. The
first hidden layer, or coding, of low dimension is connected to the data layer. The model jumps from the hidden
layer to the visible one, preserving probability, and is therefore simple and easy to understand. The proposed
models, referred to as Markov Chain Machines (MCMs), build upon and generalize the structure of Restricted
BoltzmannMachines (RBMs) by decoupling the latent-state distribution from the conditional distribution over
visible states. This disentanglement improves interpretability, optimizes latent space utilization, and facilitates
more stable training dynamics. The model represents essentially a rediscovery of Sigmoid Belief Networks. We
provide a mathematical formulation ofMCMs, their training procedure, and initialization strategies, and explore
two novel extensions: entropy-based merging and recursive splitting. Numerical experiments on the MNIST
dataset show that MCMs outperform RBMs in convergence speed, likelihood maximization, and hidden unit
utilization,while producing smoother likelihood landscapes andmore interpretableweights. Thefindings suggest
promising applications of MCMs in clustering, generative modeling, and structured representation learning.

iii



iv



Contents

Abstract iii

List of figures vii

Listing of acronyms ix

1 Introduction 1

2 Markovian GenerativeModels 3
2.1 General Model Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
2.2 Energy-basedMarkovian models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.3 Bernoulli Mixture model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3 AnOverview of Restricted BoltzmannMachines 13
3.1 Physical derivation of RBMs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
3.2 Restricted BoltzmannMachines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.2.1 Training objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.2.2 Log-likelihood gradients . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
3.2.3 Exact training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
3.2.4 Approximate training: Contrastive Divergence . . . . . . . . . . . . . . . . . . . 19
3.2.5 Weight initialization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.3 Clustering and composition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

4 Markov ChainMachines 23
4.1 Motivation: decoupling sampling frequencies and jump probabilities . . . . . . . . . . . . 23
4.2 Gradient computation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
4.3 Weight initialization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
4.4 One hot encoding restriction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

5 Unsupervised Subclasses learning 31
5.1 Entropy-based merging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
5.2 Recursive learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

6 Numerical results: MNIST 37
6.1 Reconstruction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

6.1.1 PCA representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
6.2 Clustering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
6.3 Composition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

7 Conclusion 51

References 53

v



Contents

Acknowledgments 55

vi



Listing of figures

2.1 Graphical representation of theMarkovian generative process: a latent variable is sampled from
p(zzz) and used to generate visible data via p(xxx | zzz) . . . . . . . . . . . . . . . . . . . . . . . 4

3.1 Architectural illustration of a RBM demonstrating the key structural constraint that gives the
model its name. The network consists of two layers: a visible layer with 784 units (we will later
use the machine for MNIST-784) and a hidden layer with a variable number of latent units (3
shown in this example, though the actual numberL varies depending on the specific experiment). 14

5.1 Visualizationof clustering via entropy-basedmerging. Each colour represents apotentialmacro-
group. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

5.2 Binary hierarchical tree obtained through recursive training and labeling withMCMs (L = 2)
at each level: the root node processes the entire dataset, while each subsequent level creates
increasingly specializedmodels trained on data subsets defined through the posterior probabil-
ities determined by their parent models. Each node represents a trained model. . . . . . . . . 35

6.1 Log-likelihood over training epochs for RBMs and MCMs, with and without visible biases.
MCMs achieve higher log-likelihood values and exhibit faster, more stable convergence com-
pared toRBMs, as indicated by their smaller error bars. L = 3 and onlyMNIST digits (0, 1, 2)
are used. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

6.2 Final log-likelihood as a function of the number of hidden units L. MCMs scale better than
RBMs as L increases. Only MNIST digits (0, 1, 2) are being used. . . . . . . . . . . . . . . 39

6.3 Left: Distribution of used hidden nodes for a RBM with L = 8 across 100 runs; all 8 nodes
are never fully used. Right: Average fraction of unused hidden units for increasing L. RBMs
tend to waste representational capacity as L grows. . . . . . . . . . . . . . . . . . . . . . . 39

6.4 Smoothness of the log-likelihood surfacemeasured by local variance under small perturbations.
Higher values indicate smoother,more stable gradients. MCMsconsistently exhibit higher and
more stable values of smoothness. L is set to 3 and only MNIST digits (0, 1, 2) are used. . . . 40

6.5 PCA projection of original data (first), MCM-generated data with L = 3 (second), and with
L = 30 (third). MCMs represent cluster shapes and distributions with Gaussian-like profiles.
In the first plot, points are colored by their true labels: 0 (red), 1 (green), and 2 (blue). In the
second and third plots, the real data is shown inblack, while the generated samples are displayed
in red. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

6.6 Weights learned by an MCM with L = 3 on MNIST digits 0, 1, and 2. The small number
of hidden units relative to the classes results in many near-white pixels and less defined digits,
showing the model’s attempt to generalize across large class variability. . . . . . . . . . . . . 43

6.7 Weights learned by an MCM with L = 30 on MNIST digits 0, 1, and 2. With many hid-
den units relative to the number of classes, the weights showwell-defined digits, indicating the
model has learned multiple sub-classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

6.8 Weights/centroids learning using MCM, RBM, and K-means with L = K = 3. There isn’t
much of a separation between the classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

6.9 Confusionmatrices resulting fromthe labeling inducedby the learnedweights/centroids. None
of the matrices is diagonal. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

vii



Listing of figures

6.10 Weights/centroids learning using MCM, RBM, and K-means with L = K = 7. MCM and
K-means show clearer separation between the various versions of 7 and 9. . . . . . . . . . . 46

6.11 Confusion matrices resulting from using L = K = 7. In the case of MCMs and K-means, for
each column there is a clear higher value. . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

6.12 Confusionmatrix obtained bymerging correlated hidden units via the entropy-based method.
The resulting matrix is relatively diagonal. . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

6.13 Tree resulting from hierarchical splitting. Hidden units in the same rectangle mean that they
are part of the same machine. The numbers above the rectangles refer to the dataset size used
for training. This method gradually separates the data while revealing relationships among the
learned classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

6.14 Compositional splitting of digit images with na = 2 and L = nb = 6, enforcing theMCM to
use at least two active hidden units to reconstruct the images. Left column: Learned weights
WWWμ for each hidden unit. The first plot corresponds toK, encoding an approximately uniform
distribution, and the last toaaa. Middle column:WWWμ+aaa, visualizing stroke-like pre-activations.
Right column: Most likely active hidden states with their total pre-activation weights. The
model successfully composes digits such as 2 and 3, and even generates novel digit-like struc-
tures. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

viii



Listing of acronyms

RBM . . . . . . . . . . . . . Restricted BoltzmannMachine

MCM . . . . . . . . . . . . . Markov ChainMachine

BMM . . . . . . . . . . . . . Bernoulli Mixture Model

CD . . . . . . . . . . . . . . . Contrastive Divergence

CD-k . . . . . . . . . . . . . Contrastive Divergence with k steps

EM . . . . . . . . . . . . . . . Expectation-Maximization

PCA . . . . . . . . . . . . . . Principal Component Analysis

HS . . . . . . . . . . . . . . . . Hubbard-Stratonovich (transformation)

KL . . . . . . . . . . . . . . . Kullback-Leibler (divergence)

BCE . . . . . . . . . . . . . . Binary Cross-Entropy

MNIST . . . . . . . . . . . Modified National Institute of Standards and Technology

ix



Listing of figures

x



1
Introduction

Understanding the structure of high-dimensional data is a central challenge in both machine learning and statis-
tical physics [1]. Many physical systems can be described by distributions over discrete or continuous variables
governed by energy functions. Similarly, machine learning models seek to capture empirical distributions of data
by defining flexible and learnable probabilistic models.

Consider, for instance, the problem of recognizing handwritten digits: each 28 × 28 pixel image represents
a point in a 784-dimensional space, yet the meaningful structure likely lies on a much lower-dimensional man-
ifold within this space [1, 2]: if we can identify and model the underlying low-dimensional structure, we can
achieve better generalization andmore interpretable representations. This intuition has led researchers to develop
various latent variable models, in which high-dimensional observations are assumed to be generated from lower-
dimensional hidden states. The hidden states capture the essential structure, while the generative process explains
how this structure generates the observed data.

One of the most direct ways to construct such models is to define them through an energy function E(xxx) or
E(xxx, zzz), where xxx denotes the observed, visible variables and zzz denotes latent variables; we assign low energy (high
probability) to likely configurations and high energy (low probability) to unlikely ones. In particular, the proba-
bility of a configuration is then proportional to the exponential of the negative energy, normalized by the partition
function. This formulation leads to the broad class of energy-based models. The appeal of energy-based models
lies in their flexibility and interpretability. The energy function can encode various types of relationships between
variables: pairwise interactions, higher-order dependencies, or even complex non-linear relationships. Moreover,
the parameters of the energy function often have clear interpretations in terms of the underlying data structure.
By introducing hidden states zzz, we can capture complex dependencies among visible variables xxxwithout resorting
to prohibitively large parameter sets. The latent variables act as the coding layers, reducing the dimensionality of
the problem while allowing the modeling of the data distribution.

Among energy-based models, Restricted Boltzmann Machines (RBMs) represent perhaps the most known
case [3]. By restricting connections to exist only between visible and hidden layers (not within layers), RBMs
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1 Introduction

achieve a crucial simplification:

1. It leads to conditional independence between units in the same layer given the other layer, enabling efÏ-
cient Gibbs sampling;

2. It gives simple expressions for the conditional probabilities p(z | x) and p(x | z), which are central to train-
ing and inference.

RBMshave been used in various tasks including dimensionality reduction, classification, and unsupervised fea-
ture learning. However, despite their success, they show limitations related to training convergence and sampling
efÏciency [4].

In this work, we study generalizations of the RBM architecture motivated by an energy that leads to disen-
tangled probability distributions, introducing a clear separation between the latent variable distribution and the
transition probabilities toward the visible states. We call these machinesMarkov ChainMachines (MCMs). This
separationnot only improves themodel’s generative capacity and interpretability, but also facilitatesmore efÏcient
training by ensuring independent control over latent state frequencies and visible state transitions. We found that
a similar idea had already appeared in the literature under the name Sigmoid Belief Network [5, 6, 7], although
these models have been much less popular than RBMs. We reintroduce this idea, emphasizing its formulation
with exact training.

Beyond improving single-level representation learning, this work introduces two novel approaches to discover
hierarchical structure in data without requiring prior knowledge of class numbers or structure. The first method
uses entropy-basedmerging to automatically group redundant hidden units intomeaningful macro-clusters after
training a model with excess hidden units. The second uses recursive splitting to build a tree of simple binary
classifiers, creating a natural hierarchy that captures multiscale data organization from coarse groupings to fine-
grained variations.

This thesis is organized as follows:

• Chapter 2 introduces the general framework of Markovian generative models, with emphasis on their
probabilistic structure and their specialization to energy-based formulations.

• Chapter 3 provides an overview of RBMs, including their physical derivation from the Isingmodel, train-
ing objectives, and gradient computation.

• Chapter 4 presents the Markov Chain Machine architecture, including its mathematical derivation, gra-
dient computation, initialization, and the one-hot encoding restriction.

• Chapter 5 introduces two new approaches centered around using MCMs: unsupervised subclass discov-
ery and recursive learning.

• Chapter 6 reports numerical experiments onMNIST, comparingMCMswithRBMs and other baselines.

• Chapter 7 concludes the thesis with a summary of contributions.
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2
Markovian Generative Models

Before introducing the mathematical formalism, it’s worth developing some intuition about what we mean by
Markovian generative models and why this perspective is useful.

Consider how youmight describe the process of generating a handwritten digit. One natural approach would
be:

• First, decide what digit to write (choose a class)

• Then, based on that decision, determine the specific visual pattern

Whatmakes thisMarkovian is the conditional independence: oncewe know the latent state, thewaywe gener-
ate the visible data doesn’t depend on howwe chose that latent state. The advantage of thinking about generative
models in this way is that it allows us to separate two distinct aspects of the problem:

• the prior distribution p(zzz): what latent states are more or less likely?

• the transition distribution p(xxx|zzz): how does each latent state generate visible data?

This separationwill prove extremely importantwhenwedevelopMarkovChainMachines, wherewe’ll see that
traditional models like RBMs conflate these two aspects in ways that can be problematic during the optimization
process.

2.1 GeneralModel Structure
A simple class of generative models are those built upon the Markovian structure: a two-step stochastic mech-
anism in which latent variables govern the generation of visible data. In this work, we focus on discrete-state
Markovian generative models, where both the latent and visible variables take values in finite binary spaces.

3



2Markovian Generative Models

Figure 2.1: Graphical representation of the Markovian generative process: a latent variable is sampled from p(zzz) and used
to generate visible data via p(xxx | zzz)

Let xxx ∈ X denote the visible variables and zzz ∈ Z the latent variables. We will be working with discrete
binary variables, soX = B

D andZ = B
L where B is typically either {0, 1} or {−1,+1}. The dimensionalityD

corresponds to the number of observed features, and L to the number of latent degrees of freedom.

AMarkovian generative model is based on two sequential steps:

1. Sample a latent state zzz ∼ p(zzz);

2. Sample a visible configuration xxx ∼ p(xxx | zzz).

The joint probability of having the state (zzz,xxx) is then given by:

p(xxx, zzz) = p(zzz) · p(xxx | zzz), (2.1)

Marginalization over zzz yields the generated data distribution:

p(xxx) =
∑

zzz
p(zzz)p(xxx | zzz). (2.2)

A graphical representation is shown in Figure 2.1. Suchmodels include a variety of latent variable models, includ-
ing mixture models and energy-based models such as RBMs.
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2.1 General Model Structure

Training Objective

Given a datasetD = {xxx(1), . . . ,xxx(M)} drawn from some unknown distribution d(xxx), we aim to adjust themodel
p(xxx) to match d(xxx) as closely as possible.

One nice way to measure the discrepancy between two distributions is the Kullback-Leibler (KL) divergence:

KL(d | p) =
∑

xxx
d(xxx) log

d(xxx)
p(xxx)

=
∑

xxx
d(xxx) log d(xxx)−

∑

xxx
d(xxx) log p(xxx) (2.3)

Since thefirst term is independentwith respect to themodel,minimizing theKLdivergence reduces tomaximizing
the empirical average log-likelihood:

Exxx∼D[log p(xxx)] =
∑

xxx
d(xxx) log p(xxx) ≈ 1

M

M∑

m=1

log p(xxx(m)). (2.4)

Let’s say p(zzz) and p(xxx | zzz) are parameterized through θθθ. Then, an intuitive interpretation is that we want the
model to assign high probability to the observed dataset:

pθθθ(xxx(1), . . . ,xxx(M)) =

M∏

m=1

pθθθ(xxx(m)). (2.5)

Taking derivatives of a product gets quite complicated, so we instead maximize the logarithm of this expression
converting the product to a sum:

log
M∏

m=1

pθ(xxx(m)) =

M∑

m=1

log pθ(xxx(m)), (2.6)

which simplifies optimization while preserving the location of the maximum, since the logarithm is a monotoni-
cally increasing function.

The choice of KL divergence as our objective function deserves some explanation. The KL divergence KL(d |
p)measures howmuch information is lost when we use p to approximate d. It has several important properties:

• Non-negativity: KL(d | p) ≥ 0, with equality if and only if d = p almost everywhere

• Asymmetry: in general KL(d | p) ̸= KL(p | d)
• Penalizes underestimation: When d(xxx) is large but p(xxx) is small, the KL divergence becomes very large

The asymmetry is particularly important for understanding what we are actually optimizing the models for.
By minimizing KL(d | p), we’re essentially trying to ensure that p(xxx) is large wherever d(xxx) is large, that is, our
model assigns high probability to data points that actually occur. However, the reverse is not necessarily true: p(xxx)
might be large in regions where d(xxx) is small without severely penalizing the KL divergence.

This leads to what’s sometimes calledmode-seeking behaviour: the model tends to focus on the modes (high-
probability regions) of the data distribution, sometimes at the expense of covering the full support of the distri-
bution. For more details, see [8].
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2Markovian Generative Models

Generation: Fantasy particle
Since themodel explicitly defines a generativeprocess, sampling synthetic data, often referred to as fantasyparticles,
is straightforward. One draws a latent state zzz ∼ p(zzz), then samples a visible configuration xxx ∼ p(xxx | zzz).

This property can be used for tasks like data generation and evaluating model samples’ quality.

Classification and inference
Using Bayes’ theorem, one can infer the most probable latent state given a visible configuration:

p(zzz | xxx) = p(zzz)p(xxx | zzz)
p(xxx)

. (2.7)

In particular, when zzz is restricted to be one-hot encoded, so zzz ∈ {eee1, eee2, .., eeeL}where eeej denotes the j-th canonical
basis vector ofRL, each latent unit represents a distinct cluster or class. In this case, the classification rule

μ⋆ = argmax
μ

p(zzz = eeeμ | xxx) (2.8)

amounts to assigning xxx to the most likely latent hidden node, enabling unsupervised clustering or classification.

2.2 Energy-basedMarkovian models
Energy-basedmodels are deeply rooted in the formalismof statisticalmechanics. In equilibriumstatisticalmechan-
ics, the probability of a system being in a microscopic configuration ssswith energy E(sss) is given by the Boltzmann
distribution [9]:

p(sss) =
exp(−βE(sss))

Z
, (2.9)

where β = 1/(kBT) is the inverse temperature, kB is the Boltzmann constant, T is the absolute temperature, and

Z =
∑

sss′
exp
(
− βE(sss′)

)
(2.10)

is the partition function that ensures proper normalization. The term exp(−βE(sss)) is known as the Boltzmann
weight and expresses the relative likelihood of a configuration at temperature T: low-energy states have exponen-
tially higher probability than high-energy states.

In the context of machine learning, the analogy is as follows:

• The state sss corresponds to a pair (xxx, zzz)

• The energy functionE(xxx, zzz)plays the same role as in physics: low-energy configurations aremore probable

• In most machine learning applications, we set β = 1 without loss of generality, absorbing it into the
parameterization of E

6



2.2 Energy-basedMarkovian models

Why energy functions?

One might wonder why we choose to parameterize our models through energy functions rather than directly
specifying probabilities. The main one is that the energy perspective can provide physical insight, offering an
intuitive way to think about how themodel is representing the visible data. In addition, this formulation provides
mathematical convenience, making many calculations much easier. This is particularly true when computing
gradients.

General Procedure
We now focus on a class ofMarkovianmodels where the joint distribution p(xxx, zzz) is defined in terms of an energy
function E(xxx, zzz, θθθ). The modeling approach proceeds as follows:

1. Define an energy function E(xxx, zzz, θθθ) depending on the parameters θθθ only.

2. Define the joint distribution as:

p(xxx, zzz) =
exp(−E(xxx, zzz, θθθ))

Z
, (2.11)

where the partition function Z is given by

Z =
∑

xxx′,zzz′
exp (−E(xxx′, zzz′, θθθ)) . (2.12)

3. Compute:

p(zzz) =
∑

xxx
p(xxx, zzz), (2.13)

p(xxx | zzz) = p(xxx, zzz)
p(zzz)

. (2.14)

These two distributions define our Markovian model.
As seen earlier, we would like to maximize the log-likelihood, so we need to calculate the gradients of it with

respect to θθθ. Two approaches can be used to compute the gradient of log p(xxx).

1. Energy-based gradient rule

Starting from a generic energy function E(xxx, zzz; θθθ), the gradient calculated at one single sample point becomes:

∂ log p(xxx(m))

∂θθθ
=

∂

∂θθθ
log
∑

zzz

e−E(xxx(m),zzz;θθθ)

Z
=

1
p(xxx(m))

∑

zzz

(

−∂E(xxx(m), zzz; θθθ)
∂θθθ

)

p(xxx(m), zzz)− 1
Z
∂Z
∂θθθ

. (2.15)

Recognizing the first term as the expectation value of −∂E(xxx(m),zzz;θθθ)
∂θθθ with respect to the distribution p(zzz|xxx(m)),

Ep(zzz|xxx(m) [∇θθθ E(xxx(m), zzz)] =
∑

zzz

(

−∂E(xxx(m),zzz;θθθ)
∂θθθ

)
p(xxx(m),zzz)
p(xxx(m))

, and expanding thepartition functionZ =
∑

xxx′,zzz′ e
−E(xxx′,zzz′;θθθ),

7



2Markovian Generative Models

we obtain (dropping θθθ from E(xxx, zzz; θθθ)):

∂ log p(xxx(m)

∂θθθ
=
∑

zzz
p(zzz|xxx(m))

(

−∂E(xxx, zzz)
∂θθθ

)

+
1
Z
∑

xxx′,zzz′

∂E(xxx′, zzz′)
∂θθθ

e−E(xxx′,zzz′) (2.16)

= Ep(zzz|xxx(m))

[

−∂E(xxx(m), zzz)
∂θθθ

]

− Ep(xxx,zzz)

[

−∂E(xxx, zzz)
∂θθθ

]

(2.17)

By realizing that p(xxx(m)) = Ep(zzz)[p(xxx(m) | zzz)], another equivalent form can be obtained if one wants to rewrite
everything as expectation values with respect to the distributions p(zzz) and p(xxx | zzz):

∂ log p(xxx(m))

∂θθθ
=

1
Ep(zzz)[p(xxx(m) | zzz)]Ep(zzz)

[

−∂E(xxx(m), zzz)
∂θθθ

p(xxx(m) | zzz)
]

− Ep(xxx|zzz)p(zzz)

[

−∂E(xxx, zzz)
∂θθθ

]

(2.18)

Inmanymodels ∂E(xxx,zzz)
∂θθθ can be factorized as h(xxx)r(zzz) for some h and r, so for the second termwe get the following:

Ep(xxx|zzz)p(zzz)

[

−∂E(xxx, zzz)
∂θθθ

]

= Ep(zzz)
[
r(zzz)Ep(xxx|zzz)[h(xxx)]

]
(2.19)

The final expression then looks like this

∂ log p(xxx(m))

∂θθθ
=

1
Ep(zzz)[p(xxx(m) | zzz)]Ep(zzz)

[

−∂E(xxx(m), zzz)
∂θθθ

p(xxx(m) | zzz)
]

− Ep(zzz)
[
r(zzz)Ep(xxx|zzz)[h(xxx)]

]
. (2.20)

This formmakes overall the application of Monte Carlo methods very simple, and it generalizes well to large |Z|:
one just needs a nice way of sampling from p(zzz). On the other hand, if |Z| is small, the gradients can be calculated
exactly, assuming that Ep(xxx|zzz)[h(xxx)] can also be calculated analytically.

2. Probability-based differentiation

Alternatively, express p(xxx) =
∑

zzz p(zzz)p(xxx | zzz), and compute the gradients using the gradients of p(zzz) and p(xxx | zzz):

∂ log p(xxx(m))

∂θθθ
=

1
p(xxx(m))

∑

zzz

(

∇θ p(zzz) · p(xxx(m) | zzz) + p(zzz) · ∇θ p(xxx(m) | zzz)
)

. (2.21)

The method is more convenient when the conditional or prior probabilities are parameterized by independent
parameters, but either of the approaches can be used; they lead to the same results.

In the following chapters, we apply this general framework to derive and understand RBMs and their gen-
eralization in the form of Markov Chain Machines. Before proceeding, however, we first examine a subset of
Markovian models in which the transition probability from zzz to xxx factorizes across the visible units: Bernoulli
Mixture Models.
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2.3 Bernoulli Mixture model

2.3 Bernoulli Mixture model

Definition ABernoulliMixtureModel (BMM) is one of the simplest probabilistic latent variablemodels [2].
The idea is straightforward: we assume that the visible vector xxx ∈ {0, 1}D is generated by first choosing a latent
state zzz, and then sampling each visible variable independently from a Bernoulli distribution associated with that
component.

Formally, let zzz be a discrete latent variable taking values in a finite setZ . A BMM is defined by:

1. A prior distribution over latent states p(zzz), typically zzz are one-hot encoded, and so the parameters are
denoted with πzzz;

2. For each latent state zzz, a vector of Bernoulli means μμμzzz = (μzzz,1, . . . , μzzz,D) describing the probability of
each visible unit being 1.

The generative process is as follows:

zzz ∼ p(zzz), (2.22)

xi
i.i.d.∼ Bernoulli(μzzz,i), i = 1, . . . ,D. (2.23)

whichmeans that data is generatedbyfirst picking a latent component according to someprior probabilities. Once
the component is chosen, each entry of the binary vector is sampled independently from a Bernoulli distribution,
where the probability of being 1 depends on the selected component’s parameters. The conditional independence
of the visible units given zzz yields

p(xxx | zzz) =
D∏

i=1

μ xi
zzz,i(1− μzzz,i)

1−xi . (2.24)

Optimization Given a datasetD = {xxx(1), . . . ,xxx(M)}, a BMM is parameterized by:

• The prior probabilities πzzz = p(zzz), with
∑

zzz πzzz = 1;

• The Bernoulli means μμμzzz = (μzzz,1, . . . , μzzz,D) for each latent state zzz.

We aim to maximize the log-likelihood

L(π, μ) =
M∑

m=1

log

(
∑

zzz
πzzz

D∏

i=1

μx
(m)
i
zzz,i (1− μzzz,i)

1−x(m)
i

)

. (2.25)

Directgradient-basedoptimization. We can differentiate Eq. (2.25) directly with respect to πzzz and μzzz,i,
taking into account the simplex constraint on πzzz (e.g. via a softmax reparameterization). Let

r(m)
zzz := p(zzz | xxx(m)) =

πzzz
∏D

i=1 μ
x(m)
i
zzz,i (1− μzzz,i)

1−x(m)
i

∑

zzz′ πzzz′
∏D

i=1 μ
x(m)
i
zzz′,i (1− μzzz′,i)1−x(m)

i

(2.26)
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2Markovian Generative Models

denote the responsibility of component zzz for data pointm. Then the gradients are:

∂L
∂πzzz

=

M∑

m=1

r(m)
zzz

πzzz
, (2.27)

∂L
∂μzzz,i

=
M∑

m=1

r(m)
zzz

(

x(m)
i
μzzz,i

− 1− x(m)
i

1− μzzz,i

)

. (2.28)

For detailed derivations, see [2]. These expressions, coupled with softmax and logistic reparameterizations*, can
be plugged into a stochastic gradient ascent optimizer to find the optimal parameters.

Expectation–Maximization (EM). An alternative is to use the EM algorithm, which is the standard ap-
proach for finite mixture models. EM alternates between:

E-step: Compute the responsibilities r(m)
zzz as in Eq. (2.26).

M-step: Maximize the expected complete-data log-likelihood:

πnewzzz =
1
M

M∑

m=1

r(m)
zzz , (2.29)

μnewzzz,i =

∑M
m=1 r

(m)
zzz x(m)

i
∑M

m=1 r
(m)
zzz

. (2.30)

EM has the advantage of yielding simple-form updates in the M-step and guarantees all the safety constraints on
the parameters and also nondecreasing log-likelihood at each iteration. However, it processes the entire dataset at
each step, which can be computationally costly for large-scale problems.

Comparison

• Gradient-based methods are more flexible (e.g. mini-batching, regularization) and generalize naturally
with deep architectures.

• EM is exact for each step and typically converges in fewer iterations for well-separatedmixtures, but is less
scalable without modification.

Connection to Markovian generative models The Markovian generative structure introduced in
Sec. 2.1 is in fact identical in form to a BMMwhen:

1. zzz is one-hot encoded;

2. The conditional p(xxx | zzz) factorizes over dimensions as in Eq. (2.24).

*Interestingly, this procedure introduces Markov ChainMachines quite naturally.
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2.3 Bernoulli Mixture model

In other words, a BMM is a discrete-state Markovian generative model with independent Bernoulli visible
variables given the latent state. The main difference lies in the viewpoint: BMMs are usually defined directly in
terms of the probabilities p(zzz) andμμμzzz, whereas in the energy-based formulation these same quantities are expressed
via an energy function through some parameters θθθ.

Energy-based formulation Bernoulli Mixture Models are a subclass of energy-based models where the
energy function can be found to be

E(xxx, zzz) = − log p(zzz)−
D∑

i=1

BCE(μzzz,i, xi)

where the binary cross-entropy is

BCE(μ, x) = −x ln μ− (1− x) ln(1− μ).

We can check that the energy function is indeed that by using the definition

p(xxx, zzz) =
e−E(xxx,zzz)

Z

and marginalizing

p(zzz) =
∑

xxx
exp

(

log p(zzz)−
D∑

i=1

BCE(μzzz,i, xi)

)

= (2.31)

= p(zzz)
∑

xxx

∏

i
exp
(

xi ln μzzz,i + (1− xi) ln(1− μzzz,i)
)

= (2.32)

= p(zzz)
∑

xxx

∏

i
μxizzz,i(1− μzzz,i)

(1−xi) = (2.33)

= p(zzz)
∏

i

∑

x∈{0,1}

μxzzz,i(1− μzzz,i)
(1−x) = (2.34)

= p(zzz)
∏

i
1 = p(zzz) (2.35)

Similarly the transition probability can be found as

p(xxx | zzz) = p(x, zzzx, zzzx, zzz)
p(zzz)

=
∏

i
μxizzz,i(1− μzzz,i)

(1−xi). (2.36)

This concludes the proof.
Later, wewill see thatRBMs andMCMshave the same architecture as BMMs andpossess the same conditional

independence on visible units we mentioned earlier in equation 2.24, so it shouldn’t be surprising that they can
both be written as BMMs through a reparametrization.
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3
AnOverview of Restricted Boltzmann

Machines

The development of RBMs represents a fascinating example of how ideas from statistical physics can be adapted
for machine learning. To understand RBMs properly, it is worth tracing its historical development. In 1925,
Ernst Ising proposed a simple model for ferromagnetism [10]. Imagine spins on a lattice, each taking values±1,
with neighboring spins preferring to align. Despite its simplicity, the Isingmodel exhibits rich behavior, including
phase transitions where the system spontaneously develops long-range order.

Trying to directly model the observed data as Ising is intractable. The key insight that leads to BoltzmannMa-
chines is that we can reduce the number of parameters by introducing latent variables. Instead of modeling all
pairwise interactions directly, we can use hidden units to capture the underlying structure that generates these
correlations [11]. Think of it this way: if two visible units are correlated, it might be because they’re both influ-
enced by the same hidden cause rather than because they directly interact. This is similar to explaining correlations
between symptoms by appealing to underlying diseases rather than assuming each symptom directly causes every
other symptom.

Full Boltzmann Machines, where every unit can connect to every other unit, are still intractable for large sys-
tems. The restricted in RBM refers to a crucial simplification: connections exist only between visible and hidden
layers, not within layers (see Figure 3.1). This restriction might seem limiting, but it provides enormous com-
putational benefits. The bipartite structure means that, given the visible units, all hidden units are conditionally
independent (and vice versa). This conditional independence enables efÏcient Gibbs sampling and makes many
calculations tractable.

13



3 An Overview of Restricted BoltzmannMachines

Figure 3.1: Architectural illustration of a RBM demonstrating the key structural constraint that gives the model its name.
The network consists of two layers: a visible layer with 784 units (we will later use the machine for MNIST‐784) and a
hidden layer with a variable number of latent units (3 shown in this example, though the actual number L varies depending
on the specific experiment).

3.1 Physical derivation of RBMs

The Isingmodel considers a system of discrete variables called spins, typically arranged on a lattice, and interacting
through an energy function:

E(xxx) = −aaa · xxx− 1
2
xxxTJxxx (3.1)

wherexxx ∈ {−1,+1}D, and J is a symmetric couplingmatrix. This model can express correlations among the com-
ponents of xxx, but its number of parameters grows quadratically with the input dimensionD. Since the number
of parameters in eq. (3.1) grow really fast for large D, we would like to introduce a (latent) space with a lower
dimensionality; let us call this dimension L. This new space can be continuous or discrete. Using singular value
decomposition, we can write

J = WWT, (3.2)

whereW ∈ R
D×L. Putting this back into the energy gives

E(xxx) = −aaa · xxx− 1
2

L∑

μ=1

(WWWμ · xxx)2, (3.3)

withWWWμ denoting the μ-th column ofW.

The key insight is that we can reduce the number of parameters by introducing latent variables to capture
correlations indirectly. Rather than modeling allO(D2) pairwise interactions in the original Ising model, we can
useO(D · L) parameters in a latent variable model, where L ≪ D.

14



3.1 Physical derivation of RBMs

Continuous latent representation (exact)

If we want to model the empirical data with the exact p(xxx) induced by the Ising model, one needs to introduce
continuous latent variables hμ ∈ R. Define the energy of the whole system as

E(xxx,hhh) = −aaa · xxx+ 1
2
hhh · hhh− hhhTWTxxx. (3.4)

Marginalizing over hhh gives

p(xxx) ∝
∫

dhhh exp (−E(xxx,hhh)) ∝ exp



aaa · xxx+ 1
2
∑

μ
(WWWμ · xxx)2



 . (3.5)

This reproduces the Ising model exactly. Typically, the calculation is presented in the opposite direction: one
beginswith the Ising energy 3.1, introduces continuous latent variables via theHubbard–Stratonovich (HS) trans-
formation, and then identifies the total energy of the overall (xxx,hhh) system giving the one shown in eq. 3.4.

Discrete latent representation (approximate)

We define a joint energy with discrete latent variables zμ ∈ {−1,+1}:

E(xxx, zzz) = −aaa · xxx− zzzTWTxxx = −aaa · xxx−
L∑

μ=1

zμ(WWWμ · xxx) (3.6)

with no hidden bias term. Marginalizing over zzz gives:

p(xxx) ∝
∑

zzz
e−E(xxx,zzz) = eaaa·xxx

L∏

μ=1

∑

zμ=±1

ezμ(WWWμ·xxx) (3.7)

= eaaa·xxx
L∏

μ=1

2 cosh(WWWμ · xxx). (3.8)

Taking the logarithm gives the effective interactions in the visible space:

log p(xxx) = −E(xxx) = aaa · xxx+
L∑

μ=1

log cosh(WWWμ · xxx) + const. (3.9)

But log cosh y ≈ 1
2y

2 for small y, so that the resulting marginal approximately reproduces the Ising model
energy:

E(xxx) = − log p(xxx) ≈ −aaa · xxx− 1
2

L∑

μ=1

(WWWμ · xxx)2 (3.10)

whenWWWμ · xxx ≪ 1 ∀μ.
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3 An Overview of Restricted BoltzmannMachines

3.2 Restricted BoltzmannMachines

An RBM is an energy-based model that follows directly from the latent variable construction we just discussed.
It consists of two layers of binary stochastic variables: a visible layer xxx ∈ B

D representing data, and a hidden layer
zzz ∈ B

L encoding latent structure. No intra-layer connections are allowed, hence the term ”restricted”.
The energy function of the RBM is defined as:

E(xxx, zzz) = −aaa · xxx− bbb · zzz− xxxTWzzz, (3.11)

where aaa and bbb are bias vectors for the visible and hidden layers, andW is a weight matrix connecting them.
The joint distribution over xxx and zzz is given by

p(xxx, zzz) =
1
Z
exp(−E(xxx, zzz)), (3.12)

where the partition function Z, dependent only on the parameters θθθ = (W,aaa,bbb), ensures normalization to 1:

Z =
∑

xxx,zzz
exp(−E(xxx, zzz)) (3.13)

Effective energy in X Marginalizing over the hidden layer, we obtain the marginal distribution used to
model the empirical data:

p(xxx) =
∑

zzz
p(xxx, zzz) =

1
Z
∑

zzz
exp
(
aaa · xxx+ bbb · zzz+ xxxTWzzz

)
(3.14)

=
1
Z
exp (aaa · xxx)

L∏

μ=1

∑

zμ∈B

exp
(
zμ(bμ +WWWμ · xxx)

)
(3.15)

=
1
Z
exp (aaa · xxx)

L∏

μ=1

B(bμ +WWWμ · xxx). (3.16)

Here, the function B(u) depends on B:

B(u) =







1+ eu, if B = {0, 1}
2 cosh(u), if B = {−1,+1}

(3.17)

The effective energy inX is then:

E(x) = −aaa · xxx−
L∑

μ=1

logB(WWWμ · xxx+ bμ) (3.18)

This expression shows the exact model used to parameterize the dependencies in the visible space. Each hidden
unit contributes through the weightsWWWμ with an energy factor depending on the inner product with the visible

16



3.2 Restricted BoltzmannMachines

configuration.

Transition probabilities Due to the bipartite structure of the RBM, the conditional distributions fac-
torize nicely. To see this, consider the conditional distribution p(zzz | xxx) of the hidden state zzz given the visible
configuration xxx.

p(zzz | xxx) = p(xxx, zzz)
p(xxx)

=
exp(xxxTWzzz+ b · zb · zb · z)
∏L

μ=1 B(bμ +WWWμ · xxx)
(3.19)

=

L∏

μ=1

exp(bμzμ + zμWWWμ · xxx)
B(bμ +WWWμ · xxx)

=

L∏

μ=1

p(zμ | xxx) (3.20)

In particular, the activation probability, that is p(zμ = 1 | xxx), is:

p(zμ = 1 | xxx) =







σ(bμ +WWWμ · xxx), if B = {0, 1}
1
2

(
1+ tanh(bμ +WWWμ · xxx)

)
, if B = {−1,+1}

(3.21)

with σ(u) = 1
1+e−u being the sigmoid function. Notice that due to the symmetry in the energy function, p(zzz)

and p(xxx | zzz) are easily obtained through swapping from the expressions for p(xxx) and p(zzz | xxx) respectively. Conse-
quently, the Markovian model can be expressed as having the following sampling and jump probabilities:

p(zzz) =
1
Z
exp (bbb · zzz)

D∏

i=1

B(WiWiWi · zzz+ ai) (3.22)

p(xxx | zzz) =
D∏

i=1

exp(xiWzzz+ aixi)
B(ai +WWWi · zzz)

(3.23)

whereWiWiWi is the i-th row ofW. In particular, the average value μμμzzz,i := Ep(xxx|zzz)[xi] =
∑

x∈B

x p(xi = x | zzz) is trivial
(see eq. 3.21). In case of B = {0, 1}, one gets this nice mapping.

RBMs as a subclass of BMMs

RBMs can be seen as a subclass of BMMs through the following reparametrization of μμμzzz and p(zzz):

μμμzzz = σ(Wzzz+ aaa) (3.24)

p(zzz) =
1
Z
exp (bbb · zzz)

D∏

i=1

(1+ exp(WiWiWi · zzz+ ai)) (3.25)

3.2.1 Training objective
We would like the distribution p(xxx) to follow the empirical data distribution. And as seen previously in chapter
2, this is equivalent to maximizing the log-likelihood.
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3 An Overview of Restricted BoltzmannMachines

Maximum likelihood objective

LetD = {xxx(1), . . . ,xxx(M)} be a dataset of independent samples. The RBM is trained by maximizing the
average log-likelihood of the observed data under the model:

L(θθθ) = 1
M

M∑

m=1

log p(xxx(m)), (3.26)

with p(xxx) given by the marginalization shown above.

3.2.2 Log-likelihood gradients
Clearly, in this case the energy gradients are much simpler than the gradients of p(zzz) and p(xxx | zzz), so we can use
the formula 2.17. The gradients of the energy w.r.t. the parameters are:

∇W E(xxx, zzz) = −xxxzzzT, (3.27)

∇aaa E(xxx, zzz) = −xxx, (3.28)

∇bbb E(xxx, zzz) = −zzz. (3.29)

Therefore, the log-likelihood gradients are given by:

∂ log p(xxx(m))

∂W
= xxx(m)

Ep(zzz|xxx(m))

[
zzzT
]
− Ep(xxx,zzz)

[
xxxzzzT
]

(3.30)

= xxx(m)
Ep(zzz|xxx(m))

[
zzzT
]
− Ep(zzz)

[
Ep(xxx|zzz) [xxx] zzzT

]
(3.31)

∂ log p(xxx(m))

∂aaa
= Ep(zzz|xxx(m))

[

xxx(m)
]

− Ep(x,zzzx,zzzx,zzz) [xxx] (3.32)

= xxx(m) − Ep(xxx) [xxx] = xxx(m) − Ep(zzz)
[
Ep(xxx|zzz) [xxx]

]
(3.33)

∂ log p(xxx(m))

∂bbb
= Ep(zzz|xxx(m)) [zzz]− Ep(zzz) [zzz] . (3.34)

3.2.3 Exact training
In practice, computing the model expectations exactly is intractable for large hidden state space. However, when
the hidden layer is small (O(| Z |) = 103), exact enumeration over all 2L (orL if one-hot encoding is used) hidden
configurations is feasible. This allows exact computation of expectations such as Ep(zzz)[f(zzz)] and Ep(zzz|xxx(m))[f(zzz)].
Fortunately, the only expectation over the visible layer isEp(xxx|zzz)[xxx] , but as seen before, the conditional distribution
factorizes, so the expectation values can be calculated exactly:

Ep(xxx|zzz)[xi] = Ep(xi|zzz)[xi] =
∑

x∈B

x p(xi = x | zzz) =







σ(ai +WiWiWi · zzz), if B = {0, 1}
tanh(ai +WiWiWi · zzz), if B = {−1,+1}

(3.35)
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3.2 Restricted BoltzmannMachines

So, for this case, the computation can be done exactly and particularly efÏciently for small | Z |.

Algorithm 3.1 Exact RBM training
Input: DatasetD, learning rate η, number of epochsNepoch, batch sizeN
Output: Trained weightsW, aaa, bbb
1: InitializeW, aaa, bbb
2: for epoch = 1 toNepoch

3: for each minibatch B ⊂ D of sizeN
4: Compute p(zzz) over all | Z | states
5: Compute p(xxx(m) | zzz) for each sample in the minibatch
6: Initialize accumulators for data and model statistics
7: for each data point xxx(m) in B
8: Compute p(zzz | xxx(m)) using Bayes’ theorem
9: Compute and accumulate xxx(m)

Ep(zzz|xxx(m))

[
zzzT
]
, xxx(m) and Ep(zzz|xxx(m)) [zzz]

10: end for
11: Average data-dependent expectations over B
12: Compute Ep(zzz)

[
Ep(xxx|zzz)

[
xxxzzzT
]]
, Ep(zzz)

[
Ep(xxx|zzz) [xxx]

]
and Ep(zzz) [zzz]

13: UpdateW, aaa, bbbwith gradient ascent
14: end for
15: end for

3.2.4 Approximate training: Contrastive Divergence
When the hidden space becomes large, and so exact marginalization is infeasible, training an RBM requires ap-
proximation schemes. To overcome this, a widely adopted approximation is Contrastive Divergence (CD) [12].

The key idea is to replace the intractable model expectations in the gradient with a tractable estimate obtained
from a short Gibbs sampling chain initialized at the data point. This jumping from one layer to the other is possi-
ble due to the factorization of the conditional probability and samples directly from the probability distribution
needed to calculate the gradients.

Let xxx(0) := xxx(m) be the initial data point, and define the following terminology for CD-k:

1. Positive phase: Sample zzz(0) from p(zzz | xxx(0)).

2. Negative/dreaming phase: Run k steps of Gibbs sampling:

xxx(t+1) ∼ p(xxx | zzz(t))
zzz(t+1) ∼ p(zzz | xxx(t+1))
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3 An Overview of Restricted BoltzmannMachines

Algorithm 3.2 Contrastive Divergence (CD-k)
Input: DatasetD, learning rate η, batch sizeN, number of CD steps k
Output: Trained parametersW, aaa, bbb
1: Initialize weightsW, aaa, bbb
2: for epoch= 1 toNepoch

3: forminibatch B ⊂ D of sizeN
4: Positive phase:
5: for each xxx(0,m) ∈ B
6: Sample zzz(0,m) ∼ p(zzz | xxx(0,m))

7: end for
8: Negative phase:
9: for eachm = 1 toN
10: for t = 1 to k
11: Sample xxx(t,m) ∼ p(xxx | zzz(t−1,m))

12: Sample zzz(t,m) ∼ p(zzz | xxx(t,m))

13: end for
14: end for
15: Gradient estimates (averaged over CD steps):

ΔW =
1
N

N∑

m=1

[

xxx(0,m)(zzz(0,m))T − 1
k

k∑

t=1

xxx(t,m)(zzz(t,m))T

]

Δaaa =
1
N

N∑

m=1

[

xxx(0,m) − 1
k

k∑

t=1

xxx(t,m)

]

Δbbb =
1
N

N∑

m=1

[

zzz(0,m) − 1
k

k∑

t=1

zzz(t,m)

]

16: UpdateW, aaa, bbbwith gradient ascent
17: end for
18: end for
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Remarks

Contrastive divergence does not maximize the log-likelihood directly. Despite its approximate nature,
CD often works well in practice and provides a scalable way to train RBMs. However, its convergence
and consistency are not guaranteed, and it can suffer frommixing issues for poorly initialized weights. In
practice, CD-kwithO(k) = 1 is commonly used and already provides useful estimates of the gradients.

3.2.5 Weight initialization

There is only point missing in the algorithm above: how to initializeW,aaa andbbb? This is an important part of suc-
cessfully training amodel. Poor choices can slow down learning. A commonly used strategy is to use initialization
based on data for the visible biases and small randomweights to encourage symmetry breaking without inducing
bias [3].

The initial assumption is that hidden units should not be biased toward either active or inactive states:

P(zj = 1 | xxx) = 0.5 ∀ xxx, ∀ j. (3.36)

From the conditional probability (3.21), this implies that bj = 0 and Wij ≈ 0. In practice, we initialize the
weights as:

Wij ∼ N
(
0, σ2

)
, with σ2 =

4
D+ L

, (3.37)

The initialization of the visible biasesaaa depends on what type of binary variable are used. For the visible biases,
the best estimate of the activation rate p(xi = 1 | zzz) for unit xi is the empirical frequency pi of xi = 1 over the
data. Since the weights are small enough to be negligible at initialization, the conditional probability simplifies to

p(xi = 1 | zzz) ≈ σ(ai). (3.38)

Imposing this to be equal to pi, in case of B = {0, 1}, leads to the following initialization:

ai = log
(

pi
1− pi

)

. (3.39)

On the other hand for B = {−1,+1}, we have:

p(xi = 1 | zzz) ≈ 1
2
(1+ tanh(ai)) (3.40)

giving

ai = tanh−1 (2pi − 1) =
1
4
log
(

pi
1− pi

)

(3.41)
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3 An Overview of Restricted BoltzmannMachines

3.3 Clustering and composition
Interpretability and clustering. Choosing the binary convention B = {0, 1} offers more intuitive
interpretability in terms of weights. The {−1,+1} spin representation is more symmetric and sometimes better
suited for modeling systems with inherent symmetry, but it can obscure interpretability. In addition, to promote
interpretability and clustering in the hidden layer, one can restrict the hidden state zzz to the canonical basis ofRL,
that is:

zzz ∈ {eee1, . . . , eeeL}, (3.42)

where eeej denotes the j-th basis vector. The idea is to force the network to encode each sample using only one active
hidden unit at a time. If L is chosen to be the number of target classes, this encourages a one-to-one correspon-
dence between hidden units and data classes, thus making the learned representations cluster focused and more
interpretable. This idea can be described mathematically in the following way. Jumping from some zzz = eeej gives
the following activation probabilities:

P(xi = 1 | zzz = eeej) = σ(ai +Wi,j) (3.43)

which, in vectorized form, reads:






P(x1 = 1 | zzz = eeej)
...

P(xD = 1 | zzz = eeej)






= σ(aaa+WWWj), (3.44)

whereWWWj is the j-th column ofW and σ is applied element wise. Considering that the objective is to reconstruct
the data, the best that our machine can do is to make aaa learn what is common among all the data, and tuneWWWj

such thatWWWj+aaa generate some j-th class. Similarly, since the weights are symmetric, each class activates primarily
a single hiddennode, creating a natural clustering of the datawhich can be used to do some classification, as shown
in eq. 2.8. Since σ(aaa+WWWj) corresponds to the centroid (or average point) of the j-th class, in the case of images,
the vectorWWWj + aaa can also be reshaped into a 2D array to get a visual image.

Composition via hidden space restriction. In some cases one might actually want to do reconstruct
the data by piecing together different shapes and structures in the classes. In this case it’s convenient to exclude
{eeej}j.
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Markov ChainMachines

While RBMs have been successful in many applications, careful analysis reveals a fundamental limitation in their
structure: the prior p(zzz) and the transition probabilities p(xxx | zzz) are tightly coupled. In particular, the marginal
p(zzz) depends not only on the latent bias bbb but also on the weightsW and the visible bias aaa. This coupling means
thatwhenwe adjust theweightsW to bettermodel the conditional relationships p(xxx | zzz), we inadvertently change
which latent states are favored by the prior p(zzz). This coupling creates a few problems:

• Competing objectives: The model must simultaneously:

– Make latent states zzzwith high p(zzz) generate realistic data p(xxx | zzz)
– Make latent states that generate realistic data have high prior probability p(zzz)

These objectives may conflict, leading to suboptimal solutions.

• Training instability: Changes to weights can cause sudden shifts in which hidden units are active, dis-
rupting the learning process.

• Poor latent space utilization: Some hidden units may become inactive not because they’re unnecessary,
but because their prior probability has become too low due to weight updates.

To address these issues, we introduce a model we call the Markov Chain Machine (MCM). As mentioned in
the introduction, these models are already known in the literature as the Sigmoid Belief Networks [5, 13, 6, 7].

4.1 Motivation: decouplingsamplingfrequenciesand
jump probabilities

MCMs generalize RBMs by disentangling the role of these parameters. The key insight behindMCMs is that we
can reformulate the RBM energy to make the coupling explicit, then eliminate it through careful redefinition of
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4Markov ChainMachines

the energy.

Recall that all the good properties of RBMs come from p(xxx | zzz) being factorizable, and we would like to keep
this property in our newmodel. So we consider an energy-based model with the following energy:

E(xxx, zzz) = −aaa · xxx− f(zzz)− xxxTWzzz, (4.1)

and the associated joint probability:

p(xxx, zzz) =
exp(−E(xxx, zzz))

Z
. (4.2)

For the standard RBM, f(zzz) = bbb · zzz. Recall that p(zzz) can be calculated analytically through marginalization:

p(zzz) =
∑

xxx

exp(−E(xxx, zzz))
Z

(4.3)

=
exp(f(zzz))

Z
∑

xxx
exp(aaa · xxx+ xxxTWzzz) (4.4)

=
exp(f(zzz))

Z
∏

i

(
∑

x∈B

exp(aix+ xWiWiWi · z)
)

=
exp(f(zzz))

Z
∏

i
B(ai +WiWiWi · z) (4.5)

whereWiWiWi is the i-th row ofW. Then, the jump probabilities p(xxx | zzz) become

p(xxx | zzz) = p(xxx, zzz)
p(zzz)

=
exp(aaa · xxx+ xxxTWzzz)
∏

i
B(ai +WWWi · zzz))

, (4.6)

which is independent of f(zzz). Setting f(zzz) = bbb · zzz is not optimal: this would lead p(zzzzzzzzz) to depend onW. Suppose
instead we write f(zzz) = g(zzz) + q(zzz), and impose:

exp(−q(zzz)) =
∏

i
B(ai +WWWi · zzz) (4.7)

This determines q(zzz) as

q(zzz) = −
∑

i
logB(ai +WWWi · zzz). (4.8)

Then, the relevant expressions simplify to [6]:

− E(xxx, zzz) = aaa · xxx+ g(zzz) + xxxTWzzz−
∑

i
logB(ai +WiWiWi · zzz) (4.9)

Z =
∑

xxx,zzz
exp(−E(x, z)) =

∑

zzz
exp g(zzz)

∏

i

1
B(ai +WWWi · zzz)

∑

xxx
exp (aaa · xxx+ xxxTWzzz) =

∑

zzz
exp(g(zzz)) (4.10)
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4.2 Gradient computation

Finally, the Markovian model is as follows:

p(zzz) =
exp(g(zzz))

Z
(4.11)

p(xxx | zzz) = exp(aaa · xxx+ xxxTWzzz)
∏

i
B(ai +WWWi · zzz))

=
exp(aaa · xxx+ xxxTWzzz)

Z(zzz)
(4.12)

Since we want to make an interpretable model, we will work with B = {0, 1}, unless otherwise stated. And we
connect all the hidden nodes to each other, so that:

g(zzz) = zzzTKzzz (4.13)

whereK ∈ R
L×L.

MCMs as a subclass of BMMs

As in the case of RBMs, MCMs can be seen as a subclass of BMMs through the following reparametriza-
tion of μμμzzz and p(zzz):

μμμzzz = σ(Wzzz+ aaa) (4.14)

p(zzz) =
exp(zzzTKzzz)

Z
(4.15)

With this formulation, it is natural that MCMs can be trained using the EM algorithm as well [14].

4.2 Gradient computation

We now derive the gradients required to train the Markov Chain Machine using maximum likelihood. Given a
dataset, the objective is to maximize the average log-likelihood

L(θθθ) = 1
M

M∑

m=1

log p(xxx(m)). (4.16)

We have three set of parameters:

• K: controls the prior p(zzz) directly

• W, aaa: control p(xxx | zzz) but not the prior
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4Markov ChainMachines

Gradient with respect toK

The derivative of the energy with respect toK is easily calculated using the general formula 2.17 for energy-based
models:

∂E(xxx, zzz)
∂K

= zzzzzzT, (4.17)

so that

∂ log p(xxx(m))

∂K
= Ep(zzz|xxx(m))

[
zzzzzzT
]
− Ep(x,zx,zx,z)

[
zzzzzzT
]

(4.18)

=
∑

z

(

p(zzz | xxx(m))− p(zzz)
)

zzzzzzT. (4.19)

(4.20)

Alternatively, if one wants to use Monte Carlo methods:

∂ log p(xxx(m))

∂K
=

1
Ep(zzz)[p(xxx(m) | zzz)]Ep(zzz)

[

p(xxx(m) | zzz) zzzzzzT
]

− Ep(zzz)
[
zzzzzzT
]

(4.21)

This gradient has an intuitive interpretation: wewant to adjustK so that themodel’s prior p(zzz) bettermatches the
posterior distribution p(zzz | xxx(m)) induced by the data. When these distributions differ significantly, the gradient
pushesK to make commonly observed latent states more likely under the prior.

Gradients with respect toW and aaa

For all the other parameters the derivatives of the energy are complicated. It’s convenient to calculate the deriva-
tives of the transition probability and then use the marginal over the hidden space

p(xxx) =
∑

zzz
p(zzz)p(xxx | zzz). (4.22)

to get the derivatives of log p(xxx(m)). ForWwe have

∂p(xxx | zzz)
∂W

=
exp(aaa · xxx+ xxxTWzzz)

Z(z)
xxxzzzT − exp(aaa · xxx+ xxxTWzzz)

Z2(z)
∑

x′x′x′
exp(aaa · x′x′x′ + x′x′x′TWzzz)x′x′x′zzzT (4.23)

= p(xxx | zzz)
(
xzxzxzT − Ep(xxx|zzz) [xxx] zzzT

)
. (4.24)

Similarly for aaa:

∂p(xxx | zzz)
∂aaa

=
exp(aaa · xxx+ xxxTWzzz)

Z(z)
xxx− exp(aaa · xxx+ xxxTWzzz)

Z2(z)
∑

x′x′x′
exp(aaa · x′x′x′ + x′x′x′TWzzz)x′x′x′ (4.25)

= p(xxx | zzz)
(
xxx− Ep(xxx|zzz) [xxx]

)
(4.26)
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4.3Weight initialization

then, the final gradients become

∂ log p(xxx(m))

∂W
=

1
p(xxx(m))

∑

z
p(zzz) p(xxx(m) | zzz)

(

xxx(m)zzzT − Ep(xxx|zzz) [xxx] zzzT
)

(4.27)

=
∑

z
p(zzz | xxx(m))

(

xxx(m)zzzT − Ep(xxx|zzz) [xxx] zzzT
)

(4.28)

and

∂ log p(xxx(m))

∂aaa
=

1
p(xxx(m))

∑

z
p(zzz) p(xxx(m) | zzz)

(

xxx(m) − Ep(xxx|zzz) [xxx]
)

(4.29)

=
∑

z
p(zzz | xxx(m))

(

xxx(m) − Ep(xxx|zzz) [xxx]
)

. (4.30)

For the application of Monte Carlo methods, it’s convenient to write these expressions in terms of expectation
values:

∂ log p(xxx(m))

∂W
=

1
Ep(zzz)[p(xxx(m) | zzz)]Ep(zzz)

[

p(xxx(m) | zzz)
(

xxx(m)zzzT − Ep(xxx|zzz) [xxx] zzzT
)]

(4.31)

∂ log p(xxx(m))

∂aaa
=

1
Ep(zzz)[p(xxx(m) | zzz)]Ep(zzz)

[

p(xxx(m) | zzz)
(

xxx(m) − Ep(xxx|zzz) [xxx]
)]

(4.32)

As in RBMs, the only expectation value over the visible layer is Ep(xxx|zzz) [xxx] which we have seen to be analytically
computable.

These equations can be interpreted as:

• For each latent state zzz (weighted by how likely it is given xxx(m))

• Compare the actual data xxx(m) with what that latent state typically generates Ep(xxx|zzz) [xxx]

• UpdateW to make the latent state generate data more like xxx(m)

Remarks

Just as in RBMs these gradients can be calculated exactly when | Z | is small using a procedure similar to
Algorithm 3.1, otherwise one needs to useMonte Carlo methods such as CD algorithm 3.2, as is done in
RBMs. In either case, we are going to use gradient-based methods, so the overall batch gradient is simply
the average of the gradients computed for individual data points in the mini batch.

4.3 Weight initialization
The weights in a MCM can be initialized similarly to those in RBMs. That is, assuming a uniform prior over the
latent variables we get:

p(zzz) = const ⇒ Ki,j = 0 ∀ (i, k), (4.33)
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4Markov ChainMachines

As for the transition distribution p(xxx | zzz), a nice assumption is the independence from zzz. The best guess is a
factorized distribution that matches the empirical mean activation of each visible unit:

p(xxx | zzz) ≈
∏

i
(piδxi,1 + (1− pi)δxi,0) , (4.34)

where pi is the empirical frequency with which the visible unit xi is active across the dataset.
This provides a good initialization for the visible bias aaa:

ai = log
(

pi
1− pi

)

, (4.35)

while the weightsW can be initialized to small random values centered around zero.

4.4 One hot encoding restriction

In this section, we write explicitly the case where the latent space zzz consists of only one-hot encoded vectors with
B = {0, 1}. That is, zzz ∈ {eee1, . . . , eeeL} ⊂ R

L where eeeμ denotes the μ-th canonical basis vector.
For the sake of notational simplicity, let p(zzz = eeeμ) = πμ be the probability of hidden state eeeμ, and let Aμxxx

denote the probability of transitioning from zzz = eeeμ to xxx: Aμxxx :− p(xxx | zzz = eeeμ).
Notice that eeeTμKeeeμ = Kμ,μ, so all the other entries in K are irrelevant: bbb :− Diag(K). The key expressions are

trivially derived from equations 4.11 and 4.12:

p(μ) =
exp (bμ)
∑

μ
exp(bμ)

(4.36)

Aμxxx =
exp(aaa · xxx+WWWμ · xxx)

∏

i
(1+ exp(Wi,μ + ai))

(4.37)

Similarly for the gradients, using equations 4.19, 4.28 and 4.30:

∂ log p(xxx(m))

∂bμ
=

1
p(xxx(μ))

∑

μ′
p(μ′)Aμ′,xxx(m)

[
δμ′μ − p(μ)

]
(4.38)

= p(μ | xxx(m))− p(μ) (4.39)

∂ log p(xxx(m))

∂Wiμ
=
∑

μ′
p(μ | xxx(m))δμ′μ(x

(m)
i − Ep(xxx|μ′) [xi]) (4.40)

= p(μ | xxx(m))(x(m)
i − Ep(xxx|μ) [xi]) (4.41)

∂ log p(xxx(m))

∂ai
=
∑

μ
p(μ | xxx(m))(x(m)

i − Ep(xxx|μ) [xi]) (4.42)

where p(μ | xxx(m)) can be calculated using Bayes’ theorem. These gradient equations have intuitive interpretations
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4.4 One hot encoding restriction

and well-defined stability points. The gradient with respect to bμ vanishes when ⟨p(μ|xxx)⟩xxx∈data = p(μ), meaning
the average posterior probability across the dataset should match the prior probability πμ. The weight gradients
∂ log p(xxx(m))

∂Wiμ
reach zero when x(m)

i = Ep(xxx|μ)[xi], indicating that each latent state μ generates visible patterns whose
expected valuesmatch the observeddata. Notice that the difference isweightedby p(μ|xxx(m)), preventing all hidden
units from learning the same global mean; instead, each unit μ specializes on the subset of data most strongly
associated with it. Finally, the visible bias gradient stabilizes under similar conditions, but the effect is averaged
over all latent states μ. At convergence, this creates a consistent model where each latent state captures distinct
data patterns.

29



4Markov ChainMachines

30



5
Unsupervised Subclasses learning

Real-worlddata often exhibits hierarchical structure that single-level clusteringmethods cannot capture adequately.
Consider handwritten digits:

• At the coarsest level, we distinguish between different digit classes (0,1,2,...,9)

• Within each digit class, there are different writing styles

• Within each style, there are individual variations

Traditional clusteringmethods typically operate at only one level of this hierarchy. K-means with K=10might
separate the digit classes but miss the style variations. K-means with K=30 might capture some style variations
but in a unstructured way that doesn’t respect the hierarchical structure.

We propose two complementary approaches to hierarchical learning withMarkov ChainMachines:

• Entropy-based merging: Train a single model with many hidden units, then use information-theoretic
criteria to identify which units should be grouped together

• Recursive splitting: Build a tree of simple binary classifiers, each trained to make one split in the data

5.1 Entropy-based merging
The entropy-basedmerging approach addresses a common problem in unsupervised learning: howmany clusters
shouldwe use? Rather than requiring this choice a priori, we train amodel withmore hidden units thanwe expect
to need (using one hot-encoding), then use information-theoretic criteria to determine which units are correlated.
LetP ∈ R

M×L be thematrix whosem-th rowP(m) represents the probability vector p(zzz|xxx(m)) for data pointxxx(m).
The L columns of P, denoted asPPPμ, represent the conditional distribution over the dataset for each latent unit μ.
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5 Unsupervised Subclasses learning

Figure 5.1: Visualization of clustering via entropy‐based merging. Each colour represents a potential macro‐group.

Our goal is tomerge latent unitsμ that are functionally similar, grouping them intong clusters thatwe interpret
as classes. Formally, we seek a partition of the index set:

S = {S1, S2, . . . , Sng}, with
ng
⋃

j=1

Sj = {1, . . . ,L}, Sj ∩ Sk = ∅ for j ̸= k.

For each group Sj, we define the merged vectorVVVj as:

VVVj =
∑

μ∈Sj

PPPμ ∈ R
M,

and stack these to form the matrixV = [VVV1, . . . ,VVVng ] ∈ R
M×ng .

Inter-class entropy

Ideally, each rowofV should be a one-hot vector, indicating that each samplexxx(m) belongs clearly to a singlemacro
group. To quantify this, we define the average entropy over the rows ofV:

HOut =
1
M

M∑

m=1

H(V(m))

whereH(vvv) = −∑j vj log
(
vj
)
. Ideally, this value should be close to 0.
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5.2 Recursive learning

Intra-class entropy

Within each group Sj, we consider the matrixNj ∈ R
M×|Sj| with columnsPPPμ for μ ∈ Sj. Of each row, we need to

normalize the entries so they sum to 1, and compute the average entropy:

HIn =
1
ng

ng
∑

j=1

(

1
M

M∑

m=1

H(N(m)
j /||NNNj||1)

)

.

This ensures that within each macro group, the latent units are highly correlated with each other leading to a
uniform distribution. This quantity should be maximized.

Total Cost

The final cost function is defined as:
C = HOut −HIn,

which we aim to minimize. This promotes clearly separated groupings (low HOut) while ensuring correlation
inside each group (highHIn). A Visual example of the involved objects is shown in figure 5.1.

Optimization

A bruteforce approach would test all possible partitions and select the one minimizing C. Alternatively, a greedy
hierarchical clustering (linkage) method may be employed: start with each μ in its own singleton group, then
iteratively merge the two groups whose union yields the largest reduction in C. The greedy approach is simple
and often works well in practice, especially when the natural grouping structure is relatively clear. This approach
gives also a relational tree that can be used to interpret the data.

For this method to be useful, one needs to use a number of hidden units that is greater than the number of
macro-classes, and it’s applied post-training.

5.2 Recursive learning

Markov Chain Machines provide a natural mechanism for unsupervised subclasses discovery. Here, we describe
an iterative scheme that uses p(zzz | xxx) to recursively build a hierarchy of models from a single unlabeled datasetD
using L = 2. The approach alternates between computing posterior probabilities over latent states to label data
points and recursively retraining Markov ChainMachines on the resulting subsets.

1. Initial training: Train a MCM onD with L = 2.

2. Labeling: For each data point xxx(m) ∈ D, compute the posterior distribution over latent states:

p(zzz | xxx(m)) =
p(zzz)p(xxx(m) | zzz)

∑

z′z′z′ p(z
′z′z′)p(xxx(m) | z′z′z′) . (5.1)
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5 Unsupervised Subclasses learning

Given the latent space is one-hot encoded with L = 2, we can write zzz ∈ {eee1, eee2}, and assign a specific
label via:

ℓ(m) = arg max
μ∈{0,1}

p(μ | xxx(m)). (5.2)

3. Partitioning: Define the induced partition of the dataset:

D1 = {xxx(m) ∈ D | ℓ(m) = 0}, (5.3)

D2 = {xxx(m) ∈ D | ℓ(m) = 1}. (5.4)

4. Recursive retraining: For each subsetDμ, train a newMCM (again with L = 2) independently:

TrainMCMμ onDμ for μ ∈ {0, 1}. (5.5)

5. Repeat: Each newly trained model MCMμ can be used to repeat the labeling and retraining procedure
recursively, finally giving a hierarchical structure of models indexed by paths over the binary tree. The
procedure can be interruptedwhen a certain depth n has been reached or if the samples to train on are too
few. The tree can be denoted as:

T = {MCMμ1μ2...μn | μi ∈ {0, 1}, n ∈ N}, (5.6)

where each MCMμ1...μn is trained on the subset ofD that was routed to it by the labelings of its ancestor
models. This new ensemble of machines is shown in Figure 5.2.

There are several ways to decide when to stop splitting:

• Stop when a subset becomes too small to train reliably

• Limit tree depth to prevent overfitting

• Stop when a subset is sufÏciently homogeneous

• Stop when further splits don’t significantly improve clustering quality

A natural heuristic for deciding whether to split can be based on the improvement in log-likelihood. LetL de-
note the intensive log-likelihood of the parentmodel trained on datasetD, and letL1 andL2 be the corresponding
values for the child models trained onD1 andD2. By construction, we always have

|D|L ≤ |D1|L1 + |D2|L2 (5.7)

If we associate a splitting cost λ, then we accept the split whenever

|D|L ≤ |D1|L1 + |D2|L2 − λ −→ L ≤ |D1|L1 + |D2|L2

|D|
︸ ︷︷ ︸

Lnew

− λ
|D| (5.8)

This hierarchical structure has two major advantages:

• Interpretability: the tree shows a multi-scale view of the data, where higher levels capture coarse group-
ings while deeper levels refine them into more specific subclasses.
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5.2 Recursive learning

Figure 5.2: Binary hierarchical tree obtained through recursive training and labeling with MCMs (L = 2) at each level:
the root node processes the entire dataset, while each subsequent level creates increasingly specialized models trained
on data subsets defined through the posterior probabilities determined by their parent models. Each node represents a
trained model.

• Scalability: eachMCMμ1...μn is trained independently,which allowsparallel training andmakes themethod
scalable to large datasets.

Overall, this approach shares ideas with decision trees, but operates in the probabilistic domain rather than
using hard splits based on individual features. In addition, this approach is completely unsupervised.
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6
Numerical results: MNIST

To evaluate MCMs systematically, we will focus on a few key aspects:

• Training Dynamics: How quickly and stably do the models converge?

• Final Performance: What likelihood do they achieve after training?

• Latent space utilization: How efÏciently do they use their representational capacity?

We choose a standard for benchmarking machine learning algorithms: the MNIST dataset [15]. Its tractable
size and feature representation allow for exact computations, particularly when the number of hidden units L is
small, while its results can be easily visualized and understood intuitively. The dataset contains 70,000 grayscale
images of handwritten digits (0–9), each sized 28 × 28 pixels with intensity values normalized between 0 and
1. We convert these images into 784-dimensional binary vectors by applying a threshold at 0.5. Digits naturally
exhibit hierarchical organization (digit classes, writing styles, and individual variations), makingMNIST suitable
for testing our hierarchical learning approaches. For all experiments, we use:

• Mini-batch size: grows linearly from 20 to 400

• Learning rate: starts from 0.1 and becomes smaller with the number of epochs, finally reaching a value
of 0.0001

• Initialization: As described in Section 4.3

• Gradient computation: exact since L is small

• Multiple runs: in several cases an average trend over 10 random seeds is shown. The error bar is given by
the standard deviation over the runs.
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6 Numerical results: MNIST
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Figure 6.1: Log‐likelihood over training epochs for RBMs and MCMs, with and without visible biases. MCMs achieve
higher log‐likelihood values and exhibit faster, more stable convergence compared to RBMs, as indicated by their smaller
error bars. L = 3 and only MNIST digits (0, 1, 2) are used.

6.1 Reconstruction
Here we compare the practical performances of MCMs and RBMs in terms of training behavior, capacity uti-
lization, and final likelihood. Unless stated otherwise, we restrict the MNIST dataset to digits 0,1 and 2, and set
L = 3.

Figure 6.1 shows how the log-likelihood evolves during training. The MCMs, both with and without visible
biases, consistently outperform the corresponding RBMs. Not only does it achieve a higher final likelihood, but
it also converges more quickly and stably: the RBM curves show more oscillations. The effect of visible biases is
also worth noting: while both models benefit from visible biases, the improvement is more dramatic for RBMs,
suggesting that MCMs are less dependent on careful bias initialization.

This advantage becomesmore pronounced as themodel size increases. Figure 6.2 shows the final log-likelihood
as function of the number of hidden nodes. The gap betweenMCMs and RBMs widens with L, indicating that
MCMs scale better andmakemore efÏcient use of their latent space. Amajor contributing factor to this difference
is that RBMs tend to underutilize their hidden space. As shown in Figure 6.3, the average number of unused
hidden units increases with L in RBMs, meaning that a significant portion of their representational capacity is
effectively wasted. MCMs, by contrast, tend to activate all their hidden units during training. By L = 10, RBMs
waste approximately 50% of their hidden units on average. This happens because in RBMs, whenweightsWμ are
adjusted to improve p(xxx|zzz = eμ), they simultaneously affect p(zzz = eμ). If the latent biases become too negative
(making the hidden unit less likely to activate), the unit can become trapped in an inactive state even if it could
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6.1 Reconstruction
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Figure 6.2: Final log‐likelihood as a function of the number of hidden units L. MCMs scale better than RBMs as L in‐
creases. Only MNIST digits (0, 1, 2) are being used.
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Figure 6.3: Left: Distribution of used hidden nodes for a RBM with L = 8 across 100 runs; all 8 nodes are never fully
used. Right: Average fraction of unused hidden units for increasing L. RBMs tend to waste representational capacity as L
grows.
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Figure 6.4: Smoothness of the log‐likelihood surface measured by local variance under small perturbations. Higher values
indicate smoother, more stable gradients. MCMs consistently exhibit higher and more stable values of smoothness. L is
set to 3 and only MNIST digits (0, 1, 2) are used.

potentially contribute useful representational capacity. MCMs, by contrast,maintain nearly full utilization across
all tested values of L. This is precisely what we expect from the decoupled architecture: the prior is controlled
independently, so adjustments to the transition weights don’t inadvertently suppress hidden units. Each unit can
find its optimal role without competing against the frequency constraints imposed by the coupled architecture.

All this suggests that the decoupling between p(zzz) and p(xxx|zzz) in MCMs is the leading factor that facilitates
better gradient flow and more effective use of parameters. To support this, we can measure the local variability
of the log-likelihood landscape around a trained model. Given a parameter configuration θ, we perturb it with
Gaussian noise θθθ+ εvvvwith vvv ∼ N (0, 1) and ε = 0.1, and compute:

Varvvv [log p(xxx|θθθ+ εvvv)] (6.1)

Then define the normalized smoothness as:

Smoothness =
1

1+ Varvvv [log p(xxx|θθθ+ εvvv)]
∈ (0, 1] (6.2)

Higher smoothness means that the likelihood surface is locally flat, indicating more stable and easier optimiza-
tion dynamics. Figure 6.4 shows that MCMs have consistently higher smoothness than RBMs, confirming that
the decoupled parameters structure really do help the optimization process.

6.1.1 PCA representation
Principal Component Analysis provides a natural way to visualize high-dimensional distributions in a lower di-
mensional space [16], for example in 2D. By projecting both real and generated data into the same PCA space
(computed from real data), we can directly compare:

• Coverage: Does the model generate data across the full range of real data?

• Concentration: Are the generated clusters appropriately concentrated?
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6.1 Reconstruction

Figure 6.5: PCA projection of original data (first), MCM‐generated data with L = 3 (second), and with L = 30 (third).
MCMs represent cluster shapes and distributions with Gaussian‐like profiles. In the first plot, points are colored by their
true labels: 0 (red), 1 (green), and 2 (blue). In the second and third plots, the real data is shown in black, while the gener‐
ated samples are displayed in red.
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• Structure: Does the model capture the multi-modal structure of real data?

In our case this plot is shown in Figure 6.5. One can see that the generated clusters overlap the real ones, and
have a Gaussian profile. Let’s see themathematical reason behind it. Let us consider a specific hidden state zzz = eeeμ.
The expected visible vector generated from this state is:

ccc(μ) = σ(WWWμ + aaa) = [c1, c2, . . . , cD], (6.3)

where each component cj ∈ [0, 1] represents the activation probability of visible unit xj.

To generate a visible sample xxx, each component xj is sampled independently as:

xj =







1 with probability cj
0 with probability 1− cj

(6.4)

Define the deviation from the expected value as dj = |xj − cj|. Then dj is a Bernoulli random variable with mean:

E[dj] = cj(1− cj) + (1− cj)cj = 2cj(1− cj) (6.5)

Hence, the total squared distance from the centroid,

d2 =
D∑

j=1

(xj − cj)2 (6.6)

is the sum ofD independent bounded variables. By the Central Limit Theorem, d approximately follows a Gaus-
sian distribution with mean:

E[d2] =
D∑

j=1

Var(xj) =
D∑

j=1

cj(1− cj) (6.7)

and variance:

Var(d2) =
D∑

i=1

[

(1− ci)4 · ci + c4i · (1− ci)− (ci(1− ci))2
]

(6.8)

Notice that themaximumvalue of cj(1−cj) is reached for cj = 1
2 . This represents the case ofmaximal uncertainty:

the weights that lead to cj are zero. Therefore, cluster spread is directly tied to the entropy of the generative dis-
tribution: more deterministic ccc, that is weights much larger than 1, yield tighter clusters; more entropic ones give
diffuse clouds. Let’s say a fraction p of the weight matrix associated to some hidden units are close to zero and ev-
erything else, in modulus, is much larger than 1. Then we see that that the clusters are spheres with radius ∼ √p.
In the case of L = 30, the generated clusters are much smaller than the ones generated with a L = 3machine (see
the plots in Figures 6.5); this is exactly what one would expect: a model with larger L can learn a lot more versions
of the same class and hard code them in the weights, on the other hand amodel with smallerL needs to keep some
kind of uncertainty by keeping some weights close to zero to reconstruct the data. The learned weights are shown
in Figures 6.6 and 6.7.
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Figure 6.6: Weights learned by an MCM with L = 3 on MNIST digits 0, 1, and 2. The small number of hidden units
relative to the classes results in many near‐white pixels and less defined digits, showing the model’s attempt to generalize
across large class variability.
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Figure 6.7: Weights learned by an MCM with L = 30 on MNIST digits 0, 1, and 2. With many hidden units relative to the
number of classes, the weights show well‐defined digits, indicating the model has learned multiple sub‐classes.
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6.2 Clustering
As shown in the previous section, Markovian models tend to form Gaussian-like clusters centered around the
true clusters centroids when trying to mimic the data. However, they struggle when the classes are very similar:
for instance, distinguishing between digits such as 7 and 9. This limitation can be seen in figures 6.8 and 6.9. None
of themodels achieve clean separation between 7s and 9swhen restricted toL=K=2. The confusionmatrices show
substantial off-diagonal entries, indicating that the models are forced to create mixed clusters. This is expected,
with only 2 clusters total the models cannot capture the full diversity within each digit class while maintaining
separation between classes.

To solve this, one must increase the number of hidden units to better capture the structure in the data, either
by increasing L in the case ofMCMs orK in the case of K-means. The result of it is illustrated in figures 6.10 and
6.11, where MCMs show the clearest improvement, with most columns in the confusion matrix dominated by a
single large entry. In this case, each hidden node or centroid predominantly specializes in a single class, either 7 or
9, learning specific versions of the macro-class resulting in improved separation.

In probabilistic models such asMCMs, the number of distinct, but correlated, hidden nodes can be identified
using the algorithm described in section 5.1 resulting in a near-diagonal confusionmatrix as shown in Figure6.12.
In contrast, K-means does not provide a straightforward mechanism to assess such correlations unless the model
is augmented in some manner.

Another approach to learning sub-classes and distinguishing similar classes, described in Section 5.2, is recur-
sive learning. The results of applying this method in the current case are presented in Figure 6.13.

6.3 Composition
Beyond clustering applications, MCMs offer interesting possibilities for compositional modeling. By allowing
multiple hiddenunits to be active simultaneously, we can explorewhether themodel learns to decompose complex
patterns into reusable components. Let na and nb denote the minimum and maximum number of active hidden
units per hidden state, respectively. For compositional representations, we fix na = 2, ensuring that each data
point is reconstructedusing at least twohidden features. Theparameternb thendetermines themaximumnumber
of distinct components (or ”strokes”) that can be used to reconstruct an image. In this setting, each sample xxx is
generated from a combination of na ≤ ∥zzz∥0 ≤ nb hidden units, where ∥ · ∥0 denotes the number of non-zero
entries in zzz. An example with L = nb = 6 is shown in Figure 6.14. From the matrix K, we observe that most
entries are close to zero, suggesting that the hidden states are nearly equiprobable. Some hidden units, such as
units 2 and 3, have a slightly higher probability of being active, while others, like unit 4, are somewhat more likely
to be inactive. However, these differences are relatively small. Indeed, the entropy of the distribution p(zzz) is
approximately 3.98, which is close to themaximum value log(57). The individual weight vectors resemble stroke-
like primitives that, when combined, can reconstruct various digits. Particularly interesting is the model’s ability
to generate novel digit-like structures by combining components in ways not seen during training.
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Figure 6.8: Weights/centroids learning using MCM, RBM, and K‐means with L = K = 3. There isn’t much of a separation
between the classes.
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Figure 6.9: Confusion matrices resulting from the labeling induced by the learned weights/centroids. None of the matrices
is diagonal.
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Figure 6.10: Weights/centroids learning using MCM, RBM, and K‐means with L = K = 7. MCM and K‐means show
clearer separation between the various versions of 7 and 9.
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Figure 6.11: Confusion matrices resulting from using L = K = 7. In the case of MCMs and K‐means, for each column
there is a clear higher value.
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Figure 6.12: Confusion matrix obtained by merging correlated hidden units via the entropy‐based method. The resulting
matrix is relatively diagonal.
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Figure 6.13: Tree resulting from hierarchical splitÝng. Hidden units in the same rectangle mean that they are part of the
same machine. The numbers above the rectangles refer to the dataset size used for training. This method gradually sepa‐
rates the data while revealing relationships among the learned classes.
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Figure 6.14: Compositional splitÝng of digit images
with na = 2 and L = nb = 6, enforcing the
MCM to use at least two active hidden units to
reconstruct the images.
Left column: Learned weightsWWWμ for each hidden
unit. The first plot corresponds toK, encoding an
approximately uniform distribution, and the last to
aaa.
Middle column:WWWμ + aaa, visualizing stroke‐like
pre‐activations.
Right column: Most likely active hidden states
with their total pre‐activation weights. The model
successfully composes digits such as 2 and 3, and
even generates novel digit‐like structures.
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7
Conclusion

In this thesis, we introduced and developed MCMs, a generalization of RBMs designed to decouple the latent
prior p(zzz) from the transitiondynamics p(xxx|zzz). This disentanglement allows formore interpretablemodels, where
the frequency of latent states and their jump probabilities on the visible space can be independently tuned by the
optimization method.

We derived themathematical foundations ofMCMswithin the broader class of energy-basedmodels, analyzed
their gradients, and explored both exact and approximate training strategies. The decoupling is achieved through
a careful redefinition of the energy function that eliminates the parameter coupling inherent in RBMs.

We also developed two complementary approaches for hierarchical learning: entropy-basedmerging and recur-
sive splitting for building tree-structuredmodels. Thesemethods enableMCMs to discover hierarchical structure
in data without requiring prior knowledge of the number of classes. Our experimental evaluation onMNIST re-
vealed several significant advantages of MCMs over traditional RBMs:

• Training dynamics: MCMs demonstrate faster convergence and more stable training trajectories, with
consistently higher final log-likelihood values. The smoother likelihood landscape leads to more reliable
optimization.

• Latent space utilization: unlike RBMs, which tend to underutilize their hidden units as model size
increases, MCMs maintain near-complete utilization of their representational capacity. This efÏciency
stems directly from the decoupled architecture, where adjustments to transition weights do not inadver-
tently suppress hidden units through prior probability effects.

• Clustering performance: MCMs show superior performance in discriminating between visually similar
classes, such as handwritten digits 7 and 9. Using entropy-based merging, correlated hidden units were
effectively regrouped. On the other hand, recursive splitting produced a relational tree that shows the
structure among learned classes.

• Compositional modeling: the framework naturally supports compositional representations where com-
plex patterns are decomposed into reusable components. Our experiments demonstrate that MCMs can
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7 Conclusion

learn stroke-level primitives that combine to form complete digit structures, even generating novel digit-
like patterns not seen during training.

The definition of RBMs ismathematically elegant, but the resulting coupling between priors and conditionals
creates optimization challenges that can degrade performance. Our work demonstrates that careful decoupling
of model components can lead to both theoretical and practical improvements.
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