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Abstract

Autonomous vehicles require timely and reliable perception of their surrounding environment, but

the sensing capability of a single vehicle is limited by occlusions, sensor range, and adverse traffic

conditions. Cooperative perception mitigates these limitations by allowing connected vehicles to

share locally detected objects and extend their collective awareness. This is especially important

for vulnerable road users (VRUs), such as pedestrians and cyclists, whose safety depends on being

detected and communicated early even when they are partially occluded or outside the direct sensing

range of some vehicles. However, transmitting all available perception data can overload the wireless

channel, increase latency, and generate redundant information. This thesis investigates a Value

of Information (VoI) based dissemination strategy for cooperative perception in a decentralized

vehicle-to-vehicle (V2V) sidelink deployment. The objective is to translate an abstract VoI-based

selection model into a packet-level ns-3 simulation using the MilliCar vehicular millimeter-wave

(mmWave) module and to compare it with broadcast-based dissemination baselines under the same

scenario, traffic, and network assumptions. The implementation represents vehicles, obstacles,

camera-specific perception messages, User Datagram Protocol (UDP) packet generation, Radio

Link Control (RLC)-layer operations, and reception statistics inside ns-3. Realistic perception traffic

is modeled using SELMA traces. The proposed simulation framework evaluates dissemination

behavior in terms of delivered packets, latency, delivered VoI, redundancy, and obstacle coverage.

By connecting semantic message selection with packet-level network behavior, this work provides a

basis for assessing whether VoI-aware cooperative perception can reduce unnecessary transmissions

while preserving useful information delivery under realistic vehicular communication constraints.
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Chapter 1

Introduction

1.1 Introduction and Motivation

The emergence of autonomous vehicles represents one of the most significant transformations in

modern transportation. Advances in sensing, artificial intelligence, embedded computing, and

vehicular communication are progressively enabling vehicles to perceive their surroundings, make

driving decisions, and interact with other road users with reduced human intervention. This

evolution is expected to improve road safety, traffic efficiency, mobility accessibility, and energy

consumption, but it also introduces demanding technical challenges. In particular, autonomous

driving requires a reliable and timely understanding of complex traffic scenes, where decisions must

be taken under uncertainty and within strict time constraints [1, 2, 3].

Autonomous vehicles rely on increasingly advanced perception systems to detect, classify, and track

the surrounding environment. Cameras, radar, Light Detection and Ranging (LiDAR), and other

onboard sensors allow a vehicle to build a local representation of the road scene and to support

decisions such as lane keeping, obstacle avoidance, path planning, and collision prevention. How-

ever, the perception capabilities of a single vehicle remain inherently limited. Physical occlusions

caused by buildings, trucks, parked vehicles, or road geometry can prevent the detection of relevant

objects. Sensor range, adverse weather, lighting conditions, and the dynamic nature of traffic further

reduce the reliability and completeness of local perception. These limitations become critical in

safety-related scenarios, where a vehicle may need to react to hazards before they enter its direct

sensing range.

Cooperative perception addresses these limitations by enabling connected vehicles to exchange

1



information about their locally perceived environment. Through V2V communication, a vehicle

can receive information about objects detected by neighboring vehicles and can therefore extend

its effective field of view beyond its own sensors. This approach can improve awareness of hidden

vehicles, pedestrians, obstacles, and other road users that are not directly visible from a single

viewpoint [4, 5, 6]. In this sense, cooperative perception is a key technology for connected and

automated vehicles, because it combines perception and communication to support safer and more

informed driving decisions.

The effectiveness of cooperative perception depends not only on the accuracy of the sensing sys-

tem, but also on the ability of the communication network to deliver relevant information in time.

Vehicular networks are characterized by high mobility, rapidly changing topology, shared wireless

resources, and strict delay requirements. As the density of vehicles increases, the amount of per-

ception information that could be exchanged also grows significantly. If every vehicle continuously

transmits all detected objects, the wireless channel can become congested, causing packet losses,

increased latency, and reduced usefulness of the received information [7, 8]. Therefore, cooperative

perception requires dissemination mechanisms that are aware of both the value of the information

and the limitations of the communication medium.

A simple dissemination solution is periodic broadcast, where each vehicle sends its available

information to all neighboring vehicles without explicitly considering whether each item is useful to

the receivers. Broadcast is attractive because it is simple and does not require complex coordination.

Nevertheless, it can be inefficient when many transmitted objects are redundant, outdated, or

irrelevant for nearby vehicles. For this reason, recent research has investigated approaches that

prioritize information according to its expected contribution to the receivers’ perception quality and

using the value of the information as a discrimination method [9, 10, 11].

The VoI concept is particularly relevant in this context, because it shifts the dissemination decision

from sending all available data to sending the data that is expected to be most useful. To combine

different relevance factors in a structured way, methods such as the Analytic Hierarchy Process

(AHP) can be used to assign weights to the criteria that influence the final priority of each message

[12, 13].

This thesis is motivated by the need to evaluate VoI-based cooperative perception under realistic

network conditions. Abstract algorithmic models are useful for defining the logic of information

selection, but they cannot fully capture the effects of wireless propagation, packet transmission,

mobility, and channel contention. Building upon the abstract model and dissemination logic de-

scribed by [14], this transition to a packet-level simulation environment is essential for understanding

whether value-aware dissemination can offer practical advantages over conventional broadcast under
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realistic communication conditions.

1.2 Research Statement

The research problem addressed in this thesis is the efficient dissemination of cooperative perception

information in connected vehicular networks. In the broader cooperative perception landscape,

information can be exchanged through direct V2V communication or through vehicle-to-network

(V2N) communication, where data is first sent to an infrastructure or network entity and can then

be processed, stored, or forwarded to other vehicles. V2V communication is especially useful for

low-latency local awareness, for example when a vehicle approaching an intersection directly warns

nearby vehicles about a pedestrian hidden behind a parked van. V2N communication can instead

support a wider-area view, for example when vehicles report detected obstacles or traffic conditions

to an edge server that aggregates the information and distributes an updated map to vehicles

approaching the same area. The core scope of this thesis is the study of dissemination strategies for

coopertive perception. The implementation and evaluation therefore focus on direct dissemination

among vehicles using MilliCar, rather than on an edge-server architecture or infrastructure-assisted

aggregation.

In cooperative perception, each vehicle may detect multiple objects and may have the opportunity

to share them with surrounding vehicles. However, both V2V and V2N communication are limited

by channel capacity, delay constraints, and possible congestion. Moreover, not every piece of

information has the same importance for every receiver. Some objects may already be known by

neighboring vehicles, some may be too far away to affect their decisions, and some may become

outdated before they are received. Transmitting all available information can therefore waste

bandwidth and reduce the timeliness of the data that is actually useful.

The dissemination algorithm considered in this thesis is designed to make this selection explicitly.

Instead of forwarding every available camera message, each vehicle evaluates candidate messages

according to a VoI score that depends on the geometric relation among sender, receiver, and

perceived object. The score gives higher priority to information that is expected to improve the

receiver’s awareness, especially objects that are close, relevant to the receiver’s direction of travel,

or potentially safety-critical for nearby road users. Candidate messages are then ranked and only the

highest-value ones are transmitted, subject to a threshold and a top-K selection rule. In this way,

the algorithm aims to reduce redundant transmissions while preserving the perception information

that is most useful for cooperative awareness.
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The central research question is whether this VoI-based dissemination algorithm provides measur-

able benefits compared with a broadcast-based dissemination strategy [14]. In particular, the thesis

investigates how the algorithm can be translated from an abstract Python implementation into ns-3,

one of the most popular and accurate discrete-event simulators for wireless networks, that accounts

for wireless communication, packet generation, and message reception. This requires identifying

the data structures, message formats, scheduling logic, and evaluation metrics needed to reproduce

the behavior of the VoI algorithm inside the simulator.

The main challenge is therefore to balance information utility and communication overhead. A

VoI-based mechanism should reduce unnecessary transmissions, but it must still preserve the

information that contributes to cooperative awareness. This trade-off defines the scope of the

research and motivates the comparison with a simpler broadcast strategy.

1.3 Thesis Objectives

This thesis focuses on the implementation and evaluation of a VoI-based dissemination algorithm

for cooperative perception. The simulation is built on MilliCar, an ns-3 module designed to model

mmWave New Radio (NR) V2X vehicular networks and to support packet-level evaluation of

sidelink communication among vehicles [15]. The main objective is to move from the abstract

algorithmic model described by [14] to this packet-level simulation environment based on ns-3 and

MilliCar. In this environment, each vehicle is represented as a network node, perception information

is mapped into cooperative messages, and the dissemination strategy determines which messages

are transmitted to neighboring vehicles.

The simulation is designed to reproduce both the logical selection of perception data and the

communication effects that appear during an actual exchange. For this reason, the implementation

includes a broadcast baseline and a VoI-based strategy under the same scenario, packet, and network

assumptions. To model realistic message generation, the traffic load is driven by the SELMA dataset,

which provide realistic data sizes corresponding to different compression rates of camera-based

perception data [16]. In this work, the main focus is on burst size of approximately 40 kB. This

payload size creates substantial packet segmentation and reassembly requirements at lower protocol

layers, including the RLC layer. This choice makes it possible to stress the communication channel

with realistic perception traffic and further justifies the use of a packet-level simulator such as ns-3,

while still comparing the dissemination decisions of broadcast and VoI under controlled conditions.

The final goal is to compare the VoI-based algorithm with broadcast dissemination in terms of com-
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munication overhead, delivered information, latency, redundancy, and usefulness of the exchanged

perception data.

1.4 Organization of Thesis

The remainder of this thesis is organized as follows. Chapter 2 presents the literature review,

covering autonomous driving, vehicular communication, cooperative perception, and value-aware

information sharing. Chapter 3 introduces the data dissemination algorithms considered in this

work, including the broadcast baseline and the VoI-based approach. Chapter 4 describes the

implementation of the algorithms in ns-3 using MilliCar and explains how the abstract Python

model is mapped into the simulation environment. Chapter 5 reports and discusses the simulation

results. Finally, Chapter 6 concludes the thesis and outlines possible directions for future work.
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Chapter 2

Related Work

2.1 Autonomous Driving and Connected Vehicles

Autonomous driving has evolved from isolated driver-assistance functions toward complex systems

that combine perception, planning, control, and communication. Early work on advanced driver-

assistance systems showed how sensing and automation can improve comfort and safety. Although

high levels of automation promise important safety and mobility benefits, several studies emphasize

that fully autonomous driving still faces open challenges related to perception reliability, validation,

regulation, infrastructure, and interaction with human-driven vehicles [1, 2, 17].

Connected vehicle technology is one of the main enablers for overcoming the limitations of purely

onboard autonomy. Vehicle-to-everything (V2X) communication allows vehicles to exchange infor-

mation with other vehicles, infrastructure, pedestrians, and network services. This communication

can support cooperative awareness, traffic efficiency, safety applications, and coordinated maneuvers

[7, 8, 18].

2.2 Vehicular Networks and Communication Constraints

Vehicular networks are characterized by high node mobility, rapidly changing topology and shared

wireless resources. These properties make data dissemination more difficult than in static wireless

networks, especially when messages are time-sensitive and must be delivered before they lose

relevance [19]. Security, scalability, congestion control, and reliability are also important challenges,
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because vehicles must exchange information in an environment where channel conditions and

network density can change quickly [20].

mmWave communication has been proposed as a promising technology for future vehicular net-

works because it can offer high data rates and support the exchange of perception-rich sensor

information. Compared with conventional sub-6 GHz vehicular links, mmWave systems operate

over much larger bandwidths and can therefore better support data-intensive applications such as

cooperative perception, high-definition map updates, and the exchange of compressed camera or

LiDAR information. This is particularly relevant when vehicles need to share perception messages

with low latency and when the amount of generated data grows with the number of sensors and

detected objects.

At the same time, mmWave vehicular communication introduces important challenges. Signals at

these frequencies are more sensitive to blockage, path loss, and rapid channel variations, especially

in urban traffic where vehicles, buildings, and roadside objects can obstruct the line of sight. Direc-

tional antennas and beamforming are often required to compensate for propagation losses, but they

also introduce the need for beam alignment and tracking under high mobility. Giordani et al. discuss

these opportunities and limitations, including high available bandwidth, directional transmission,

blockage sensitivity, and the need for accurate beam alignment [21]. These characteristics make

mmWave vehicular communication suitable for evaluating high-throughput cooperative perception,

but they also make packet-level simulation important because dissemination decisions interact with

scheduling, propagation, queueing, and packet losses.

2.3 Cooperative Perception

Cooperative perception extends the perception capability of a vehicle by allowing it to use infor-

mation detected by neighboring vehicles. Instead of relying only on its own sensors, a vehicle can

receive data about objects that are outside its direct field of view or hidden by occlusions. This

idea is particularly important in urban and highway scenarios where buildings, larger vehicles,

and road geometry can block line-of-sight sensing. Cooperative perception highlights its potential

for improving object detection, situational awareness, and safety in connected autonomous driving

[4, 22].

Several works have proposed methods for exchanging perception information among vehicles.

Merdrignac et al. investigated augmented perception using V2X communication to improve safety

for both autonomous and non-autonomous vehicles [6]. Chen et al. introduced Cooper, a cooperative
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perception approach based on 3D point clouds for connected autonomous vehicles [5]. Xiao et al.

considered semantic-level multimedia fusion, showing that cooperative perception can occur at

different abstraction levels depending on the type and size of exchanged data [23]. More recent

work, such as AICP, focuses on informative cooperative perception and aims to improve the relevance

of the shared information rather than simply increasing the amount of transmitted data [24].

The format and generation of cooperative perception messages are also important research topics.

Thandavarayan et al. studied the generation of cooperative perception messages for connected and

automated vehicles, addressing the need to decide which detected objects should be included in a

message [25]. This problem is directly connected to data dissemination, because the usefulness

of cooperative perception depends on both the content of the message and the communication

conditions under which it is transmitted.

2.4 Object Detection and Perception Data

Cooperative perception systems depend on the quality and structure of the perception data generated

by onboard sensors. In autonomous driving, objects can be detected using camera, LiDAR, radar-

relying, or sensor-fusion approaches. Deep learning methods have become central to this task,

with object detectors such as Single Shot MultiBox Detector (SSD), You Only Look Once (YOLO)

based models, RetinaNet, PIXOR, SECOND, and PointPillars representing important families of

perception algorithms [26, 27, 28, 29, 30, 31]. Surveys on 3D point-cloud processing further show

the importance of efficient representations for LiDAR-based detection [32].

For communication purposes, raw sensor data is often too large to be exchanged continuously among

vehicles. As an order of magnitude, a single uncompressed Full-HD RGB camera frame contains

about 1920× 1080× 3 ≈ 6.2 MB of data; at 30 frames/s, one camera alone would generate roughly

186 MB/s, or about 1.5 Gbit/s, before protocol overhead. A multi-sensor vehicle equipped with

several cameras and LiDAR can therefore generate traffic that is far beyond what can be periodically

broadcast to all neighboring vehicles, especially in dense scenarios [33]. Therefore, cooperative

perception frequently relies on intermediate or high-level representations, such as object lists,

bounding boxes, semantic labels, confidence values, positions, velocities, and timestamps.This

motivates dissemination algorithms that can evaluate the importance of each object or message

before transmission. The dataset and acquisition conditions used for perception research also

influence this process, since weather, viewpoint, and sensor modality affect detection quality and

the relevance of shared information [16, 34].
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2.5 Data Dissemination and Congestion Control

A central problem in cooperative perception is deciding how information should be disseminated.

Periodic broadcast is a common baseline because it is simple: each vehicle transmits information

to nearby nodes without requiring explicit receiver selection or complex coordination. However,

broadcast can become inefficient in dense scenarios because many vehicles may transmit redundant

or low-value data at the same time. This can increase channel load, packet collisions, latency, and

the probability that important information is not received in time.

Earlier cooperative perception work already recognized the need to control the amount of exchanged

data. Günther et al. studied collective perception and decentralized congestion control in vehicular

ad-hoc networks, showing that cooperative perception must be designed together with channel

management mechanisms [35]. Mason et al. proposed an adaptive broadcasting strategy for efficient

dynamic mapping in vehicular networks, where the dissemination process adapts to communication

and information conditions [36]. Other recent approaches investigate clustering or piggybacking

strategies to improve dissemination efficiency and reduce unnecessary transmissions [37, 38, 39].

Broadcast is useful as a reference strategy because it represents a straightforward way to disseminate

cooperative perception information. At the same time, its limitations motivate more selective

algorithms that account for the value and redundancy of the data being transmitted.

2.6 VoI in Vehicular Networks

The VoI concept introduces a utility-oriented concept for data communication. Instead of assuming

that all data has the same importance, VoI-based approaches estimate how useful a piece of infor-

mation is for a receiver or application. In vehicular networks, this is particularly important because

information loses value over time and because the importance of an object depends on its position,

motion, uncertainty, and relevance to nearby vehicles. Related concepts such as Age of Information

also emphasize that freshness is not enough by itself: timely information must also be useful for the

decision process [40, 41].

Giordani et al. proposed a framework to assess VoI in future vehicular networks and investi-

gated how VoI can guide communication decisions in connected and automated vehicle scenarios

[9, 10]. Higuchi et al. further studied value-anticipating V2V communications for cooperative

perception, showing that dissemination can be improved by anticipating the future usefulness of

shared information [11]. These studies are closely aligned with the approach followed by [14],
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where information selection is driven by the expected contribution of each perceived object to the

knowledge of neighboring vehicles.

The related work therefore suggests a clear research direction: cooperative perception should not

only maximize the amount of exchanged data, but should maximize the usefulness of the information

delivered under communication constraints. The VoI-based algorithm considered in this thesis

follows this direction by ranking perception information before transmission and comparing this

selective behavior with a broadcast baseline. Implementing and simulating the algorithm in ns-3

with MilliCar makes it possible to evaluate whether the theoretical advantages of VoI remain visible

when packet-level communication effects are included.
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Chapter 3

Dissemination Algorithms

3.1 Overview

Let V = {v1, v2, . . . , vNv
} denote the set of vehicles, where Nv = |V| is the number of vehicles in

the scenario, and let Oi(t) denote the set of objects or perception items available to vehicle i ∈ V

at time t. For message-level decisions, let Mi(t) denote the set of candidate camera messages that

can be generated by vehicle i. A dissemination algorithm defines a subset

Si(t) ⊆ Oi(t), (3.1)

which represents the information selected by vehicle i for transmission. If the communication

resources are sufficient, all available information can be transmitted. If communication resources

or dissemination policy limit the amount of data sent, the algorithm must decide which elements of

Oi(t) should be included in Si(t).

Two strategies are developed: a simple broadcast baseline and a VoI-based selection algorithm [14].

Broadcast does not assign any priority score and sends information to every vehicle. The VoI-

based strategy assigns a utility value to each candidate item and gives priority to the information

expected to be more useful for neighboring vehicles. This follows the general idea of value-

aware vehicular communication, where the usefulness of data is not determined only by its size or

availability. A message is more valuable when it is relevant to the receiver’s current driving situation,

fresh enough to support timely decisions, reliable in terms of sensing or localization quality, and

non-redundant with information that the receiver already knows. Conversely, information that is

outdated, uncertain, far from the receiver, or already available through local sensing contributes

less to cooperative awareness and should receive lower priority [9, 10, 11].
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3.2 Broadcast Dissemination Baseline

The broadcast baseline is the reference dissemination strategy. It does not estimate the importance

of individual objects and does not adapt the transmitted information to the receiver. Each vehicle

periodically sends the perception information that is available locally, without applying any selection

rule.

In this work, the perception information is assumed to be organized according to four cameras,

corresponding to the four cardinal directions: north, east, south, and west. Let

C = {N,E, S,W} (3.2)

be the set of cameras, and let Ov,c(t) be the set of objects associated with camera c ∈ C of vehicle

v ∈ V . The information available to vehicle v is therefore

Ov(t) =
⋃

c∈C

Ov,c(t). (3.3)

The broadcast selection rule used as baseline is simply

SB
v (t) = Ov(t). (3.4)

Equivalently, for each camera c, the message associated with that camera contains the complete set

Ov,c(t):

SB
v,c(t) = Ov,c(t), c ∈ C. (3.5)

If each vehicle sends one message for each camera direction and each message is sent to all other

vehicles, the number of broadcast messages generated at one dissemination instant is

NB
msg(t) = Nv · (Nv − 1) · |C|. (3.6)

The important property of this baseline is that no ordering or utility score is computed. Therefore,

all camera messages are treated as equally important from the point of view of the dissemination

algorithm. This makes broadcast simple and useful as a comparison baseline, but it can also lead

to redundant transmissions when some receivers already know the transmitted information or when

the information is not relevant to them.
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3.3 VoI Dissemination

The VoI-based strategy follows an approach where the usefulness of perception data is evaluated

with respect to a specific receiver before transmission [14]. In contrast to broadcast, the value

assigned to a perception message is not global: it depends on the sender that detected the object,

the receiver that may use the information, and the geometric relation among sender, receiver, and

obstacle. Therefore, the same camera message can have a high value for one receiver and a lower

value for another receiver if the information is already known, far from the receiver, or poorly

aligned with its direction of motion.

The algorithm operates at message level, but the score is built from obstacle-level contributions.

For each candidate camera message, the obstacles included in that message are first evaluated

individually. Each obstacle is characterized through attributes that represent different aspects of

usefulness: how close the obstacle is to the sender, how close it is to the receiver, and how relevant

its position is with respect to the receiver’s orientation. These heterogeneous attributes are mapped

to normalized scores so that they can be combined in a single utility value. The relative importance

of the attributes is then controlled through AHP-derived weights.

After the obstacle-level values have been computed, they are aggregated into an image-level or

message-level VoI. This aggregation is necessary because the transmitted unit in the simulator

is not a single obstacle but a camera message that may contain several obstacles. The resulting

message score is then used by the dissemination rule to rank candidate messages and select only

the most useful ones In this way, the algorithm attempts to preserve information that is useful for

cooperative awareness while reducing transmissions that are redundant or have low expected value

for the receiver.

Figure 3.1 summarizes the main computation steps. The diagram separates the obstacle-level

evaluation from the message-level aggregation and final ranking stage.

3.3.1 Obstacle Attributes

Let’s define the attributes that will be considered to assign an importance value to the detected

obstacles. For an obstacle o, a sender vehicle i, and a receiver vehicle j, there are three main

obstacle attributes:

• Sender Proximity: The Euclidean distance between sender i at (xi, yi) and obstacle o at
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Obstacle attributes

sender distance,

receiver distance, angle

Normalized scores

f1, f2, f3

AHP weighting

w1, w2, w3

Obstacle-level VoI

v(o, i, j)

Message-level VoI

aggregate camera obstacles

Rank candi-

date messages

decreasing VoI

Select transmissions

threshold and top-K

Figure 3.1: Computation pipeline used to derive message-level VoI and select cooperative perception

transmissions.

(xo, yo), representing the quality of the sender’s local observation.

Dsender(o, i) =
√

(xi − xo)2 + (yi − yo)2, (3.7)

• Receiver Proximity: The Euclidean distance between receiver j at (xj, yj) and obstacle

o at (xo, yo), representing the potential impact of the obstacle on the receiver’s immediate

surroundings.

Dreceiver(o, j) =
√

(xj − xo)2 + (yj − yo)2. (3.8)

• Angular Relevance: The angular attribute measures how much the obstacle is aligned with

the receiver’s direction of motion. If θj is the orientation of receiver j, the angular difference

can be written as

θ(o, j) = arctan(
yo − yj
xo − xj

)− θj. (3.9)

In practice, this difference is wrapped to the interval [−π, π] and the absolute angular deviation

is used, because the relevance depends on how far the obstacle is from the forward direction

of the receiver.

3.3.2 Normalized Utility Score Functions

Let’s define the functions used to evaluate how each defined attribute impacts the VoI score. Specif-

ically, the three attributes, namely sender–obstacle distance Dsender(o, i), receiver–obstacle distance

Dreceiver(o, j), and receiver–obstacle angular deviation θ(o, j), are converted into normalized score

functions illustrated in Figure 3.2.
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• Distance Utility: For both sender and receiver, their distance attributes are processed through

a logistic function and it models the interest an obstacle holds concerning its distance from

the vehicle. The proximity function is defined as

fp(x, d0, k) = 1−
1

1 + e−k(x−d0)
, (3.10)

where x is either Dsender or Dreceiver, d0 is the distance threshold, and k controls the slope of

the function. This function assigns a larger score to closer objects and progressively reduces

the score as the distance increases.

• Angular Utility: It represents a weigh measure to assess the relevance of an obstacle based

on its relative position with respect to the direction of vehicle movement. For the angular

attribute, the relevance function is defined as

fr(θ) =























1−
2|θ|

π
, 0 ≤ |θ| <

π

4
,

0.5,
π

4
≤ |θ| <

3π

4
,

0.5e−
9

10
( 4

π
|θ|−3), |θ| ≥

3π

4
.

(3.11)

This gives higher importance to obstacles located in front of the receiver and lower importance

to obstacles located behind it.

Figure 3.2: Normalized utility score functions used by the VoI algorithm: distance utility for

proximity-based scoring and angular utility for receiver-orientation relevance.

3.3.3 Attribute Priority Weights

The relative importance of the three attributes is obtained through the AHP, where pairwise com-

parisons are used to derive criterion weights from a comparison matrix [13]. In this case, the matrix
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is

M =







1 α β

1/α 1 γ

1/β 1/γ 1






, (3.12)

whereα, β, and γ express the relative preference between the angular relevance, sender distance, and

receiver distance attributes. These values are design parameters chosen through the AHP pairwise-

comparison procedure: each entry states how much more important one criterion is considered

with respect to another for the dissemination objective. In this thesis, the comparison values follow

the same choice adopted by [14], which emphasizes obstacle proximity while still accounting for

receiver-side relevance and angular position.

The comparison matrix entries were assigned according to the following priorities:

• α = 9: angular relevance is considered much more important than sender–obstacle distance.

• β = 7: angular relevance is considered strongly more important than receiver–obstacle

distance.

• γ = 1/3: receiver–obstacle distance is considered less important than sender–obstacle dis-

tance.

Once these pairwise preferences are fixed, the criterion weights are not tuned independently, but

are obtained directly from the principal eigenvector of the comparison matrix. The priority vector

w = [w1, w2, w3] (3.13)

is obtained from the normalized principal eigenvector of M :

Mw
T = λmaxw

T . (3.14)

3.3.4 VoI determination

The obstacle-level VoI is computed as the weighted sum of the three normalized attribute scores:

v(o, i, j) = w1fp(Dsender(o, i)) + w2fp(Dreceiver(o, j)) + w3fr(θ(o, j)). (3.15)

This value represents the importance of obstacle o detected by sender i for receiver j.
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3.3.5 Overall VoI

Since a camera message can contain multiple obstacles, the obstacle values are aggregated to obtain

the VoI of the whole image or message. Let m define a camera mesage, if message m contains k

obstacles with VoI values v1, v2, . . . , vk, the image-level VoI is

V oI(m, i, j) = Mean(v1, . . . , vk) · fnobs
(k), (3.16)

where fnobs
(k) is a logistic scaling function that accounts for the number of obstacles contained in

the image:

fnobs
(k) =

1

1 + e−ks(k−nmax)
. (3.17)

Here, ks controls the slope of the function and nmax is the reference number of obstacles. The final

result is a score that can be used to rank camera messages before transmission.

3.4 VoI-Based Selection Rule

After computing the VoI of each candidate camera message, the algorithm builds a ranking and

selects only the highest-value messages. In the simulation, two ranking strategies are considered.

The first one is transmitter-based and corresponds to the VoI tx mode. In this case, each sender

i ranks the messages that it can transmit. Let Mi be the set of candidate messages generated by

sender i with their respective VoI values and for every transmitter we rank those values.

V oI(m, i, j), m ∈ Mi. (3.18)

The second variant is receiver-based and corresponds to the VoI rx mode. In this case, messages

are grouped according to their intended receiver. For a receiver j, let Mj be the set of candidate

messages that can be sent to j by all possible transmitters with their respective VoI values and for

every receiver we rank those values:

V oI(m, i, j), m ∈ Mj. (3.19)

This receiver-side ranking is useful when the objective is to select the most valuable messages for

each receiver and reduce redundant information from the point of view of that receiver.

Once the ranking value has been computed, the selection process is the same for both variants. Let

Ma denote the candidate set being ranked, where a = i, b = j for transmitter-based ranking and
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a = j, b = i for receiver-based ranking. A threshold τ can first be introduced to discard messages

whose value is too low:

Sτ
a = {m ∈ Ma : V (m, a, b) ≥ τ}. (3.20)

After this filtering step, messages are sorted in decreasing order of V (m, a, b). Let ρ(m, a, b) denote

the rank of message m, the top-K selection rule is

SV oI
a = {m ∈ Sτ

a : ρ(m, a, b) ≤ K}. (3.21)

Therefore, the threshold and the top-K rule can be used together: the threshold removes low-value

messages, while the top-K rule limits the number of selected messages among the remaining

candidates.

This rule highlights the main difference between broadcast and VoI-based dissemination. Broadcast

selects camera messages without estimating their usefulness, whereas VoI-based dissemination

ranks candidate messages either from the transmitter side or from the receiver side. Therefore,

when only part of the candidate message set is selected, VoI-based dissemination is expected to

allocate resources to high-value information.
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Chapter 4

Implementation

This section describes the simulation implementation used to compare broadcast and VoI dissemi-

nation strategies. The implementation is based on ns-3 and the MilliCar vehicular mmWave module

[15].

The objective is to implement and simulate the dissemination logic described in the previous

section into a packet-level simulator. Vehicles, obstacles, camera messages, transmission events,

and reception statistics are simulated in ns-3 so that the dissemination policies can be compared

under the same scenario and network assumptions.

4.1 MilliCar Simulation Framework

MilliCar is an ns-3 module for the simulation of mmWave NR V2V communications [15]. In this

thesis it is used to simulate the channel for transmitting the cooperative perception traffic generated

by the application. This makes it possible to evaluate the dissemination strategies not only in terms

of which information they select, but also in terms of network metrics after they are transmitted

through a packet-level vehicular communication stack.

4.1.1 Framework Architecture

Each vehicle generates and receives cooperative perception packets. A simulated vehicle is rep-

resented by an ns-3 node equipped with a network device enabling sidelink communication based
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on MilliCar module. Above the device, the SelmaApplication derived from a BurstyApplication

is responsible to exchange data packets. Below the application, MilliCar models the radio access

mechanism needed to transmit those packets over sidelink links between vehicles.

Figure 4.1 summarizes the main architecture of the MilliCar module. In the implementation

developed for this work, the application layer decides which cooperative perception messages should

be sent, while the ns-3/MilliCar stack handles packet scheduling, channel access, propagation, and

reception. This separation is useful because the same dissemination logic can be tested under

realistic network effects such as queueing, delay, and packet losses.

Figure 4.1: Overview of the MilliCar simulation framework and its main components [15].

4.1.2 Physical and Medium Access Control Modeling

At the physical (PHY) layer, MilliCar models the V2V radio channel, radio access and radio

resources scheduling and allocation. These elements determine whether the bytes generated by

the application can be successfully transported over the configured mmWave vehicular link. They

are relevant for this thesis because a dissemination strategy that reduces the number of transmitted

messages may also reduce channel load and improve the probability that useful information is

delivered in time.

At the medium access control (MAC) layer, MilliCar regulates how packets are scheduled and

transmitted over the sidelink. The MAC configuration determines how radio resources are assigned

in time and frequency, how packets move from the application and RLC layers toward the physical

layer, and how simultaneous transmissions affect delivery performance. Therefore, the PHY and

MAC layers translate the selected cooperative perception messages into packet transmissions with

realistic delay and possible losses.

Figure 4.2 illustrates the frame configuration used to organize time-frequency radio resources.
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Figure 4.2: MilliCar frame configuration used to organize time-frequency radio resources [15].
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4.1.3 Communication Model

The communication stack is built with the MilliCar module. For each vehicle node, the simulator

installs a MmWaveVehicularNetDevice, installs the Internet stack, and assigns IPv4 addresses in

the network. The helper then pairs the devices so that sidelink communication can be simulated

among vehicles.

The physical and MAC-layer parameters are configured before each run. The implementation sets

the center frequency, bandwidth, numerology, channel model type, transmission power, adaptive

modulation and coding (AMC) option, and scheduling pattern. The RLC layer is configured to

use LteRlcUm for unacknowledged mode data transfer, which does not require retransmissions

and prioritizes real-time delivery over perfect data reliability. The main configuration values

are reported in Table 5.2. These settings allow the application-level dissemination decisions to be

evaluated together with packet scheduling, protocol-stack transport, and possible congestion effects.

In the considered experiments, all vehicles are assumed to be reachable through the communication

layer. This means that the comparison between broadcast and VoI-based dissemination focuses on

message selection, offered load, and packet delivery behavior, rather than different communication

topology.

4.2 General Simulation Structure

The simulation is built upon a ns-3 application where each run represents one fixed traffic scene

composed of autonomous vehicles and obstacles. At the beginning of the run, the simulator creates

one ns-3 node for each vehicle, installs the MilliCar communication devices, assigns network

interfaces, and initializes the application responsible for generating and receiving cooperative

perception messages.

The main simulation entity at the application layer is the MilliCarUrbanApp class. This application

stores the mapping between vehicle identifiers and ns-3 nodes, the destination addresses, the

messages to be scheduled, and the statistics collected during the run. Each vehicle has a UDP

socket for reception, while transmission sockets are created when packets are sent. In this way, the

dissemination policy is implemented at the application layer, while packet delivery, channel access,

scheduling, propagation, and losses are handled by the MilliCar stack.

The overall workflow of one simulation run, summarized in Figure 4.3, is the following:
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1. create the fixed road scene with vehicles and obstacles;

2. install the MilliCar communication stack on the vehicle nodes;

3. build the camera-based perception messages for each vehicle;

4. apply the selected dissemination policy to decide which messages are transmitted;

5. schedule packet transmissions using the traffic model;

1. Create fixed road scene

(vehicles and obstacles)

2. Install MilliCar stack

(nodes and interfaces)

3. Build camera-based

perception messages

4. Apply selected

dissemination policy

5. Schedule packet

transmissions

(traffic model)

ns-3 / MilliCar Stack

Processing

(channel access, propagation, losses)

MilliCarUrbanApp (Application Layer)

Figure 4.3: Workflow and structural layer mapping of one simulation run.

4.2.1 Scenario Modeling

Each simulation run represents a fixed road scene composed of autonomous vehicles and obstacles.

Every vehicle is mapped to an ns-3 node and assigned a constant position and orientation for

the duration of the run. The scenario is therefore treated as a static snapshot, which isolates the

dissemination and communication behavior from the effects of mobility. Under this assumption,

differences between broadcast and VoI-based dissemination mainly depend on message selection,

traffic scheduling, and packet delivery.
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4.3 Modeling of Vehicles, Obstacles, and Cameras

The simulator builds internal structures for vehicles and obstacles. Obstacles are represented by an

identifier and a position. Vehicles are represented by an identifier, an ns-3 node pointer, a position,

an orientation, a list of neighboring vehicles, and four camera-specific obstacle lists.

The perception model is geometric. Each obstacle is checked against every vehicle. If the obstacle

is farther than the configured sensor range, it is ignored by that vehicle. The default sensor range

R is 60 m. If the obstacle is within range, the simulator computes its bearing with respect to the

vehicle and assigns it to one of four camera directions: north, east, south, or west. The default

camera field of view is 90◦, so each camera covers a quadrant centered on its direction.

The communication neighborhood is also defined geometrically. In the considered experiments,

all vehicles are assumed to communicate under line-of-sight conditions, while obstacle visibility

remains limited by the 60 m sensing range. This separates communication reachability from

perception visibility.

4.4 Message Modeling

The basic unit handled by the dissemination policy is a cooperative perception message intent. Each

intent contains the sender identifier, the intended receiver identifier, the camera direction, the VoI

score, the number of obstacles, and the list of obstacle identifiers included in the message.

When the message is transmitted, the application creates a UDP packet and adds a custom

VoiHeader. This header stores the sequence number, the VoI value, and the actual transmis-

sion time. The sequence number is also attached as a byte tag using VoiSeqTag. These fields

allow the receiver to associate each received packet with the corresponding planned message and

to compute end-to-end latency.

At the application layer, each packet represents a cooperative perception message and is associated

with semantic content, namely the camera direction and the list of obstacle identifiers included in

that message. The full obstacle objects are not serialized field by field inside the UDP payload;

instead, the application stores the corresponding semantic metadata before transmission and attaches

identifiers through the custom header and tags. The UDP packet therefore carries the perception-

message load offered to the network, while the lower layers, including RLC, handle segmentation,

buffering, transmission, and possible losses. This design keeps the semantic meaning of each packet
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available for evaluation, while leaving packet fragmentation and delivery behavior to the MilliCar

protocol stack.

4.5 Dissemination Modes Evaluated

The final experiments focus on three dissemination modes. The first mode is the full broadcast

baseline, implemented with all four cameras enabled. In this case, each vehicle generates one

message for each camera direction and transmits the available camera information without applying

VoI-based ranking. This corresponds to the complete broadcast baseline described in the algorithmic

section.

The second mode is the non-empty broadcast baseline. It follows the same non-selective principle

as full broadcast, but it does not transmit messages from cameras that detect no obstacles. This

avoids sending empty camera information, while still not prioritizing messages according to their

utility.

The third mode is voi tx. In this case, candidate camera messages are grouped by sender and

ranked according to their image-level VoI. The sender then schedules only the highest-ranked

messages according to the top-K and threshold rules. This mode evaluates whether transmitter-side

prioritization can reduce unnecessary transmissions while preserving useful cooperative perception

information.

4.6 Traffic Scheduling

4.6.1 SELMA

SELMA is a synthetic dataset for semantic segmentation in autonomous-driving scenarios [16].

In this thesis, SELMA is not used as a perception algorithm or as a traffic-generation model by

itself. Instead, it is used as a source of representative sensor data from which communication traffic

parameters can be derived after compression. In particular, point-cloud data are compressed and the

resulting compressed sizes are used to define the byte load associated with cooperative perception

messages selected by the dissemination policy.

The simulator therefore separates the semantic and traffic-parameter roles. The semantic layer
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determines which camera messages are available, which obstacles they contain, and which messages

are selected by broadcast or VoI-based dissemination. After this selection step, the traffic parameters

derived from compressed SELMA data determine the byte load offered to the network for each

selected message. This makes the comparison more realistic than using arbitrary fixed-size packets,

because the MilliCar stack is stressed with sensor-derived compressed data volumes while the same

traffic assumptions are applied consistently to all dissemination strategies.

In the experiments, the label 1000 is used to identify a specific compression mode. It refers to

a DRACO point-cloud compression configuration, where DRACO is the compressor developed

by Google. For this mode, the quantization bit depth and compression level are fixed to q = 10

and c = 0, respectively. The resulting compressed data correspond to an average burst size of

approximately 40 kB, which is used as the application-layer payload load associated with transmitted

cooperative perception messages.

4.6.2 Scheduling Procedure

After the messages are built, the application schedules their transmissions using the payload sizes

derived from compressed SELMA data. These sensor-derived compressed sizes make the offered

load more representative of perception traffic than an arbitrary constant-size source.

In the experiments, senders are scheduled together so that each active sender attempts to transmit

one selected message at each scheduling instant. The generation period at the application layer is set

to τ = 1 ms. This controls when messages are generated and pushed into the network stack, while

the lower layers remain responsible for radio-resource allocation, queueing, and packet delivery.

This traffic model is used to stress the communication stack with realistic perception-data bursts

while keeping the comparison between broadcast and VoI-based dissemination under controlled

conditions.

4.7 Assumptions and Limitations

The implementation relies on the following simplifying assumptions:

1. Each run uses the static, line-of-sight snapshot model introduced above, so vehicle mobility

is not modeled during a run.
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2. Obstacle visibility depends on the geometric sensing model: an obstacle is visible only if it

is within 60 m and falls inside one of the four camera fields of view.

3. The simulator does not model image-processing errors, object-detection uncertainty, or false

positives.

4. The semantic content of a message is stored as metadata in the simulator rather than serialized

as complete object descriptions inside the packet payload.

These assumptions make the simulation focused on the dissemination problem. The goal is not to

reproduce the full perception pipeline, but to evaluate how different message-selection strategies

affect packet transmissions, redundancy, and delivered useful information.

4.8 Reception and Metrics

When a packet is received, the application removes the VoiHeader, reads the sequence number,

VoI, and send time, and looks up the corresponding message perception. The packet is marked as

delivered and the latency is computed as the difference between reception time and send time.

In the simulation, the application payload represents the byte load of a cooperative perception

message. Depending on the abstraction level, such a payload can model a compressed camera-

derived perception burst, a compact point-cloud segment, or an intermediate feature representation

associated with the objects detected by a camera. The obstacle identifiers stored by the application

are only used to keep track of the semantic content represented by that payload. Therefore, after

a packet is received, the simulator determines which perceived objects have been delivered and

whether they add new information for the receiver. For each received obstacle identifier, the

simulator checks whether that receiver already knew the obstacle. If all objects in the message were

already known, the message is marked as fully redundant. If only some of them were known, it is

marked as partially redundant. Otherwise, the message contributes new information. The simulator

maintains per-receiver sets of unique delivered obstacles to measure cooperative perception, as

the number of unique environmental obstacles successfully detected by a vehicle through received

messages.

The metrics collected in the simulation are grouped in Table 4.1.

Overall, the implementation links the semantic layer of cooperative perception with the packet-

level behavior of the MilliCar network simulator. The scenario model defines where vehicles and
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Table 4.1: Main metrics collected by the simulator.

Category Metrics

Communication load TX/RX packets, TX/RX bytes

Delivery performance Packet delivery ratio, received messages, latency

VoI performance VoI delivered

Redundancy Fully redundant messages

Coverage Unique obstacles delivered, avg per-receiver obstacle coverage

obstacles are located, the perception model defines which obstacles can be included in each camera

message, the dissemination policy decides which messages are transmitted, and ns-3 evaluates

whether those messages are successfully delivered under the configured vehicular communication

conditions.
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Chapter 5

Results

5.1 Evaluation Setup

This section presents the simulation results obtained. The objective is to compare three dissem-

ination strategies under repeated random geometries: the full broadcast baseline, a non-empty

broadcast reference, and the VoI-based transmitter-side selection strategy. In the plots, broadcast

mode denotes full broadcast, where all camera messages are transmitted; broadcast mode t0

denotes non-empty broadcast, where threshold-0 filtering removes empty camera messages because

their VoI is set by design to a small negative value −δ, with δ = 10−4; and voi tx denotes the

transmitter-side VoI strategy with threshold 0 and top-K selection.

The non-empty broadcast reference is introduced to separate two effects that would otherwise be

mixed together. Full broadcast measures the cost of sending every camera message, including

cameras that do not detect obstacles. Non-empty broadcast still does not compute a VoI score or

rank messages by usefulness, but it suppresses empty camera messages through the threshold-0 rule

because empty messages are assigned a small negative value. This provides a fairer intermediate

reference: it shows the benefit of removing obviously uninformative messages before evaluating the

additional gain obtained by VoI-based prioritization.

5.1.1 Scenario Families

Two families of scenarios are considered. Let V denote the number of autonomous vehicles and

let O denote the number of obstacles in the simulated scene. The first family fixes the number of
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obstacles to O = 15 and varies the number of autonomous vehicles as V ∈ {4, 5, 6}. This scenario

family evaluates how the dissemination strategies behave when the number of communicating nodes

and sender–receiver pairs increases while the amount of environmental information remains fixed.

The second family fixes the number of autonomous vehicles to V = 5 and varies the number of

obstacles as O ∈ {9, 15, 21}. This scenario family evaluates how the strategies behave when the

density of perceived information changes while the V2V communication graph has the same number

of vehicles. In both families, vehicle and obstacle positions are randomized at each run so that the

VoI scores depend on different geometries.

5.1.2 Scenario Configuration

For each scenario configuration, the results are computed from 10 random runs with different vehicle

and obstacle positions, and each random run is repeated 5 times. Therefore, each configuration is

evaluated over 50 repetitions. This repeated-randomization approach makes the comparison less

dependent on a single geometric placement and captures the variability introduced by different

spatial relations among senders, receivers, and obstacles.

After the dissemination policy selects the messages to be sent, each selected message can be

transmitted multiple times at the application level. Let Ntx denote the number of application-level

transmission attempts for the same selected message. In the experiments, Ntx = 2 is used as a

design choice. This means that the dissemination algorithm first decides which messages are worth

sending, and then the application sends two copies of each selected message. The choice is motivated

by the use of LteRlcUm, which operates in unacknowledged mode and therefore does not provide

lower-layer retransmissions for lost packets. Sending two application-level copies provides a simple

reliability mechanism: if one copy is lost because of channel conditions, scheduling, or buffering

effects, the receiver may still obtain the second copy. At the same time, using two copies keeps the

additional load bounded and applies the same reliability mechanism to all compared dissemination

strategies. The repeated transmission is therefore not used to change the selection rule, but only

to increase the probability that at least one copy of a selected cooperative perception message is

successfully received. In addition, as a design choice in the VoI computation, camera messages

without detected obstacles are assigned a small negative value. This prevents empty messages

from being selected by the VoI ranking when messages carrying actual perception information are

available, while still keeping them explicitly represented in the candidate set.

The metrics reported in this section focus on packet delivery ratio (PDR), latency, received bytes,

redundant messages, unique obstacles delivered per receiver, simulation time. These metrics
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are key performance indicators (KPIs) and jointly describe both the communication cost of each

dissemination strategy and the amount of useful cooperative perception information delivered to

the receivers.

The VoI parameter values used in the simulation are summarized in Table 5.1. The values of w1, w2,

and w3 correspond to the AHP-derived weights associated with sender distance, receiver distance,

and angular relevance, respectively.

Table 5.1: VoI parameters used in the simulation.

Parameter Value Meaning

d0 25 m Distance threshold for proximity function

k 0.5 Slope of distance proximity function

α 9 Angular vs. sender distance preference

β 7 Angular vs. receiver distance preference

γ 1/3 Receiver vs. sender distance preference

w1 0.785391 Weight of sender–obstacle distance

w2 0.148815 Weight of receiver–obstacle distance

w3 0.065794 Weight of angular relevance

ks 0.5 Slope of image obstacle-count function

nmax 25 Reference number of obstacles in an image

5.1.3 Network Configuration

The main configuration parameters used in the simulations are summarized in Table 5.2. These

values define the communication setup, perception assumptions, and dissemination policy used in

the experiments.

Table 5.2: Key simulation parameters.

Parameter Value Meaning

Carrier frequency fc 28 GHz mmWave carrier frequency

Bandwidth B 100 MHz Configured channel bandwidth

Numerology µ 3 MilliCar/mmWave numerology

RLC mode LteRlcUm Unacknowledged-mode RLC

Sensor range R 60 m Maximum obstacle visibility distance

Camera FOV 90◦ One quadrant per camera

Cameras C 4 North, east, south, west

ρ 40 kB Approximate average burst size

Top-K 5 Number of messages selected in voi tx

VoI threshold τ 0 Minimum accepted VoI value
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5.2 Varying the Number of Vehicles

The first experiment evaluates scenarios with O = 15 obstacles and V ∈ {4, 5, 6} autonomous

vehicles. This setting stresses the dissemination process and the network load by increasing the

number of possible sender–receiver pairs while keeping the amount of environmental information

fixed. A realistic use case is a dense urban intersection or a road segment with several connected

vehicles observing the same surrounding objects, such as parked vehicles, pedestrians, or other

traffic participants. In this situation, increasing the number of vehicles increases the amount of

cooperative perception traffic and the risk of redundant transmissions, even if the physical scene

itself does not contain more obstacles.

Figure 5.1 shows the average KPI values for this experiment family. The PDR remains broadly

comparable across the three strategies, indicating that the voi tx strategy does not substantially

degrade packet delivery reliability. The main difference appears in latency, redundant messages,

received bytes, and time window. As the number of vehicles increases, the complete broadcast

baseline generates a larger offered load because each vehicle has more receivers. For V = 6,

full broadcast reaches about 8.3 MB of received data, 124 redundant messages, a mean latency

of about 88 ms, and a transmission window of about 0.27 s. In the same configuration, voi tx

reduces these values to about 2.1 MB, 34 redundant messages, a mean latency of about 35 ms, and

a transmission window of about 0.07 s. These results correspond to reductions of approximately

75% of received data, 73% of redundant messages, 60% of mean latency, and 74% of transmission

window, respectively. Similar reductions are visible for V = 5, where received bytes decrease from

about 5.9 MB to 1.8 MB and mean latency decreases from about 56 ms to 27 ms.

An important result is that the reduction in traffic does not lead to a proportional reduction in

environmental awareness. In Figure 5.1, the average number of unique obstacles delivered per

receiver remains close to the broadcast value when switching from full broadcast to voi tx. For

example, with V = 6, the metric decreases only from about 15 obstacles with full broadcast to

about 14.6 obstacles with voi tx, i.e., a loss of roughly 0.4 obstacles per receiver, or about 3%.

For V = 4, the reduction is from about 15 to about 14.1 obstacles, corresponding to approximately

6%. This shows that most of the useful obstacle coverage is preserved even though voi tx greatly

reduces received data, redundancy, latency, and channel occupancy. The downside of the VoI

approach is therefore the possibility of missing some low-ranked information. This trade-off is

favorable in these experiments, but it is still measurable: the strategy obtains large communication

gains by discarding candidate messages, while losing about 3%–6% of delivered obstacle coverage

depending on the number of vehicles. In practice, this means that VoI-based dissemination is most

beneficial when lower latency and lower channel load are more important than delivering every

possible obstacle observation.
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Figure 5.1: Average KPIs for scenarios with 15 obstacles and a varying number of autonomous

vehicles.

The reduction in latency is especially visible when moving from 4 to 6 vehicles. In full broadcast,

the mean latency increases from about 28 ms with 4 vehicles to about 88 ms with 6 vehicles, i.e.,

more than a threefold increase. For the non-empty broadcast reference, the increase is from about

24 ms to about 78 ms. By contrast, voi tx increases only from about 17 ms to about 35 ms and

remains roughly 53 ms lower than full broadcast in the 6-vehicle case. This behavior is consistent

with the design of the VoI mechanism: by transmitting only the highest-ranked camera messages,

the application offers fewer packets to the network stack, which reduces queueing and scheduling

overhead.

Figure 5.2 reports the distribution of the main KPIs. Each group on the horizontal axis corresponds

to a value of V , while the colored boxes compare the three dissemination strategies. The latency

panel shows the packet delivery delay in milliseconds, the VoI panel shows the VoI score associated

with delivered messages, PDR shows the packet delivery ratio, redundant messages counts messages

that do not add new obstacle information at the receiver, RX packets counts the packets received

by vehicles, and the time window panel reports the simulation duration. In each box, the central

line is the median, the box represents the interquartile range, and the points outside the whiskers

are outliers. The boxplots confirm that the VoI-based strategy reduces not only average latency but

also the spread of latency values. The broadcast baselines show larger tails and more high-latency

outliers as the number of vehicles increases because every additional vehicle increases the number

of sender–receiver pairs and therefore the number of packets injected into the RLC buffers and

scheduler. Some of these packets correspond to overlapping camera views or to obstacles that have

33



already been delivered to the receiver, so they increase contention and queueing delay without adding

new semantic information. In contrast, voi tx maintains a more compact latency distribution and

a much smaller distribution of received packets and redundant messages because the top-K rule

limits the number of candidate camera messages before they reach the communication stack. Since

low-value and empty messages are filtered out at the transmitter, fewer packets compete for the same

radio resources, the RLC queues drain faster, and receivers obtain fewer duplicate observations of

the same obstacles.

Figure 5.2: KPI distributions for scenarios with 15 obstacles and a varying number of autonomous

vehicles.

The latency CDFs in Figure 5.3 provide a more detailed view of delay behavior. For all vehicle

counts, the CDF of voi tx rises faster than the broadcast curves, meaning that a larger fraction

of packets is delivered within shorter delays. Figure 5.3 also highlights the effect of increasing

vehicle density with respect to a practical latency target. With V = 4, the latency remains below

approximately 80 ms for almost all packets and for all strategies. However, when the number of

vehicles increases, the broadcast curves develop longer delay tails and a non-negligible fraction of

packets exceeds this 80 ms reference. In contrast, voi tx remains concentrated below this threshold

even for V = 5 and V = 6. This indicates that selective dissemination is particularly useful when

the number of sender–receiver pairs grows, because it is the only strategy that continues to satisfy

the latency requirement under the heavier-load scenarios.

The RLC buffer-state evolution in Figure 5.4 further explains the latency results. The full broadcast

baseline produces the highest buffer occupancy, and the peak buffer size increases strongly with the

number of vehicles. The thresholded broadcast reference reduces the buffer load compared with full
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Figure 5.3: Latency CDFs for scenarios with 15 obstacles and a varying number of autonomous

vehicles.
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broadcast, but still remains well above voi tx. The VoI-based strategy drains the buffer faster and

reaches near-zero in-transit bytes earlier, confirming that the lower application-level offered load

translates into lower lower-layer buffer volumes. Importantly, this reduction in buffer occupancy has

only a negligible effect on the number of detected objects delivered: as discussed above, the average

obstacle coverage remains within about 3%–6% of the full broadcast value while the communication

load and delay decrease much more substantially.

Figure 5.4: RLC buffer-state evolution for scenarios with 15 obstacles and a varying number of

autonomous vehicles.

Overall, when the number of vehicles increases, the VoI-based strategy preserves a similar delivery

reliability while significantly reducing communication overhead, redundancy, latency, and buffer

occupancy. The small decrease in average unique obstacles delivered per receiver is the expected

trade-off of selective dissemination: fewer messages are transmitted, but the selected messages

carry higher-priority information and translate into a much lower load on the network.
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5.3 Varying the Number of Obstacles

The second experiment evaluates scenarios with V = 5 autonomous vehicles and O ∈ {9, 15, 21}

obstacles. This setting changes the amount of perception information available in the scene while

keeping the number of communicating vehicles constant. A realistic use case is a fixed group of

connected vehicles approaching an urban area whose complexity changes over time, for example

when the same road segment contains few obstacles in light traffic but many visible objects during

denser traffic or near a crowded intersection. In this case, the communication topology is similar,

but each vehicle has more camera information to potentially share as O increases.

Figure 5.5 shows the average KPIs for this experiment family. The PDR remains similar for the

three dissemination strategies, while the strongest differences again appear in latency, redundancy,

received bytes, and time window. The full broadcast baseline delivers slightly more unique obstacles

per receiver, especially when the scene contains more obstacles, because it sends a larger portion of

the available camera information. However, this comes at the cost of more than double the number

of redundant messages and a substantially higher number of received bytes. For example, with

O = 15, full broadcast generates about 88 redundant messages compared with about 31 for voi tx,

while the received data volume decreases from about 5.9 MB to about 1.8 MB. With O = 21, the

redundant-message count is about 89 for full broadcast and about 30 for voi tx, again close to a

threefold difference.

Figure 5.5: Average KPIs for scenarios with 5 autonomous vehicles and a varying number of

obstacles.

The average latency of voi tx is consistently lower than both broadcast references for all obstacle
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counts. Figure 5.5 also shows that, within each strategy, changing O from 9 to 21 has only a limited

effect on latency: full broadcast remains close to 56–57 ms, non-empty broadcast increases only

from about 45 ms to about 51 ms, and voi tx remains close to 26–27 ms. This happens because

the number of vehicles, sender–receiver pairs, cameras, top-K limit, and message payload size

remain fixed in this scenario family. Increasing O changes the semantic content and the number

of objects contained in each camera message, but it does not proportionally increase the number of

transmitted packets selected by each strategy. Therefore, the offered packet load per dissemination

instant remains similar, and latency is mainly determined by the dissemination mode rather than by

the obstacle count.

Figure 5.6 confirms the same behavior at distribution level. The broadcast baselines generate larger

latency variability and many high-latency samples, whereas voi tx produces a lower and more

stable latency distribution. The redundancy boxplots also show a clear separation: for O = 9,

redundant messages decrease from about 78–79 with the broadcast references to about 31 with

voi tx, a reduction of approximately 60%. For O = 15 and O = 21, the redundant-message count

decreases from about 88–90 to about 30–31, corresponding to reductions of roughly 65%–67%.

Thus, the VoI-based strategy keeps redundant message counts much lower than both broadcast

variants across all obstacle densities.

Figure 5.6: KPI distributions for scenarios with 5 autonomous vehicles and a varying number of

obstacles.

The latency CDFs in Figure 5.7 show that voi tx reaches high cumulative delivery probabilities at

lower latency values than the broadcast baselines. Across the three obstacle densities, approximately

80% of voi tx packets are delivered within about 40–45ms, whereas the broadcast curves reach the
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same cumulative probability only around 80–100 ms. Similarly, voi tx approaches 90% delivery

within roughly 55–65 ms, while the full broadcast baseline often requires more than 120 ms to reach

a comparable probability. The broadcast curves therefore extend farther to the right, showing that

more packets experience longer delays. The difference is visible for O = 9, 15, and 21, which

reinforces the observation that selective dissemination reduces delay by decreasing the number of

packets competing for transmission resources.

Figure 5.7: Latency CDFs for scenarios with 5 autonomous vehicles and a varying number of

obstacles.

The RLC buffer-state curves in Figure 5.8 show that the full broadcast baseline creates the largest

amount of in-transit data. The thresholded broadcast reference reduces the buffer peak, but the

buffer still remains occupied for longer than in the VoI-based case. By contrast, voi tx produces a

lower buffer peak and clears the buffer much earlier. This confirms that VoI-based selection affects
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not only application-level metrics, but also the behavior of the packet-level stack.

Figure 5.8: RLC buffer-state evolution for scenarios with 5 autonomous vehicles and a varying

number of obstacles.

5.4 Sensitivity to the Top-K Parameter

This sensitivity experiment treats the top-K value of the voi tx strategy explicitly because the VoI

algorithm depends on several parameters. In addition to the AHP-derived weights that determine

how sender distance, receiver distance, and angular relevance are combined, the top-K value is a

fundamental design parameter because it directly controls how many ranked camera messages can

be transmitted. For this reason, an additional experiment is performed with V = 5 autonomous

vehicles and O = 21 obstacles while varying K ∈ {3, 4, 5, 6}. In the plots, voi tx \ k3, k4,

and k5 denote the explicit configurations with K = 3, K = 4, and K = 5, respectively, while

the plain voi tx label denotes the K = 6 configuration. The broadcast baselines are included as
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references.

Figure 5.9 shows that changingK mainly affects the communication cost and the amount of semantic

coverage delivered to the receivers. The most restrictive configuration, K = 3, obtains the lowest

load among the VoI variants: the received data volume is about 1.1 MB, the redundant-message

count is about 17, the mean latency is about 20 ms, and the transmission window is about 0.04 s.

Compared with full broadcast, which reaches about 5.7 MB, 89 redundant messages, 56 ms mean

latency, and a 0.20 s transmission window, this corresponds to reductions of approximately 81% in

received bytes, 81% in redundant messages, 64% in mean latency, and 80% in transmission window.

These gains are stronger than those obtained with the less restrictive VoI configurations because

fewer camera messages are admitted for transmission.

The downside is visible in the unique-obstacle metric. With full broadcast and non-empty broadcast,

the average number of unique obstacles delivered per receiver is close to 21, which is the total number

of obstacles in the scene. The K = 6 VoI setting delivers about 20.7 obstacles per receiver, the

K = 5 setting delivers about 20.5, and the K = 4 setting delivers about 20. In contrast, the

K = 3 configuration decreases this value to about 18.5 obstacles per receiver. Therefore, the most

aggressive selection policy loses roughly 2.5 obstacles per receiver with respect to full broadcast,

or about 12% of the scene coverage, while K = 6 loses only about 0.3 obstacles per receiver, or

roughly 1%–2%. This quantifies the main limitation of the VoI approach: reducing load and delay

is achieved by discarding lower-ranked messages, and some of those messages may still contain

obstacles that are useful for at least one receiver.

Figure 5.9: Average KPIs for scenarios with 5 autonomous vehicles and 21 obstacles while varying

the top-K parameter.
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Figure 5.10 confirms the same trend at distribution level. Smaller values of K shift the latency,

received-bytes, redundant-message, and time-window distributions downward, but they also in-

crease the risk that some receivers obtain less complete obstacle coverage. The effect is especially

clear for K = 3, which provides the strongest communication savings but also the largest reduction

in delivered unique obstacles. Increasing K from 3 to 4 and 5 progressively recovers obstacle

coverage, at the cost of admitting more packets into the network.

Figure 5.10: KPI distributions for scenarios with 5 autonomous vehicles and 21 obstacles while

varying the top-K parameter.

The latency CDFs in Figure 5.11 further show that stricter top-K filtering improves the delay

distribution. The K = 3 curve rises earlier than the other VoI variants, indicating that a larger

fraction of packets is delivered at low latency. The K = 4 and K = 5 curves remain well to the left

of the broadcast baselines, but they move slightly toward higher delays as more selected messages

are transmitted. Thus, increasing K improves semantic completeness but gradually reduces the

latency advantage.

The RLC buffer-state curves in Figure 5.12 show the packet-level consequence of this trade-off.

Full broadcast creates the largest buffer occupancy and keeps the buffer active for the longest time.

The VoI variants reduce both the peak and the duration of the buffer occupancy, with the smallest

K producing the lightest load. This confirms that K is not only a semantic selection parameter, but

also a network-control parameter: it determines how aggressively the application limits the number

of packets offered to the communication stack.

Overall, the top-K experiment highlights the underlying trade-off of the VoI approach. A smaller

42



Figure 5.11: Latency CDFs for scenarios with 5 autonomous vehicles and 21 obstacles while varying

the top-K parameter.

Figure 5.12: RLC buffer-state evolution for scenarios with 5 autonomous vehicles and 21 obstacles

while varying the top-K parameter.
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K is preferable when the objective is to minimize latency, redundancy, and channel occupancy,

but it increases the probability of excluding useful low-ranked information. A larger K preserves

more obstacle coverage and approaches the behavior of broadcast, but it also increases the number

of transmitted messages and therefore weakens the communication gains. In the tested scenario,

the less restrictive choices K = 5 and K = 6 appear to be balanced because they maintain almost

complete obstacle coverage while still reducing received bytes, redundant messages, latency, and

RLC buffer occupancy substantially compared with full broadcast.

5.5 Discussion

Across the evaluated experiment families, voi tx reduces communication overhead and delay

while maintaining a PDR comparable to the broadcast baselines. The strongest gains are observed in

received bytes, redundant messages, latency, transmission time window, and RLC buffer occupancy.

These improvements come from transmitting fewer distinct messages and prioritizing those with

higher expected value, which reduces the number of packets and competing for radio resources.

The two-transmission mechanism should be interpreted together with the measured PDR. For

example, if the mean PDR is approximately 0.8 and the two transmissions are treated as independent

delivery attempts, the probability that at least one copy of the message is received is

Psuccess = 1− (1− 0.8)2 = 0.96. (5.1)

Thus, duplicating a selected message can increase the message-level success probability from about

80% for one attempt to about 96% for two attempts, while VoI selection still reduces the number of

distinct messages offered to the network.

The results also show the expected trade-off of value-aware dissemination. Broadcast can deliver

slightly more unique obstacles per receiver because it sends more information overall, but this comes

with many redundant or low-priority transmissions. The VoI-based strategy may sacrifice a small

amount of coverage in some cases, especially when K is chosen too restrictively, yet it delivers

selected information with lower latency and much lower redundancy. This trade-off is relevant for

cooperative perception because stale information may have limited usefulness even if more total

data is eventually received.

The comparison between the two broadcast references further indicates that simply suppressing

some transmissions is not enough. The thresholded broadcast reference reduces part of the load

with respect to full broadcast, but it does not achieve the same reduction as voi tx. Prioritizing
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messages according to expected value is therefore the key factor behind the reduction in redundancy

and packet-level congestion.

In summary, the packet-level results support the motivation of the thesis. A VoI-based dissemination

algorithm can be implemented in ns-3/MilliCar and can provide practical benefits over conventional

broadcast in decentralized V2V cooperative perception, especially as the communication load

increases. The RLC buffer results are particularly important because they show that the advantage

of VoI-based selection is visible inside the simulated communication stack, not only in the semantic

evaluation of delivered information.
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Chapter 6

Conclusion

This thesis addressed the problem of efficient cooperative perception dissemination in decentralized

connected vehicular networks. The starting point was the observation that autonomous vehicles can

improve their awareness by exchanging locally perceived information, but that sending all available

perception data may overload the wireless channel and reduce the timeliness of the information

that is most useful for driving decisions. The research question was therefore whether a VoI-

based dissemination algorithm could be translated from an abstract model into an ns-3/MilliCar

packet-level simulation and provide measurable advantages over broadcast-based dissemination.

The work implemented and evaluated a decentralized V2V sidelink simulation framework using

ns-3 and the MilliCar vehicular mmWave module. The framework connects semantic cooperative

perception decisions with packet-level communication behavior, allowing a full broadcast baseline,

a thresholded broadcast reference, and a transmitter-side VoI strategy, voi tx, to be compared

under the same assumptions.

A central contribution of the thesis is the mapping of the VoI dissemination logic into this simulator.

Candidate camera messages are generated from the geometric perception model, scored at obstacle

and image level, ranked at the transmitter side, and filtered using threshold and top-K rules.

SELMA-based traffic traces, especially model 1000 with an average burst size of approximately 40

kB, make this packet-level evaluation necessary because they stress segmentation, queueing, and

scheduling effects.

The simulation results show a consistent trend across both experiment families. Whether the number

of vehicles or the number of obstacles was varied, voi tx reduced received bytes, redundant

messages, latency, transmission time window, and RLC buffer occupancy compared with the

broadcast baselines. At the same time, the PDR remained broadly comparable to broadcast.
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The main trade-off is that broadcast can deliver slightly more unique obstacles per receiver because

it transmits more information overall. However, this additional coverage is obtained at the cost of

many redundant transmissions, higher received byte volume, longer delays, and larger RLC buffer

occupancy. The VoI-based strategy sacrifices a small amount of coverage in some cases, but it

greatly reduces unnecessary traffic and improves timeliness. For cooperative perception, this is an

important result because information that is delivered late may have limited usefulness even if more

total data is eventually received.

Overall, the results support the thesis hypothesis: value-aware dissemination can provide practical

benefits over conventional broadcast under packet-level communication constraints. The advantage

of voi tx appears both in semantic metrics, such as redundancy and delivered useful information,

and in network-level indicators, such as latency, received bytes, time window, and RLC buffer state.

The work also has limitations. The simulated scenarios are static snapshots, so the effects of

continuous vehicle mobility are not modeled. All vehicles are assumed to be reachable under line-

of-sight communication conditions, which isolates dissemination behavior but does not capture

topology changes, blockage, or intermittent connectivity. The perception model is geometric and

does not include object-detection errors, uncertainty, false positives, or sensor-fusion effects.

Future work can extend the simulation in several directions. First, dynamic mobility traces could

be introduced to evaluate how VoI-based dissemination behaves when vehicle positions, visibility,

and communication links change over time. Second, more realistic perception uncertainty could

be added, including detection confidence, missed detections, and object-tracking errors. Third,

the current transmitter-side strategy could be compared with practical receiver-aware or hybrid

mechanisms that approximate receiver needs without requiring complete global knowledge. Fourth,

infrastructure-assisted V2N or edge-based aggregation could be evaluated as a separate extension,

while keeping the present work as the decentralized V2V baseline. Finally, additional traffic models,

payload formats, and congestion-control mechanisms could be integrated to study how VoI-based

dissemination interacts with standardized cooperative perception messages and future vehicular

network protocols.

In conclusion, this thesis demonstrates that implementing VoI-based cooperative perception in

ns-3/MilliCar is feasible and useful for evaluating dissemination decisions under realistic packet-

level constraints. The proposed framework provides a basis for studying how semantic message

value and communication performance interact, and the results indicate that selective value-aware

dissemination is a promising approach for reducing channel load and improving the timeliness of

cooperative perception in V2V scenarios.
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[6] P. Merdrignac, O. Shagdar, S. Tohmé, and J. Franchineau, “Augmented perception by v2x

communication for safety of autonomous and non-autonomous vehicles,” in Proceedings of

the 7th Transport Research Arena TRA, 2018.

[7] N. Lu, N. Cheng, N. Zhang, X. Shen, and J. W. Mark, “Connected vehicles: Solutions and

challenges,” IEEE Internet of Things Journal, vol. 1, no. 4, pp. 289–299, 2014.

[8] H. Zhou, W. Xu, J. Chen, and W. Wang, “Evolutionary v2x technologies toward the internet

of vehicles: Challenges and opportunities,” Proceedings of the IEEE, vol. 108, no. 2, pp.

308–323, 2020.

[9] M. Giordani, T. Higuchi, A. Zanella, O. Altintas, and M. Zorzi, “A framework to assess

value of information in future vehicular networks,” in Proceedings of the 1st ACM MobiHoc

48



Workshop on Technologies, Models, and Protocols for Cooperative Connected Cars, 2019,

pp. 31–36.

[10] M. Giordani, A. Zanella, T. Higuchi, O. Altintas, and M. Zorzi, “Investigating value of

information in future vehicular communications,” in IEEE 2nd Connected and Automated

Vehicles Symposium (CAVS), 2019, pp. 1–5.

[11] T. Higuchi, M. Giordani, A. Zanella, M. Zorzi, and O. Altintas, “Value-anticipating v2v

communications for cooperative perception,” in IEEE Intelligent Vehicles Symposium (IV),

2019, pp. 1947–1952.

[12] E. Mu and M. Pereyra-Rojas, “Understanding the analytic hierarchy process,” in Practical

Decision Making using Super Decisions. Springer, 2018.

[13] T. L. Saaty, Decision Making for Leaders: The Analytic Hierarchy Process for Decisions in a

Complex World. RWS Publications, 2001.

[14] M. Pomari, “Design and implementation of algorithms for data prioritization and

dissemination in autonomous vehicular networks,” Master’s thesis, Università degli Studi
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