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Abstract

Koopman theory o ers a powerful framework for transitioning from complex,
nite-dimensional and non-linear representation of physical systems to in nite-
dimensional but linear ones. Over the last few decades, this theory has gained
renewed attention and interest with the possibility to linearize physical systems
by identifying key modes of the Koopman operator by training Deep Neural Net-
works. In this work, Koopman linear-based embeddings are developed through
auto-encoders to achieve coordinate transformations and dimensionality reduc-
tions that enable linear approximations of non-linear dynamics. Several Neural
Network architectures have been tested on both discrete and continuous spec-
trum problems, proving the versatility of this paradigm. Finally, a real-world
fMRI dataset of stroke patients is analysed to evaluate the model's robustness to
noise and variability, as well as its ability to predict future system states.






Introduction

A dynamical system is traditionally described in terms of its state space, where at
any given time tg the state of the system is represented as a point in a geometrical
manifold. The evolution of the system is typically modelled by a function that
maps the current state at tg to future states for t > t 3. Several challenges can
arise when studying such systems:

" the possible absence of a complete analytical description;

the presence of non-linearities, which generally hinder an exhaustive char-
acterisation of the system's trajectories;

the high dimensionality of the state space, which complicates its represen-
tation and interpretation;

inherent complexities, such as rapidly varying dynamics and unforeseen
behaviour, that further complicate the analysis.

In this work, we address these challenges by adopting a data-driven approach
to reduce the high-dimensional description of a system to a lower-dimensional
latent manifold. In this latent space, a few key coordinates are identi ed which,
ideally, allow the system's evolution to be described by linear dynamics. A
central tool in this endeavour is the Koopman operator [ 1], which facilitates the
representation of non-linear dynamics through an in nite-dimensional linear
framework. Recent advances in machine learning have enabled the estimation
of Koopman eigenfunctions and eigenvalues directly from data, thereby opening
up new avenues for prediction, control, and analysis of complex systems.

The thesis is organised into four main chapters:



2 CONTENTS

1. Data-driven embeddings : this chapter introduces the theoretical founda-
tions of data-driven embedding techniques, including auto-encoder archi-
tectures and the application of Koopman operator theory to obtain linear
representations of non-linear systems.

2. Real dataset: in this chapter, we present the real-world fMRI dataset used
in this study, detailing its acquisition, preprocessing, and a preliminary
analysis of its properties.

3. Analysis of synthetic data : here, we apply the proposed methods to syn-
thetic data in order to validate the framework under controlled conditions
and benchmark its performance against known analytical solutions.

4. Analysis on real data : nally, we apply the developed techniques to the
real fMRI dataset, investigating the latent representations, dynamic modes,
and their implications for understanding brain dynamics, particularly in
the context of stroke.

Throughout these chapters, we aim to demonstrate that a carefully designed
data-driven embedding approach can yield a low-dimensional representation
in which the complex, non-linear dynamics of the original system are approx-
imately linearised. This, in turn, facilitates e ective analysis, prediction, and
potentially control of the system.



Data-driven embeddings

In this chapter, we present a comprehensive data-driven framework for embed-
ding high-dimensional non-linear dynamical systems into a lower-dimensional
latent space where the dynamics are rendered approximately linear. Our ap-
proach is rooted in Koopman operator theory, originally introduced by Koopman
[1] in his seminal work on transformations of Hamiltonian systems in Hilbert
space, which established the possibility of representing a nite non-linear system
by an in nite-dimensional linear operator.

To render the Koopman operator practically useful, subsequent research [ 2,
3] has focused on obtaining nite-dimensional approximations by leveraging its
eigenfunctions. More recently, advances in machine learning have enabled the
estimation of these eigenfunctions via neural networks, thereby facilitating ap-
plications in prediction, linear control, and system analysis [ 4, 5]. Furthermore,
techniques such as Dynamic Mode Decomposition (DMD) [ 6, 7] o er an alter-
native, data-driven means to extract coherent spatio-temporal patterns directly
from time-series data, complementing Koopman analysis.

In the following sections, we introduce the fundamental principles underly-
ing Koopman operator theory including its linearity, in nitesimal generator,
spectral decomposition, and the construction of Koopman eigenfunctions as
well as the role of basis functions in forming nite-dimensional representa-
tions of in nite-dimensional operators. We also discuss how these concepts
integrate with modern deep learning approaches, such as auto-encoder-based
embeddings, to provide a uni ed framework for analysing complex dynamical
systems.

Overall, this chapter lays the theoretical and methodological groundwork for
our data-driven embedding approach, demonstrating its potential for recon-
structing the intrinsic dynamics of the system and enabling e cient prediction



4 CHAPTER 1. DATA-DRIVEN EMBEDDINGS

and control strategies.

1.1 The Koopman paradigm

Koopman operator theory was rst introduced by B.O. Koopman in a paradig-
matic work [ 1] on transformations of Hamiltonian systems in Hilbert space. The
overarching idea there introduced was the possibility to represent a nite non-
linear system by an in nite-dimensional linear one. The existence of such an
operator had a crucial role in proving the Mean Ergodic Theorem of von Neu-
mann [8] and Birkho [ 9]. The di culty of estimating an in nite dimensional
operator in Hilbert space led Mézic et al. [ 2, 3] to focus on the research of nite-
dimensional representations of the Koopman operator using its eigenfunctions.
In recent years the techniques developed for machine learning have led to the
possibility of estimating such eigenfunctions using neural networks or similar
processes for prediction, linear control and analysis [ 4]. The spectrum of the op-
erator allows decomposing non-linear systems into di erent dynamic regimes,
while linearly evolving coordinates contain intrinsic resourceful information and
properties of the system relevant for the analysis. Moreover, the linear behaviour
of the new coordinates alleviates the task of model predictive control through
numerical integration [ 10].

These approaches have open up new perspectives, but all the proposed
Koopman operator realizations are still profoundly data-driven and a general
paradigm for estimating its eigenfunctions and eigenvalues is missing. The
non-triviality of this process has led to various Koopman operator construc-
tions, simplifying di erent properties of the operator itself and consequently its
eigenfunctions.

1.1.a Koopman operator theory
Consider a continuous time dynamical system

x = (x); (1.1)
and a scalar observable function :V! C

y= (x); (1.2)

on a smooth M -dimensional manifold V; x 2 V; t 2 R, .o with a smooth and
Lipschitz ow ':V IV ,suchthat '(x) has a unique solutionin [0; +1 )
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from a initial condition Xg at time tg:

z tot+t
X(to) = xoi  T=xor o (x()d: (1.3)
0
In this context, an observable can be any kind of a measurement of the system.
The semigroup of Koopman operators fK tgtzm;o :F!'F acts on scalar
observables functions : V ! C by composition with the ow semigroup
f 'Gior,. Of the vector eld

Kt = h (1.4)

on the state spaceV, where  represents function composition. When dealing
with a discrete-time system, such as those occurring when a non-analytical and
numerical treatment is adopted, one can write

K = ; (1.5)

dropping the superscript tin . Several signi cant properties follow from this
de nition.

Linearity

The Koopman operator is, by construction, a linear operator. Consider the
Koopman operator K and two observables g;; 0, 2 F andtwo scalars ; 2 R.
Then, it follows that

K (g1+ g2)=(9g1+ g2)
= g1 + 02 (1.6)
= K g+ K o

which is the de nition of a linear operator.

In nitesimal generator

There exists a generatorGc : D ' F ; D F being the domain of the generator
and F the Banach space of the observables.
The operator G is the in nitesimal generator of the time- t indexed semigroup
of Koopman operators K 'gizg,
Kt d

G =lm == o (1.7)
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For a bounded generator G¢ one is able to get the time-t semigroup of Koop-
man operators asK' = exp (G¢t). Similarly to the Koopman operator, the same
approach can be adopted to compute the linear evolution of the observables for
the Koopman operator generator.

Koopman eigenfunctions

An observable ' 2 F is an eigenfunction if it satis es:

&' (x) = _(x)

- s (x): (1.8)

s 2 C being the associated eigenvalue.

Linear coordinates

Since G is the in nitesimal generator of the Koopman operators' semigroup
fK 'gi2r, .o, the following is also satis ed for ' = exp (st):

KU o= fe)= v (x); (1.9)

along the vector eld's ow. For the traditional discrete-time case, the Koop-
man operator K composes an observable with the discrete and time non-
parametrized map x 7! (x): in this case it is possible to retrieve a more
common eigenvalue equation:

Kex)y="0 &)= " ) (1.10)

with = exp (sts), where tg is the sampling time of the discrete-time dynamical
system.

It is immediate to understand that within this paradigm, any arbitrary ob-
servable can be time-evolved if we are able to express it as a linear combination
of Koopman eigenfunctions.

Spectral decomposition

An arbitrary observable can be written via the eigenfunctions of the Koopman
operator:

b3
)= vi()x) (1.11)
j=1



1.1. THE KOOPMAN PARADIGM 7

where v; are coe cients resembling modes of the corresponding eigenfunctions
" j of the operator K.

Itisimportantto de ne Koopman modes with respect to eigenfunctions, rather
than eigenvalues (which can be degenerate). For instance, let the eigenvalue
have a 2-dimensional eigenspace E with basis f' 1;' 2g, and let us consider
vector-valued observables. Ifwedene = (fy; f2)” with f;=¢' 1+ &' 2and
f, = c3' 2 scalar-value functions, the Koopman modes associatedto' 1 and ' »
are: | [

()= %o w()= 2

1.12
0 & (1.12)

respectively.

The in nite sum appearing in Eq. ( 1.1]) is, of course, related to the in nite-
dimensional nature of the Koopman operator. This spectral decomposition,
which expresses any observable as a linear combination of Koopman eigen-
functions, not only captures the global linear dynamics but also preserves the
invariance of the coordinates in the operator space. The action of the Koopman
operator on an observable such as (x) is better explicated by the following

equation:
t >4 t )4
K = Vj()K'j = Vj()j'j (1.13)
j=1 j=1
where | =exp(sjt),with s = ;+i! ; being a complex numberwhose real part,
j» represents the eigen-decay or eigen-growth rate along the j -th component,
while its imaginary part, !, corresponds to the eigen-frequency of oscillations

in that subspace.

Full spectrum

In general, the spectral decomposition can account for a continuous spectrum as
well [ 3]. Assuming that the system has an attractor A with a preserved measure
d(A), we can write the K operator decomposition as
t X- z 2
K= i) i)+ ‘E(d ) (x) (1.14)
2 e

continuous spectrum

discrete spectrum

where ' = exp(it) is the integrated function over frequency and E( ) the
projection-valued measure.

While from the discrete spectrum it is feasible to extract both transient and
oscillatory components of the dynamics, Re( }) and | m( }) respectively, the
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continuous part encodes the more chaotic component of the dynamics, corre-
sponding to the on-attractor dynamics.

Koopman eigenfunction group

Under the assumption that the space F is chosen to be a Banach algebra, e.g.
C1(V), the set of eigenfunctions forms an Abeliansemigroup under the point-wise
product of functions [ 4]. Products of eigenfunctions are themselves eigenfunc-
tions. Therefore, itholdsthatif ' 1;' 2 2 F are eigenfunctions of the composition
operator K with eigenvalues 1; »,thenthe product ' 1'  is still an eigenfunc-
tion of K with eigenvalue 1 ».

Principal eigen-pairs

Consider fE™Mgm2N to be the eigen-pair semigroup of Koopman operator K
f E™g has a minimal generator Gz, such that:

fEMg= Voot () GE (1.15)

where m;n; 2 N. The elements of Gz are called principal eigen-pairsand they
form the minimal set of Koopman operator eigen-pairs that can be used to
construct all other eigen-pairs [ 4].

Example

For the sake of clarity, we revisit a well-known example from the literature,
considering a simple non-linear system with a single xed point and a discrete
eigenvalue spectrum.

Letthemap :R?! RZ

axq

X 7! X) =
(x) bx,+ b a? x?

(1.16)

where a;b2 [0; 1]. Imposing (x) = 0, one can easily nd that the system has
a stable equilibrium at the origin and an invariant manifold givenby  (x1; x2)” =
(x1; xP)”.

It can be computed that the principal eigenvalue-eigenfunction pairs ( ;' (X))
of the system are (a;x;) and (b;x; + x2) and using the Abelian semigroup
property under point-wise products of functions, it is possible to obtain more
eigenfunction-eigenvalue pairs as powers of the principal ones, e.g. (a%;x?) as
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the product of (a;x1) with itself. In this manner, the system can be lifted into a
new, linear one with coordinates:

0 1 0 1
X1 a0 o0
)= B+ 2K T B0 b 0% (x): (1.17)
X2 | 0 ? a2}
—_

and it is immediate to notice that ' (x) is a vector of eigenfunctions of

This result can then be projected onto the vector of output functionse.g. (x) =
(X1; X2)” via modes of K operator:
! ! !

1 _ 0 0
Vy = 0’ Vo = 1 V3 = 1 (1.18)
such that
K xX)= (X)=V ') (2.19)

with V = (v1; V2; v3), 0 ering an equivalent representation of the original 2-
dimensional system. At this point, the system's propagation does not necessitate
the composition of non-linear maps but only an initial non-linear transformation

' after which the evolution is linear:

Wx)y=v " (x) (1.20)

where k-compositions of non-linear functions are replaced withthe ' -embedding
and subsequent linear evolution through the composition operator paradigm.

Of course, the coordinates proposed above are not necessarily the optimal
ones, as achieving a linear description of the dynamics does not require nding
coordinates that are exact eigenfunctions of the operator, but rather ones that lie
within the span of the eigenfunctions.

Indeed, for the same system, the choice

01 0 1
X1 a o0 0
=X B0 b b 2% ) (1.21)
x2 00 &
{z }
A

stillleads to alinear mapping, even though not all coordinates are eigenfunctions,
i.e. X2. This result can then be projected onto the system states using the output
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100
matrix C = 010"
K (x)= (x)= CA" (x): (1.22)

Here the columns of C do not represent Koopman modes, but by diagonalizing K
into , one uncovers Koopman operator eigenvalues, eigenfunctions and modes.
For linear prediction, it is immediate to use

®(x)y= cA® (x) (1.23)

which is equivalent to the formulation presented before.

1.1.b Discover Koopman operators

Recalling the de nition of the Koopman operator, K isgenerallyin nite-dimensional,
as it operates on a function space. The inability to handle an in nite-dimensional
representation of the operator forces us to consider di erent approaches to iden-
tify a nite description of the operator.

Several methods have been proposed in recent years to obtain nite-dimensional
representations of the Koopman operator [ 6, 10, 11]. A common approach in-
volves projecting the operator onto a prede ned function basis. However, the
arbitrariness of this choice often requires an in nite number of basis functions
to ensure closure within that space. Instead, selecting a basis that is intrinsically
closed under the Koopman operator allows for a well-de ned nite-dimensional
representation, making a Koopman-invariant basis feasible. Nevertheless, a set
of Koopman-invariant coordinates is generally not su cient for a proper re-
construction of the system's dynamics, which requires an in nite number of
coordinates. Learning adequate coordinates via lifting functions that linearise
the dynamics might be a strategy, but is a non-trivial approach.

Dynamic Mode Decomposition

Dynamic Mode Decomposition (DMD) is a data-driven technique for analysing
the spatio-temporal evolution of dynamical systems, introduced in uid dy-
namics and later extended to various domains such as neuroscience and control
theory. The core idea behind DMD is to approximate the underlying dynamics of

a system through a linear operator that best captures the evolution of snapshots
of data over time [ 6, 12].

Consider a sequence of measurements (or snapshots) of a system at discrete
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time steps:
X1:X2.: 1 Xm 2 R™: (1.24)
These measurements are typically collected into two data matrices:
h [ h [
X = X1 X2 17 Xm 1. X0= Xo X3 i1 Xm - (1.25)

DMD seeks a best- t linear operator A such that:
X% AX: (1.26)

This operator is generally not directly accessible but can be approximated via
the least-squares solution:
A = XXV (1.27)

where XY denotes the Moore-Penrose pseudo-inverse ofX .

To extract the DMD modes and their associated dynamical behaviour, one typ-
ically performs an eigendecomposition of A . SinceA is often high-dimensional,
a reduced representation is obtained via Singular Value Decomposition (SVD).
Speci cally, if:

X UV > (1.28)

where U and V are orthonormal matricesand  contains the singular values,
then A is projected onto the lower-dimensional space as:

A=U>AU: (1.29)

The eigenvalues ; of A correspond to the DMD eigenvalues, which describe
the temporal evolution of the modes. Each eigenvalue is associated with a DMD
mode ;, which provides spatial information:

A ;= i (1.30)

DMD has been extended in various ways to accommaodate control inputs, time-
varying systems, and non-linear phenomena. One such extension, DMD with
control (DMDc), incorporates exogenous inputs into the dynamics, modifying
Eq. (1.26 to:

X% AX + BU; (1.31)
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where U represents control inputs, and B is an additional operator learned from
data [7].

Overall, DMD provides an interpretable, data-driven framework for studying
complex dynamical systems by decomposing them into spatio-temporal modes
governed by a low-rank linear approximation. It serves as a fundamental tool
for bridging machine learning techniques and dynamical systems theory [ 12].

High dimensional embedding

Data-driven embedding®f the data might allow capturing the non-linearity in
the dynamics. The idea is to develop a way to lift data throughamap ' . K can
then be estimated by solving the following optimization problem, inspired by
the approach used in DMD methods:

X1 2 2

min zivp Kzy “+ y; Czi 5 (1.32)
Kic oy | {z }ol—{z—1}
linearity reconstruction

yi=  (Xi); (1.33)

zi =" (xi); (1.34)

" 2F; (1.35)

F being the space of observables andT the length of the observed trajectory.
If no embeddings used, i.e.' (x) = X, this is of course equivalent to traditional
DMD. The target representation is in the form of

Zo=" (Xo); (1.36)
Ziy1 = Kz (1.37)
yi = Czy; (1.38)

where the initial lifting ( 1.36) leads to linear state-transition coordinates (1.37),
then projected on the output of interest ( 1.38).

Some extended dynamic mode decomposition (EDMD) x a lifting map, i.e.
Eq. (1.34), and then aim to solve Eq. (1.32) as a convex, least-squares optimization
problem of K and C.
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1.2 Neural network approaches

The previously discussed DMD models often su er from ine ciency, as they
provide only locally accurate predictions. To overcome this limitation, tech-
niques such as those proposed by Li et al. [13] and Lusch et al. [5] propose
learning the mapping in Eqg. ( 1.34) simultaneously with the optimization of the
operator, formulating a problem closely related to Eq. ( 1.32.

In this work, we will delve into the possibilities presented in [ 5], where a
sophisticated neural network is trained to address the aforementioned problems,
and the map de ned in Eq. ( 1.38 is not necessarily linear, allowing for the
representation of a wider range of dynamical regimes. This speci ¢ modi cation
may actually simplify the problem under study, as it can lead to low-dimensional
embeddings, exploiting auto-encoders.

1.2.a Neural Networks

In the last fteen years, deep learning [ 14] techniques have broadened the hori-
zon of research, enabling to learn approximations of unknown functions or
system descriptors directly from data.

Neural networks ( NNs), which form the theoretical architecture of deep learn-
ing, were originally inspired by the primary visual cortex of cats where neurons
are organized in hierarchical layers of cells to process visual stimuli [ 15]. The

rst mathematical model of a NN was the neocognitron [ 16] which has many of
the features of modern deep neural networks ( DNNs), such as multi-layer struc-
ture, convolution, non-linear dynamical nodes. Above all, in the mathematical
framework of arti cial neural networks, universal approximation theorems [ 17,
18] state that a family of neural networks, su ciently wide and su ciently deep,
approximate any function arbitrarily well. Formally, for each function f froma
certain function space, there exists a sequence of neural networksNN 1; NN ;@ ::,
from the family, such that NN, ! f according to some criterion. This endows
neural networks with the potential to approximate any type of dynamical system,
allowing the extraction of relevant features directly from data.

1.2.b Auto-encoders

In many real-world scenarios, not only do we lack an analytical description of
the system, but the system itself is also high-dimensional and observed through
complex, non-linear transformations. Consider a measurement apparatus that
records a set of M observable features that are related to physical variables
of interest such as temperature, atmospheric pressure, and UV index only
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through complex non-linear relations. In this case, the relevant variables would
not be directly represented in the recorded state, but only latent, and di cult to
isolate.

This issue is particularly relevant when dealing with high-dimensional sys-
tems, where the observed variables may appear complex, even though an under-
lying simpler structure might be revealed through appropriate embeddings. In
such cases, extracting meaningful, low-dimensional representations that retain
the essential structure of the system s crucial. Auto-encoders provide a powerful
framework for learning a reduced-order latent space representation, encoding an
M -dimensional state into an N -dimensional latent space, where N <M , while
preserving the most informative features relevant for downstream analysis.

An auto-encoder [ 19] is an arti cial neural network that learns two functions:

" an encoding function ' : M ! N  that maps the M -dimensional input
data onto a latent N -dimensional manifold;

" adecoding function :N ! M that recreates theM -dimensional input
data from the N -dimensional latent representation.

Called x 2 M RM the input real vector, the encoder produces a vector
'x)=y2N RN; (1.39)

while the decoder
x°= (y)2M RM (1.40)

outputs a vector in the high-dimensional vector space.
In principle, since we are only encoding and decoding the data, we expect

x0  x (1.41)

and this is achieved if

X = (y)
¢ x) 0 vl (1.42)

0

= X
therefore solving the following minimization problem:
X

mn  xi ) 5 (1.43)
i=1
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S _> _’ o I’- - e

~ ——— ~ - -
Input Encoder Decoder Output

Figure 1.1: Auto-encoder architecture: the input and output have a dimension of M =
100 The encoder consists of three layers with widths n = 60; 30; 2, respectively. The
decoder is a simple linear layer that reconstructs the signal from the latent space back
to the original space.

where T is the dimension of the input data. The functions ' are constrained by
the architecture of the neural network. In particular, they belong to a specic
function space determined by the network's structure and activation functions. If
the network consists only of linear transformations (i.e. no non-linear activation
functions), then ' reducetoalinear map, whichinthecase N <M isaprojection.
Otherwise, the choice of non-linear activation functions determines a restricted
function space from which ' are drawn, preventing the trivial identity solution

in Eq. (1.43.

Example

We present a simple example to demonstrate how auto-encoders are capable of
embedding data and compressing the information of a system into meaningful
coordinates.

To illustrate this concept in a simple yet rigorous manner, consider a one-
dimensional harmonic oscillator:

(

X=Yy

x= 12x =)
y= 12

(1.44)

embedded in an M -dimensional space (M 2). This high-dimensional embed-
ding is achieved by multiplying a matrix W 2 M y » by the vector (x; y)~.

We want the auto-encoder to nd both the encoding and decoding functions,
mapping the M -dimensional input signal into a latent space of dimension N =2
of coordinates ' (x) = (%; ¥)~ . In this example, M is setto 100and ! = 2 rad=s.

The chosen architecture for the neural network is depicted in Fig. ( 1.1), fea-
turing an encoder having a funnel-shaped structure, consisting of three hidden
layers with widths 60, 30 and 2, respectively, and utilizing a ReLUactivation
function to achieve a non-linear mapping into the latent manifold. The decoder,
on the other hand, is a single linear layer of dimension M that, as in Eq. (1.39),
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maps the problem back in a linear fashion, mimicking the action of the W matrix.

0.3

0.9 \ 3.32-107M

=)

Loss

0.1f

— Training Loss
ol - -- Validation Loss

0.0F, i | _
2 10° 10 102 103
Epochs

& OF

Figure 1.2: Auto-encoder performance: encoded coordinates ' (x) on the embedded
manifold (left). Mean squared error (loss) for both training and validation sets as a
function of epochs (right).

As shown, both the training and test losses are very small, indicating that
the reconstruction is highly accurate. Furthermore, the plot demonstrates that
the encoder has successfully reproduced the two coordinates x and x of the
harmonic oscillator, except for a linear transformation of the phase space.

1.3 Koopman operator estimates

To better capture the system's dynamics in the latent space, we extend the auto-
encoder architecture by introducing an additional layer, positioned immediately
after the encoder. This layer is designed to estimate the Koopman operator,
represented by the matrix K2 M y n, which governs the time evolution of the
latent representations. By enforcing a linear transition in this space, we aim to
extract meaningful spectral properties that characterize the system's behaviour
over time.

Following the schema in Fig. (1.3), once the encoder and decoder depths and
widths have been decided, the Koopman layer can be as simple as a linear layer
of dimension N N (N being the dimension of the latent space). Therefore, K
is a matrix representing the linear evolution of the system:

"(X+1) = K (Xy); t=1500T 1 (1.45)

where T is the number of time steps in the considered trajectory and ' (x) is the
encoder function, satisfying Eq. (1.36).

To properly estimate K as well as both the encoder' andthe decoder' *func-
tions, we modi ed the optimization problem outlined in Eq. (  1.32). Speci cally,
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Figure 1.3: Neural network scheme: the encoder layers, denoted as"' , transform the
input signal into the latent space. The resulting representation is then processed by
the Koopman layers, K, before being mapped back to the original space through the
decoder layers, CoL

we account for the possible issue of continuous eigenvalues, i.e. cases where
eigenvalues vary along the trajectory. As a result, K; is treated as a function of
the embedded coordinates ' (Xt).

The neural network loss function is therefore composed of three terms:

1. Reconstruction term: we seek to identify the intrinsic coordinates y =
" (x) where the dynamics evolve, in combination with the inverse mapping
x ="' 1(y) toretrieve the original state x. This is achieved using the auto-
encoder loss, i.e. Eq. (.43:
1 X

Lrecon = T Xy 1(' (xt)) ; (1.46)
t=1 MSE

where MSE refers to the mean square error. The dimension N of the latent
space is a hyperparameter of the network, which should be xed, based on
any prior knowledge of the system.

2. Linear term: to discover the Koopman operator and its eigenvalues, we
learn the linear dynamics in the latent space via Eg. (1.49. Thisis achieved
using the following MSE loss:

"(Xee1) Kot (Xp) (8t=1;::::T 1:
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To enforce linear prediction in the intrinsic space, we extend the prediction
over m time steps:

1 bd 1l
Lin = 75 " (Xt) Ki m ' (x1) ; (1.47)
t=2 m=1 MSE
1
where Ki m representsm-times the action of the Koopman operator
m=1

on the coordinate ' (x1). If the system's spectrum is discrete, the loss term
can be simpli ed considering that the Koopman operator is the same for

each point:
tyl
Kim K?U'1t (1.48)

m=1

3. Prediction term: we additionally impose that the latent coordinates allow
us to predict the system's future states in the original space. This leads to
the MSE loss

X1 ' H(Ke' (Xy)) 8t=1::::T 1

and considering, as before, the prediction over m consecutive time steps:

1 )@p tyl
S 1 Xy ! Ki m ' (X1) (1.49)
P t=2 m=1 MSE

L pred =

The total loss L, resulting from the combination of all the terms introduced

L= 1lrecon*+ 2Lin + 3Lpred; (1.50)

represents the optimization problem we aim to solve. Given this loss, several
approaches to nding a suitable coordinate representation and estimate the
Koopman operator are possible, depending on the constraints imposed on '
and K. Here, we propose three paradigms based on auto-encoders with and
without constraints on K.

1.3.a Unconstrained Koopman operator

This is one of the most naive approaches, as the Koopman operator acts as a
simple linear mapping from the intrinsic coordinates ' (xk) attime stept = k
to their evolved counterpart ' (xyx+1) at time t®= k + 1. Despite the simplicity
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4

Figure 1.4: Auxiliary Network scheme: The Koopman layers are replaced by an aux-
iliary network that estimates the system eigenvalues and ! based on the embedded
coordinatesy = ' (x). These eigenvalues form the diagonal blocks of the Koopman
operator, capturing the underlying system dynamics.

of this approach, the eigenvalues of K can provide relevant information about
the system if the linear approximation of the dynamics is valid. In the third
chapter 3, we will illustrate the e ectiveness of this approach by extending the
discussion of the example introduced before (harmonic oscillator) and showing
that this approach can retrieve the oscillatory frequencies of n di erent harmonic
oscillators.

1.3.b Constrained Koopman operator
Eigenvalues parametrization

In their paper [ 5], Lusch, Kutz and Brunton introduced an innovative approach
for estimating the Koopman operator K( ) by parametrizing with continuously
varying eigenvalues . This is achieved by implementing a neural network that
aims to identify the Koopman eigenfunctions y := ' (x) in alatent space of xed
dimension, followed by an auxiliary network that estimates a set of characteristic
frequencies, which are used to construct the Koopman operator. This approach
allows mapping non-linear oscillators with continuous spectra into single pairs
of conjugate eigenfunctions, representing trajectories as combinations of sines
and cosines.

The eigenvalues of the matrix K are therefore allowed to vary, parametrized
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by the function = (y). The eigenvalues (y) = (y) i! (y) arethenused
to parametrize the Koopman matrix built as a block-diagonal matrix K( ;! ).
Each pair of complex eigenvalues is represented in a Jordan block of the form:
I

. _ ny cos( t) sin( t)
B(:t)=¢e " sin( t) cos( t) '’ (1.51)

t being the integration time. The Koopman operator is therefore a diagonal-
block matrix where each block is of the form of Eq. ( 1.51) and such that K 2
M N N-

Itisevidentthatthe imaginarypart ! ofeacheigenvalue represents arotation
in the phase space of the latent coordinates, while the real part indicates
contraction or expansion, depending on its sign, in the embedded space.

1.3.c Eigenfunctions approach

Li and Lan [ 20] proposed a revised method that focuses primarily on the ex-
traction of eigenfunctions of the Koopman operator rather than concentrating
on its invariant subspace. The latter approach imposes a consistent number of
constraints on the weight and size of the auxiliary network associated to the
auto-encoder, leading to increased uncertainty and instability during training,
especially when the dimension of the invariant space N is high. In contrast, Li
and Lan focused on eigenfunctions, which are extracted directly by the auto-
encoder in a step-by-step manner. The most important eigenfunctions i.e.
those that provide a comprehensive yet minimal representation of the system's
dynamics, enabling an e ective linearization of the original non-linear system
are the rst ones to be obtained. This approach allows for a reduction in the size
of the neural network and the number of parameters, e ectively minimizing the
risk of over tting or getting trapped in local minima. However, the construction

of the Koopman operator is very similar to the one proposedin[ 5].

1.4 Kernel-based Koopman operator

Basis functions learning

In [21], the authors proposed an experimental, data-driven signal processing
method to compute the Koopman operator for the eigendecomposition of electro-
physiological signals into orthogonal, coherent components and to examine their
associated spatio-temporal dynamics. Their approach focused on extracting
spatio-temporal patterns of neuronal dynamics through the operator-theoretic
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formulation of ergodic theory [ 22].

To solve the Koopman eigenvalue problem stated in Eq. (1.45), they rst con-
structed a data-driven basis of the Hilbert space H using a class of kernel-
based algorithms, known as non-linear Laplacian spectral analysis (NLSA),
which operates on delayed-embedding coordinates [23]. Instead of employ-
ing an auto-encoder framework, they de ned an augmented observation map
Fo : M ! RQd where Q represents the number of chosen delays andd the
number of sensors on the cerebral cortex. A kernel function kg : M M! R
, such as a Gaussian kernel, is then introduced to measure pairwise similarity
between points on the manifold M . This kernel is used to construct a Markov
kernel po:r  (Xt;Xt0), which plays a crucial role informinga (T Q) (T Q)
ergodic Markov matrix Pqt . Here, x 2 M represents the dataset under
consideration, and T denotes the number of snapshots in the dataset.

It can be shown that the eigen-pairs ( j; ;) solving the eigenvalue problem

Por o i= i i
can be mapped to the eigenfunctions of an approximate Koopman operator.

While all these approaches o er valuable insights, the present work primarily
focused on the framework developed in[ 5], adopting a constrained Koopman op-
erator perspective. This choice is motivated by the hypothesis that the system's
dynamics can be e ectively reduced to a small number of dominant non-linear
oscillators. Under this assumption, the approach proposed by Lusch etal. [ 5] ap-
pears particularly suitable, as it provides a structured way to extract meaningful
oscillatory modes while enforcing consistency with the Koopman framework.






Real Dataset

The interest in Koopman theory arises primarily from its potential to linearize
complex and non-linear dynamics, enabling the prediction of future states of
a system. A functioning Koopman model, in principle, should be capable of
addressing these challenges e ectively. However, the application to real-world
data is far from straightforward, as such data are often characterized by noise
and experimental artifacts.

Chapter 4, which contains the core of the results of this thesis, focuses on the
analysis of a real dataset, on which the predictive capabilities of the Koopman
framework are evaluated. The present chapter is instead devoted to a detailed
description of the dataset used, namely, the Washington University Stroke Cohort
dataset [24]. This dataset comprises neuroimaging data acquired using 3T MRI
and clinical information from patients who experienced a rst-time stroke. The
study followed patients at three time points: 1 2 weeks ( event = 13:4 days,

event = 4:8 days), 3 months, and 1 year post-stroke onset. Additionally, a group
of 27 age-matched control subjects was evaluated twice at an interval of three
months. A total of n = 96 subjects were recruited between May 2008 and May
2013 from the stroke service at Barnes-Jewish Hospital (BJH), with support from
the Washington University Cognitive Rehabilitation Research Group (CRRG).
Patients were included based on the following criteria:

" clinical diagnosis of stroke at hospital discharge;
persistent stroke symptoms at hospital discharge;

awake, alert, and able to complete study tasks;

age 18 or older.

23
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However, if they met any of the following criteria they were excluded:

history of prior stroke, based on clinical imaging;
multi-focal stroke, based on clinical diagnosis or imaging;

more than two lacunes visible on head CT scans performed before study
enrolment;

diagnosis of schizophrenia, bipolar disorder, major depression, or other
severe psychiatric conditions;

dementia (as documented in medical records, indicated by a Short Blessed
Score 9, or a premorbid AD-8 score  2);

neurological disorders such as epilepsy or Parkinson's disease;
brain injury;

end-stage renal disease, terminal cancer, class Ill or IV heart failure, or
other conditions with a life expectancy of less than one year;

pre-morbid functional disability (Modi ed Rankin Score 2);
" claustrophobia or presence of metal objects precluding the use of 3T MRI.

From the CRRG Registry, 6260 charts were screened. Ofthese, 54387%) were
excluded based on chart review alone: 1697 were discharged with a diagnosis
other than stroke; of the remaining candidates, 1181 had a prior history of
stroke; then 1188 had other neurological or psychiatric history listed as exclusion
criteria; then 877 had other medical co-morbidities listed as exclusion criteria;
then 387 had contraindications for MRI, and nally 108 showed multi-focal
lesions or excessive lacunae on clinical head CT. The 822 candidates who passed
the screening were all approached for enrolment. Ofthese 822, 172 were enrolled
in the study. The other 650, were transferred to a facility outside the university
hospital system, or remained medically unstable during the enrolment window
(634), or were randomized to enrolment in a competing protocol (16).

Of the 172 patients enrolled, 40 were later excluded: 14 were unable to tolerate
the scan; 2 had artifacts on the scan; 12 had tiny or questionable lesions; and 12
were found to have multi-focal lesions or excessive lacunae.

However, for our studies, we used a subset of n = 96 patients. This selection
was made to replicate the sampling described by Favaretto et al. [25]. In that
work, the authors selected participants who had complete data for all time
points (2 weeks, 3 months, 1 year) and who met speci ¢ quality criteria, such
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as a minimum number of valid frames, following standard protocols to ensure
data quality.

The healthy control group, initially composed of 30 participants was matched
with the study sample for age, gender, and years of education. They serve as a
performance baseline in the neuropsychological and behavioural battery. They
were enrolled using the same exclusion criteria as the stroke study group, from
neighbours or spouses of stroke study participants. However, only 27 patrtici-
pants were ultimately included in the analysis, following again the procedure
described in [25].

2.1 Imaging Methods

2.1.a Functional Magnetic Resonance

Functional Magnetic Resonance Imaging (fMRI) is a non-invasive neuroimaging
technique widely used to study brain activity by measuring changes in blood
ow and oxygenation levels. Its foundation lies in the Blood Oxygenation Level-
Dependent (BOLD) contrast, introduced by Ogawa et al. in 1990 [ 26]. This tech-
nique capitalizes on the paramagnetic properties of deoxygenated haemoglobin,
which create local magnetic eld inhomogeneities detectable by MRI scanners.

The BOLD signal re ects a combination of neural, vascular, and metabolic
processes. When neurons in a speci ¢ brain region are active, they consume
oxygen, leading to a localized increase in blood ow that surpasses oxygen
consumption. This results in a relative increase in oxygenated haemoglobin,
reducing local magnetic susceptibility and increasing the MRI signal intensity
[27].

A key strength of fMRI is its ability to provide whole-brain coverage with a
spatial resolution of 2 3mm and a temporal resolution dictated by the repetition
time (T R) of image acquisition, typically ranging from 1 to 3 seconds [ 28]. This
temporal resolution limits the technique's ability to capture rapid neural events
butis su cient for studying slower processes, such as those giving rise to resting-
state networks [29].

2.1.b Applications of fMRI

fMRI is extensively used in both task-based and resting-state paradigms. In task-
based fMRI, participants perform speci ¢ activities, such as motor or cognitive
tasks, while neural activation is mapped to corresponding regions. Resting-state
fMRI, on the other hand, captures spontaneous uctuations in the BOLD signal
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while the participantis not engaged in any task, revealing functional connectivity
patterns [30].

While fMRI is a powerful tool, it comes with several limitations. First, the
BOLD signal is an indirect measure of neural activity, heavily in uenced by vas-
cular and metabolic factors. Additionally, its temporal resolution is constrained
by the haemodynamic response function, which lags neural activity by several
seconds. Moreover, motion artifacts, susceptibility to noise, and variability in
vascular responses between individuals pose challenges for data interpretation
[29]. Finally, the technique requires careful preprocessing, including motion
correction, spatial normalization, and Itering, to mitigate confounding e ects
and enhance signal quality.

2.1.c MRI Procedure and Scanning

MRI scanning was conducted using a Siemens3T Tim-Trio scanner at the School
of Medicine, Washington University in St. Louis [ 31, 32]. The imaging protocol
included structural, functional, and di usion tensor imaging. The structural
scans consisted of:

a sagittal MP-RAGE T 1-weighted scan with parameters: repetition time
(TR = 1950 ms), echo time (TE = 2:26ms), ip angle ( = 9 ), voxels
dimensions (s=1:0 1:0 1:0mm?3), and slice thickness ¢ = 1:00mm);

a transverse turbo spin-echo T2-weighted scan with parameters: TR =
2500ms, TE = 435 ms, voxels sizes = 1:0 1.0 1:0mm3, and slice
thicknesst = 1:00mm;

a sagittal FLAIR (uid attenuated inversion recovery) scan with parame-
ters: TR = 7500ms, TE = 326 ms, voxels sizes=1:5 1:5 1:5mm?3, and
slice thicknesst = 1:50mm.

Therefore, resting-state functional MRI scans were taken from each subject.
Participants were instructed to xate on a small centrally located white xation
cross that was presented against a black background on a screen at the back of
the magnet bore. Seven resting-state scans (128 volumes each) were obtained
from each participant, for a total of approximately 30 minutes giving a total of
896 time points for each participant.

The preprocessing of resting-state fMRI included:

regression of head motion, signal from ventricles and CSF, signal from
white matter, global signal,
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" temporal ltering retaining frequenciesin 1; =[0:008 0:08]Hz band. This
frequency band is a standard for rs-fMRI studies;

" frame censoring, FD = 0:5mm.

Finally, the resulting time series were projected on the cortical and subcortical
surface of each subject divided into 235 ROIs (200 cortical plus 35 subcortical
regions of interest)'. These areas are taken from the multi-resolution functional
connectivity-based cortical parcellations developed by Schaefer and colleagues
[33], including additional subcortical and cerebellar parcels from the Automated
Anatomical Labelling (AAL) atlas [ 34] and a brainstem parcel from the Har-
vard Oxford Subcortical atlas.

2.2 Data selection and ltering

The selected data underwent a second-order (kK = 2) Butterworth bandpass lter,
a key preprocessing step for analysing time series data such as fMRI signals.
This Iter provides a at frequency response in the passband, minimizing signal
distortion. It is well-suited for isolating neural oscillations within the typical
frequency range of resting-state fMRI signals: 1y = [0:008 0:08] Hz. With a
repetition time TR = 2 s, the Nyquist frequency represents half the sampling
frequency of the signal, de ning the upper limit for accurately represented
frequencies without aliasing: fnyquist = ﬁ = 0:25Hz. Consequently, the

normalized passbhand frequencies areWn = fN)I/cf]uist =[0:032 0:32].

Arelevant issue in the dataset was the presence ofnot-a-numbei(NaN) values.
If an entire ROI contained NaN values throughout the sampling period, they
were replaced with Gaussian noise, where the noise standard deviation pjse
matched that of the signals from the previous ROI. For each region of interest,
signals were rst de-trended and demeaned. Gaussian noise with standard
deviation noise Was added in the case of NaNs. Subsequently, a bandpass
digital Iter was applied in both forward and backward directions to ensure
zero phase distortion [ 35].

Finally, z-score normalization was performed temporally to center the signal
and standardize its variance. Out of the original 235 ROIls, 234 were retained
for analysis, as the last one subcortical region exhibited signi cant artifacts in its
structural connectivity.

1The atlas and the functional labels for each ROI can be obtained together with the scripts
used for this preprocessing on GitHub .


https://github.com/SebastianIdesis/Latent_Space_Stroke-2023-
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The nal dataset comprises 96 stroke patients and 27 healthy controls, totalling
n = 123 subjects. Each subject is represented by time series data consisting of
896 time points across 234 regions of interest.

This neuroimaging dataset provides valuable insight into the brain's dynamics
post-stroke. These data are essential for testing the Koopman framework's ability
to identify intrinsic coordinates, predict recovery trajectories, compare stroke
patients with healthy subjects, and uncover latent dynamical patterns.



Analysis of synthetic data

Understanding and modelling complex dynamical systems require methods that
can extract meaningful latent representations while preserving the underlying
system's evolution. However, when dealing with real-world data, evaluating the
accuracy of a model can be challenging due to measurement noise, incomplete
information, and the lack of ground truth for the system's latent dynamics. For
this reason, synthetic datasets play a crucial role in validating the e ectiveness
of data-driven approaches before their application to real-world problems.

In this chapter, we employ synthetic data to systematically assess the capa-
bilities of the constrained Koopman framework, presented in section ( 1.3.h). By
using well-de ned dynamical systems, we can directly compare the learned la-
tent representations and Koopman operators against known analytical solutions,
thus providing a controlled environment for model validation. This allows us
to investigate several key aspects of the approach, including:

" the expressiveness of the learned latent space, to understand how well the
model captures the system's essential dynamics;

" the reconstruction accuracy, to explore if the latent representation pre-
serves the original system's trajectory;

the spectral analysis, to investigate if the estimated Koopman eigenvalues
and modes are meaningful and consistent with theoretical predictions.

To address these points, we analyse a series of test cases that range from simple
systems, where the Koopman operator has an analytical representation, to more
complex non-linear dynamics that challenge the model's ability to approximate

the system's evolution. Each section of this chapter is dedicated to a specic

29
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synthetic dataset, detailing the system's properties, the training setup, and the
evaluation of the results.

Through these experiments, we aim to provide a rigorous assessment of the
framework's potential while also identifying its boundaries. The insights gained
from this analysis will guide the application of the method to real-world data in
the following chapter.

3.1 Harmonic Oscillators

Starting from Eq. (1.44), which describes a one-dimensional harmonic oscilla-
tor, we introduce the Koopman framework to assess whether the auto-encoder,
combined with the constrained approach (section ( 1.3.h), can achieve a global
linearization of the system and recover its key properties, such as the eigenvalues
of the original dynamics.

In the following sections, we analyse di erent scenarios in which a system
of d harmonic oscillators is linearly embedded into a higher-dimensional space.
This embedding is performed by applying a transformation matrix W 2 M y o

denotes the length of one trajectory. Thus, the input signal for each NN in this
section is given by the matrix X 2 RM T. Each harmonic oscillator in the sys-

forming the discrete spectrum of the system. The goal of our Koopman anal-

ysis is to accurately retrieve this spectrum, providing insight into the system's
fundamental modes.

3la d=1
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Figure 3.1: Original dataset (x; y)” (left) and two higher-order harmonic components

We rst considered a single harmonic oscillator with a natural frequency of
I e = 2:0rad=s, on the left in Fig. (3.1), embedded into a higher-dimensional
space of dimension M = 100 (right plot).
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The training set consists of 300 trajectories, each starting from a di erent point
in the phase space. The validation and test sets each contain 100 trajectories.
The selected integration time step is dt = 0:04, resulting in trajectories of length
T = 101 points. The hyperparameter in Eq. (1.49 is set to S, = 50. The
chosen encoder consists of 3 layers with dimensions[32; 16; 2], each using aReLU
activation function, except for the last layer. The decoder is a mirrored version of
the encoder architecture. The auxiliary network used to estimate the Koopman
eigenvalues, as shown in Fig. (1.4), consists of a layer of size 200 with ReLU
activation function, followed by an output layer of size 2 with a linear activation
function.

Kuopmau

i ___’- - - e o — S

Input Encoder Decoder Output

Figure 3.2: Neural Network architecture: the input and output dimensionsare M = 100.
The encoder consists of three layers withn = 32; 16; 2 neurons, respectively. The decoder
is also a three-layer component, mirroring the encoder structure with n = 2; 16; 32
neurons per layer. Between the encoder and decoder, the Koopman auxiliary network
is trained to estimate the system's eigenvalues. This network consists of two layers with
n = 200 and n = 2 neurons, respectively. ReLUactivation function is applied to all layers
except the last layer of each component.
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Figure 3.3: Linear embedding via K operator: embedded coordinates ' (X) of the
harmonic oscillator. The plots show the estimated system eigenvalues, (left) and !
(right), for di erent trajectories in the latent space. The predictions closely match the
parameters used in the simulation.

The latent space dimension is settoN =2, as we expect to retrieve the eigen-
value pair = il . This example represents a combination of the strengths
of auto-encoders and a rst attempt at Koopman-based modelling. The goal
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here is not a full global linearization but rather a simpli ed representation of
the embedded coordinates X, allowing for a linear integrator in terms of the
two original coordinates (x; y)~. In a problem formulated as the one presented
here, retrieving the oscillation frequency would be straightforward by perform-
ing a Fourier transform on the encoder output, as the one illustrated in Fig. ( 1.2).
However, this approach does not allow for predicting the system's future states.

Fig. (3.3) shows the embedded coordinates' (X). Using the method from [ 5],
we retrieve the system'’s continuous eigenvalues, despite its discrete spectrum,
as already noted. The method successfully isolates the system's only governing
frequency ! , corresponding to an eigenvalue with zero real part

The embedded coordinates do not form perfect ellipses, like those in the left
plot of Fig. (3.1). This is likely an unavoidable consequence of the use of non-
linear activation functions. In this speci ¢ example, given the linear embedding
of X enacted by W, this issue would be resolved by employing only linear
activation functions. However, in more general cases (such as in presence of
a generic non-linear embedding) a linear activation function would not allow
us to retrieve the eigenfunctions. Furthermore, the RelUactivation function
signi cantly speeds up training compared to other activation functions.

31b d 1

With higher dimensions, training the model becomes more challenging due to
the speci ¢ architecture required for optimal performance. Simply selecting the
model that achieves the lowestloss, L, is not su cient. The constrained approach
proposed in [ 5] emphasises that, in addition to attaining a low loss, the chosen
architecture must also e ectively avoid over tting. Hence, a grid search should
typically be performed to identify a good architecture for the speci ¢ system
under investigation. In this example, the grid search was conducted by varying
the depth and width of the auto-encoder, as well as the number of units in
the auxiliary network. For instance, when d = 10, retrieving the frequencies

constrained Koopman framework; merely deepening the network relative to the
describedd = 1 case is not su cient.

If our goal is both to obtain a low-dimensional representation of the system
and to accurately extract its principal frequencies, a simple approach such as
the one described in section (1.3.89 may be su cient. Moreover, by employing
an auto-encoder with linear activation functions, it is possible to reconstruct
the transformation matrix W here used to embed the original state space (of
dimension 2d) into the high-dimensional space M . In this context, the Koopman
operator K is essentially a matrix performing a linear t between the embedded
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components ' (x¢), as in Eq. (1.45. Given that the chosen latent dimension
is N = 2d, the closest approximation to an analytical linear description of the
system can be obtained via ashadow Hamiltoniarj36).

The concept of the shadow Hamiltonian originates from the study of sym-
plectic integrators in Hamiltonian dynamics, where the discrete-time integrator
exactly conserves a modi ed Hamiltonian that is close to the true Hamiltonian
of the system. In our setting, this idea is adapted to approximate the evolu-
tion of multiple harmonic oscillators. Consider a system of harmonic oscillators

described by: (
X=V;
=Y 3.1)
y= 12x;
where ! is a vector of natural frequencies. Discretising this system with a time
step dt yields: (
Xt = X + dt;
t t 1 Yt2 1 3.2)
Ye= VY 1 !X pdt
A re ned, symplectic discretisation leads to:
( ( b
Xt = Xt 1+ y,dt . Xt= Xt 11 !edtc +y, (dt (3.3)
Y= Ye1 ! A adt Yi= Vi1 !X ady |
which results in the propagation matrix
!
1 !2dt? dt :
M; = !jzjdt 1 8 =1;:::;d (3.4)
with unit determinant, i.e. det M; = 1. In our framework, the neural network

is trained to learn an operator K that approximates this matrix M , built with the
d blocks Mj, in the embedded space. From the eigenvalues ofM , the frequen-
cies!; of the system can then be extracted. Our results show that the model
accurately reconstructs 9 out of the 10 employed frequencies. The accuracy of
the reconstruction is in uenced by both the chosen network architecture and
the integration time step dt, which plays a crucial role in capturing the system's
dynamics.

3.2 Simple model with discrete spectrum

Following the approach of [ 5], we implemented the proposed Koopman archi-
tecture from section (1.3.b) to solve a simple non-linear physical system with a
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discrete spectrum:

(

X1= X 1;
oo (3.5)
X2 = (X2 X3):

This dynamical system has been extensively studied in the literature. For
stable eigenvalues satisfying < < 0, the system exhibits a slow manifold
given by xz = x3.

Koopman
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Figure 3.4: Neural Network architecture: the input and output dimensions match the
latent space dimension, N = 2. The encoder expands the input signal through three
layers of n = 30 neurons each and a nal layer of n = 2 units. The decoder mirrors
this structure, while the Koopman auxiliary network consists of a deep dense neural
network with three layers of n = 10 units using RelLUactivation function, followed by a
nal linear layer with  n =2 neurons.

In this experiment, we set e = 0:05and 1 = 1. The training dataset
consists of5 10° trajectories, while both the validation and test sets contain 10°
trajectories each. Initial conditions are randomly sampled on the (X1;X2) plane
and evolved according to Eq. (3.5 with an integration time step dt = 0:02for a
total length of T =51 time points.

The encoder consists of three layers with 30 neurons each, using the ReLU
activation function, except for the last linear layer with n = 2 units. The decoder
mirrors the encoder architecture. Additionally, an auxiliary network, responsible
for estimating the system's spectrum, is modelled with three layers of 10 units
each, also employing the RelLUactivation function, and a nal linear layer of
dimension N = 2.

The hyperparameter in Eq. (1.49 is setto S, = 30, while the weights 1, 2, 3
in the total loss function (Eq. (1.50) are set to 0:1;1, and 0:1, respectively, to
prioritise the linear term and enhance the training of the Koopman operator in
the latent space. The latter has dimension 2, as we focus on estimating the two
eigenvalues and

It is worth mentioning that, the proposed system can be fully linearised:
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with b= =( 2 ). This representation is fully solvable and corresponds to

the Koopman block structure in Eq. ( 1.5) with ! =0.
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Figure 3.5: Simple non-linear system: trajectories of the systemin Eq. (3.5 onthe (x1; X>)
plane, starting from di erent initial conditions. The dashed black line represents the
invariant manifold x, = x2.

Since no oscillatory behaviour is expected in this system, we can further
simplify the model by considering a single Koopman block with the exponential
terms e and e on the diagonal.

The rst two loss terms in Eqg. ( 1.50 play a crucial role in this process. The
auto-encoder is forced to extract the two latent components y = (y1;y»)” from
the original data x = (X1;X»)”, enabling a direct computation of the system's
spectrum.

Although the system has a discrete spectrum, we did not explicitly enforce this
a priori knowledge in our model. As illustrated in Fig. ( 3.6), the model naturally
discovers continuous eigenvalues. Nevertheless, the continuous spectrum is
tightly clustered around the discrete values = 0:05 = 1. The action of
the linear kernel and the coordinate linearisation are further con rmed by the
transformation of the invariant parabola (depicted in black in Fig. ( 3.5). While
in the original system the inertial manifold is given by x, = xZ, in the new
coordinates it is mapped to y» = x>  bx?, e ectively attening the manifold in
the transformed space (y1; y2).

These results demonstrate that the combined use of auto-encoders and Koop-
man operators allows us to successfully retrieve the principal eigenfunctions
predicted by analytical theory. We will now proceed with a more complex
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Figure 3.6: Linear embedding via the K operator. embedded coordinates y of the non-
linear system. The plots show the estimated system eigenvalues, (left), (right), for

the same trajectories in Fig. (3.5. On average, the continuous eigenvalues closely match
the true ones of the original system.

system to further evaluate the capabilities of this framework.

3.3 Hopf bifurcation model

In the theory of non-linear dynamical systems| 37], a Hopf bifurcation is a critical
point at which a system's stability changes and a periodic solution emerges. At
this bifurcation, a xed point of a dynamical system loses stability as a pair of
complex conjugate eigenvalues crosses the imaginary axis, resulting in the onset
of a small-amplitude limit cycle under generic conditions. This phenomenon
is observed in numerous physical models, including the Lotka-Volterra preda-
tor prey interaction [ 38], the Hodgkin Huxley model for nerve membrane po-
tential [ 39], the Lorenz attractor [ 40], the Brusselator [41], and many more.

This behaviour is exempli ed by the Stuart Landau system:

x= a Rx ly © with R? = x2+ y?% (3.7)
y=Ix + a R?y

Fora R?< 0,the originis a stable xed point and trajectories spiral towards
it. Conversely, when a R? > 0, the origin becomes unstable and the system
evolves towards a stable limit cycle with radius r = péand angular velocity ! .

Fig. (3.7)illustrates the subcritical and supercritical phases of the Stuart Landau
system. For the speci ¢ choice of parameters, namelya= 0:05,! =2, the sys-
tem exhibits subcritical behaviour, with a R? < 0, so that trajectories converge
from the initial condition (Xo;Yo) = (0:5;0:5) to the origin. In contrast, for
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a=2:1"! =1 and t%e same initial condition, the system stabilises on a limit
cycle with radius r a 1:45 and astime progresses,a R? approaches zero
from above.
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Figure 3.7: Hopf bifurcation. Left plot: subcritical (stable xed point, a R? < 0,
with a = 0:05) and supercritical (limit cycle, a R? > 0, with a = 2:1) phases of the
Stuart Landau system. Right plot: behaviour of the real part of the system's eigenvalues,

=(a R?) il . Asthe system evolves, the real part of the eigenvalues approaches
zero in the supercritical phase and -0.05 in the subcritical phase.
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Figure 3.8: Neural Network architecture: the input and output dimensions match the
latent space dimension, N = 4. The encoder expands the input signal through two
layers of n = 50 neurons each, with ReLUactivation function, and a nal linear layer of
n = 4 units. The decoder mirrors this structure, while the Koopman auxiliary network
consists of a deep dense neural network with a non-linear layer of n = 125 units, followed
by a nal linear layer with n =4 neurons.

The training set is composed of 10* trajectories, while both the validation and
test sets consist of2 10° trajectories each. All these sets include both subcritical
and supercritical phases, with aand! chosen as speci ed above. The integration
time step is set to dt = 0:04, resulting in orbits of length T = 101 points. The
hyperparameter in Eq. (1.49 is setto S, = 50. The encoder consists of two layers
with 50 neurons each, followed by a linear layer with 4 units. ReLUactivation
function is used in the rst two layers. The decoder mirrors this structure. The
auxiliary network, used to estimate the Koopman eigenvalues, comprises asingle
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Figure 3.9: Linear embedding via the K operator: embedded coordinates of the Hopf
bifurcation model. The top plots display the eigenvalue pair (; ! ) for the supercritical
phase, while the bottom plots show the estimated eigenvalues for the subcritical phase.
The estimated values exhibit a strong agreement with the expected eigenvalues used in
the simulation.

hidden layer with 125 neurons and ReLUactivation function, followed by a linear
output layer that retrieves the system eigenvalues. The architecture di ers from
the one presented in the previous example because network design is highly
problem-dependent. In this case, the chosen architecture resulted from a grid
search aimed at optimizing performance for the speci c task.

Due to the presence of two oscillatory modes in the sustained and overdamped
phases of the system described by Eq. 8.7), the latent space dimension was set
to 4. This could allow the network to capture two pairs of eigenfunctions and
eigenvalues, namely:

"(X)1; (W1 ! ( 1;'1)  (sustained oscillations);
"(X)2" (Y)2 ' ( 2;'2) (overdamped behaviour) :

Fig. (3.9 displays the results of the Koopman linear embedding. The eigen-
functions of the Koopman operator successfully capture the oscillatory patterns,
with the frequencies ! 1 and ! » both coinciding with the correct oscillator fre-
qguency ! . Instead, the real parts 1; » vary continuously, and coincide with the
bifurcation parameter a only when the system is near the origin. In fact, the real
part of the eigenvalues coincides with a  R?, which is a continuously varying
quantity depending on R, a non-linear combination of x and y. The observed
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behaviour of 1; »isinperfectagreementwiththedierence a R? shownin
the right panel of Fig. ( 3.7). Thus, the Stuart-Landau oscillator can be captured
by a simple low-dimensional combination of eigenfunctions with continuous
spectrum.

Although this analysis enables us to retrieve the continuous spectrum of the
initial system, its main purpose is to achieve a global linearization of the original
non-linear dynamics. Unlike discrete-spectrum approaches, this framework
does not require an explicit mapping into a higher-dimensional latent space. In
our case, the auto-encoder was constrained to a latent dimension of 4 matching
the dimensionality of two oscillators in the original system coordinates yet it
e ectively captured the system's dynamics across the entire phase space. The fact
thatthe network tsthe datawell con rms that a continuous-spectrum Koopman
representation is su cient to describe the Hopf oscillator. These results align
with the approach presented in [ 20] and further support the e ectiveness of
continuous-spectrum Koopman analysis.

Overall, these results con rm that a continuous-spectrum Koopman repre-
sentation e ectively captures the essential oscillatory modes of the Hopf system.
While the network successfully linearizes the dynamics, further investigations
could explore how di erent latent space constraints in uence the representation
of regions far from the xed point.






Analysis of real data

In this chapter, we extend our study to real-world data, as described in chapter 2.
The analysis is structured into three main sections. First, a preliminary inves-
tigation is conducted in which each patient is examined individually, allowing
for a patient-speci ¢ characterization of the extracted latent dynamics. Next, a
collective analysis is performed, aiming to identify common patterns and shared
structures across the dataset. Finally, the chapter concludes with a discussion on
the overall ndings, highlighting key observations and considering alternative
methods that could further enhance the analysis.

4.1 Latent dimension estimation

The rst challenge is to correctly determine the appropriate low-dimensional
structure of the latent manifold. Di erent architectures and latent space dimen-
sions have been tested to identify the optimal neural network structure. The
chosen model consists of a two-layer encoder with 256 neurons (with RelLUac-
tivation function) in the rst layer and N neurons (with linear activation) in
the second layer. The Koopman layer is implemented as an auxiliary network
that processes the encoded signal through a dense layer of 300 units (with ReLU
activation function), followed by a nal linear layer that outputsthe N Koopman
eigenvalues ;! . Finally, a two-layer decoder mirrors the encoder, with 256
neurons (with ReLl in the rst layer and 234 neurons (matching the input di-
mensionality, as described in (2.2)) in the second layer, using a linear activation
function.

The hyperparameters were setto S, = 500, and the ; coe cients in Eq. ( 1.50
were set to 0:1;1;0:1, respectively. Every model was trained for at least 200
epochs, with larger models i.e., those with higher N trained for up to 300

41
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Koopman

M = (896 x 234) m =234 |——=p| M = (896 x 234)

Input Encoder Decoder Output

Figure 4.1: Neural network architecture: the inputand output dimensions correspond to
the 234 ROIs of each patient. The encoder consists of a single layer withReLUactivation
function and n = 256 neurons, followed by a linear layer that embeds the coordinates
into a latent space of dimension N = 12. The decoder reconstructs the input from this
compressed representation back to the source space. The Koopman auxiliary network,
designed to retrieve the system's eigenvalues, consists of a layer with 300 neurons and
ReLUactivation function, followed by a nal linear layer with N = 12 neurons.

epochs.

To determine the appropriate latent dimensionality, we trained multiple neu-
ral networks on the entire dataset, selecting the architecture with the best recon-
struction performance. To evaluate how well the model captures brain dynamics,
we compared the empirical functional connectivity, FC gmp, of each patient with
the model-derived connectivity, FC ,,0q4el- Functional connectivity, computed as
the temporal correlation between di erent brain regions, results in a symmetric
matrix of dimensions (234; 234). The agreement between empirical and model-
derived FC matrices was quanti ed using the total correlation  , providing a
single measure of the model's ability to reproduce brain-wide interactions.

Selecting the model solely based on training and validation loss is unreliable
due to the risk of over tting. The leftmost plot in Fig. ( 4.2) shows an elbow
around N = 12, marking a transition between under tted and over tted models.

In general, the optimal architecture balances good performance with a minimal
number of parameters.

Another key factor in model selection is the reconstruction accuracy, io.
This metric, widely used in neuroscience, measures the correlation between
FCemp and the reconstructed functional connectivity from dierent models
(FCauto-encoders FCkoopman). We rst evaluated a standard auto-encoder, repli-
cating the analysis in [42], and then extended it to the Koopman-augmented
model.

Although o provides a straightforward assessment of the model's ability to
capture brain dynamics, it does not directly evaluate the quality of the learned
latent representation or the dynamical consistency of the reconstructed trajecto-
ries. Nevertheless, it remains the standard metric for FC-based models. Notably,
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Figure 4.2: Optimal latent dimension N identi cation: training and validation loss (left)
and o (right) plotted against increasing latent dimension N. Error bars represent the
standard deviation computed over 5 independent runs of the same system.

ot IS maximized at N = 12, where the performance gap between the auto-
encoder and Koopman models is also minimized.
These ndings suggestthat N = 12 is a suitable estimate of the system's latent
dimensionality, consistent with [ 42], where N = 6 was reported for a standard
auto-encoder on the same dataset.

4.2 Per-subject analysis

Starting from the idea that each patient carries both general and individual
information about their condition and the severity of the damage, we analyse
each subject independently. The overarching goal is to characterize each pa-
tient by their own continuous spectrum, described by the Koopman eigenvalues

(t); ! (t) , as previously demonstrated in section (3.3).

Thus, we expect each patient to exhibit distinct eigenvalues and possibly
a di erent latent representation. In contrast, healthy control subjects should
display similar spectra, as their dynamics is not expected to vary signi cantly.

The use of functional connectivity as a validation metric for computational
models of brain dynamics is well established in neuroscience. It has been widely
employed to assess how well simulated brain activity captures large-scale pat-
terns of synchronization observed in real data [ 43, 44]. Honey et al. (2009)
demonstrated that large-scale FC patterns can be predicted from underlying
structural connectivity and dynamical models, while Deco et al. (2011) further
highlighted the importance of comparing empirical and simulated FC to assess
model validity. This approach has since been applied in various studies explor-
ing whole-brain modelling, including those based on data-driven and machine
learning methods [ 45, 46].

By leveraging this methodology, we ensure that the Koopman-based neural
network not only captures individual latent representations but also maintains
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temporal correlations between di erent brain regions.

Figure 4.3: Empirical and auto-encoder FC comparison for a healthy subject (training
set). ot = 0:985represents the global correlation between the two matrices.

A crucial challenge in a single-patient approach is the appropriate division
of the dataset into training and validation sets. Various methods exist, such
as time-windowing and bootstrap resampling techniques [ 47], which segment
fMRI data into overlapping or shu ed time windows to enhance generalization.
However, since our study focuses on preserving the temporal structure of the
data, we opted for a straightforward division: the rst 700 time points constitute
the training set, while the remaining 196 form the validation set. This approach
ensures that the model learns from the past while predicting future states.

Due to the stochastic nature of resting-state fMRI, the correlation between
training and validation sets is inherently limited. This is quanti ed by max, the
empirical upper bound on correlation, which remains strictly below 1 because
of neural activity uctuations introducing variability that the model cannot
perfectly capture.

Fig. (4.3 shows that the auto-encoder accurately reconstructs the empirical
functional connectivity for the training set, achieving near-perfect correlation:
tot = 0:985
On the validation set, performance decreases, yielding ¢ = 0:421 with
max = 0:563 This con rms that even an ideal model cannot exceed the in-
trinsic correlation max between training and validation data, as resting-state
fMRI exhibits structured temporal dependencies that constrain the achievable
agreement.
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Figure 4.4: Comparison between empirical and auto-encoder-derived FC for a healthy

subject (validation set). The global correlation between the two matrices is ; = 0:421,
while nax = 0:563represents the empirical correlation between the training and vali-

dation sets for the shown subject.

Figure 4.5: Empirical and Koopman FC comparison for a healthy subject (training set).
The global correlation between the two matrices is x = 0:932

Next, we introduced the auxiliary network between the encoder and decoder
layers to estimate the Koopman eigenvalues. Fig. (4.5 demonstrates the predic-
tive capabilities of this full Koopman-based network, achieving a global correla-
tion of x = 0:932for the presented subject.

While the total correlation remains high, it is slightly lower than in the simple
auto-encoder model. The validation performance, however, degrades signi -
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Figure 4.6: Correlation coe cients  y for training (left) and validation (right) sets. Grey
lines connect results for the same subjects across models.

cantly, indicating that the Koopman formulation does not enhance predictive
accuracy.

Fig. (4.6) compares i for the auto-encoder and Koopman model, comparing
healthy subjects with stroke patients. Overall, validation performance is lower
than training, and the enforcement of a linear dynamics in latent space via the
Koopman operator reduces reconstruction accuracy.

It is important to note that the analysis does not easily allow classifying sub-
jects as healthy controls or stroke patients. Speci cally, inspecting the esti-
mated Koopman eigenvalues reveals no clearing di erentiation between the two
groups.

However, statistical testing reveals subtle di erences, asinFig. ( 4.7). The dis-
tributions exhibit a distinct shape, with all values being negative. This suggests
that all latent modes correspond to overdamped oscillators. The distributions
show a wider spread, particularly in the range [ 0:04, 0:02]s . Moreover,
healthy controls reach lower values compared to stroke patients, and exhibit a
denser distribution around slightly higher  values compared to stroke patients.
On the other hand, the ! distribution for stroke patients extends to higher fre-
guency values and experience altered Koopman frequency patterns compared
to healthy subjects one.

A two-sided Student's t-test con rms these signi cant distinctions:

t = 258 p < 10 1
t' 6:3; p < 10

with = 167998degrees of freedom.
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Figure 4.7: Distribution of Koopman eigenvalues ;(t) = ;(t) ! (t);j =1;:::5;12t =
1;:::;T: real part (left) and imaginary part ! (right) in the training set. A signi cant
correlation was found between the distributions ( pyawe < 0:001).

Figure 4.8: Histograms of Koopman eigenvalues: real part  (left) and imaginary part
I (right) in the training set.

Healthy controls exhibit broader  distributions but narrower ! distributions
compared to stroke patients.
values might be related to the system's ability to maintain stable dynamics
over time, with stroke patients displaying greater dispersion and lower values,
possibly indicating impaired stability. ! may re ect variations in oscillatory
patterns, with di erences likely attributable to altered brain dynamics following
a stroke.

4.3 All-subjects analysis

While subject-speci ¢ training enhances embedding precision and predictive
accuracy, it complicates eigenvalue comparisons across subjects due to potential
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Figure 4.9: All-subject training set comparison between empirical and auto-encoder FC.
ot = 0:919represents the global correlation between the two matrices.

di erences in learned latent representations. Additionally, training-validation
splitting remains non-trivial. To address these concerns, we now transition to
training a single neural network incorporating information from all subjects,
both healthy controls and stroke patients.

Training all subjects together has the advantage of retrieving a unique neural
network that generalizes the dataset's properties. Moreover, this approach en-
sures that the embedded latent space is shared among all subjects, allowing for
a direct comparison between modes of di erent subjects. Furthermore, there is
now a natural way of splitting the dataset into training and validation sets. The
split can now be performed at the subject level, considering 80% of the subjects
as the training set 98 subjects in total and the remaining 20% 25 subjects

as the validation set. In this manner, the neural network takes as input the
whole information pertaining to speci c subjects, i.e., the described matrix of
shape(896 234), and seeks a common eigenspace along with the corresponding
eigenvalues of the Koopman operator.

The main drawback of this approach is the increased di culty in designing
a network that can simultaneously capture both population-level features and
individual subject characteristics. This poses a challenge in learning a latent
representation that encodes both the general properties of the dataset and the
subject-speci ¢ continuous spectra.

Using the same architecture described in the previous section, we assessed
both the reconstruction and prediction capabilities of the trained network.

As Fig. (4.9 illustrates, the pure auto-encoder model is able to reconstruct
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Figure 4.10: All-subject training set comparison between empirical and Koopman FC.
ot = 0:809represents the global correlation between the two matrices.

the system's correlations, identifying the main communities within the system.
However, the reconstructed correlations are exaggerated, in the sense that em-
pirical positive (negative) correlations appear more positive (negative) in the
auto-encoder reconstruction.

The same conclusion holds for the full model, including the Koopman opera-
tor. The total correlation, it = 0:809, obtained is lower than the one retrieved
with the auto-encoder alone.

Figure 4.11: Same subject shown in Fig. @.3) from the training set: comparison between
empirical and auto-encoder FC. o = 0:712represents the global correlation between
the two matrices. Its value is lower than the one retrieved in the previous analysis.
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Figure 4.12: Correlation coe cients ¢ for training (left) and validation (right) sets.
Grey lines connect results for the same subjects across models.

The results obtained on the validation set closely match those of the training
set, demonstrating good generalization capabilities and signi cantly improving
the poor results obtained in the previous section: ¢ = 0:910 for the auto-
encoder and ; = 0:789for the Koopman model.

However, the presented results refer to the dataset as a whole. At the indi-
vidual subject level, both reconstruction accuracy and correlation with empirical
data drop signi cantly.

Fig. (4.11) presents the same subject, speci cally from the healthy control
group, as shown in Fig. (4.3). This direct comparison highlights the di culty of
the trained network in specializing at a single subject level, leading to a global
correlation coe cient ot = 0:712 more than 25% lower than the one previously
retrieved. As illustrated in Fig. ( 4.12), the Koopman model generally achieves a
worse reconstruction compared to the auto-encoder.

Although a statistically signi cant di erence is found between healthy con-
trols and patients in both models, with

tauto-enc = .6, Pauto-enc = 0:01,

Koopman =21

t Pkoopman = 0:04;

with = 96 degrees of freedom, this di erence is no longer signi cant in the
validation set (right plot, p > 0.1, with =23 degrees of freedom).

The same can be said for the eigenvalues comparison between the two groups.
As already shown in Fig. (4.7), the split between healthy controls and patients
must be known a priori, as it cannot be retrieved through a data-driven dynam-
ical analysis. Notably, the distributions exhibit a multimodal structure, with
approximately three peaks for and four for ! , which suggests the presence of
distinct dynamical modes. These peaks appear within the expected frequency
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band, aligning with the physiological range of brain oscillations.

Figure 4.13: Distribution of Koopman eigenvalues (t) = (t) il;(t); ] =
1;:::;12 t = 1;:::;T: real part (left) and imaginary part ! (right) in the training

The neural network generalizes well across subjects, capturing consistent pat-
terns in both healthy and stroke populations. However, it does not seem to
specialize in distinguishing pathological conditions, as no signi cant di erences
emerge between the two groups. This could indicate that the Koopman opera-
tor framework successfully learns global latent dynamics but does not explicitly
separate healthy from pathological states.

Additionally, the construction of these distinct modes remains unclear. The
emergence of speci ¢ peaks suggests that the network identi es recurrent dy-
namical structures, but their exact origin, whether driven by underlying neuro-
physiological mechanisms or artifacts of the learning process, requires further
investigation.

4.3.a Homotopic connectivity

Homotopic connectivity refers to the functional and structural connections be-
tween corresponding regions in the left and right hemispheres of the brain.
These inter-hemispheric connections are crucial for integrating information pro-
cessed separately in each hemisphere, thereby facilitating coherent cognitive
and motor functions. Studies have demonstrated that homotopic regions exhibit
strong functional connectivity, which is essential for maintaining balanced and
coordinated brain activity.

Research indicates that the strength of homotopic functional connectivity
(HoFC) canin uence intra-hemispheric functional integration. Speci cally, vari-
ations in HOFC have been associated with di erences in functional integration
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Figure 4.14: Inter-hemispheric correlation cumulative distribution: comparison between
stroke patients and healthy controls. Empirical original data (left plot) and auto-encoder
reconstruction (right plot).

within each hemisphere, suggesting that inter-hemispheric interactions play a
role in modulating lateralized brain functions [ 48].

Moreover, disruptions in homotopic connectivity have been linked to various
neurological conditions. For instance, alterations in HOFC patterns have been
observed in patients with stroke, where changes in inter-hemispheric coherence
correlate with behavioural de cits. This highlights the signi cance of homotopic
connections in both healthy brain function and in the context of brain injuries
[49].

Understanding the dynamics of homotopic connectivity not only sheds light
on the fundamental organization of the brain but also provides insights into
the mechanisms underlying functional lateralization and the impact of inter-
hemispheric interactions on cognitive processes.

We analysed the mean functional connectivity between homotopic brain re-
gions, focusing on cortical regions (thus excluding the 34 subcortical ROIs). This
analysis was performed on the empirical data as well as on the reconstructions
provided by the auto-encoder and Koopman models .

In Fig. (4.14) we plot the cumulative distribution function of the mean inter-
hemispheric correlation for both healthy subjects and stroke patients. As ex-
pected, a clear di erence emerges. Notably, this distinction is preserved in the
auto-encoder model, which, despite amplifying negative correlations for some
patients, maintains a clear separation between the two groups.

However, this distinction is entirely lost when applying the full Koopman
model.

1GRsohn's brain image, under Creative Commons Attribution License (CC BY 3.0).
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Figure 4.15: Inter-hemispheric correlation cumulative distribution: comparison between
stroke patients and healthy controls. Empirical original data (left plot) and Koopman
reconstruction (right plot).

This result highlights the di culty of the Koopman-based model in pre-
serving individual features. Although the latent space is the same, from the
Koopman-predicted spectrum is not possible to di erentiate the members of the
two groups. A potential explanation for this behaviour is over tting, which may
be mitigated by exploring higher latent dimensions N.

4.4  Principal Component Analysis (PCA)

Principal Component Analysis (PCA) is a widely used dimensionality reduction
technique that transforms a high-dimensional dataset into a lower-dimensional
space while preserving as much variance as possible B0, 51]. Given a dataset
X 2 R" 9 where n is the number of observations and d the number of features,
PCA nds a new set of orthogonal basis vectors, called principal components,
that maximize the variance of the projected data.

Mathematically, PCA is performed by computing the covariance matrix of the
zero-centred data:

=% XX 4.1)

The principal components are obtained by solving the eigenvalue problem:
Vo= v (4.2)

where ; are the eigenvalues andv; the corresponding eigenvectors of . The
eigenvectors, sorted in descending order by their eigenvalues, form the trans-
formation matrix V 2 RY 9. The rst k eigenvectors de ne the subspace onto
which the data is projected:

Z=XVy; (4.3)
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where V contains the rst k principal components, and Z 2 R" K represents
the transformed data in the reduced space.

PCA is particularly useful for noise reduction, feature selection, and visualiza-
tion of high-dimensional datasets. In the context of brain connectivity analysis,
it has been employed to extract dominant patterns of functional connectivity and
compare them across di erent conditions [ 52]. The choice of the optimal number
of components k is typically guided by the cumulative explained variance:

Cumulative Explained Variance = ! ; (4.49)

which quanti es how much variance each principal component captures rel-
ative to the total variance. This metric allows identifying the minimum number
of principal components needed to retain a desired fraction of the total variance,
often using a threshold of 95% or 99%.

In this section, we employed PCA as an alternative method for evaluating the
latent representations obtained through the auto-encoder-Koopman framework,
enabling a direct comparison between linear and non-linear dimensionality re-
duction techniques.

4.4.a PCA results

Figure 4.16: Cumulative Explained Variance (left plot): 178 principal components are
required to explain 95% of the dataset variance (x-axis in logarithmic scale). Total
correlation coe cient between the FC of the original dataset, FCgmp, and the recon-
struction via PCA, FC pca (right plot).

We started by selecting k = 12 principal components. The total correlation
between the empirical FC of all participants, FC gmp, and the reconstructed one
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after the PCA reduction, FCpca, is 0:979 higher than that obtained with the
auto-encoder, 0:919, and the one obtained including a Koopman layer, 0:809 The
mean squared error between the original data and their reconstructed version,
through these three di erent methods, is small (10 ), with PCA yielding the
smallest value.

If we include the PCA results in Fig. ( 4.6), we see that PCA achieves a higher
tot @and there is no statistically signi cant di erence between healthy controls
and stroke participants.

Figure 4.17: Correlation coe cients  for the training set. Grey lines connect results
for the same subjects across di erent models: auto-encoder, Koopman, and PCA for
healthy and stroke subjects.

The high o in Fig. (4.17) can be explained by the fact that PCA is a linear
technique that, even with only 12 components, preserves the principal directions
of dataset variability. However, if we look at the Cumulative Explained Variance,
as de ned in Eq. (4.4), we see that a total of N = 178 components are required
to explain 95% of the dataset variance.

The fact that, even with k = 6 components, PCA achieves a total correlation
K6 > 0:95shows that FC is dominated by a low-dimensional set of principal
components. A posteriori this would suggest complementing ¢ with subtler

metrics that could capture other aspects of the dynamics.

Finally, the dimension k = 178, the one thanks to which PCA is able to explain
95% of the dataset variance, could potentially serve as an estimate of the optimal
dimensionality of the Koopman operator, helping to mitigate over tting when
training the neural network.
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Figure 4.18: PCA eigenvalues mapped into the Koopman block structure: distribution
of (leftyand ! (right) values across subjects.

Moreover, following the idea of employing a linear model, we performed a
linear t of the time-evolved embedded components obtained through PCA.
Speci cally, for each patient, we considered the principal components extracted
from their data and tted a linear regression model of the form described in
Eq. (1.45, where each time step was used to predict the next one. This approach
allowed us to assess the degree of dynamical linearity of the PCA-reduced repre-
sentation. We observed that the principal components identi ed by this method
exhibit a higher degree of linearity than expected. The mean R? coe cient for
patients in the training set is 0.880 for k = 178 and 0.834 fork = 12.

The eigenvalues obtained via this linear tting are more scattered than those
found via the Koopman operator.

When mapping the eigenvalues j; j = 1;:::;k, obtained by PCA into the
complex-valued representation j = ; il j, as expected from the block struc-
ture in Eqg. (1.51), we observe that PCA eigenvalues exhibit a broader spread
across the complex plane compared to those from the Koopman framework
(Fig. (4.13) that, instead, are more tightly clustered within a narrower range.
This suggests that the Koopman approach imposes additional constraints on the
latent dynamics, potentially enforcing a more structured representation of the
system's evolution. However, the comparison between the eigenvalue distribu-
tions does not reveal statistically signi cant di erences between healthy controls
and stroke patients (results not shown).

In combination with this fully linear approach PCA reduction and linear
tting of the embedded components we also attempted a non-linear modelling
of the principal components identi ed by PCA, by training a fully connected
neural network. This approach aims to mimic the ow action, asin Eq. ( 1.3), but
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applied to the k principal components y 2V RT k:
y(Xt+1) = y(xi) ¢ (4.5)

The neural network is trained to approximate the mapping :V IV through
non-linear activation functions. However, this approach did not yield satisfac-
tory results, as the learned transformation did not exhibit the expected linear
trends in the latent space. Even after testing multiple neural network architec-
tures, the model failed to produce stable eigenvalues and meaningful temporal
predictions, suggesting that the learned representation did not e ectively cap-
ture the system's dynamics.

45 Conclusions

In this thesis, we have explored a data-driven embedding approach for the
analysis and linearisation of complex dynamical systems through the lens of
Koopman operator theory. Our work used both synthetic data, from simulated
dynamical systems, and a real fMRI stroke dataset, enabling us to assess the
strengths and limitations of the proposed methodologies under controlled and
real-world conditions.

4.5.a Synthetic Data Analysis

Using synthetic data, we demonstrated that a properly designed auto-encoder
can recover the essential dynamical modes of a system, approximating the Koop-
man operator. In particular, we showed that for systems with a discrete spectrum,
such as the harmonic oscillator or the simple model introduced in section ( 3.2),
the network was able to extract key eigenfunctions and eigenvalues that faith-
fully represent the underlying dynamics. The analyses on these synthetic sys-
tems highlighted that the neural network could achieve a global linearisation,
albeit with some challenges in regions far from the xed point. These results
validate the feasibility of using a Koopman-based approach for capturing the
system's dynamics in cases where a discrete spectral decomposition is appropri-
ate. Furthermore, we extended this analysis to systems exhibiting a continuous
spectrum, such as the Hopf oscillator, showing that the Koopman framework can
also provide meaningful representations in this setting, although with di erent
interpretative challenges.
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4.5.b Analysis of Real Data

The application of the proposed framework to a real stroke dataset further illus-
trated both its potential and its limitations. We conducted two types of analyses:
a per-subject analysis and a pooled analysis where all subjects (both healthy
controls and stroke patients) were processed by a single neural network.

Training the model on individual subjects allowed for a more precise em-
bedding and improved predictive accuracy. This approach e ectively preserved
subject-speci ¢ functional connectivity patterns, ensuring that the reconstructed
dynamics closely matched the empirical data. However, this setup introduced a
critical limitation: di erences in the learned latent representations made it di -
cult to compare eigenvalues across subjects in a meaningful way. Additionally,
due to the very limited data available for each subject, it posed a challenge for
model generalization.

To address these issues, we explored an alternative strategy: training a sin-
gle neural network on all subjects simultaneously, incorporating both healthy
controls and stroke patients. In the pooled analysis, the model successfully
captured global, population-level features of the dataset, e ectively learning a
common latent structure shared among subjects. However, this came at the cost
of losing subject-speci ¢ details. Rather than maintaining individual functional
connectivity patterns, the model tended to homogenize dynamical di erences
in the latent space. As a consequence, key distinctions between healthy subjects
and stroke patients became less pronounced, and the model's ability to retain
unique individual characteristics was signi cantly reduced. This limitation is
particularly evident in the reconstruction of functional connectivity, where the
correlation with empirical data declined compared to the per-subject approach.
These results suggest that, while pooling data improves the robustness of the
learned Koopman representations, it risks missing the variability inherent in
stroke data, ultimately blurring critical subject-speci ¢ information.

4.5.c Model Selection and Latent Space Considerations

An important aspect of our study was the determination of an appropriate latent
space dimension. We performed extensive grid searches, varying the depth
and width of the auto-encoder as well as the number of units in the auxiliary
network. Our analysis, using criteria such as the total reconstruction accuracy
tot and the model loss L, indicated that a latent dimension of N =12 oered a
good trade-o between model complexity and performance. Nevertheless, these
metrics also revealed that while the auto-encoder performs well in reconstructing
functional connectivity, including the Koopman operator imposes additional
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constraints that may sometimes limit the model's ability to capture subject-
speci ¢ variations.

4.5.d Implications and Future Directions

The ndings of this thesis provide considerable insight into the application of
Koopman operator theory for the linearisation of non-linear dynamical systems.
First, our results on synthetic data con rmed that data-driven embedding meth-
ods, particularly those based on auto-encoders, can successfully approximate
the Koopman operator, thereby allowing for a global linearisation of complex
dynamics. Second, our analyses on real fMRI data highlighted a crucial trade-o :
while a continuous-spectrum Koopman representation can robustly capture the
main oscillatory modes of the system, it may also reduce the network's sensitiv-
ity to inter-subject di erences. This is especially problematic in clinical datasets,
where individual variability is of paramount importance.

These observations motivate several avenues for future research. One promis-
ing direction is to explore more exible latent representations that can accom-
modate both global linearisation and subject-speci ¢ variability. Additionally,
integrating prior knowledge about the system (e.g., known structural connec-
tivity or physiological constraints) could further re ne the model's ability to
capture both general and individual features.

Finally, while the present study has focused on the application of Koopman
operator theory to resting-state fMRI data, the underlying framework is broadly
applicable to a wide range of complex dynamical systems. Future work could
investigate its extension to other domains, such as nancial time series, ecological
models, or engineering systems, where an analytical description is not easily
available.

In summary, this thesis has assessed the potential of combining deep learning
techniques with Koopman operator theory to achieve a data-driven linearisa-
tion of complex systems. Despite some limitations in generalising individual
subject characteristics, the proposed framework represents a signi cant step to-
wards developing predictive models that are both interpretable and robust. Our
ndings suggest that with further re nement, such hybrid models could play
a pivotal role in understanding and controlling the dynamics of systems where
traditional analytical approaches fall short.
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