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Abstract

Text-to-image diffusion models have recently achieved impressive results, but

evaluating their performance is still a challenge. When models are guided not

only by text but also by layout constraints, evaluation becomes even harder, since

it requires checking both the semantic accuracy of the content and the spatial

fidelity of the layout. Despite their importance, existing benchmarks for layout-

guided generation are still limited in size and flexibility, and, to the best of our

knowledge, no benchmark currently exists for evaluating models on human-like

unconstrained prompts.

This thesis introduces two complementary benchmarks to address these lim-

itations. The first, called 7Bench++, is a closed-set benchmark where prompts

and bounding boxes are automatically generated through constrained random-

ization. This makes it possible to create large-scale datasets that remain struc-

tured, task-specific, and reproducible, overcoming the limitations of small hand-

crafted collections. The second, an open-set benchmark based on human-written

prompts and bounding boxes, allows the evaluation of models in more natural

and unconstrained conditions, closer to real-world usage.

Both benchmarks are integrated into an evaluation pipeline that reports both

text alignment and layout alignment as distinct scores and also includes a unified

score that combines them into a single interpretable measure for ranking models.

Using this framework, several state-of-the-art diffusion models are evaluated,

highlighting their strengths and limitations across both controlled tasks and

open-ended, human-like prompts.

In general, 7Bench++ and its open-set counterpart provide a scalable and

extensible tool to benchmark layout-guided text-to-image generation. By com-

bining structured and human-like inputs, it enables fair comparisons between

models and offers new insights into how different techniques generalize from

systematic tasks to unconstrained inputs. All datasets, evaluation code, and

generated results are publicly released to support reproducibility. The bench-

mark and tested models are available at https://github.com/stars/Nikura3/

lists/7bench.

https://github.com/stars/Nikura3/lists/7bench
https://github.com/stars/Nikura3/lists/7bench
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1
Introduction

In recent years, the field of Generative Artificial Intelligence (GenAI) has

advanced rapidly, especially in Text-to-Image (T2I) generation, where the goal

is to synthesize images that match a natural language description. Among

the leading approaches, diffusion models have emerged as the state-of-the-art,

capable of generating visually coherent and semantically accurate images across

a wide range of prompts. These models have been widely adopted in both

academic research and industrial applications, including creative and graphic

design [2, 37], virtual content generation [39, 19], and automated image synthesis

(e.g., Stable Diffusion [28], DALL-E [25]).

Although early efforts focused mainly on generating the correct visual con-

tent described in the prompt, more recent work has explored guidance mecha-

nisms that explicitly control additional aspects of the generation process. One

such aspect is the layout of the image, that is, the spatial arrangement of the

elements described in the prompt. In layout-conditioned generation, the model

is guided not only by the textual description but also by an external layout

constraint, which specifies where and how different elements should appear in

the scene. This layout information can take various forms, including bounding

boxes, segmentation maps, scene graphs, or keypoints, depending on the model

and task. Among these, bounding boxes are one of the most commonly adopted

representations, as they offer a simple, compact, and annotation-friendly way

to specify the location and size of objects within a scene. Their widespread use

makes them a natural choice for layout conditioning in large-scale datasets and

benchmark construction. Incorporating layout guidance enables more precise

and controllable generation, which is particularly valuable as it facilitates the use
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of synthetic images in downstream computer vision tasks, such as the creation

of structured synthetic datasets [20, 15].

However, this additional conditioning also introduces new challenges in

terms of evaluation. When the model is guided by both a prompt and a layout,

the quality of the generated image must be assessed along multiple dimensions:

semantic alignment, which evaluates whether the correct objects are present, and

layout alignment, which assesses whether these objects appear in the correct

locations and respect the intended structure. As a result, evaluating layout-

guided diffusion models requires specialized benchmarks and metrics that are

capable of measuring both aspects of alignment in a robust and scalable way.

From these needs and the absence of standardized benchmarks for this type

of evaluation, 7Bench [14] was developed. The benchmark fills the gap in the

evaluation of layout-based T2I models by introducing the first systematic frame-

work dedicated to measuring layout fidelity. In addition to providing a focused

benchmark, 7Bench also establishes a consistent and reproducible evaluation

protocol, offering a solid reference point for comparing different approaches

and addressing the fragmentation that previously characterized this area of re-

search. To capture the variety of challenges that arise in layout-constrained

image generation, 7Bench evaluates model performance across seven distinct

scenarios: object binding, small bounding boxes, overlapping bounding boxes,

color binding, attribute binding, object relationships, and complex composition.

Each scenario targets a specific aspect of spatial or semantic control, allowing

the benchmark to isolate strengths and weaknesses of different models un-

der controlled conditions. The dataset consists of 224 carefully hand-crafted

prompts, with 32 prompts per scenario, further divided into four difficulty lev-

els (8 prompts per difficulty level per task). This structured design ensures

coverage from simple to more demanding configurations. To account for vari-

ability in generation, each prompt is sampled with 16 different seeds, producing

16 images per case. Finally, 7Bench reports two complementary metrics: lay-

out alignment, measuring how faithfully objects are placed with respect to the

specified spatial constraints, and text alignment, assessing whether the gener-

ated content is semantically consistent with the input prompt. This dual-metric

design makes it possible to disentangle spatial fidelity from semantic accuracy,

while still allowing both to be jointly analyzed in a consistent evaluation frame-

work.

However, in several scenarios, the models tested on 7Bench resulted in better

2
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Figure 1.1: Examples of unusual trends from the evaluation of text and layout
alignment on 7Bench benchmark on all the models tested. In some cases, mod-
els achieve better results with a larger number of objects than with fewer. Leg-
end: SD_CAG=Stable Diffusion with Cross-Attention Guidance, G=GLIGEN,
G_BD=BoxDiff, G_AR=Attention Refocusing, M=MIGC, BA=Bounded Atten-
tion

performances with a larger number of objects (Figure 1.1). This behavior is

unexpected, since performance is generally expected to decrease as the number

of objects in the prompt increases. The reason is that generating multiple objects

simultaneously poses additional challenges: models tend to prioritize objects

mentioned earlier in the prompt while excluding those listed later, reflecting

biases in the text encoder. Moreover, the interaction between multiple objects

can lead to semantic interference, where similar objects (e.g. two animals or two

vehicles) are fused into one or omitted entirely. As a result, prompts with three

or four objects are typically more difficult to render faithfully than those with

only one or two [7].

In the thesis where 7Bench is introduced for the first time [33], these anoma-

lies are acknowledged and attributed to "unlucky prompts", that is, prompts
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containing objects that are inherently difficult to generate or to be correctly rec-

ognized by the object detector. Such cases affect all models, resulting in the

observed non-monotonic trends in the evaluation charts. Another proposed

explanation is the presence of some homographic words that can introduce am-

biguity. For example, the word "beetle" may refer either to the insect or to the

Volkswagen car model, leading to failures in detection if the object detector is

not flexible enough.

In the preliminary analysis of 7Bench (see Appendix A for details), it was

also noted that the limited size of the benchmark amplified this issue: with a

small number of prompts overall, even a few unlucky prompts were sufficient to

strongly bias the results. Increasing the size of the dataset would help mitigate

this effect, as a larger collection would dilute the impact of such prompts. To

test this idea, an extended experiment was carried out with BoxDiff, one of the

top-performing models, on a set of 2048 randomly generated prompts for the

object binding scenario. In this setting, the issue was effectively resolved and is

no longer visible, as shown in Figure 1.2.
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Figure 1.2: Performance of 7Bench Object Binding compared to Object Binding
extended to 2048 prompts.

However, this experiment also made evident that scaling up the dataset in its

original form was not feasible, since the manual design and annotation process

of 7Bench could not realistically be extended to such sizes. This observation

directly motivated the design of 7Bench++, where prompt and bounding box

generation were automated in order to create a scalable benchmark.

7Bench++ extends the original framework, based on template-driven prompts

grouped into seven scenarios, through randomized generation. This approach

allows the dataset to scale flexibly and virtually without limit, greatly increas-
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CHAPTER 1. INTRODUCTION

ing both diversity and sample size while preserving the controlled structure of

the original design. To ensure that the prompts remain meaningful and tai-

lored to each scenario, custom scripts were developed to generate both textual

descriptions and bounding boxes with characteristics specific to the target task.

At the same time, template-based evaluation alone was insufficient to cap-

ture the full complexity of real-world usage, where prompts are typically less

constrained and more human-like. To address this gap, a second benchmark

was developed, built from the Flickr30k test split [23].

Flickr30k is a fully human-annotated benchmark consisting of around 31,000

real-world images, each paired with five textual descriptions written by annota-

tors. These descriptions are also linked to the bounding boxes that localize the

mentioned objects within the images. Both the captions and the bounding boxes

are therefore entirely human-generated, making Flickr30k a valuable source of

realistic prompts.

In the open-set benchmark presented in this thesis, only the prompts and

bounding boxes from Flickr30k were retained, while the original images were

discarded. This results in a dataset of human-written prompts with associated

bounding boxes, suitable for assessing models under more natural and less

constrained conditions.

The evaluation pipeline was also refined in response to the limitations re-

lated to the "unlucky prompts" observed in 7Bench. Improvements include the

introduction of local prompt refinements, where each bounding box is now de-

scribed by the full noun phrase instead of just the object name as in 7Bench; the

replacement of the object detector, addressing the issue of missed detections;

and the adoption of a single global metric, the harmonic mean of layout and

text alignment. This unified score, reported alongside the two separate metrics,

provides a more interpretable global measure of models performance, while still

preserving detailed information for in-depth analysis. This unified metric also

enables the construction of a model ranking (Chapter 4), which highlights the

relative strengths of different approaches in tasks and scenarios. This ranking

provides valuable insight into how specific techniques perform better in certain

contexts compared to others.

A representative set of open-source models was considered for the evaluation

in order to explore a wide range of methods and techniques. The tested models

are Stable Diffusion with Cross-Attention Guidance (SD_CAG) [3], GLIGEN

(G) [16], BoxDiff (G_BD) [34], Attention Refocusing (G_AR) [22] and MIGC
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(M) [40]. In addition, plain Stable Diffusion (SD) [28] was included to provide

a baseline for text-alignment performance. Bounded Attention (BA) [4] was

initially considered during the preliminary analysis, but was later excluded from

the final evaluation due to the high computational cost of image generation.

All resources produced in the course of this research are made publicly avail-

able to support transparency and reproducibility. This also enables researchers

and practitioners developing or using layout-guided generative models to di-

rectly compare their performance with the models evaluated in this thesis. These

resources include the new closed-set and open-set benchmarks, the two prompt

collections annotated with bounding boxes used for the evaluations, all gener-

ated images used in the evaluation, the adapted source code of the generative

models, and the new evaluation pipeline, derived from 7Bench.

In summary, this work addresses the identified challenges through four

main objectives: (1) analyzing the limitations of 7Bench to better understand the

causes of its anomalies, (2) designing and implementing 7Bench++, an improved

benchmark with an expanded closed-set dataset and an additional open-set

benchmark, (3) refining the evaluation pipeline to improve reliability, including

prompt handling and object detection, and (4) conducting an extensive exper-

imental study comparing multiple layout-guided diffusion models on the new

benchmarks.

The thesis is structured as follows.

• Related Works (Chap.2): reviews the literature on diffusion models, layout-
guided image generation, and existing benchmarks and metrics for evalu-
ating spatial and semantic alignment, highlighting the gaps this work aims
to address.

• Methodology (Chap.3): details the creation of 7Bench++, including closed-
set benchmark expansion, open-set benchmark construction, prompt and
bounding box generation strategies, and improvements to the evaluation
pipeline and metrics.

• Experiments (Chap.4): describes the experimental setup, reports the re-
sults obtained on both the extended closed-set and open-set benchmarks,
and discusses the performance of the models evaluated.

• Conclusions (Chap.5): summarizes the main findings, discusses the limi-
tations of the work, and outlines possible directions for future research.
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2
Related Works

This chapter reviews the literature relevant to the evaluation of layout-guided

text-to-image generation. We begin by presenting an overview of diffusion mod-

els, which form the foundation of most state-of-the-art T2I generation systems,

and discuss how these models have evolved to incorporate different forms of

conditional guidance. We then focus on layout-guided generation, examining

methods that integrate spatial constraints into the generation process. Finally,

we analyze existing benchmarks and evaluation metrics to assess both semantic

and spatial alignment.

2.1 Diffusion Models and Text-to-Image Generation

Diffusion models are a class of generative models that have recently achieved

state-of-the-art results in a variety of image synthesis tasks, including text-to-

image generation. Technically, they are based on a two-step probabilistic process:

a forward diffusion process that progressively corrupts the data by adding

Gaussian noise, and a reverse denoising process in which a neural network

learns to recover the original data from noisy inputs.

The forward process defines a Markov chain of latent variables in which

noise is added to an image over a fixed number of timesteps. As the number

of steps increases, the image becomes increasingly noisy, eventually resembling

pure Gaussian noise. The reverse process, parameterized by a neural network

(typically a U-Net), is trained to predict and remove the noise at each timestep,

effectively learning how to generate an image from random noise through a

gradual refinement process.
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2.2. LAYOUT-GUIDED TEXT-TO-IMAGE DIFFUSION MODELS

To perform text-to-image generation, diffusion models are extended with

conditioning mechanisms that incorporate textual information into the denois-

ing process. This is commonly achieved by embedding the input prompt in a

vector space using a pre-trained language model or a multi-modal encoder, such

as CLIP [24]. These embeddings are then used to guide the generation process

through mechanisms such as cross-attention, allowing the model to align the

output image with the semantic content of the prompt.

Several influential models have demonstrated the effectiveness of this ap-

proach. DALLE-2 [26] introduced a two-stage architecture combining a prior

model, which generates image embeddings from text, with a diffusion decoder.

Stable Diffusion [29], one of the most widely adopted open-source models,

uses a latent diffusion framework where the denoising process operates in a

compressed latent space, offering improved efficiency and flexibility for down-

stream tasks such as inpainting [36], style transfer [38], and layout-conditioned

generation.

2.2 Layout-Guided Text-to-Image Diffusion Models

Although standard text-to-image diffusion models condition generation solely

on the textual prompt, recent efforts have focused on enabling more structured

control over the composition of the generated scene. One of the most prominent

directions in this area is the incorporation of layout constraints into the gen-

eration process. These constraints can take different forms, such as bounding

boxes, segmentation masks, or scene graphs, and are often accompanied by local

prompts that describe each object or region individually.

Among these formats, bounding boxes have become the most widely adopted

due to their simplicity, interpretability, and ease of annotation. They offer a

compact way of encoding spatial information such as the location, size, and

count of the objects to be included in the generated image. This format is well-

suited for integration into existing pipelines and for scaling up dataset creation,

which makes it a natural choice for layout-guided generation.

Since Stable Diffusion [28] does not natively support layout constraints, vari-

ous methods have been proposed to extend its capabilities. For example, Cross-

Attention Guidance (CAG) [3] is a post hoc method that modifies attention maps

during inference to encourage the model to associate specific tokens with specific
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regions of the image, thus imposing weak spatial alignment.

More recent work has explored architectures that support layout guidance by

design, while still building on top of Stable Diffusion. One of the first examples

is Grounded Language to Image Generation (GLIGEN) [16], which introduces

additional learnable adapters into the model’s attention layers to inject layout

and object information in training and inference time. GLIGEN enables the

model to associate bounding boxes with text spans, effectively guiding both

object placement and identity.

Building upon GLIGEN, several frameworks have been proposed to further

improve spatial control and alignment. Attention Refocusing (AR) [22] modifies

how attention is distributed over the image during generation, using object-wise

masks to enforce a stronger correspondence between textual descriptions and

spatial regions. BoxDiff [34], on the other hand, incorporates layout information

into the diffusion process through specialized spatial embeddings and proposes

a revised training objective that strengthens layout faithfulness without degrad-

ing image quality.

Further developments have explored more structured approaches to multi-

object generation. Multi-Instance Grounded Conditioning (MIGC) [40] adopts

a divide-and-conquer strategy, decomposing multi-object prompts into object-

wise subtasks and combining them through specialized attention layers, which

improves both spatial and semantic alignment. On the other hand, Bounded

Attention (BA) [4] introduces hard constraints in the cross-attention mechanism

by limiting the influence of each token to its associated spatial region, effectively

reducing semantic interference between objects.

These models represent the current state of layout-guided T2I and provide

the basis for evaluating spatial alignment in controlled scenarios, an area where

existing evaluation tools remain limited and often inconsistent.

2.3 Evaluation of Generated Images

The evaluation of T2I diffusion models is inherently more complex than

traditional image generation tasks. While visual quality remains an important

factor, it is not sufficient on its own: the generated image must also faithfully

reflect the semantics of the input description and, in layout-guided settings,

adhere to explicit spatial constraints. As a result, a complete evaluation requires
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multiple complementary metrics that capture different aspects of image quality,

semantic faithfulness, and spatial accuracy. In the following, the evaluation

process is discussed in terms of two main dimensions: text-alignment and

layout-alignment.

2.3.1 Text-Alignment

Text-alignment metrics assess the extent to which a generated image se-

mantically matches its conditioning text prompt. These metrics aim to quantify

whether the correct objects, attributes, and relationships described in the prompt

are visually present in the image. This aspect of evaluation is particularly rele-

vant for layout-guided models, as spatial accuracy alone is insufficient without

ensuring that the correct content is depicted.

Figure 2.1: Taxonomy of existing evaluation metrics for generated images.

Various approaches have been proposed in the literature. As reported in

[8], the evaluation metrics for text-to-image generation can be broadly classified

into two main categories (Figure 2.1): image-based and text-based. Image-based

metrics assess the quality of generated images independently of the condition-

ing text, focusing on intrinsic visual properties such as realism, aesthetics, and

perceptual quality. They can be further divided into single-image metrics, which

evaluate the quality of an individual image without reference to a target distri-

bution, and distribution-based metrics, which compare the statistical properties

of generated images with those of a reference dataset. Notable examples of the

latter include the Inception Score (IS) [30], which measures both the clarity and

diversity of generated outputs, and the Fréchet Inception Distance (FID) [10],
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which quantifies the distance between feature distributions of generated and

real images.

Text-based metrics, in contrast, evaluate how faithfully the generated image

represents the content described in the input text, considering semantic, spa-

tial, and compositional alignment. These metrics can be further classified into

embedding-based and content-based approaches. Embedding-based metrics

compute similarity using joint representations of images and text. For example,

CLIPScore [9] measures the cosine similarity between CLIP-derived embeddings

of the prompt and the generated image, while MosaiCLIP [31] verifies spatial

and relational consistency by matching subgraphs derived from the text with

the corresponding embeddings of the image. Another example is R-Precision

[35], which treats evaluation as a retrieval task by ranking candidate captions

according to their similarity to the generated image and verifying whether the

correct caption appears among the top results.

Figure 2.2: Overview of the TIFA evaluation framework. Given a text prompt, an
LLM generates question–answer pairs, which are first filtered for quality using
a QA model. A text-to-image model then generates an image from the prompt,
and a VQA model answers the same questions based on the image content.
Comparing the expected and visual answers reveals whether the generated
image faithfully represents the prompt.

Content-based metrics take a more explicit approach by directly analyzing

the detected objects, attributes, and relationships in the image and comparing

them against the textual description. Text-to-Image Faithfulness Assessment

(TIFA) [12] , for example, generates multiple-choice questions from the prompt

and evaluates answers using vision-language models (Figure 2.2), while the

Decompositional Alignment Score (DAScore) [32] breaks the prompt into smaller

assertions (e.g., object presence, relations) and verifies each individually. Other

more specific metrics such as VISOR [6] and Positional Alignment (PA) [5] focus

on spatial arrangement, checking whether detected object positions match those
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implied in the prompt, while Counting Alignment (CA) [5] verifies the numerical

correctness of objects (for example, ’three apples’) using object detection outputs.

Finally, multi-criteria approaches like Text-to-Image Synthesis Evaluation

(TISE) [5] combine multiple complementary metrics into a ’bag of metrics’, and

CompBench [13] jointly evaluate attribute bindings, spatial relationships and

non-spatial relationships to capture the completeness of the generated content.

Given the objectives of this work, the primary area of interest lies in text-based

metrics, as they directly assess both the semantic and spatial alignment between

the generated image and the conditioning text or layout. Although several

alternatives were explored in the context of the 7Bench evaluation pipeline,

TIFA was ultimately chosen as the primary metric, as modifications to its pipeline

produced results that were both reliable and well-suited to the specific challenges

of layout-guided generation.

2.3.2 Layout-Alignment

Layout-alignment metrics evaluate how accurately the generated image fol-

lows the spatial structure specified in the conditioning layout (e.g., bounding

boxes, segmentation masks, or keypoints). This spatial dimension complements

text-alignment and is essential for a complete assessment of layout-guided

generation. While text-alignment can leverage established metrics from the

broader text-to-image literature, layout-alignment requires dedicated method-

ologies that quantify how well the generated image conforms to the provided

spatial specification.

In the literature, annotated datasets such as COCO2014 [18] or Flickr30k

Entities [23] have often been repurposed for evaluating layout alignment in

generative models. In this setting, captions and bounding boxes are used as

inputs for generation, and spatial fidelity is assessed via object detection (e.g.,

with models such as YOLO [27]) to verify which objects appear and where they

are located. The resulting evaluations are typically based on detector-derived

scores (e.g., confidence values [17]) or positional alignment measures, sometimes

complemented with distributional image quality metrics like FID [11] to provide

an additional view of visual realism.

However, existing protocols remain heterogeneous across studies, differing

in dataset choice, subset size, and metric implementation, hindering direct com-

parison. Sample counts range from a few thousand to tens of thousands, and
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evaluation sets sometimes overlap with training data (e.g. COCO), introducing

potential bias.

To address these limitations, several benchmarks have focused on spatial con-

trol, although many primarily focus on object placement while neglecting other

challenges such as attribute binding, object relationships, and occlusion. 7Bench

[14] proposed a multi-scenario framework for evaluating layout-alignment, pro-

viding one of the first systematic settings to test spatial skills in generative mod-

els. Building on this foundation, 7Bench++ refines the evaluation pipeline and

introduces several improvements, enabling a more comprehensive assessment

of compositional abilities, as detailed in the following chapters.

2.4 Human-Annotated Benchmarks for Text and Lay-

out Alignment

Although several datasets with human annotations exist, such as COCO Cap-

tions and Flickr30k Entities [18, 23], they were originally designed for tasks like

image captioning or phrase grounding, rather than for the systematic evaluation

of generative models. While these datasets provide human-written captions and

manually annotated bounding boxes, their typical use in the T2I setting has been

limited to ad-hoc evaluations, for instance by randomly sampling prompts and

bounding boxes and testing whether generated images respect them.

To the best of our knowledge, there is currently no benchmark that sys-

tematically leverages human-written prompts together with human-annotated

bounding boxes for the evaluation of layout-guided generative models. This gap

motivates the introduction of our open-set benchmark, derived from Flickr30k

Entities, where captions and bounding boxes are retained as evaluation inputs

while discarding the original images. This resource enables, for the first time,

a human-annotated benchmark explicitly tailored to assess both text alignment

and layout alignment in text-to-image generation.
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3
Methodology

This chapter outlines the methodology followed to extend and improve the

existing benchmark 7Bench for evaluating layout-guided T2I diffusion models.

The aim of this work is to provide a more scalable and reliable framework to

assess both semantic and spatial alignment in generated images.

The proposed methodology is structured around four main components.

First, the original benchmark data set is revisited and extended using automatic

generation strategies, allowing the creation of a larger set of evaluations for

closed-set tasks. Second, a new open-set dataset is introduced to assess model

performance in more general and unconstrained scenarios. Third, the evalu-

ation pipeline is revised by replacing fragile components, such as the object

detector, with more robust alternatives to reduce noise in layout evaluation. Fi-

nally, additional diffusion models are integrated into the benchmark to support

broader comparisons across different architectures. Each of these components

is detailed in the following sections, including the design choices, tools, and

implementation strategies adopted throughout the process.

3.1 Scalable Closed-Set Benchmark

This section describes the structure of 7Bench++, the closed-set benchmark,

detailing the scenarios it comprises, and the variations in prompt design for each

of them. Then it outlines the procedure for the random generation of bounding

boxes. Some examples of generated bounding boxes and prompts can be seen

in Table 3.1.

The final output of the generation process is a Comma Separated Values
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(CSV) file containing the bounding boxes for all the scenarios with the follow-

ing structure: id, category, prompt, obj1, bbox1, obj2, bbox2, obj3,

bbox3, obj4, bbox4, where category is one of the seven scenarios,bboxN is

the sampled bounding boxes and objN is the local noun phrase describing the

content of the related bounding box. An overview of the 7Bench++ benchmark

is illustrated in Figure 3.1.
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Figure 3.1: Overview of 7Bench++. The benchmark comprises seven scenarios
designed around different semantic and spatial characteristics. Each scenario is
defined by specific prompt templates and bounding box configurations. Once
the images are generated, they are evaluated through a protocol consisting
of three components: a text-alignment metric, a layout-alignment metric, and a
unified metric that combines both to provide an overall measure of performance.
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Table 3.1: Some example of generated bounding boxes per scenario in 7Bench++,
one for each number of objects.

3.1.1 Prompt Generation

The benchmark is organized into seven distinct scenarios, each targeting a

specific aspect of compositional reasoning: object binding, small bboxes, overlapping

bboxes, color binding, attribute binding, object relationship, and complex composition.
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Figure 3.2: Number of occurrences by object computed across all prompts in
7Bench++.

The dataset comprises 3,328 prompts, with 512 prompts per scenario. Each

scenario is divided into four levels based on the number of objects contained in

the prompt, except for the object relationship scenario, which includes only two.

Each group of prompts with the same number of objects consists of 128 prompts.

For every prompt, 8 random seeds are used, resulting in 8 generated images.

The possible number of objects N contained in the prompt is N ∈ {1, 2, 3, 4}.

Each object is randomly selected, without repetition, from a set O of 128 cat-

egories. The full set is available at Appendix B and it extends the standard

COCO classes with additional everyday items, animals, and plants. The object

in position i in a prompt may be:

• qualified by an attribute ai ∈ A, or

• linked to another object in position j, through a relation rij ∈ ℛ.

For example, the template t for a prompt with N = 2 objects is the following:

t = " det(o1, a1) a1 o1 rel(and, r12) det(o2, a2) a2 o2 " (3.1)

where oi ∈ O , ai ∈ A, det(oi, ai) is a determinant that depends on the object or

the attribute if present, and rel(and, rij) is the coordinating conjunction and or

a relation rij ∈ ℛ if present. Figure 3.2 shows the distribution of objects in all

collected prompts.
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To construct the closed-set portion of the benchmark, a script was developed

to automatically generate synthetic prompts paired with bounding boxes. This

process ensures consistent coverage of object categories, attributes, and spatial

relationships while avoiding manual annotation of prompts, objects, and bound-

ing boxes. Each scenario has a different prompt structure based on its specific

constraints and necessities.

Object binding. This scenario focuses on evaluating how well layout-guided

models can localize and correctly associate each generated object with its corre-

sponding mention in the prompt. A key issue under investigation is catastrophic

neglect, a phenomenon observed in text-conditioned diffusion models where

objects described in the prompt are either omitted or erroneously merged.

In this setting, we generate samples with a variable number of objects N ∈

{1, 2, 3, 4} without introducing any attributes or spatial relations. The resulting

prompts are built using a simple enumerative structure that lists the objects,

each preceded by a determiner. The template used is the following:

tobj = det(o1) o1, det(o2) o2, det(o3) o3 and det(o4) o4 (3.2)

Small bboxes. This scenario investigates the ability of layout-guided T2I dif-

fusion models to generate objects accurately when conditioned on very small

bounding boxes. Due to their limited spatial extent, such boxes may not provide

sufficient guidance during the denoising process, often resulting in misplaced

or completely missing objects, a known challenge for this class of models [21].

The small bboxes scenario explores this aspect directly by constraining the

bounding box area to fall between 3% and 10% of the total image area.

Formally, given a bounding box bboxi = [ximin, y
i
min, x

i
max, y

i
max], its area Ai is

computed as:

Ai = (ximax − ximin) · (y
i
max − yi

min).

For an image of size w× h and total area Aimage = w · h, the bounding boxes are

sampled under the constraint:

0.03 · Aimage ≤ Ai ≤ 0.1 · Aimage

Figure 3.3 shows the distribution of bounding box areas for this scenario

compared to the others. The textual prompt used is the same as in the object
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Figure 3.3: Distribution of bounding boxes area per scenario in 7Bench++. Val-
ues are displayed percentage with respect to the image size.

binding scenario, following the template tobj.

Overlapping bboxes. This scenario investigates another critical aspect for

layout-guided diffusion models: the use of overlapping bounding boxes as

guidance. Overlapping boxes may be used to specify foreground–background

relationships or to highlight fine-grained object details. As in the object binding

scenario, the template tobj is used, describing 1 to 4 objects without attributes

or spatial relations. In this setting, all bounding boxes must overlap with at

least one other bounding box in the same sample. Formally, for each object

i ∈ 1, . . . ,N, there exists at least one object j ≠ i such that the intersection of

their bounding box areas is non-zero: ∀i ∈ {1, ...,N} ∃j∈{1,...,N} ≠ i|Ai ∩Aj > 0.

Color binding. This scenario focuses on evaluating whether layout-guided

T2I diffusion models can correctly associate color attributes to the appropriate

objects. Although color is one of the most frequently used attributes in natural

language descriptions of visual scenes, state-of-the-art text-conditioned diffu-

sion models still struggle to consistently apply the correct color to each object.

To analyze this behavior, a set C of 11 universal basic colors was defined, fol-

lowing the classification proposed by Berlin and Kay [1]: black, blue, brown, gray,

green, pink, purple, red, white, yellow, orange. Each object in the prompt is assigned

one of these colors as an attribute. The textual prompt for this scenario includes
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a determiner, a color, and an object for each entity, following the template:

tcolor = “det(c1) c1 o1, det(c2) c2 o2, det(c3) c3 o3 and det(c4) c4 o4” (3.3)

Attribute binding. This scenario evaluates the ability of generative models to

correctly associate objects with their corresponding attributes. It extends the

color binding scenario by incorporating a broader set of attributes that describe

various object properties, including color, shape, material, appearance and size.

We define an attribute set A that contains 30 adjectives: aggressive, black, blue,

bright, clean, crowded, dark, fast, fluffy, fuzzy, green, happy, large, pink, red, rotten,

rough, shiny, short, silver, small, smooth, snowy, soft, tall, warm, white, wooden, yellow.

In this scenario, no spatial relations are used. The number of objects per prompt

varies by N ∈ {1, 2, 3, 4}, and each object is assigned a single attribute drawn

from A. The textual prompt follows the template:

tattr = “det(a1) a1 o1, det(a2) a2 o2, det(a3) a3 o3 and det(a4) a4 o4” (3.4)

Object relationship. Understanding and generating meaningful spatial rela-

tionships between objects is essential for describing complex scenes but remains

a challenging task for generative models. To address this aspect, we introduce

the object relationship scenario, where prompts involve 2 or 4 objects explicitly

connected through spatial relations. In this task, no attributes are used. A set ℛ

of 11 spatial relations was defined: above, below, beside, far from, near, next to, on,

over, to the left of, to the right of, under. The prompts are constructed by assigning

one relation between each pair of connected objects following the structure:

trel = “det(o1) r12 det(o2) o2 and det(o3) r34 det(o4) o4” (3.5)

Complex composition. This scenario is designed to evaluate layout-guided

models under more open-ended and challenging conditions, both in terms of

compositional prompts and spatial layout. It combines all the previously defined

scenarios into a unified setting. Since there is no structured template for this

scenario, the generation of 512 prompts that include between 1 and 4 objects for

complex composition was performed through ChatGPT with custom prompts

(see Appendix B.2). Each object is assigned at least one attribute that describes

its color, shape, material, appearance or size, and is also involved in a spatial
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relationship with another object. In this setting, the bounding boxes may occupy

less than 10% of the image area and are allowed to overlap.

3.1.2 Bounding Boxes Generation

This section describes how the bounding boxes were generated. Given the

large number required, manual annotation was not feasible. Therefore, an au-

tomated script was developed to generate them, ensuring that for each scenario

bounding boxes with specific characteristics tailored to its requirements were

produced.

In general, the size of the bounding boxes is determined based on the number

of objects in the prompt. For prompts with a single object, larger bounding boxes

are allowed, while prompts with multiple objects use proportionally smaller

boxes to avoid overlap. Specifically, the dimensions of the bounding boxes are

chosen within these ranges:

N. of objects Min size Max size

1 150 500
2 120 250
3 100 180
4 80 150

Table 3.2: Ranges for the dimensions of no overlapping the bounding boxes

Bounding boxes are generated within a fixed image resolution (512×512 pix-

els), and their placement is randomized within the allowable space.

Let the image domain be

Ω = [0,W] × [0,H] with W = H = 512 (3.6)

A bounding box b is represented by its top-left and bottom-right coordinates

b = (x1, y1, x3, y3), 0 ≤ x1 < x3 ≤ W, 0 ≤ y1 < y3 ≤ H. (3.7)

Specifically, the placement of bounding boxes during dataset generation fol-

lows two distinct strategies, depending on whether a single box is required or

multiple boxes must be positioned within the same image.

In the case of a single object, the bounding box is placed entirely at random

within the image space. The dimensions of the box are first sampled uniformly
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from a predefined range (Table 3.2), ensuring that both width and height remain

between a minimum and maximum size:

[smin, smax] : w ∼ U(smin, smax), h ∼ U(smin, smax). (3.8)

The position of the top-left corner (x1, y1) is then selected so that the entire box

fits within the image boundaries:

x1 ∼ U(0, W −w), y1 ∼ U(0, H− h). (3.9)

The coordinates of the bottom-right corner (x3, y3) are obtained by adding the

box dimensions to the top-left position:

x3 = x1 +w, y3 = y1 + h. (3.10)

Since only one object is present, no additional constraints are applied and the

process does not involve overlap checks or relational positioning. This procedure

produces a uniform distribution of sizes and positions, while ensuring that the

box remains within image limits.

When multiple objects are present in the object relationship scenario, place-

ment becomes dependent and constraint-driven. Each pair of related objects is

associated with an explicit spatial relation of the set ℛ, which determines how

their bounding boxes are generated. Let (bi, bj) be a pair of related bounding

boxes with the relation r ∈ ℛ. The first box bi is randomly sampled, but always

in a position that leaves sufficient space for the second box bj to be positioned

according to the specified relation. For example, if the relation is “above”, bi is

placed in the upper part of the image, leaving space below for the second box.

If the placement of bj causes overlap or exceeds the boundaries of the image,

the algorithm retries until a valid configuration is found or a maximum number

of attempts (1000) is reached. When more than one pair of related objects is

present, such as in the four-object configuration, the second pair is positioned

in the same way, but with the additional constraint that none of its boxes may

overlap with any box from the first pair.

In the overlapping bboxes scenario, the boxes are explicitly required to overlap.

In this case, the first box is selected as in the standard sampling procedure,

while each subsequent box is placed so that it overlaps with at least one already

generated box. This is achieved by selecting the top-left corner (x1, y1) of the
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new box within the boundaries of an existing box.

In all other scenarios involving multiple objects, there are no explicit spatial

relations between them. Here, each bounding box is generated randomly as in

the single-object case, but with the added constraint that no box may overlap with

any previously placed box. The algorithm places boxes sequentially, checking

for overlaps after each placement and retrying as needed to maintain a valid,

non-overlapping configuration.

For the complex composition scenario, where textual prompts are not gener-

ated at runtime but are provided as input, spatial relations between objects are

automatically detected using spaCy1, a Python library for Natural Language

Processing (NLP). This allows bounding boxes to be generated in accordance

with any detected relations. If no spatial relation is specified for a given object,

its bounding box is sampled randomly without additional constraints.

This separation of placement strategies ensures that single-object cases yield

purely random and independent boxes, the object-relationship scenario pro-

duces structured arrangements consistent with spatial relations, and all other

multi-object scenarios generate non-overlapping layouts without imposing ex-

plicit positional constraints.

3.2 Open-Set Benchmark

While the closed-set dataset evaluates generative models in a controlled en-

vironment, using structured prompts and deliberately chosen bounding boxes,

the open-set dataset is intended to assess them in a less structured and more

natural setting, with realistic prompts and manually annotated layouts.

For the open-set dataset, the Flickr30k test split was used as a starting point.

This large-scale image-caption dataset contains 31,000 photographs, each paired

with five human-written descriptions and manually annotated bounding boxes

for the depicted objects. The test split originally includes 4,969 prompts. The

original distribution of the test set is represented in Figure 3.4.

In this work, the original images were discarded, keeping only the bounding

boxes coordinates and the corresponding textual descriptions. These elements

were then adapted to match the 7Bench++ generation framework, so that both

1https://spacy.io/
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Bounding boxes
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Table 3.3: An example of the extracted bounding boxes from Flickr30k test split
for each number of elements.

Figure 3.4: Distribution of captions by number of annotated objects in the
Flickr30k test split.
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spatial information and textual prompts could be directly used by the evaluated

models. In Table 3.3 are shown examples of extracted prompts and bounding

boxes. An overview of the open-set benchmark can be seen in Figure 3.5.

Layout

Text

Text

Question
generation

Questions

VQA

Answers

Ground truth 
answers

Evaluation

Text-alignment
score

Text-alignment
score

Layout-alignment
score

Layout-alignment
score

Zero-shot object
detector

Evaluation

Harmonic mean

Unified
score

Layout Guided 
Diffusion Model

Evaluation Set

Evaluation Protocol

Text-Alignment Metric

Unified Metric

Layout

Text

Layout-Alignment Metric

Text-alignment
score

Layout-alignment
score

Flickr30k Test Split

Text

Figure 3.5: Overview of the open-set benchmark. The prompts and bounding
boxes are extracted by Flickr30k by removing the original images. Once the
images are generated, they are evaluated through a protocol consisting of three
components: a text-alignment metric, a layout-alignment metric, and a unified
metric that combines both to provide an overall measure of performance.

To make the open-set dataset comparable in size to the extended closed-

set version, it was reduced to 3,319 prompts. The reduction was performed

through a sampling procedure designed to preserve the original distribution of

the Flickr30k test split. During this process, a small number of outlier prompts,

those in the tail of the distribution with an unusually large number of objects,

were also removed, as they introduced unnecessary imbalance without provid-

ing meaningful benefit for evaluation. In this way, the statistical characteristics of

the dataset were maintained while avoiding the over representation of rare and

extreme cases. Figure 3.6 shows the distribution of the final sampled dataset.

The selected prompts cover between 1 and 8 objects, providing a realistic but

manageable range for evaluation.

Finally, the selected prompts and bounding box coordinates were reformatted
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Figure 3.6: Distribution of captions by number of annotated objects in the
Flickr30k sampled dataset.

into a structured CSV file tailored to the input requirements of the generative

models, enabling their direct use in the evaluation pipeline without further

preprocessing. In particular the structure of the final CSV is the following: id,

category, prompt, obj1, bbox1, obj2, bbox2, obj3, bbox3, obj4, bbox4,

obj5, bbox5, obj6, bbox6, obj7, bbox7, obj8, bbox8.

3.3 Evaluation Protocol

This section illustrates the evaluation protocol employed in both 7Bench++

and the open-set benchmark to measure the alignment between the generated

images and the input prompts. For this evaluation, two complementary mea-

sures are introduced: the text-alignment score stext and the layout-alignment

score slayout. These scores separately quantify image adherence to the semantic

and spatial constraints specified in the prompts. In addition, a unified score

sunified is introduced to capture overall alignment, offering a more comprehen-

sive evaluation that accounts for both semantic and spatial aspects together.

The first two scores are first computed at image level: for each generated

image, a text-alignment score and a layout-alignment score are obtained. These

per-image values are then aggregated by averaging them across three comple-

mentary axes:

1. by number of objects within each scenario,
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2. by number of objects across all scenarios, and

3. by scenario across all numbers of objects.

This hierarchical aggregation allows performance to be analyzed both at

fine-grained levels and in more global, aggregated views. In the case of the

open-set benchmark, however, the distribution of prompts across object counts

is not uniform. For this reason, averages over different numbers of objects are

computed as weighted means, so that each prompt contributes proportionally

to the overall score.

3.3.1 Text-Alignment Score

The text-alignment score stext ∈ [0, 1] is calculated using TIFA [12], a widely

adopted metric to evaluate semantic alignment.

In particular, the evaluation process involves generating question–answer

pairs from the textual prompt with the help of a Large Language Model (LLM).

To ensure their quality, these pairs are first validated: each question is asked to

a Question Answering (QA) model, which answers based only on the textual

prompt. If the answer of the QA model matches the one proposed by the LLM,

the pair is kept; otherwise, it is discarded. This filtering step guarantees that

only reliable question–answer pairs are used. Finally, the validated pairs are

posed to a Visual Question Answering (VQA) model that answers based on the

content of the generated image. If the answer to the VQA model matches the

original LLM answer, the generative model is considered accurate in producing

the object or attribute referenced in the question.

The final text-alignment score for an image is computed as the average over

all validated question–answer pairs, assigning a value of 1 to each matching

answer and 0 to each non-matching answer.

stext =
1

N

N∑

i=0

1[AVQA

i
= Ai] (3.11)

3.3.2 Layout-Alignment Score

The layout-alignment score slayout ∈ [0, 1] is defined as the Area Under

Curve (AUC) of accuracy@k values computed across multiple Intersection over
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Union (IoU) thresholds k. This score reflects how well the spatial arrangement

of objects in the generated images matches the intended layout.

Given a generated image Î, let {oi}
N
i=1

denote the set of ground truth object

categories present in the prompt, and {ti}
N
i=1

the corresponding ground truth

bounding boxes. To localize these objects, an object detector is applied to the

image, restricting its candidate labels to the set {oi}
N
i=1

. In this way, the detector

focuses exclusively on the objects specified in the prompt, avoiding spurious

detections of unrelated categories. The detector outputs a set of M detections,

each consisting of a bounding box, a label, and a confidence score:

D = {(dj, lj, cj)}Mj=1.

For each target object oi, the bounding box with the highest confidence score

is selected:

d̂i = dj∗, j∗ = arg max
(dj,lj,cj)∈Di

cj.

We then compute the IoU between the selected detection d̂i and the corre-

sponding ground truth bounding box ti:

IoUi = IoU(ti, d̂i).

These IoU values are evaluated on multiple thresholds k ∈ {0, 0.1, . . . , 0.9, 1}

to calculate

accuracy@k =
1

N

N∑

i=1

1[IoUi ≥ k]. (3.12)

Finally, the overall layout-alignment score for an image slayout is defined as

the area under the accuracy@k curve, which provides a single measure of spatial

faithfulness between the generated image and the intended layout.

3.3.3 Unified Score

To obtain a unified measure that reflects both semantic and spatial align-

ment, the text-alignment score stext and the layout-alignment score slayout are

combined using their harmonic mean. Unlike other metrics that operate directly

at the image level, the harmonic mean is computed only after aggregation of

scores.

29



3.3. EVALUATION PROTOCOL

sunified =
2 · stext · slayout

stext + slayout
.

The evaluation aggregates scores in the following steps:

1. For each scenario s and number of objects d, the individual text-alignment
scores (stext) and layout-alignment scores (slayout) are averaged over all
images:

s̄text(s, d) =
1

Ns,d

Ns,d∑

i=1

s
(i)
text, s̄layout(s, d) =

1

Ns,d

Ns,d∑

i=1

s
(i)
layout

.

where Ns,d is the number of generated images corresponding to a given
scenario s and number of objects d. This produces two mean values per
(s, d) pair.

2. Their harmonic mean is then computed:

h(s, d) =
2 · s̄text(s, d) · s̄layout(s, d)
s̄text(s, d) + s̄layout(s, d)

,

yielding a single score that jointly captures semantic and spatial alignment
at the scenario × number of objects level. These scores can be visualized in
per-scenario charts to give a fine-grained evaluation.

3. To aggregate across scenarios, the average of text and layout scores for each
number of objects is computed:

s̄text(d) =
1

|S|

∑

s∈S

s̄text(s, d), s̄layout(d) =
1

|S|

∑

s∈S

s̄layout(s, d).

This produces eight values in total (four for text, four for layout). Their
harmonic mean gives a unified score h(d) per number of objects. The
overall number of objects-aggregated score is then:

Hdiff =
1

|D|

∑

d∈D

h(d).

4. To aggregate across numbers of objects, the average of text and layout
scores at each scenario is computed:

s̄text(s) =
1

|D|

∑

d∈D

s̄text(s, d), s̄layout(s) =
1

|D|

∑

d∈D

s̄layout(s, d).

This produces two values per scenario (one for text, one for layout).
Their harmonic mean gives a unified score h(s) per scenario. The overall
scenario-aggregated score is then:

Hscen =
1

|S|

∑

s∈S

h(s).
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5. Finally, the final unified score for each model is obtained by averaging the
two aggregated results:

Hunified =
Hdiff + Hscen

2
.

This hierarchical procedure ensures that the final score is not influenced by

image-level noise but rather reflects stable aggregated performance while still

capturing both semantic and spatial alignment in a balanced way.

31





4
Experiments

This chapter presents the experimental validation of the methodology in-

troduced in the previous chapter. The proposed benchmarks and evaluation

framework are applied to a set of state-of-the-art layout-guided T2I diffusion

models, with the goal of assessing their performance under both controlled and

open-ended conditions.

4.1 Experimental Setup

4.1.1 Models

The evaluation is carried out on 7 different open-source models: Stable

Diffusion (SD), Cross-Attention Guidance (SD_CAG), GLIGEN (G), Attention

Refocusing (G_AR), BoxDiff (G_BD), MIGC (M) and Bounded Attention (BA).

Stable Diffusion Stable Diffusion (SD) [28] is a T2I diffusion model. It does not

support layout guidance, but it was included as a baseline for textual alignment.

Several generations of Stable Diffusion have been released (SD1.X, SD2.X, SDXL,

and SD3.X), with progressive improvements in resolution, dataset quality, and

architecture. In this thesis, SD1.4 is used.

Cross-Attention Guidance Cross-Attention Guidance (SD_CAG) [3] is a post-

hoc method for Stable Diffusion that modifies cross-attention maps at inference

time. The approach enforces a stronger correspondence between textual tokens
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and image regions, allowing weak spatial alignment without requiring retrain-

ing. It provides a lightweight baseline for layout-aware generation, though its

control is limited compared to models trained with explicit layout conditioning.

GLIGEN GLIGEN (G) [16] extends Stable Diffusion by introducing ground-

ing adapters, that is, gated transformer layers that inject spatial conditions such

as bounding boxes into the diffusion process while keeping the pre-trained

weights frozen. This design enables open-vocabulary layout-to-image gener-

ation by associating each bounding box with a text phrase embedding. GLI-

GEN preserves the knowledge of the base model while providing controllability

over object placement and identity, achieving strong zero-shot performance on

layout-conditioned generation.

Attention Refocusing Attention Refocusing (G_AR) [22] is a training-free ex-

tension to models such as GLIGEN designed to mitigate failures in prompts

involving multiple objects or attributes. This technique addresses the prob-

lem of mixed or missing objects by regularizing both cross-attention and self-

attention maps during sampling. Two losses, cross-attention refocusing (CAR)

and self-attention refocusing (SAR), are applied to encourage attention to re-

main within the correct bounding box and reduce leakage to irrelevant regions.

This improves controllability without retraining and is particularly effective for

challenging prompts with complex spatial relationships.

BoxDiff BoxDiff (G_BD) [34] builds upon GLIGEN and enhances layout-guided

T2I synthesis by introducing bounding box embeddings directly into the diffu-

sion process. These embeddings encode spatial attributes (location, size) and

are fused with textual representations to improve spatial faithfulness. In addi-

tion, BoxDiff proposes a revised training objective that explicitly balances layout

alignment with image realism. This approach reduces the tendency of models

to ignore bounding boxes or merge similar objects, achieving better consistency

between prompts and generated layouts compared to GLIGEN.

MIGC MIGC (M) [40] extends Stable Diffusion to handle multi-object prompts

with joint control over position, attributes, and count. It follows a divide-and-

conquer strategy: each bounding box is paired with a grounded phrase token

that combines textual and positional information, and object-wise features are
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aggregated through specialized attention layers. This design improves both

spatial and semantic fidelity, mitigating issues such as attribute leakage, object

fusion, or missing instances.

Bounded Attention Bounded Attention (BA) [4] is a training-free method that

constrains cross- and self-attention to reduce semantic leakage between similar

objects, a common cause of missing or fused instances. Introduces bounded

guidance and bounded denoising to keep each object aligned with its bounding

box, further refined with segmentation-based masks at later steps. Although

effective for challenging prompts, this model was excluded from the main eval-

uation in this thesis due to its high computational cost in terms of generation

time for a single image, which made large-scale experiments impractical (see

Table 4.2 for the details).

Model Approach type Training Main idea

SD Latent diffusion
model

Pretrained Baseline text-to-image model; no
layout guidance.

SD_CAG Training-free
extension

No Cross-attention maps adjusted at
inference for weak spatial align-
ment.

G Adapter-based
extension

Yes Grounding adapters connect
bounding boxes with text spans.

G_BD Layout-guided
diffusion

Yes Adds spatial embeddings and new
objective for better layout fidelity.

G_AR Training-free re-
finement

No Refocuses attention maps to reduce
object mixing and leakage.

M Multi-instance
extension

Yes Divide-and-conquer design for
handling multiple objects with at-
tributes.

BA Training-free
constraint

No Constrains attention to bounding
boxes to avoid leakage between ob-
jects.

Table 4.1: Overview of the models included in the evaluation.

4.1.2 Evaluation Framework

The generated images are evaluated using the protocol described in Sec-

tion 3.3. Each image receives a text-alignment score and a layout-alignment
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score, both in the range [0, 1]. The scores are averaged across the images to ob-

tain, for each scenario × number of objects, a text-alignment score and a layout-

alignment score. Consequently, each model is associated with eight scores per

scenario (4 for text alignment and 4 for layout alignment). For each pair of scores

corresponding to the same number of objects, the unified score is computed,

producing a single unified score per scenario × number of objects that captures

both semantic and spatial alignment. In the case of the open-set benchmark, all

results are aggregated into a single scenario.

Figure 4.1: Examples of images where the generation is correct but OWL-ViT
failed to recognize the object.

Regarding text alignment, pre-trained weights for TIFA are used.

For layout alignment, the chosen object detector is OWLv21, while 7Bench

originally employed OWL-ViT2. The change in object detector is justified by

the preliminary analyzes that were performed on 7Bench. The investigations

showed that OWL-ViT often failed to detect certain objects in the generated im-

ages, which undermined the reliability of the evaluation. In particular, prompts

containing ambiguous or polysemous words to describe objects, such as ’beetle’,

frequently produced visually correct generations that were wrongly not recog-

nized by the detector (e.g. a car referring to the Volkswagen Beetle rather than

the insect, see Figure 4.1). Figure 4.2 shows the comparison between the two

1https://huggingface.co/docs/transformers/en/model_doc/owlv2
2https://huggingface.co/docs/transformers/model_doc/owlvit
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object detectors, highlighting a clear and relevant performance gap.
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Figure 4.2: Comparison between OWL-ViT and OWLv2 performance.

4.1.3 Computational Resources

Both image generation and evaluation in this thesis required large-scale com-

putations, involving tens of thousands of images and repeated model runs. Such

tasks are computationally intensive and could not be realistically performed on

consumer hardware, mainly due to the high Graphical Processing Unit (GPU)

memory requirements and the long execution times. For this reason, all exper-

iments were carried out on the High Performance Computing (HPC)3 cluster

provided by the Department of Mathematics4 of the University of Padua.

The experiments were performed on the HPC cluster of the University of

Padua. Most jobs were run on dedicated GPU nodes equipped with an NVIDIA

A6000 accelerator with 48GB GDDR6 Video Random Access Memory (VRAM)

and 120GB Random Access Memory (RAM), with Compute Unified Device

Architecture (CUDA) support for efficient parallel execution of deep learning

workloads. For less demanding models, additional runs were also carried out

on nodes with a NVIDIA RTX A5000 GPU (24GB VRAM) and comparable

Central Processing Unit (CPU) and memory resources. Such resources were

necessary given the scale of the experiments, which involved both large-scale

image generation and repeated evaluation with object detectors and alignment

metrics, tasks that are highly demanding in terms of memory and computation

time.

3https://hpc.math.unipd.it/
4https://www.math.unipd.it/

37

https://hpc.math.unipd.it/
https://www.math.unipd.it/


4.1. EXPERIMENTAL SETUP

The generative models were adapted from their official repositories and

integrated into the unified evaluation pipeline developed for this work. Since

each model required its own environment, separate repositories with installation

instructions and dependencies have been released for each model, together with

a dedicated repository for the evaluation framework. This ensures complete

reproducibility, with environment specifications and package versions available

in the public repositories released with this thesis5.

Model VRAM Average Time per Image

Stable Diffusion 1.4 6.25 GB 7.62 seconds

Cross-Attention Guidance 6.27 GB 19.98 seconds

GLIGEN 7.13 GB 12.50 seconds

BoxDiff 32.08 GB 20.66 seconds

Attention Refocusing 22.77 GB 28.26 seconds

MIGC 8.84 GB 9.40 seconds

Bounded Attention 0.17 GB 90.76 seconds

Table 4.2: Computational requirements for each model.

To analyze the computational characteristics of the models considered, two

main metrics were collected: the reserved GPU memory and the average image

generation time. The reserved GPU memory refers to the amount of VRAM

requested and held by PyTorch on the device during execution. This includes

not only the memory actively allocated to the tensors but also additional memory

reserved in advance for future allocations. As such, it provides an indication

of the overall load imposed by the model on the graphics card. The average

generation time, computed over multiple runs, instead reflects the efficiency of

the model in producing an output from a textual prompt.

Table 4.2 summarizes the average values obtained for each model, allowing

for a direct comparison in terms of both hardware resource consumption and

generation speed.

5https://github.com/stars/Nikura3/lists/7bench
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4.2 Closed-Set Experimental Results

In this section, the results of the evaluation of the images generated for

7Bench++ by the following models are reported.

• Stable Diffusion 1.4 (SD)

• Cross-Attention Guidance (SD_CAG)

• GLIGEN (G)

• BoxDiff (G_BD)

• Attention Refocusing (G_AR)

• MIGC (M)

The total number of prompts in 7Bench++ is 3328. For each model, 8 images

were generated for each prompt using random seeds from 1 to 8. This resulted in

26,624 images per model at a resolution of 512×512, and a total of 159,744 images

evaluated across all models. In table 4.3 some examples of images generated for

the different scenarios are displayed.

Scenario Prompt Success Fail

Object

binding

A bus, a snow-

board and a

bowl.

Small

bboxes

A bench, a

truck and a

candle.
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Overlapping

bboxes

A book, a scarf

and a soap.

Color bind-

ing

A pink oak, a

brown couch

and a yellow

speaker.

Attribute

binding

A wooden train

and a clean

plate.

Object rela-

tionship

A refrigerator

beside a tree.

Complex

composi-

tion

A yellow bus

stood above a

rough crocodile

in the quiet

morning.

Table 4.3: Some example of generated images per scenario for 7Bench++. The
"Success" column shows an example of a correct generation per scenario, where
all objects are present with the right characteristics, while the "Fail" column
shows examples of failed generations.
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4.2.1 Ranking of Evaluated Models

By aggregating semantic and spatial alignment into the unified score, models

can be directly ranked according to their overall performance. This ranking

provides a compact summary of how the different approaches compare, serving

as a clear starting point before moving to more fine-grained analysis.

Table 4.4 reports the ranking of the evaluated models according to the unified

score.

Model Unified score

1 MIGC 0.7082

2 BoxDiff 0.6537

3 GLIGEN 0.6143

4 Attention Refocusing 0.6070

5 Cross-Attention Guidance 0.3747

6 Stable Diffusion 1.4 0.2522

Table 4.4: Ranking for the models evaluated on the closed-set benchmark.

MIGC achieves the highest score, confirming its robustness in both semantic

and spatial aspects of generation. BoxDiff follows in second place, showing

strong improvements over GLIGEN. GLIGEN and Attention Refocusing obtain

comparable results, slightly below the top two, but still significantly outper-

forming methods with weaker or no spatial conditioning. In particular, Cross-

Attention Guidance ranks second to last, reflecting its limited capacity to enforce

layout alignment, while Stable Diffusion, which does not support layout guid-

ance at all, closes the ranking.

This ranking highlights the effectiveness of models specifically designed for

layout guidance, while also showing the limitations of lightweight or text-only

baselines.

4.2.2 Performance per Object Count

After presenting the overall ranking, the analysis now turns to a more struc-

tured aggregation of the results. To better understand the effect of prompt

complexity on model performance, scores were aggregated by number of ob-

jects in all scenarios. In this view, each value reflects the average performance of
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a model on prompts with the same number of objects, regardless of the specific

scenario. This perspective allows us to assess how well the models scale as the

number of required objects increases.
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Figure 4.3: Performance per object count.

For text alignment (Figure 4.3a), the results by object count show relatively

small differences between models. M consistently achieves the highest scores,

with G_BD very close behind. The remaining models follow closely, but begin

to diverge slightly from M and G_BD as the number of objects increases (partic-

ularly at 3 and 4 objects). This suggests that semantic fidelity is generally well

preserved across models, though handling multiple objects introduces a modest

gap between the best-performing methods and the rest.

For layout alignment (Figure 4.3b), the differences are more pronounced. M

again leads across all object counts, while G, G_BD, and G_AR achieve interme-

diate scores with a steady decline as the number of objects increases. In contrast,

SD_CAG struggles to keep up, remaining well below the layout-aware models,

which confirms the limitations of lightweight guidance compared to explicitly

trained approaches.
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Finally, the unified score (Figure 4.3c) provides a partial ranking that com-

bines text and layout alignment, offering a more comprehensive picture of over-

all performance. M clearly ranks first, followed by G_BD. G and G_AR occupy

the next tier, with their relative positions varying depending on the number

of objects, making it difficult to identify a consistent winner between the two.

SD_CAG remains well below the layout-aware models, and SD sits at the bottom,

as expected given the absence of layout guidance.

4.2.3 Performance per Scenario

In addition to the object-count analysis, the results were also aggregated by

scenario, averaging across all numbers of objects. This perspective emphasizes

how models behave under different types of challenge, such as small bounding

boxes, attribute binding, or overlapping boxes, independently of object count.

To visually summarize these comparisons, radar charts are used, where each

axis represents a scenario and each polygon corresponds to the performance of a

model in all scenarios. This representation allows for an immediate comparative

view of scenario difficulty and model robustness across task types.

The radar charts in Figures 4.4 show the aggregated results for text and layout

alignment across scenarios.

For text alignment, the models achieve relatively close performance, with M

generally forming the outer boundary across most tasks. An exception is the

overlapping bboxes scenario, where G_BD slightly outperforms M. In particular, M

achieves a much higher score than all other models in the color binding scenario,

confirming its ability to preserve attribute fidelity. A smaller but still visible

margin also appears in attribute binding. For the remaining scenarios, M and

G_BD perform almost identically.

At the opposite end, SD is consistently the most internal polygon, occasion-

ally switching position with GLIGEN in scenarios such as textitcolor binding, at-

tribute binding, and complex composition, where GLIGEN yields the lowest scores.

Interestingly, SD_CAG maintains a stable position in the middle range.

Overall, geometric challenges such as small or overlapping bounding boxes

produce narrower gaps between models. As expected, complex composition yields

the lowest overall results, with all models showing closer and reduced scores

compared to the other tasks, reflecting the increased difficulty of combining

multiple challenges at once.
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Figure 4.4: Performance per scenario.

In layout alignment the ranking is clearer than in text alignment: M consis-

tently achieves the best results across all scenarios, followed by G_BD, which

generally holds the second position, occasionally alternating with G. G_AR

follows closely behind, forming a middle tier together with G and G_BD. In

contrast, SD_CAG performs significantly worse than models with native layout

conditioning, confirming the limitations of lightweight post-hoc guidance. As

expected, SD ranks last overall, since it does not support layout guidance at all.

The radar graph in Figure 4.4c shows the unified scores in different scenarios.

By combining text and layout alignment into a single measure, the chart provides
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a more compact and interpretable view of overall model performance.

The relative ranking largely reflects the layout-alignment results, with M

clearly leading in all scenarios. G_BD consistently ranks second, closely follow-

ing M in most scenarios, while G and G_AR occupy the middle tier with very

similar performance. SD_CAG remains consistently below these models and SD

lies at the bottom, as expected given its lack of spatial conditioning.

Compared to separate text and layout charts, the unified scores produce more

balanced polygons, where extreme peaks and drops are smoothed out by the

harmonic mean. This effect reduces the apparent variability across scenarios,

highlighting instead the overall robustness of each model. Complex composition

remains the most challenging scenario, with lower scores for all models, but the

relative ordering between them is preserved.

4.2.4 Performance in Individual Scenarios

Figure 4.5: Performance in individual scenarios. Warmer colors indicate higher
performance.

To provide a compact overview of the performance of the model in all sce-

narios, Figure 4.5 reports a heat map of the unified scores. This visualization

highlights both the relative ranking of models within each scenario and the

variability in scenario difficulty.

In the following sections, results for the individual scenarios are discussed.
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Object Binding

The object binding scenario focuses on evaluating whether the models are

able to place the correct objects in the correct positions. Unlike other scenarios,

no additional challenges are introduced: prompts are kept simple, without

attributes, colors, or unusual bounding boxes, so that the evaluation isolates

object placement accuracy.
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Figure 4.6: Performance for the object binding scenario.

The results for text alignment (Figure 4.6a) show relatively small variations

across models. As expected, the number of objects affects performance: higher

object counts correspond to lower scores. M and G_BD achieve the best overall

results, with very similar performance, particularly in the 3- and 4-object cases,

where the gap with the other models becomes more pronounced. SD reaches a

high score for 1-object prompts, comparable to M and G_BD, but its performance

drops more rapidly as the number of objects increases. This behavior reflects its

tendency to omit or merge objects, a limitation that is directly addressed by most

fo the other models analyzed in this thesis. SD_CAG, G, and G_AR obtain lower

scores than the top-performing models but show a relatively smooth decrease,
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indicating that conditioning on layouts does not compromise semantic fidelity.

The layout alignment results (Figure 4.6b) reveal more pronounced differ-

ences between models. As expected, SD performs the worst since it has no

spatial conditioning. Its relatively high score in the 1-object case is explained

by the size of the bounding box: when only a single object is present, the box

is larger, and the model has a higher probability of placing the object inside,

which results in a better alignment score. However, this effect is incidental,

as SD does not exploit any layout information. SD_CAG, which extends SD

with lightweight cross-attention guidance, also remains significantly below the

other models across all object counts. In contrast, models that natively support

layout guidance achieve much higher performance. Once again, M obtains the

best overall score, confirming its robustness. GLIGEN and its extensions re-

main in the top tier, diverging slightly in the 3- and 4-object cases, where G_BD

outperforms the other variants.

The unified score of text and layout alignment (Figure 4.6c) provides a unified

view of overall performance. The results reflect the trends observed separately

for the two metrics: models with native layout conditioning (G, G_BD, G_AR,

M) consistently outperform the baselines (SD and SD_CAG). Among them, M

achieves the highest scores across all object counts, with a particularly clear

margin in the multi-object cases. GLIGEN and its extensions follow closely,

with G_BD showing an advantage in the 3- and 4-object prompts. In contrast,

SD performs competitively only in the 1-object case, but rapidly declines as

complexity increases, while SD_CAG remains low throughout. Overall, this

combined metric highlights the superiority of models that incorporate explicit

spatial mechanisms and confirms that robustness to an increasing number of

objects is a key differentiator between approaches.

Small Bounding Boxes

The small bboxes scenario is designed to test the ability of the models to

generate objects within bounding boxes that are smaller than usual. The prompts

are the same as in the object binding scenario, while the challenge lies in the

bounding boxes, which are generated to occupy only between 3 and 10 percent

of the total image area each.

The text alignment results for the small bboxes scenario (Figure 4.7a) remain

very similar to those in object binding. The scores decrease slightly as the number

47



4.2. CLOSED-SET EXPERIMENTAL RESULTS

Number of objects

Te
xt

-A
lig

nm
en

t S
co

re

0,00

0,25

0,50

0,75

1,00

1 obj 2 obj 3 obj 4 obj

SD

SD_CAG

G

G_BD

G_AR

M

(a) Text alignment.

Number of objects

La
yo

ut
-A

lig
nm

en
t S

co
re

0,0000

0,2500

0,5000

0,7500

1,0000

1 obj 2 obj 3 obj 4 obj

SD

SD_CAG

G

G_BD

G_AR

M

(b) Layout alignment.

Number of objects

U
ni

fie
d 

S
co

re

0,0000

0,2500

0,5000

0,7500

1,0000

1 obj 2 obj 3 obj 4 obj

SD

SD_CAG

G

G_BD

G_AR

M

(c) Unified Score.

Figure 4.7: Performance for the small bounding boxes scenario.

of objects increases, but the overall ranking of the models remains unchanged.

M and G_BD achieve the best results, while SD is competitive only in the single-

object case, where it reaches the higher score, even higher than M and G_BD,

and declines more rapidly afterward. This confirms that text alignment is not

significantly affected in this scenario, since the challenge lies primarily in the

reduced size of the bounding boxes rather than in the prompts.

The layout alignment results (Figure 4.7b) confirm a clear separation between

models with native layout support and those without. M consistently achieves

the highest scores, followed by GLIGEN and G_BD, while G_AR shows a steeper

decline as the number of objects increases. Compared to the object binding sce-

nario, the smaller bounding boxes reduce the performance of SD and SD_CAG

even in the single-object case, since the advantage of having a large box that

increases the chance of a correct placement is no longer present.

The unified score (Figure 4.7c) provide a clear general view. The curves

appear flatter compared to the individual text and layout metrics, with fewer

crossings between models, which helps highlight the general ranking. M consis-
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tently achieves the highest performance, followed by G_BD, while GLIGEN and

G_AR remain slightly behind. SD and SD_CAG stay at the bottom across all ob-

ject counts, confirming the gap between models with native layout conditioning

and those without.

Overlapping Bounding Boxes

The overlapping bboxes scenario is designed to test the ability of the models

to generate objects under occlusion. This effect is introduced by ensuring that

each bounding box overlaps with at least one other bounding box.
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Figure 4.8: Performance for the overlapping bounding boxes scenario.

The text alignment results (Figure 4.8a) are broadly similar to those observed

in the previous scenarios. Since no overlaps can occur, the 1-object case is not

particularly informative and is therefore less relevant for evaluation. From 2

objects onward, G_BD achieves the highest scores, surpassing M, while the

overall trend across models remains consistent: performance decreases as the

number of objects increases. The advantage of G_BD can be attributed to its

design, which incorporates explicit spatial embeddings and a revised training
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objective. These mechanisms strengthen its ability to disentangle overlapping

regions, reducing failures such as object fusion or misplacement. SD remains

below the layout-aware models but shows a relatively stable distribution with

respect to the previous scenarios, reflecting the fact that it ignores bounding

boxes altogether and thus they have no influence on its performance.

The layout alignment results (Figure 4.8b) show a clear separation between

models with and without native layout guidance. SD and SD_CAG remain at

the bottom across all object counts, confirming their inability to handle spatial

constraints. Among the layout-aware models, M and G_BD achieve the highest

scores, with nearly identical performance except in the single-object case, where

M has a slight advantage. They are followed by GLIGEN and G_AR, whose

results are very close to each other, although G_AR tends to remain slightly

lower.

The unified score (Figure 4.8c) provide a unified view of overall performance.

The ranking closely reflects the individual metrics: M and G_BD achieve the

highest results, with nearly identical scores across all object counts. GLIGEN

and G_AR follow at a slightly lower level, also showing similar performance to

each other. SD and SD_CAG remain at the bottom, once again highlighting the

gap between models with native layout conditioning and those without.

Color Binding

The color binding scenario is designed to assess the ability of models to assign

the correct attribute, in this case, colors, to the corresponding objects described

in the caption. Colors are randomly sampled and assigned to each object in

the prompt, which may sometimes result in unrealistic combinations. The local

prompt associated with each bounding box includes the respective color, since

local prompts are defined as noun phrases and, therefore, encompass both the

object and its attributes.

The text alignment results (Figure 4.9a) show a clear advantage for M, which

significantly outperforms all other models across object counts. This reflects

its ability to maintain a strong correspondence between local prompts and

bounding boxes, ensuring that colors are consistently assigned to the correct ob-

jects and reducing attribute leakage. Interestingly, SD_CAG achieves relatively

high scores compared to previous scenarios, likely because color information is

strongly tied to single textual tokens and can be effectively reinforced through
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cross-attention guidance. By contrast, G performs among the worst models in

this scenario: while GLIGEN is effective for spatial control, which is its primary

focus, it is less reliable when attribute binding is required and may fail to capture

semantic details such as colors. G_BD and G_AR achieve intermediate results.

SD performs relatively well in the 1-object case and, from 2 objects onward,

shows performance close to that of G.
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Figure 4.9: Performance for the color binding scenario.

The layout alignment results for the color binding scenario (Figure 4.9b) con-

firm the superiority of M, which consistently ranks first and shows a clear margin

over the other models, especially from 2 objects onward. G, G_BD, and G_AR

follow with comparable scores, all showing a relatively linear decrease as the

number of objects increases. SD_CAG follows a trend similar to G, G_BD, and

G_AR but at a significantly lower level while SD remains at the bottom, as

expected given its lack of spatial conditioning.

The unified score (Figure 4.9c) provide a balanced view, combining text and

layout alignment. The results reflect an intermediate situation between the two

metrics: M remains clearly ahead, consolidating its advantage across all object
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counts, while G, G_BD, and G_AR cluster together with comparable scores.

SD_CAG shows the same overall trend but at a consistently lower level, and SD

stays at the bottom. Compared to individual metrics, the unified one smooths

out some of the differences, offering a more stable ranking that highlights the

gap between M and the other models.

Attribute Binding

The attribute binding scenario generalizes the color binding task by extending

the set of attributes beyond colors. In this case, objects may be described not

only by their color, but also by additional properties such as textures, materials,

or other descriptive adjectives. This scenario is therefore designed to evaluate

whether models can correctly associate a broader range of attributes with the

corresponding objects in the generated image, testing their ability to handle

more complex and fine-grained semantic bindings.
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Figure 4.10: Performance for the attribute binding scenario.

The results of the text alignment (Figure 4.10a) show overall lower scores

compared to the color binding case, reflecting the increased difficulty in handling
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a wider range of attributes. The performance distribution is also more compact,

with smaller differences between models. M achieves the highest scores, con-

firming its robustness in preserving fine-grained attribute-object associations,

while G remains the lowest-performing model, consistent with the trend ob-

served in color binding. However, in attribute binding all models cluster closely

together at a lower score with respect to color binding, indicating that the addi-

tional complexity of attributes beyond colors tends to reduce the performance

gap. A possible explanation is that attributes such as texture or material are less

salient and harder to detect automatically than colors, making the task more

challenging both for the generative models and for the evaluation process and

thus leading to a general leveling of results.

The layout alignment results (Figure 4.10b) reproduce the same general struc-

ture observed in the previous scenarios. M achieves the highest performance

across all object counts, while G, G_AR, and G_BD follow with very similar

scores in the mid-range. At the bottom, SD_CAG and SD remain clearly sepa-

rated from the layout-aware models.

The unified score (Figure 4.10c) provide a unified perspective that slightly

narrows the gaps observed in layout alignment while still preserving the overall

ranking. M remains clearly ahead, followed by G, G_AR, and G_BD with nearly

indistinguishable performance, and finally SD_CAG and SD at the bottom.

Object Relationship

The object relationship scenario is designed to evaluate the ability of models to

respect spatial relationships between objects such as above, below, next to, or far

from. Unlike other scenarios, the challenge here concerns not only the correct

placement of individual objects but also their relative positioning with respect to

each other. To enforce this, bounding boxes are generated in a controlled way in

order to satisfy the relationships specified in the prompt, ensuring that both the

textual and spatial constraints are aligned from the start. In this scenario, only

the 2- and 4-object cases are considered, since the relationships are expressed in

terms of object pairs.

The text alignment results for the object relationship scenario (Figure 4.11a)

show relatively small differences between models. M and G_BD achieve the

highest scores, with nearly identical performance, while G_AR, G and SD_CAG

follow closely behind in this order. The gap between layout-aware models and
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SD is less pronounced here than in other scenarios. It should be noted that

in this scenario, the evaluation also benefits from the ability of TIFA to assess

relational concepts, ensuring that object-to-object dependencies are reflected in

the text-alignment scores.
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Figure 4.11: Performance for the object relationship scenario.

The layout alignment results (Figure 4.11b) highlight clearer differences be-

tween models. M achieves the highest performance, confirming its effectiveness

in handling spatial constraints, and is followed by G_BD, G, and G_AR in de-

scending order. SD_CAG shows a noticeably lower performance, remaining

well below the layout-aware models and underlining once again the limitations

of lightweight guidance compared to models trained with explicit spatial con-

ditioning.

The unified scores for the object relationship scenario (Figure 4.11c) reflect the

same ranking observed in layout alignment, with M in first place, followed by

G_BD, G, and G_AR, and SD_CAG at the bottom, not much higher than SD. The

overall scores are slightly higher than in layout alone, due to the contribution of

text alignment, but the relative ordering of the models remains unchanged.
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Complex Composition

The complex composition scenario is designed as a comprehensive setting that

combines the challenges introduced in the previous scenarios. Prompts in this

scenario may include objects associated with attributes such as colors, textures,

or materials, bounding boxes of varying sizes (including very small ones), spa-

tial relationships between object pairs, and overlapping bounding boxes. Not

all elements are necessarily present at the same time: rather, each prompt is

generated so that it may contain one or more of these aspects.
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Figure 4.12: Performance for the complex composition scenario.

The prompts were generated automatically with the assistance of ChatGPT,

using the prompts reported in the Appendix B.2. While they are entirely random,

certain structural patterns tend to recur, and in some cases the descriptions may

lack realism or internal coherence. However, the pool of objects, attributes, and

spatial relations is the same as in the previous scenarios, and ChatGPT was

instructed to adhere to these sets during generation. This ensures comparability

across tasks while introducing greater variability and difficulty.

In general, the complex composition results are expected to resemble the trends
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observed in the aggregated results by object count 4.2.2, since both capture

the increasing difficulty of handling multiple objects context where different

scenarios intertwine. However, because the object count view averages across

all scenarios, including both simpler and more challenging ones, the absolute

scores may differ, with easier tasks contributing to slightly higher overall values

with respect to complex composition alone.

The text alignment results for the complex composition scenario (Figure 4.12a)

show very similar performance across all models. M, G, G_BD, and G_AR re-

main relatively stable across different object counts, with only a slight downward

slope as the number of objects increases. SD and SD_CAG achieve the highest

scores in the 1-object case but then experience a small drop in performance for

2–4 objects, placing them just below the other models. Overall, the differences

remain minimal, with all models clustering closely together. M is marginally

above the others, confirming its consistency, though the gap is negligible com-

pared to simpler scenarios.

The layout alignment results (Figure 4.12b) reveal clearer differences between

models compared to the text alignment. M achieves the highest scores overall,

while G, G_BD, and G_AR follow closely behind with comparable performance,

only slightly below M. The curves show a more evident slope than in text align-

ment: scores are noticeably higher in the 1-object case and decrease as the

number of objects increases, reflecting the added difficulty of managing com-

plex spatial arrangements with multiple elements. In contrast, SD_CAG shows

consistently lower performance, remaining well below the layout-aware mod-

els and confirming once again the limitations of lightweight post-hoc guidance

when spatial constraints become more demanding.

The unified scores (Figure 4.12c) provide a balanced view of text and layout

alignment. The overall ranking remains consistent, with M in the first place,

followed by G, G_BD, and G_AR, and SD_CAG clearly separated at the bottom.

Compared to layout alignment alone, the slopes are less pronounced, as the

contribution of text alignment helps moderate the decline in performance with

increasing numbers of objects. Nevertheless, the separation between layout-

aware and non-layout-aware models remains evident.

Performance on Complex Prompts Generated by Different LLMs As said

before, the complex composition scenario in 7Bench++ relies on prompts generated

with the assistance of ChatGPT. Since these prompts are automatically produced
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by an LLM, an additional experiment was conducted to assess whether the choice

of the LLM used for prompt generation has an impact on the evaluation results.
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Figure 4.13: Performance of BoxDiff for the complex composition scenario with
prompts generated with different LLMs.

In particular, two alternative LLMs, Claude and Gemini, were used to gener-

ate a set of 512 prompts for the complex composition scenario. The same prompt

used for ChatGPT was provided (see Appendix B.2), ensuring that the three

models (ChatGPT, Claude, and Gemini) produced prompts under comparable

conditions.

The evaluation was then carried out using BoxDiff, one of the top performing

layout-guided models, on all three prompt sets. Figures 4.13 report the results

for text alignment, layout alignment and unified score.

The results indicate a slight difference in performance for text alignment,

with ChatGPT obtaining the lowest overall score. Gemini and Claude achieve

higher values but show less stable trends. Specifically, while ChatGPT maintains

almost the same score regardless of the number of objects in the prompt, Gemini
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peaks at 2 objects before starting to decline, and Claude remains stable up to 3

objects but then drops at 4 objects, reaching the same level as ChatGPT.

For layout alignment, the three models achieve almost identical scores, and

no significant differences in performance can be observed.

The unified scores, computed as the harmonic means of text and layout

alignment, show that the choice of LLM has only a marginal impact on over-

all performance. A slight difference can be observed, with Gemini achieving

the highest score, followed by Claude and then ChatGPT, but the gap is not

particularly pronounced.

4.3 Open-Set Experimental Results

In this section, the results of the evaluation of the images generated on the

open-set benchmark by the following models are reported.

• Stable Diffusion 1.4 (SD)

• Cross-Attention Guidance (SD_CAG)

• GLIGEN (G)

• BoxDiff (G_BD)

• Attention Refocusing (G_AR)

• MIGC (M)

The open-set benchmark consists of 3,319 prompts. For each prompt, 8

images per model were generated using random seeds from 1 to 8, resulting in

26,552 images per model at a resolution of 512 × 512. In total, 159,312 images

were evaluated across all models. The number of objects per prompt ranges

from 1 to 8. In Table 4.5 some example of prompts and generated images for the

open-set benchmark are reported.

Prompt Success Fail

A soccer player is run-

ning while kicking a

ball.
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A baby boy in overalls is

crying.

Table 4.5: Some examples of generated images in the open-set benchmark. The
"Success" column shows examples of a correct generation, where all objects are
present with the right characteristics, while the "Fail" column shows examples
of failed generation.

4.3.1 Ranking of Evaluated Models

By aggregating semantic and spatial alignment into the unified score, models

can be directly ranked according to their overall performance. This ranking

provides a compact summary of how the different approaches compare, serving

as a clear starting point before moving to more fine-grained analysis.

Table 4.6 reports the ranking of the evaluated models according to the unified

score.

Model Unified score

1 MIGC 0.7548

2 GLIGEN 0.7517

3 BoxDiff 0.7410

4 Attention Refocusing 0.7305

5 Cross-Attention Guidance 0.5370

6 Stable Diffusion 1.4 0.4505

Table 4.6: Ranking for the models evaluated on the open-set benchmark.

MIGC achieves the highest score, closely followed by GLIGEN. BoxDiff and

Attention Refocusing achieve similar performance, ranking just below the top

two models but still clearly surpassing methods with weaker or no spatial con-

ditioning. Notably, Cross-Attention Guidance places second to last, underlining

its limited ability to enforce layout alignment, while Stable Diffusion, which

entirely lacks layout guidance, ends up at the bottom of the ranking.
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This ordering highlights the strength of models explicitly designed for layout

control while also revealing the shortcomings of lighter or purely text-based

baselines.

4.3.2 Performance Details

To complement the global ranking presented in the previous section, Figures

4.14 provide a detailed breakdown of performance in the open-set benchmark.

This detailed view highlights not only the relative ranking of the models but also

the stability of their performance when the prompts become more human-like.
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Figure 4.14: Performance for Open-Set benchmark.

The text alignment results on the open-set benchmark show relatively small

gaps between models. There is an unusual trend for small object counts: all

models obtain lower scores with one or two objects, after which performance

increases and stabilizes. From four objects onward, the expected decline with

increasing complexity reappears. This effect is most pronounced for M, which

starts with the lowest scores at 1-2 objects, but then increases dramatically to

achieve the best overall results at higher counts. G, G_AR and G_BD follow a
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similar pattern, though less marked, and G_BD maintains the second-best score

from 4 objects on. In contrast, SD_CAG and SD behave differently: they achieve

the best scores in the 1- and 2-object cases but then decrease more regularly as

the number of objects grows. This suggests that models without strong layout

conditioning are less affected by the irregularities of simple human-written

prompts, whereas layout-aware models adapt better once prompt complexity

increases.

In layout alignment, a clear distinction emerges between models that na-

tively support layout guidance and those that do not. SD_CAG performs only

marginally better than SD, and both remain in the lower part of the chart. By

contrast, M and G achieve the highest scores, with nearly identical performance.

G_BD and G_AR also show very similar results, positioned just below the top-

performing models.

The unified score, which combines text and layout alignment, provides a

concise summary of overall performance. Except for 1 and 2 objects that suffer

from that strange trend from the text alignment, M stands clearly at the top,

confirming its robustness across both dimensions, while G consistently secures

the second position. G_BD and G_AR follow with very close results, whereas

SD_CAG and SD rank significantly lower.
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5
Conclusions and Future Works

This thesis builds upon the foundations of 7Bench, the first systematic bench-

mark for evaluating layout-guided T2I diffusion models. While 7Bench provided

an essential starting point, several limitations emerged in its datasets and eval-

uation pipeline. To address these limitations, several extensions and improve-

ments were introduced in this thesis to provide a more comprehensive and

reliable evaluation framework.

The first step was the integration of two additional state-of-the-art diffusion

models, with the aim of broadening the scope of comparative analysis. Due to

practical constraints, only one of them was retained in the final evaluation, but

their initial inclusion contributed to testing the robustness of the framework.

Subsequent analysis on 7Bench suggested that one of its main limitations

was the restricted size of the benchmark. This motivated the development of

7Bench++, a scalable closed-set benchmark that enables the creation of large

datasets without requiring manual annotation of prompts and bounding boxes,

as was necessary in 7Bench. The dataset used for the evaluation in this thesis

consists of 3,328 randomly generated prompts, distributed across the seven

original scenarios. This represents a substantial increase compared to the 224

prompts available in the original 7Bench.

Once the text and layout alignment evaluations were obtained, a new unified

score was introduced that combined the two dimensions into a single measure.

This metric provides an interpretable indicator of overall performance and al-

lows extracting a final ranking of the tested models, offering a clear view of their

strengths and weaknesses both within individual scenarios and at a global level.

However, the closed-set benchmark evaluates models only in a controlled en-
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vironment, using structured, template-based prompts with randomized bound-

ing boxes. While this setup is crucial to assess performance under specific con-

ditions, it lacks the ability to test models in less constrained and more natural

scenarios, where prompts and bounding boxes reflect realistic human annota-

tions. For this reason, a new open-set benchmark was introduced. To construct

it, a subset of 3,319 prompts from the Flickr30k test split was used, retaining only

the human-written captions and their corresponding bounding boxes. These el-

ements were then reformatted to match the evaluation framework, enabling a

realistic assessment of model performance on naturally occurring prompts and

layouts. As in the closed-set, both text- and layout-alignment scores were com-

puted, and the unified score was adopted to produce a final ranking of the

models on the open-set benchmark. However, a limitation lies in the depen-

dency of the open-set benchmark on its source dataset: since it was derived

from Flickr30k, the evaluation inevitably inherits its linguistic style and object

distribution. While this ensures realism, it also introduces biases that may favor

models trained on similar data. As a possible direction for future work, ex-

ploring additional datasets or combining multiple sources would help mitigate

these effects and provide a more robust picture of model performance.

In general, the results of both the closed-set and open-set benchmarks identify

MIGC as the best-performing model, followed by GLIGEN and its extensions.

Stable Diffusion consistently ranks last in the final ranking, which is expected

given its lack of layout conditioning and, consequently, its very low layout-

alignment scores. Cross-Attention Guidance, while extending Stable Diffusion

with a lightweight post-hoc form of layout guidance, still performs significantly

below models that integrate layout conditioning natively. This highlights the

clear gap between post-hoc adjustments and approaches explicitly designed for

layout-aware generation.

An interesting observation emerges when comparing the scores obtained

on the closed-set and open-set benchmarks: overall, models achieve higher

performances in the open-set. This outcome is expected, as models generally

perform better on distributions that resemble their training data. By contrast, the

closed-set includes randomly generated prompts and layouts that may combine

objects in unusual ways or produce implausible spatial configurations, cases

that the models have likely never encountered during training. Nevertheless,

the closed-set remains essential, as it enables controlled evaluation and fair

comparison of models across specific, well-defined tasks that systematically test
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their abilities. Taken together, the two benchmarks provide a more complete

assessment: the closed-set stresses models under targeted challenges, while the

open-set evaluates them in more natural and realistic usage conditions.

While the proposed benchmarks and evaluation framework provide a solid

foundation, several directions remain open for future work. One possible exten-

sion would be to evaluate not only whether objects are correctly generated and

positioned, but also whether they are placed in a coherent context. For example,

if the bounding boxes specify a bed on top of a tree, a model may correctly

place the objects within the indicated regions, but the result would still lack

contextual coherence. A more advanced model might instead integrate the two

elements into a plausible scene, for instance, by generating a tree house with the

bed visible inside, whereas a weaker model might simply "paste" the bed onto

the tree in an implausible way. Capturing this notion of contextual plausibility

would extend the evaluation beyond geometry and attributes, moving closer to

assessing true scene understanding.
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A Analysis of 7Bench

As a first step in this thesis, an in-depth analysis of the existing evaluation

results obtained using 7Bench was conducted. This analysis aimed to uncover

possible sources of inconsistency and to assess the reliability of the benchmark

in capturing the limitations of layout-guided T2I diffusion models.

A.1 7Bench Overview

The following paragraph contains a description of 7Bench, the original bench-

mark which 7Bench++ is built upon. In the first part, there is a description of its

structure while the second part contains a description of its evaluation protocol.

A.1 shows a general overview of 7Bench.

Figure A.1: 7Bench overview. The benchmark contains prompts from 7 differ-
ent scenarios based on semantic and spatial arrangement characteristics. The
evaluation protocol to apply on the set of generated images is based on two met-
rics: text- and layout-alignment scores to evaluate text and layout faithfulness,
respectively

Benchmark structure 7Bench is organized into seven distinct scenarios: object

binding, small bboxes, overlapping bboxes, color binding, attribute binding, object
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relationship, and complex composition (see Chapter 3 for the description of the

scenarios).

Figure A.2: Number of occurrences by object computed across all prompts in
7Bench.

The dataset consists of a total of 224 prompts, with 32 prompts per scenario.

Each scenario is further divided into four levels based on the number of objects

contained in the prompt, except for the object relationship scenario, which includes

only two. For each prompt, 16 images are generated using 16 different seeds.

Each prompts contains N objects with N ∈ {1, 2, 3, 4}. Figure A.2 shows the

number of occurrences for each object in all prompts. Each object in a prompt has

a corresponding bounding box that is collected manually. The final composition

is meant to be a realistic layout that maintains proportions between objects and

does not contain overlap unless otherwise specified.

Evaluation protocol The evaluation of the generated images consists of two

modules: one pipeline that evaluates text alignment, that is the semantic fidelity

of the generated image to the textual prompt, and a second pipeline that eval-

uates layout alignment, that is the accuracy of the generation in respecting the

given layout.

Text alignment is evaluated using TIFA, a metric presented in [12] by Yushi

Hu et al. that employs VQA to evaluate whether all objects requested by the

prompt are actually present in the image.
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Layout alignment is evaluated using a custom procedure that leverages an

object detector (OWL-ViT1). The detector is applied to the generated image to

identify objects and predict their bounding boxes, which are then matched with

the corresponding ground-truth boxes. For each match, the degree of over-

lap between the predicted and ground-truth boxes is measured: the greater

the overlap, the higher the score for that object. These overlaps are then

evaluated at different strictness thresholds, producing accuracy@k values with

k ∈ {0.1, 0.2, ..., 0.9} (i.e., the percentage of objects whose overlap exceeds each

threshold). Finally, the overall layout score is obtained as the AUC of the accu-

racy@k curve, which summarizes how consistently the generated layout aligns

with the ground truth.

A.2 Local Prompts

One of the first observations made was related to the construction of local

prompts. These are short noun phrases that describe the content associated with

each bounding box. In some layout-guided diffusion models, such as GLIGEN

and BoxDiff, local prompts play a crucial role during generation: they are explic-

itly linked to individual bounding boxes and used to guide the model’s attention

toward the correct spatial regions. By conditioning cross-attention mechanisms

on both global and local textual information, these models improve semantic

alignment between prompts and generated content. What was observed is that,

in the original dataset, local prompts were often limited to bare nouns, lacking

adjectives or descriptive attributes. For example, in a prompt such as “A soft

cloud and a bright sunflower”, the local prompts provided were “A cloud” and

“A sunflower” instead of “A soft cloud” and “A bright sunflower”. While gram-

matically valid, these minimal descriptions may not provide sufficient semantic

richness to effectively guide the generation process.

The hypothesis was that this issue negatively affected the evaluation scores,

resulting in lower performance than the models were actually capable of. To

test this, the local prompts were modified to include more descriptive content

while still maintaining brevity. Following this revision, the models showed a

notable improvement in performance, which suggests that the added semantic

1https://huggingface.co/docs/transformers/model_doc/owlvit
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A.3. NON-MONOTONIC PERFORMANCE ACROSS OBJECT COUNT
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Figure A.3: BoxDiff text and layout alignment results for the original 7Bench
dataset, the dataset with new local prompts, and, in the case of layout alignment,
the dataset with new local prompts evaluated with OWLv2.
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Figure A.4: MIGC text and layout alignment results for the original 7Bench
dataset, the dataset with new local prompts, and, in the case of layout alignment,
the dataset with new local prompts evaluated with OWLv2.

content helped the model better match textual descriptions with visual features.

By enriching local prompts with attributes, the models were likely able to focus

attention more precisely and reduce ambiguity during generation.

Figures A.4 and A.3 show a comparison between the original and revised

text- and layout-alignment scores for BoxDiff [34] and MIGC [40], two of the

best performing models.

A.3 Non-Monotonic Performance Across Object Count

Despite the improvements introduced by more informative local prompts,

another anomaly persisted: in several scenarios, the models exhibited non-

monotonic behavior in the evaluation plots. Since the original assumption
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behind the construction of 7Bench was that increasing the number of objects

should correlate with higher task difficulty [7], observing models performing

better with four objects than with three, or showing similar irregular patterns,

was counterintuitive. At that point, two possibilities were considered: either

the underlying assumption was incorrect or there was an issue in the evaluation

pipeline that was distorting the final results.

To better understand the source of this issue, specific samples associated

with very low scores were manually inspected. In many cases, the failure did

not originate from the generation model itself, but rather from the object detec-

tion step used during evaluation. For example, prompts involving ambiguous

or polysemous objects such as ’beetle’, often resulted in visually valid genera-

tions (e.g., a car referencing the Volkswagen Beetle, instead of the insect that is

expected), which were nonetheless not recognized by the detector. This led to

unfair penalizations and introduced distortions in the evaluation metrics.

To improve the reliability of the evaluation step, the object detector was

replaced with OWL-V2, a more robust and accurate version of OWL-ViT. The

evaluation was repeated using the new detector, resulting in significantly better

performance across several scenarios. However, while the non-monotonic trend

was mitigated, it did not disappear entirely, particularly in the small bboxes

scenario, where the issue remained noticeable.

Figures A.4b and A.3b illustrate the differences in the evaluation scores using

the two detectors. Only the scores for the layout accuracy are relevant in this

case since the change of the object detector impacts only the layout evaluation

and not the text alignment of a model.

A.4 Prompt Filtering and Dataset Cleanup

The third axis of the investigation involved examining the quality of the

original prompts. Upon closer inspection, several prompts appeared semanti-

cally odd or poorly suited to their intended scenario. For example, the prompt

’A sea’ was found in the small bboxes scenario, despite referring to a concept

that is difficult to locate spatially and is not easily representable within a small

region. The goal was to determine whether such prompts might negatively

impact the final results. To explore this, the dataset was manually reviewed,

and prompts deemed particularly problematic or ambiguous were removed.
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Figure A.5: BoxDiff text and layout alignment comparison between the best
configuration (new local prompts and evaluation with OWLv2) and the reduced
prompt collection.

This filtering process relied on human judgment and focused on identifying

descriptions likely to confuse either the model or the object detector. After

applying the cleanup, the benchmark was re-evaluated using BoxDiff, one of

the best-performing models tested in 7Bench, but the results remained largely

unchanged, suggesting that these prompts were not a significant factor in the

observed performance drops. These results are shown in Figure A.5.
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B Implementation Details

The following chapter contains details about the implementation of the

benchmark.

B.1 Object List

Table B.1 reports the complete set of 128 object classes used in the generation

of random prompts.

rose oak beetle skyscraper tree
baby bed lamp dog laptop
bicycle person car bus cat
book chair boy couch table
plant toilet cellphone microwave sheep
boat banana stop sign donut cow
clock bottle umbrella bird guitar
toothbrush parking meter bench platypus keyboard
baseball bat vase surfboard tiger train
flower sandwich spoon pizza carrot
teddy bear hot-dog skateboard kite broom
apple handbag horse snowboard giraffe
tie shower traffic light bear toaster
knife baseball glove crocodile suitcase fork
cake cup bowl hair drier elephant
mouse mushroom motorcycle turtle tennis racket
truck zebra fire hydrant oven sink
frisbee hat ruler shoe ball
candle ladder charger mug tape
shirt pillow pan plate shampoo
hammer blender basket screwdriver wallet
bin leaf bucket monitor watch
flashlight sock door scarf speaker
desk backpack printer remote glass
curtain toolbox drill notebook television
soap ring refrigerator

Table B.1: List of object categories used in prompt random generation.
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B.2 LLM Prompts for Complex Composition

B.2.1 1 Object

In 7Bench++, captions for the complex composition scenario with 1 object

were generated with the assistance of ChatGPT. The prompt used is the follow-

ing:

Generate 128 natural compositional phrases with various structures and

creativity. Each prompt must describe one unique object from the list below.

Use all the objects at least one time. Each object should be enriched with

at least one descriptive attribute that refers to its color, shape, material,

appearance, or dimension. Attributes can be qualitative (e.g., "fluffy",

"shiny") or refer to physical characteristics (e.g., "large", "tall"). Each

prompt should consist of a short, vivid sentence that situates the object in a

dynamic or descriptive context, similar to the following examples:

A fish swam swiftly through the clear water.

A bear lumbered through the dense forest.

A tulip bloomed brightly in the garden.

Avoid passive or overly generic constructions—aim for imaginative, specific

scenarios. Adjust the articles of the objects if needed.

Object List (use each exactly once):

obj_with_articles = [ ’a rose’, ’an oak’, ’a beetle’, ’a skyscraper’, ’a tree’, ’a

baby’, ’a bed’, ’a lamp’, ’a dog’, ’a laptop’, ’a bicycle’, ’a person’, ’a car’,

’a bus’, ’a cat’, ’a book’, ’a chair’, ’a boy’, ’a couch’, ’a table’, ’a plant’, ’a

toilet’, ’a cellphone’, ’a microwave’, ’a sheep’, ’a boat’, ’a banana’, ’a stop

sign’, ’a donut’, ’a cow’, ’a clock’, ’a bottle’, ’an umbrella’, ’a bird’, ’a guitar’,

’a toothbrush’, ’a parking meter’, ’a bench’, ’a platypus’, ’a keyboard’, ’a

baseball bat’, ’a vase’, ’a surfboard’, ’a tiger’, ’a train’, ’a flower’, ’a sandwich’,

’a spoon’, ’a pizza’, ’a carrot’, ’a teddy bear’, ’an hot-dog’, ’a skateboard’, ’a

kite’, ’a broom’, ’an apple’, ’a handbag’, ’a horse’, ’a snowboard’, ’a giraffe’, ’a

tie’, ’a shower’, ’a traffic light’, ’a bear’, ’a toaster’, ’a knife’, ’a baseball glove’,

’a crocodile’, ’a suitcase’, ’a fork’, ’a cake’, ’a cup’, ’a bowl’, ’a hair drier’, ’an

elephant’, ’a mouse’, ’a mushroom’, ’a motorcycle’, ’a turtle’, ’a tennis racket’,

’a truck’, ’a zebra’, ’a fire hydrant’, ’an oven’, ’a sink’, ’a frisbee’, ’a hat’, ’a

74



APPENDIX B. IMPLEMENTATION DETAILS

ruler’, ’a shoe’, ’a ball’, ’a candle’, ’a ladder’, ’a charger’, ’a mug’, ’a tape’,

’a shirt’, ’a pillow’, ’a pan’, ’a plate’, ’a shampoo’, ’a hammer’, ’a blender’,

’a basket’, ’a screwdriver’, ’a wallet’, ’a bin’, ’a leaf’, ’a bucket’, ’a monitor’,

’a watch’, ’a flashlight’, ’a sock’, ’a door’, ’a scarf’, ’a speaker’, ’a desk’, ’a

backpack’, ’a printer’, ’a remote’, ’a glass’, ’a curtain’, ’a toolbox’, ’a drill’, ’a

notebook’, ’a television’, ’a soap’, ’a ring’, ’a refrigerator’ ]

Allowed Attributes:

attributes = [ ’aggressive’, ’black’, ’blue’, ’bright’, ’clean’, ’crowded’, ’dark’,

’fast’, ’fluffy’, ’fuzzy’, ’green’, ’happy’, ’large’, ’pink’, ’red’, ’rotten’, ’rough’,

’shiny’, ’short’, ’silver’, ’small’, ’smooth’, ’snowy’, ’soft’, ’tall’, ’warm’, ’white’,

’wooden’, ’yellow’ ]

Allowed Colors:

colors = [’black’, ’blue’, ’brown’, ’gray’, ’green’, ’pink’, ’purple’, ’red’, ’white’,

’yellow’, ’orange’]

Output Format:

Return the result as a CSV with two columns:

prompt, object1

Each row should contain:

The generated sentence

The noun chunk used

Example output format:

prompt, object1

A blue fish swam swiftly through the clear water, a blue fish

A large brown bear lumbered through the dense forest, a large brown bear

A pink tulip bloomed brightly in the garden, a pink tulip

The prompts should be inside quotes if needed to keep the correct number of

columns in the CSV.

In the sentence, keep noun chunks unbroken, adjectives modifying a noun

should not be split by commas. Treat the entire noun chunk as a single unit

(e.g., "a small red ball", not "a small, red ball").

The articles should remain consistent between the prompt and the noun

chunk.
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B.2.2 2,3,4 Objects

For the cases with 2, 3, and 4 objects, captions were generated with the

assistance of ChatGPT. The prompt used is the following:

Generate 128 natural compositional phrases with various structures and

creativity. Each prompt must describe a scene involving exactly 4 unique

objects. Objects can be reused across multiple prompts, but each object must

appear only once within any given prompt. Each object must be enriched

with at least one descriptive attribute, which may describe:

Color, shape, material, appearance, or dimension

Or a spatial relation between objects in the same prompt

Each prompt should be a short, vivid sentence that situates the objects in a

dynamic or descriptive context, similar to the following examples:

A bright pink flower swayed gently under the tall oak tree.

A black laptop rested beside a green coffee mug on the messy desk.

Avoid passive or overly generic constructions—aim for imaginative, specific

scenarios.

Adjust the articles of the objects if needed.

Object List (You can freely reuse any of these objects across different prompts,

but not within the same prompt.)

obj_with_articles = [ ’a rose’, ’an oak’, ’a beetle’, ’a skyscraper’, ’a tree’, ’a

baby’, ’a bed’, ’a lamp’, ’a dog’, ’a laptop’, ’a bicycle’, ’a person’, ’a car’,

’a bus’, ’a cat’, ’a book’, ’a chair’, ’a boy’, ’a couch’, ’a table’, ’a plant’, ’a

toilet’, ’a cellphone’, ’a microwave’, ’a sheep’, ’a boat’, ’a banana’, ’a stop

sign’, ’a donut’, ’a cow’, ’a clock’, ’a bottle’, ’an umbrella’, ’a bird’, ’a guitar’,

’a toothbrush’, ’a parking meter’, ’a bench’, ’a platypus’, ’a keyboard’, ’a

baseball bat’, ’a vase’, ’a surfboard’, ’a tiger’, ’a train’, ’a flower’, ’a sandwich’,

’a spoon’, ’a pizza’, ’a carrot’, ’a teddy bear’, ’an hot-dog’, ’a skateboard’, ’a

kite’, ’a broom’, ’an apple’, ’a handbag’, ’a horse’, ’a snowboard’, ’a giraffe’, ’a

tie’, ’a shower’, ’a traffic light’, ’a bear’, ’a toaster’, ’a knife’, ’a baseball glove’,

’a crocodile’, ’a suitcase’, ’a fork’, ’a cake’, ’a cup’, ’a bowl’, ’a hair drier’, ’an

elephant’, ’a mouse’, ’a mushroom’, ’a motorcycle’, ’a turtle’, ’a tennis racket’,

’a truck’, ’a zebra’, ’a fire hydrant’, ’an oven’, ’a sink’, ’a frisbee’, ’a hat’, ’a
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ruler’, ’a shoe’, ’a ball’, ’a candle’, ’a ladder’, ’a charger’, ’a mug’, ’a tape’,

’a shirt’, ’a pillow’, ’a pan’, ’a plate’, ’a shampoo’, ’a hammer’, ’a blender’,

’a basket’, ’a screwdriver’, ’a wallet’, ’a bin’, ’a leaf’, ’a bucket’, ’a monitor’,

’a watch’, ’a flashlight’, ’a sock’, ’a door’, ’a scarf’, ’a speaker’, ’a desk’, ’a

backpack’, ’a printer’, ’a remote’, ’a glass’, ’a curtain’, ’a toolbox’, ’a drill’, ’a

notebook’, ’a television’, ’a soap’, ’a ring’, ’a refrigerator’ ]

Allowed Attributes (for appearance or material):

attributes = [ ’aggressive’, ’black’, ’blue’, ’bright’, ’clean’, ’crowded’, ’dark’,

’fast’, ’fluffy’, ’fuzzy’, ’green’, ’happy’, ’large’, ’pink’, ’red’, ’rotten’, ’rough’,

’shiny’, ’short’, ’silver’, ’small’, ’smooth’, ’snowy’, ’soft’, ’tall’, ’warm’, ’white’,

’wooden’, ’yellow’ ]

Allowed Colors (subset of attributes):

colors = [’black’, ’blue’, ’brown’, ’gray’, ’green’, ’pink’, ’purple’, ’red’, ’white’,

’yellow’, ’orange’]

Spatial Relations (to be used as part of attributes or composition logic):

spatial_relations = [ ’on top of’, ’beside’, ’under’, ’above’, ’next to’, ’beneath’,

’behind’, ’in front of’, ’between’, ’leaning on’, ’inside’, ’resting on’, ’attached

to’, ’surrounded by’, ’placed near’ ]

Output Format:

Return the result as a CSV with two columns:

prompt, object1, object2, ..

Each row should contain:

The generated sentence

The noun chunks used

Example output format (for N=2):

prompt,object1,object2

A fluffy cat jumped onto the soft couch near the window" ,a fluffy cat, a soft

couch

A red bicycle leaned against a wooden bench in the park ,a red bicycle, a

wooden bench

The prompts should be inside quotes if needed to keep the correct number of

columns in the CSV.

77



B.2. LLM PROMPTS FOR COMPLEX COMPOSITION

In the sentence, keep noun chunks unbroken, adjectives modifying a noun

should not be split by commas. Treat the entire noun chunk as a single unit

(e.g., "a small red ball", not "a small, red ball").

The articles should remain consistent between the prompt and the noun

chunks.
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