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Abstract

Thanks to their exceptional ability to learn complex tasks, in recent years Artificial Neural Networks
(ANNs) have revolutionized a wide range of fields. Their black-box nature, however, has produced
concerns on the front of interpretability and biological plausibility, particularly in fields like neu-
roscience where knowledge of learning mechanisms is essential. This thesis investigates bias-only
learning, a different training paradigm that fixes weights and restricts learning to be implemented via
bias parameters. We examine the expressivity and task generalization abilities of networks trained in
this constrained fashion, motivated by recent neuroscientific findings indicating that bias-like mech-
anisms may be essential for quick task adaptation. We analyze Single Layer Perceptrons (SLPs),
Multi Layer Perceptrons (MLPs), and Recurrent Neural Networks (RNNs), both under full and bias-
only training, across a diverse set of tasks including binary classifications of points in a plane, of
MNIST-like datasets, and cognitively inspired tasks commonly used in neuroscience. In addition, we
apply Explainable AT (XAI) techniques to better understand the internal representations and mech-
anisms underlying multi-task learning and catastrophic forgetting. Our findings demonstrate that,
despite the limited parameter set, bias-trained networks exhibit surprisingly strong performance and
biological plausibility, making them a promising direction for both Al scalability and neuroscience
modeling. Furthermore, we uncover some of the mechanisms that help these networks avoid catas-
trophic forgetting and generalize to unseen tasks, producing hypothesis as to how biological brains
achieve these properties.
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Chapter 1

Introduction

The power of Artificial Neural Networks (ANN) on a wide variety of tasks is, nowadays, evident and
only projected to increase from here. In fact, neural networks are able to learn to perform complex
tasks without the need for humans to break them down into elementary steps. This is a considerable
step forward with respect to the hard coded tasks used in expert systems, which represented one of
the most important eras and subfields of the early development of Artificial Intelligence (AI).

However, the gain in performance and versatility which comes with having models capable of
adapting to such a wide range of tasks also brings about problems concerning our lack of under-
standing of the mechanism they discover during training. This is especially concerning if our aim
is to utilize this technology to help increase our own knowledge of the inner workings of complex
systems (which are prohibitively hard to study theoretically) rather than delegate all the work to
these models.

In this scientific-research-driven spirit which prioritizes the understanding of the phenomena over
the practical results, a vastly understudied field has been slowly developing alongside the many
advancements of Al and Machine Learning (ML): Explainable Artificial Intelligence (XAI). Indeed,
the aim of this field is to push for the production of AI whose results can be explained, or to devise
techniques or secondary models capable of explaining the workings of the firsts.

Although the origins of this field could be traced back to the early 90s (see Swartout et al. [1]),
following the expert systems era of Al, the need was not so pressing at the time because of the
inherently interpretable nature of most of those models, which used rule-based logic. A significant
expansion occurred all throughout the 2010s (see Erhan et al. [2] and Simonyan et al. [3]|) after
the focus had started shifting to NNs where interpretability was much more of a concern, due to
their black box nature. Among the reasons that pushed for the expansion of the field, aside from
the scientific interest in understanding how these models solve complex problems, we can include
the increasing adoption of such models in high-stakes domains such as medicine, law and finance,
and the regulatory needs imposed by governments like the EU’s GDPR’s "right to explanation" for
algorithm-based decisions.

A clear example of a central challenge in training neural networks where XAI could be useful is
Catastrophic Forgetting. This is the tendency of networks trained on multiple tasks sequentially
to entirely overwrite previously learned information when trained on a new task. This is a major
problem in the development of models that learn continuously and flexibly like the brain. In fact,
the phenomena is something we don’t usually observe in real brains, but our understanding of the
reasons why are largely lacking. Expanding on some previous work, part of this thesis will focus on
trying to answer this question and discover which techniques can be used to swiftly and efficiently
learn new tasks while not degrading performance on old ones.
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1 — Introduction

In this light, it is obvious how an example of a scientific field which could gain considerably by
employing NNs is Neuroscience. Due to its focus on the study of the brain, explicit modeling is often
too complicated to be thought out and implemented. Interestingly, the first examples of Neural
Networks and their components (artificial neurons) were based on the knowledge of brain neurons
available at the time. However, with the evolution of the models, this parallel has vanished more
and more.

The focus has now mostly shifted from building models that resemble the brain (and thus are
simpler to understand and to gain insight from for the way our own brains work), to creating models
that simply solve the tasks, at the expense of our ability to understand them.

Although in some fields that employ NNs interpretability is not of paramount importance (i.e. data
compression mechanisms, recommendation systems, etc.), in neuroscience they are used especially to
help researchers have a controllable model of how brains work. Because of this, in this domain (and
many others), interpretability becomes a primary concern. In neuroscience in particular, another
element to keep in mind is the biological plausibility of the models, since for researchers to be able
to gather insight about real brains from them, they are expected to mimic or reflect aspects of real
neural systems.

An aspect that is often overlooked (as far as plausibility is concerned) is the way these models’
learning works. Backpropagation was first introduced by Leibniz [4], later popularized for the context
of NNs by Hinton et al. [5] and is, nowadays, the most widely used and generally effective way to
train neural networks. Usually, backpropagation is used to tune all the parameters in the network
(weights and biases) depending on the loss produced by the current network’s predictions and the
real expected responses.

Many biologically-inspired alternatives to backpropagation have been proposed, including feed-
back alignment and predictive coding, which aim to reproduce the benefits of error-driven learning
while being more closely tied to physical neural constraints (see Lillicrap et al. [6] and Whittington
et al. [7]).

These methods still often rely on weight and bias updates while in specific training instances,
for example fine-tuning, it might happen that not all parameters are trained. However, this usually
happens after a pre-training phase where the network is fully trained on more general tasks and the
fine-tuning part is only aimed at specializing the model for a certain subset of tasks.

From the Universal Approximation Theorem originally introduced by Cybenko [8] we know that
a single-hidden-layer Multi Layer Perceptron (MLP) can approximate arbitrarily well a continuous
function as long as the hidden layer is large enough. This is a remarkable property and, together
with the following versions and additions to the theorem (see Hornik et al. [9, 10| and Funashi et al.
[11]), attests the expressivity of these models and stands at the foundation of the success of neural
networks today.

In recent years, interest has started surging in the the study and characterization of the expressivity
of models trained under stricter circumstances. These studies have found smaller parameter sets
which, when optimized, still support the approximation of wide ranges of functions and dynamics.
Examples of these include Feed Forward Neural Networks (FFNN) and Recurrent Neural Networks
(RNN) where only output weights are tuned (see Rosenblat et al. [12], Rahimi et al. [13], Ding et
al. [14], Neufeld et al. [15], Jaeger et al. [16], Sussillo et al. [17], Gonon et al. [18] and Hart et
al. [19]) and FFNNs where only a subset of parameters (see Rosenfeld et al. [20]) or normalization
parameters (see Burkholz et al. [21] and Giannou et al. [22]) are tuned.

These different parameter-subset training approaches have the advantage of decreasing enormously
the computational burden of training, which impacts both the cost and the time needed, especially
for big models. The approach we will focus on in a considerable part of this thesis is, indeed, one of
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1 — Introduction

these parameter-subset trainings, with the added bonus of offering significant biological plausibility.

Following the work from Mazzucato et al. [23] we will focus on networks which learn via bias-only
training. This choice is made partially because of the different scaling of the number of trainable
parameters between full and bias learning (Exponential Vs Linear in the number of neurons) and
partially because of what weights and biases are meant to represent in neural networks.

In neuroscience, growing evidence supports the fact that animals can leverage inputs via long-
range projections from higher cortical areas or neuromodulatory nuclei in order to rapidly and flexibly
adapt network dynamics to multiple tasks (see Mazzucato et al [24], Ogawa et al. [25], Perich et al.
[26] and Remington et al. [27]). In NNs;, these types of inputs which mediate the projections coming
from different brain areas are usually modeled as biases.

Intuitively, weights are instead representing the synaptic connections which are much harder to
reorganize on the fly when new tasks are presented. Because of this, the idea is that the first approach
of real brains to the generalization of unseen tasks happens leveraging the equivalent of biases, while
keeping the weights’ equivalents fixed. This suggests that bias-only training may represent a more
direct analogue of how new tasks are first learned in the brain.

Realistically, with time, the synaptic connections also get optimized for the tasks (which are not
new anymore) but our zero shot generalization capabilities are better modeled by models which rely
only on biases.

Bias-only training is, therefore, a promising compromise between neuroscience and artificial in-
telligence. From the Al side, it offers a more computationally scalable approach to learning while
from the neuroscience side, it closely mirrors the recent observations on the mechanisms of zero shot
learning in real brains, making it a plausible model for how flexible behavior might be implemented
biologically.

Here, we both try to explore the expressivity of bias-trained networks and apply XAl techniques to
both bias-trained and fully-trained ones in order to gain insight into the way they can learn multiple
tasks without incurring in Catastrophic Forgetting. We analyze RNNs and FFNNs, namely Single
Layer Perceptrons (SLPs) and MLPs in order to draw parallels both between different architectures
and different training methods.

The thesis is structured as follows: Chapter 1 contains this introduction which includes history,
prior work and roadmap. Chapter 2 is reserved for Methods, including explanations of the models’
structures (RNNs, SLPs and MLPs), task structure and analytical methods (Task and Epoch vari-
ance, Clustering). Chapter 3 contains the Experiments and Results, mostly following the order of
implementation, with first the full training of RNNs, then the full training of MLPs, followed by the
bias training of SLPs and MLPs and finally the bias training of RNNs. At the end, Chapter 4 is
reserved for the conclusions, remarks on the results and possible next steps of the research.






Chapter 2

Methods

2.1 RNN structure

In neuroscience, especially in the study of how certain tasks are learned by non-human animals, the
most common approach is to use very big datasets of measured neural activations obtained from
animals performing a specific task. This method poses some problems:

e The used measurements are readings of the activations of the neurons in the brain. Having this
information doesn’t give us any useful insight on the actual connectivity between neurons (and
how it is reshaped during task learning), but just about how individual neurons respond during
task performance.

e Animals must be first trained to perform the tasks. If we want to analyze the workings of brains
trained for multiple tasks this can be problematic since training many tasks simultaneously is
a notoriously hard endeavor for animals.

An alternative approach that has received much traction in the latest years is to use ML models
able to simulate a dynamical system (like the brain) as proxies for real animal brains. There are
many variants of these networks (RNNs) but the ones trained and analyzed here are inspired by
those used by Yang et al. in [28]. Using artificial neural networks solves both of the problems listed
above:

e We train the networks ourselves and therefore we know every detail about them. We can
obtain neural activation readings, like in the brain-measurement case, but we can also see the
connections between neurons, analyze them and, if needed, modify them.

e These types of neural networks usually have no problem learning multiple tasks simultaneously,
even with limited resources (as shown in [28]).

However, whether or not it makes sense for them to be used as proxies for real brains is not
obvious. First of all, for these models to be useful for understanding natural processes, we would like
them to learn the tasks in the same way as animals do. This is not guaranteed since neural networks
learn tasks by trying to maximize the similarity of the produced outputs to the target ones and not
by enforcing a specific process that can be used to achieve the output (which is what we want to
discover). This property of NNs can be both their strongest point (the optimization leads to the
solution of the task, whether we understand the process or not) and their biggest weakness (even
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2 — Methods

networks trained to very high performances on complex tasks often tell us little about a reproducible
way for us to solve those tasks).

Since we don’t know the way real brains learn tasks, we can only try to determine whether that’s
the same as RNNs by comparing measurable properties or behaviors with observations made in
animals. Fortunately, Yang et al. in [28] showed some evidence of this for the RNNs we will use here.
For example, in Figure 8e and Suppl. Figure 12 d-e they obtained similar Fractional Task Variance
(FTV) plots to the ones reported from measurements in macaque monkeys trained on multiple tasks
by Mante et al. in [29]. Fractional Task Variance will be defined and discussed in a following section
(2.3).

The structure of the model is similar to that of a classical RNN but with some important properties
enforced. In [30], Yang et al. highlighted some problems in using general RNNs as proxies for real
brains. Many levels of measures can be taken to increase the biological rigor of an RNN model, for
example enforcing positive activations on the hidden neurons (which is a known property of their
real counterparts). In the same article, the authors also propose stronger assumptions in the form
of the definition of two varieties of neurons, excitatory and inhibitory. This is indeed what we see
in nature and what is referred to as Dale’s principle. Another core difference stems from the fact
that in NNs layers are fully connected, while in the brains neurons are not. The extent to which
one could try to make the RNN neurons more similar to real life ones is nearly endless and here we
decided to stop at the same level as Yang and colleagues did in [28] (by just imposing non-negative
activations). The other corrections stated here (and possibly future new ones) would certainly be an
interesting further matter to study, especially in relation to bias learning.

The model is a time-discretized RNN with positive activity. Before the discretization, the activity
follows the formula

dh . fom 5
Ta =—h+ f(Wrech+Winl+b+ 27’036(:5) (21)
where 7 is a neuronal time constant which is generally in the range of tens to hundreds of mil-
liseconds, i is the input vector to the network, b is the bias vector of the recurrent neurons, f is the
non-linear activation function, £ is a vector of gaussian white noise with zero mean and unit variance
and o, defines the strength of the noise and is set to 0.05. To enforce the positive activity, f is a

softplus function

f(z) =log(1+ €") (2.2)

The output of the network is read out using a dedicated set of weights from the hidden neurons

o = g(Wouth> (23)
where ¢ is the read-out activation function, which is a logistic function.
1
Cl4e®

The formula in Equation 2.1 is then discretized using a first order Euler approximation and
becomes

g(z) (2.4)

ht = (1 — Oé)ht_l + af(W'r‘echt—l + Wl’nit + b + 20102 N(O,l)) (25)

rec

where o = 2 (At is the discretization step) and N(0,1) is the previously mentioned normal
distribution with zero mean and unit variance.
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2.2 — RNN Task structure

The dimensions of all of the quantities previously described depend on 4 values (T, N, Nyee, Nout)
which, in turn, depend on the setup. 7T is the length of the time dimension in a trial, it depends on
the trial and on random chance, as will be described in Section 2.2. The inputs contain 1 value for
the fixation cue, 32 values representing equally spaced direction on a ring for two rings and finally
as many values as tasks (in our case usually 22), therefore N;;, = 1+ 32 -2 + 22 = 87. The input is
also additioned with random noise (the one we see in Equation 2.5)

1= (lf'i:r7 Lmod1, lmod2; lrule) + Lyoise

inoise = V2o t02,.N(0,1)

rec

(2.6)

The number of recurrent units N,.. depends on the dimension we want the network to have
and is usually set to a power of two (256,5122,1024,2048). Finally, the number of outputs N,,; is
independent from the rest of the structure because the outputs contain only a value for the fixation
cue and 32 values for the response ring, therefore N, = 1+ 32 = 33.

0= (Ofixa Oring) (27>

In terms of these numbers we have that h € (R*)(NreeT) j ¢ RWinT) | ¢ RNree o ¢ RWoutsT)
€ c IR]V'rec7 WZTL c R(Nin,Nrec), Wrec c R(N'remNrec)’ Wout c R(NrecaNout)'
The representation of the whole structure can be seen in Figure 2.1.

Wout

()\“Lec

h =

T Unfold T
Win Win

Figure 2.1: RNN structure

2.2 RNN Task structure

In a seminal paper published in 2019 [31], Yang, Cole and Rajan defined some of the different
ways tasks can be related and proposed methods to generate sets of interrelated tasks. They argue
that certain relations between tasks influence specialization or flexibility and that task choice is an
important step if one wants to explore specific learning patterns in Neural Networks. Furthermore,
although classically neural networks are studied while performing one task at a time, there are many
reasons to study how a network might be able to learn multiple tasks simultaneously. For single
tasks, often multiple similarly-performing solutions exist but multi task learning places a constraint
on this which decreases the size of the space of solutions. Biological experiments have uncovered
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2 — Methods

brains discovering solutions to tasks that sometimes appear sub-optimal, in an effort to use the same
network (brain) to solve the myriad of tasks in our everyday life.

An example of this is the fact that neural activity in the prefrontal cortex is often very dynamical
during working memory tasks (Murray et al. [32]), even though these tasks don’t require such time
sensitive variations. From other experiments we also know (Driscoll et al. [33]) that selectivity in the
neurons of the parietal cortex can change across days in mice brains, even if they are still performing
the same task.

Studying multiple tasks also forces networks to deal with a problem brains manage all the time:
Continual Learning. Animal brains are indeed very good at learning new tasks while maintaining full
(or close to) capability on old ones (avoiding catastrophic forgetting). The mechanism that gives our
brains this property is still poorly understood and putting a network in the same conditions as them
might help us shed some light onto it. For the same goal, multi-task would also be a good way to study
the relation between neural representations of different tasks and could provide an explanation to
the question of catastrophic forgetting which arguably happens when neural representations collide,
rather than being reused.

The two relationships identified by the authors are a Part-whole relationship and a Specific-general
one. The Part-whole relationship is the one that is present between a task and its subtasks. All of
the subtasks are necessary to solve the "super" task but none of them is sufficient. For example, in
the famous random dot motion task where one has to predict the direction of a group of coherently
moving dots mixed between a sea of randomly moving ones, the task of inferring momentary moving
directions is necessary to the good performance of the whole task but is not sufficient because the

momentary "readings" need to be integrated over time. This implies a hierarchical structure of tasks
which has indeed been observed (Badre et al. [34]).

The Specific-general relationship is, instead, the relationship between a general task and one of
its instances. For example, we may want a network to approximate the function f(z) = 3z +5 which
is an instance of the more general f(x) = azx + b.

The tasks considered here for the RNNs are the set of tasks used by Yang et al. in [28|, to which
a "random" and a "random mod" task are added. The "random" and "random mod" tasks are just
trials with random noise (in one or both modalities) and are never actually used in the experiments
we will describe later, so we avoid going into much detail about them. The Yang tasks, instead, are 20
cognitive tasks which are often used in neurophysiological studies of non-human animals and which
include variants of memory-guided response (Funahashi et al. [35]), perceptual decision-making (DM)
(Gold et al. [36]), context-dependant DM (Mante et al. [29] and Siegel et al. [37]), multi-sensory
integration (Raposo et al. [38]), parametric working memory (Romo et al. [39]), inhibitory control
(Everling et al. [40]), delayed match-to-sample (Miller et al. [41]) and delayed match-to-category
Freedman et al. [42]) tasks. They are divided by similarity into 5 different families, but they also all
have a similar structure. The indication on which task to perform is generally given as part of the
inputs (a vector of size 87) in the form of a one-hot vector of size 22, which we call rule input. The
rule input is fixed throughout the trial and is usually a one-hot vector (we decide an order for the 22
tasks and then each task is instructed via a one-hot vector with the 1 in the position assigned to the
task we want the network to perform). Although this is our usual way to communicate which task
should be simulated, it is not set in stone: one can potentially use any 22-dimensional vector as a
rule input and we will later discuss what this implies for our multitask networks.

A consistent part of the input vector is the one that represents the two input rings. This is our
way to communicate two one-dimensional circular variables (like directions/angles) to the network.
Each of the 32 units making up a ring has a "preferred direction" which is uniformly spaced in [0,27].
For unit j with preferred direction v;, its activity for a stimulus presented in direction % is
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2.2 — RNN Task structure

8| —1hj|

ij=r-e 2= (2.8)

which extends linearly in the case of multiple stimulus directions (the input activities are added
together).

Finally, the last value found in the 87 of the inputs is the so called "fixation input", which indicates
to the network when it should respond. The fixation input is set to 1 at the beginning of the trial
(which means that no response should be given) and usually goes off at the beginning of the response
period, the last section of the trial. While the fixation input is on, we expect the network to produce
a fixation output which is also on (target output of 6, = 0.85), while when the response period
kicks in and the network needs to respond its fixation output has a target value of 64, = 0.05. In
this response period what we are interested in is the output direction, or response. This can be
measured by the other 32 outputs which represent the output ring. If the target output direction is
1, then the target value at response time for output number 7 is

6; = 0.8¢2 =) 4+0.05 (2.9)

where 1); is the preferred direction of output value 6;. When the network isn’t supposed to be
responding the target value for the outputs is 6; = 0.05. The response value of the whole network
is calculated using a population vector method which consists in taking as total output direction
the weighted sum of the directions assigned to the output neurons, weighted on their outputs. A
trial is considered correct only if the network correctly maintained fixation and then responded with
the correct direction at response time. This means that the fixation output can never go under
the threshold of 0.5 before the response period and then the response direction, obtained with the
population vector method, needs to be within 36° of the correct direction. All in all, the performance
metric that we use to determine the state of learning of the network for a specific trial is

perf =8 - F+(1-5) -(1-F) -C, (2.10)

where Sy is a boolean value indicating if we expect the network to fixate (1) or respond (0),
F = (o?igl > 0yi,) indicates whether the last (temporally) value of the fixation output shows that

the network is still fixating (1) or not (0) and finally C, = (|P(0};,3) — Y] < %) indicates if the

response direction (extracted with the population vector method P (oz;ggl)) is within 36° of the target
.

All in all, perf will, itself, be a boolean value which is then averaged across many trials for
different inputs to obtain the actual performance of the network on a given task.

For the sake of clarity, each task can be separated temporally into some distinct epochs. The first is
called the "fixation epoch" (fix) and is the period before any stimulus is shown. As the name suggests,
during this period the network is required to keep fixation. Immediately after, the first stimulus is
shown during "stimulus epoch 1" (stim1). If the task requires two stimuli to be shown, then the period
in between is the "delay epoch" (delay) and is followed by "stimulus epoch 2" (stim2). Finally, the
last period is the "go epoch" (go) in which the network needs to break fixation and respond correctly.
The duration of these periods will be represented with Tz, Tstim1, Tuetay, L stim2, Tgo from now on. The
20 tasks are grouped into 5 families: Go, Anti, DM, Dly DM and Matching which will be explained
in more detail next.

We will leave here a summarizing Table (2.1) and then go in-depth into each family and task.
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Potential cognitive

Task Name Abbreviation  Task Family process involved
Go Go Go Pro-response
Reaction-time go RT Go Go Pro-response
Delayed go Dly Go Go Pro-response, Working memory
Anti-response Anti Anti Anti-response
lzziiieosr;ct);zl: RT Anti Anti Anti-response
Delayed anti-response Dly Anti Anti Anti-response, Working memory
Decision making 1 DM 1 DM Decision making
Decision making 2 DM 2 DM Decision making
izgfsi}éz(iizi?fgqt Ctx DM 1 DM Decision making, Gating mod 1
Context-dependent Ctx DM 2 DM Decision making, Gating mod 2

decision making 2

Multi-sensory Decision making,

MultSen DM DM

decision making Integrating mod 1 and 2
Delayed decision making 1 Dly DM 1 Dly DM Working memory
Delayed decision making 2 Dly DM 2 Dly DM Working memory

Context-dependent delayed
decision making 1
Context-dependent delayed
decision making 2

Ctx Dly DM 1 Dly DM Working memory, Gating mod 1

Ctx Dly DM 2 Dly DM Working memory, Gating mod 2

Multi-sensory delayed MultSen Dlv DM Working memory,
decision making Dly DM Y Integrating mod 1 and 2
Delayed match-to-sample DMS Matching Working memory, Comparison
Delayed non-match-to-sample DNMS Matching Working memory, Comparison
Delayed match-to-category DMC Matching Categorization, qukmg TREHOLY,
Comparison
Delayed DNMC Matching Categorization, quklng memory,
non-match-to-category Comparison

Table 2.1: Summary of all the tasks, it includes the whole name, the abbreviation, the task family
and the cognitive processes we associate with each of them.

2.2.1 Go Task Family

This family includes the Go, RT Go and Delay Go tasks which have in common the logic behind the
choice of the response direction (they always have to respond in the same direction as the stimulus
shown) while they differ in the timing of the response and of the stimulus presentation. In the Go
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2.2 — RNN Task structure

task, the fixation cue is on from the beginning of the trial, the stimulus is presented and continues
until the end and only when the fixation cue goes off, the network is expected to respond. The RT
(Real Time) Go task also starts with the fixation cue on but in this case it never goes off, as soon as
the stimulus is presented, the network is supposed to respond. The Delay Go task is similar to the
Go task except for the fact that the presentation of the stimulus is short lived and doesn’t continue
until the end of the trial. For the Go task:

Tutima ~ U(500,1500) (2.11)

where U(ty,t5) is a uniform distribution between ¢; and ¢5. All the numbers are representing
(simulated) milliseconds. For the RT Go task:

Tytim1 ~ U(500,2500) (2.12)

For the Delay Go task, the period between the end of the stimulus presentation and the turning
off of the fixation cue is the delay epoch and its duration follows:

Tgetay ~ U({200,400,800,1600}) (2.13)

where U({...}) is a uniform distribution over the set {...}.
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Figure 2.2: Sample graphs of inputs and produced outputs for tasks in the Go family, obtained
from an RNN model with N,.. = 512 fully trained to perform all 22 tasks to a performance > 0.97.

2.2.2 Anti Task Family

This group contains the Anti, RT Anti and Delay Anti tasks. These are basically the same as the
tasks in the Go Family except for the response which should be in the opposite direction of the
stimulus.
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Figure 2.3: Sample graphs of inputs and produced outputs for tasks in the Anti family, obtained
from an RNN model with N,.. = 512 fully trained to perform all 22 tasks to a performance > 0.97.

2.2.3 DM Family

This includes Decision Making (DM) tasks such as DM1, DM2, Context DM1, Context DM2 and
Multi DM. Temporally, all of these tasks have the same structure: a fixation epoch, a stimulus 1
epoch and a response epoch. The fixation epoch is the same for every task, the network is just
required to keep fixation. The tasks get differentiated during the stimulus epoch: DMI1 receives a
stimulus on 2 directions in the first ring, DM2 is similar but with the second ring while Context
DM1, Context DM2 and MultSen DM all receive the same 2 directions on both ring 1 and 2 (even
though with different intensities). The expected response is different based on the performed task:
DM1 has to respond in the direction of highest intensity (of the two presented), same goes for
DM2. Context DM1 receives 4 directions (2 in ring 1 and 2 in ring 2) and is expected to ignore
completely the stimuli of ring 2 and only respond as DM1 would with the ring 1 stimuli (same goes
for Context DM2, by ignoring ring 1). Finally, MultSen DM has to take into account both rings and
respond in the direction which has the highest combined intensity (across rings). The directions of
the stimuli are extracted at the beginning, the first uniformly in [0°,360°] and the second uniformly
in [first +90°, first + 270°].

The first two tasks of this family (DM1 and DM2) mimic the classical perceptual DM task of
random-dot motion stimuli (Gold et al. [36]), which is a task were a swarm of dots moves in a
certain direction with varying levels of coherence. Here, we use two stimuli and their intensity to
simulate the coherence of the perceived direction. When the two stimuli have the same strength
(71 = 72) there is no evidence towards any specific direction and, therefore, 0 coherence. A higher
difference in the intensities simulates higher coherence. In all DM Family tasks a value of average
strength 7 is taken from

5~ U(0.8,1.2) (2.14)

then, one value of coherence is extracted from
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¢ ~ U({=0.08,—0.04, —0.02, —0.01,0,0.01,0.02,0.04,0.08}) (2.15)

and the strength for the two directions in the first ring (modality) is calculated as

Y1,modl = Y+c Y2,modl = Y—c¢ (216>

Context DM1 and Context DM2 are instead inspired by the context-dependent DM task performed
by macaques (Miller et al. [41]). Here, the same directions are shown in two different rings: two
separate values of average strength and coherence are extracted independently from one another from
the previous distributions and the 4 strengths are calculated as

Y1,modl = r?modl + Crmod1 Y2,modl = r?modl — Cmodl

(2.17)

Y1,mod2 = Ymod2 + Cmod2 Y2,mod2 = Ymod2 — Cmod2

Finally, the MultSen DM task mimics the multi-sensory integration task (Raposo et al. [38]). For
this task, a single value of coherence ¢ and average strength 7 is extracted and the average strengths
of stimulus 1 and 2 across rings 1 and 2 are defined as

Nn=Fte p=y-c (2.18)

then, a value A; (and similarly A,) is extracted from

Ay ~ U(0.1,0.4) UU(—0.4,—0.1) (2.19)

and finally, the values of strength for all 4 stimuli are calculated as

Yimodt = Y1 (L + A1) Yimoedz = 11(1 — Ay)

(2.20)
Yomodt = Y2(1+ A2)  Yamedz = Y2(1 — Ay)
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Figure 2.4: Sample graphs of inputs and produced outputs for tasks in the DM family, obtained
from an RNN model with N,.. = 512 fully trained to perform all 22 tasks to a performance > 0.97.
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2.2.4 Delay DM Family

The Delay DM family includes 5 more tasks: Delay DM 1, Delay DM 2, Context Delay DM 1, Context
Delay DM 2 and MultSen Delay DM. These tasks are similar to their non-delayed counterparts but
have the two stimuli separated by a delay period, in both rings. The procedure to generate a trial is
very similar to the non-delayed DM tasks, except for the extraction of the coherence value which is
here taken from

¢ ~ U({—0.32,-0.16, —0.08,0.08,0.16,0.32} ). (2.21)

Furthermore, the durations of the trial epochs are

Tatim1 = Tatima = 300 Theray ~ U({200,400,800,1600}). (2.22)
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Figure 2.5: Sample graphs of inputs and produced outputs for tasks in the Delay DM family,
obtained from an RNN model with N,.. = 512 fully trained to perform all 22 tasks to a
performance > 0.97.

2.2.5 Matching Family

This family includes 4 tasks: Delay Match-to-Sample (DMS), Delay Not Match-to-Sample (DNMS),
Delay Match-to-Category (DMC) and Delay Not Match-to-Category (DNMC). In all of these tasks,
two stimuli are shown in either modality (ring) 1 or 2 separated by a delay period. Input fixation is
always high and the network is expected to break fixation and respond as soon as it sees the second
stimulus. The response depends on the notion of two directions "matching", following which the 4
tasks are separated into Sample (DMS and DNMS) and Category (DMC and DNMC). Sample tasks
consider two directions "matching" if they are exactly the same, while Category tasks consider them
"matching" if they are part of the same category (in this case if they are both in [0°,180°] or both
in [180°,360°]). The response then depends on whether the task is of the Go group (DMS, DMC) or
NoGo group (DNMS, DNMC). In the first case, the network should respond in the second direction
shown if the two directions match and fixate otherwise. In the NoGo case, the network is expected

18



2.3 — Task and Epoch Variance

to respond in the direction of the second stimulus if the two don’t match and fixate otherwise. In all
of these tasks, the duration of the delay period is taken from

Tgetay ~ U ({200,400,800,1600}). (2.23)

In the Sample tasks, stimulus 1 is drawn randomly from [0°,360°] and stimulus 2 is set to be equal
to stimulus 1 in half of the cases and randomly drawn from [stim1 + 10°, stim1 4 350°] in the other
half. In the Category tasks, both stimuli are drawn independently from

U({18,54,90,126,162,198,234,270,306,342}) (2.24)
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Figure 2.6: Sample graphs of inputs and produced outputs for tasks in the Matching family,
obtained from an RNN model with N,... = 512 fully trained to perform all 22 tasks to a
performance > 0.97.

2.3 Task and Epoch Variance

Important measures introduced by Yang et al. in [28| are Task and Epoch Variances. The first is a
metric devised to help us understand whether neurons in the network are selective to specific tasks
or are instead similarly involved in all tasks. The second helps us gauge whether a neuron is used
throughout the task or only in specific periods (epochs). Task and Epoch variances are powerful
tools for the analysis of networks which are trained simultaneously on multiple tasks as they shed
light on the inner workings of the models, which are too often treated as black boxes.

Task Variance for a specific task is calculated by generating numerous trials with inputs that span
the whole set of possible ones and then calculating the variance of each neuron’s activity across both
the time and trial dimensions. Therefore, the task variance of neuron ¢ on task A is

TVi(A) = ([ha(, 1) = (hald' 1)) 1) (2.25)

where h;(7,t) is the activity of neuron i at timestep ¢ of trial j. The fixation epoch at the beginning

of the trial is usually omitted from this computation since it doesn’t tell us anything about the task
(and its relation to the neurons’ activations).
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Epoch variance is calculated basically the same way as task variance, but separately for each
period (epoch). Essentially, it treats each period within a task as if it were a distinct, individual
task.

Finally, it is important to remember that zero Task Variance neurons are excluded from the graphs
where we represent the results of these analysis, this is enacted by placing a threshold of 1072 on
Task Variance under which neurons are ignored.

2.4 Clustering

In the following sections, an analysis of task or epoch variance is usually paired with a clustering
analysis, to identify groups of neurons with similar behavior. The clustering is performed with the K-
means clustering algorithm, a procedure that, given an expected number of clusters N sters, assigns
each of the data points to one of them. This is done via the so called LLoyd’s algorithm, an iterative
process which, starting with Nyseers randomly initialized centroids (points), repeats two steps:

e Assign each of the data points to the cluster represented by the closest centroid.

e Update the position of the centroids to be the center of mass of the points assigned to their
cluster.

The second step gradually decreases the error each iteration and therefore the algorithm always
reaches a local minima in a finite number of steps (it stops when the error is not decreasing anymore).
However, it is not guaranteed to reach a global minima since the final solution depends on the
initialization of the centroids. To increase the chances of getting a good result, each time the
algorithm is run for a certain number of clusters Ny ssers it is run for 20 different initial positions of
the centroids.

Another parameter that greatly influences the output of the algorithm is Ngysers. To decide on
the optimal number of clusters, the algorithm is run for Ngusiers € [2,30] and a Silhouette Score
(Rousseeuw [43]) is computed. The Silhouette Score (S;,,) for a certain clustering is the mean across
all data points of the Silhouette coefficients (S?,,,), which in turn depend on the intra-cluster (a;) and
nearest-cluster (b;) distances. For a number of clusters n and using the best (lowest error) of the 20
attempts, the value of the silhouette score S;,, is calculated as:

bi—a,-

Ssm = (Sen)i = )i (2.26)

mazx(a;, b;)

where ¢ is the index of a data point and, supposing point ¢ is in cluster A:

a; = {d(i, j))jea

2.27
where d is the Euclidean distance and d(i, C') is defined as:
d(i,C) = (d(i, j))jec (2.28)

Due to how it is defined, Silhouette score is in the range [—1,1], with 1 being the best value for
it and —1 being the worst. A positive value indicates that on average the point is closer to other
points in its cluster than it is to different clusters, which is what we seek. A value of 0 indicates
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overlapping clusters, since it implies a = b meaning that the average intra-cluster distance is equal to
the average nearest-cluster one. Finally, a negative value indicates a lower nearest-cluster distance
than intra-cluster, hinting at the fact that the point might be missclassified.

This method gives us a measure of how well a number of clusters is fitting our data but it is not
the only thing we should keep an eye on: an excessive number of clusters can still achieve a high
silhouette score while, in reality, it might be overfitting the data. For this reason, in the following
sections we will often opt for a clustering with a lower number of clusters if the silhouette score is
very similar to the best option found.

2.5 Single and Multi Layer Perceptron structure

Neuron/
Perceptron

. — -
—— -

T

activation

I L I ) |_!_l
Input Weights Bias
zeR” welR™ term

Figure 2.7: Graph of an Artificial Neuron

The building block of most neural networks is the Artifical Neuron (Figure 2.7) which was first
introduced by Warren McCulloch and Walter Pitts in 1943 [44] as a mathematical model of a biolog-
ical neuron in a neural network. Each artificial neuron has a set of N inputs (either from the outside
of the network or from the previous layer), connected to it via N weights. The weights matrix is
multiplied by the inputs, a bias value (specific to the neuron) is added and an activation function f
is applied to get the neuron’s output, called activation.

The whole branch of Neural Networks as we know it today was born by the introduction of the
artificial neuron. One of the first attempts to apply it to some interesting tasks was done in 1958
by Frank Rosenblatt [45] when he defined the first Single Layer Perceptron (at the time called only
Perceptron).

The Single Layer Perceptron (Figure 2.8) is a network where a certain number of artificial neurons
are directly connected to the inputs and where they also play the part of output neurons, meaning
their activations are not fed to any other neuron but are treated directly as the output of the
network. These models were originally used for both binary and multi-class classification (of data,
images, etc.) and are still in use with important applications especially in Part of Speech tagging
(Natural Language Processing). In the case of binary classification, only 1 artificial neuron with
Sigmoid activation function is often used, making the network look like the one in Figure 2.7. More
complex Single Layer Perceptrons which employ more artificial neurons usually find their application
in multi-class classifications, where each neuron represents a class and the network has to "turn on"
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Figure 2.8: Graph of a single layer perceptron.

the neuron of the class corresponding to the input.

Right from the beginning, the first attempts at using Single Layer Perceptrons brought to light
an important "flaw" in their capabilities: only tasks where the classes are linearly separable can be
solved. This was a massive roadblock for the general adoption of SLPs since many tasks we would
deem simple were instead totally impossible to solve (like some of the dichotomies of 4 points in a
plane, as we will see later in Section 3.3).

Luckily, the solution was much simpler than expected: it was enough to add a "hidden layer"
of artificial neurons between the inputs and outputs. This was the first example of a Multi Layer
Perceptron (Figure 2.9) which, like its Single Layer counterpart, was introduced by Frank Rosen-
blatt, this time in 1962 [46] in a book written to publish the results of his many experiments with
Perceptrons.

Input
neurons

Hidden

neurons Output

neurons

weights

weights

Figure 2.9: Graph of a multi layer perceptron.
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These models not only solve the problem of non-linearly-separable data, being able to learn non-
linear decision boundaries, but have also been demonstrated to be able to approximate any continuous
function. The theorem that proves this is referred to as "Universal Approximation Theorem" (Cy-
benko [8]) and is true even for the simplest version of a MLP: one with only 1 hidden layer. However,
the theorem is merely a theoretical guarantee and doesn’t provide any sure way for the model to get
to the correct solution, which is instead addressed by the study of learning algorithms.

As far as SLPs go, here we only apply them to binary classification tasks and therefore, they are
exactly of the type portrayed in Figure 2.7, the weights and bias are randomly initialized and the
activation function is usually a Sigmoid. The Sigmoid function translates between 0 and 1 the value
obtained by the multiplication of input and weight (and sum of the bias) and also offers a much
better gradient with respect to a Step function, a useful characteristic during backpropagation.

MLPs are here employed in the context of binary and multiclass classification and, thanks to
their more complex structure, we can try multiple ideas with them. Here we present some different
variations we will use later:

e (Classical binary classification with a standard Multi Layer Perceptron.
e Multiclass pretraining with the addition of a final binary classification header.
e Autoencoder pretraining with addition of final binary classification header to the encoder.

e Multiclass classification with standard Multi Layer Perceptron.

As we will see later in Section 2.6, most of the tasks we will train the MLPs to perform will
be essentially binary classifications on MNIST images. The MNIST dataset (Modified National
Institute of Standards and Technology dataset) is a widely used database of hand-annotated hand-
written digits (0-9) produced by high school kids and American Census Bureau employees. It is
divided into a set of 60000 images for the training and 10000 for the tests. Each object in the
dataset is a grey-scale, 28228 pixels image which is placed in one of 10 classes based on the digit it
contains. Later, when we will attempt multiclass classification, we will use both MNIST and some
of its later variants (Fashion MNIST, K-MNIST, Ethiopic, Vai, Osmanya and N’Ko MNIST which
contain images of clothes and various asian or african sillabic alphabets). All of these datasets are
ideated as drop-in replacements for MNIST and therefore their data has the same characteristics as
MNIST’s.

The first point in the list written above entails the use of classical multi layer perceptrons with
a number of inputs that depends on the amount of tasks we want to train, an arbitrary number of
hidden layers and a final output layer composed of 1 artificial neuron with Sigmoid activation. The
inputs can be divided into 2 parts, a first one for the input image and a second one for the rule input
used to instruct the network on which task to perform. The former is just a flattened version of the
input image and therefore is a 28 x 28 = 784 long vector of [0,1] values. The latter is generally a
one-hot vector indicating which task to perform, like in the RNN case, and indeed ends us being a
vector with same length as number of tasks being trained. The number and dimensions of the hidden
layers can vary across experiments but we will generally indicate the first as H and the dimension
of hidden layer ¢ as N;. Hidden layers have randomly initialized weights and biases and use ReLLU
(Rectified Linear Unit) activation. Finally, the last (output) layer is only composed of 1 artificial
neuron employing Sigmoid activation which is used for the final binary classification.

As we will see during the Experiments in Section 3.2 another approach we will explore will be to
do a Multiclass pretraining on the classes present in the original MNIST. To do so, the model will
more or less have the same structure as the one defined in the last paragraph, with the exception of
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the last layer which will be composed of 10 artificial neurons (one for each class/digit) using Softmax
activation. The model will be trained for the multiclass classification task of predicting the digit
present in the image by using Categorical Cross-Entropy and only then will be used as a building
block of a slightly bigger network which will have to learn the binary classification tasks. In practice,
after pretraining the model, the activation function of the last layer will be switched to ReLU and
one more layer containing only 1 artificial neuron with Sigmoid activation will be added. The idea
behind this is that by pretraining on a task where the network needs to separate each digit from
the others it will learn an abstract representation of the digits which will be a useful beginning and
common ground for the binary classification tasks.

The experiments where we will train multiclass classification will use models identical to those
described in the previous paragraph, without the addition of the last 1 neuron layer, basically per-
forming only what we defined as pre-training.

Input Output

ERTEH,

-
8
's
p.

Encoder Decoder

Figure 2.10: Graph of a multi layer perceptron.

The last version of the Multi Layer Perceptron that we will show here exploits the Autoencoder
architecture. The Autoencoder (Figure 2.10) is a version of Feed Forward Neural Network that can
be trained in an unsupervised manner and that is usually used for compression or denoising of data.
As seen in Figure 2.10, a classical Autoencoder is made up of three parts:

e Encoder
e Hidden representation

e Decoder

The Encoder part is a FFNN which usually decreases in size at each new layer until it arrives
at the dimension of the hidden representation. The hidden representation layer is then connected
to the second part of the network: the Decoder. Here, we usually have a mirrored structure to the
Encoder meaning that the layers increase in size until they get back to the dimension of the original
input.

The model is then trained end-to-end with backpropagation by showing it a piece of data (an
image for example) and then comparing the output to the given input, without concerning about
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labels. In a first moment the aim of the network is to reproduce the input closely (it is trained
with Mean Squared Error) but a byproduct of this is that, since the architecture forces the data
stream to pass through a low dimensional vector (hidden representation), the network will also learn
a compressed representation of the input data.

These networks are indeed very good for compression purposes because of this ability of theirs to
learn compressed representations of highly dimensional input data. In practice, they are often used
after training by separating the network into two part: a first part composed of the Encoder and
Hidden representation layer and a second part composed of the Hidden representation layer and the
Decoder. The first part is then fed data that needs to be compressed and the activation values of the
Hidden Representation layer make up the compressed representation of the input. To obtain back
the input data it is enough to feed a compressed representation to the second part which will produce
back the initial input (up to the error achieved during training). Here we intend to use this by training
the Autoencoder, separating the two parts just described and then placing a binary classification
(single neuron) layer after the part that contains the Encoder and hidden representation. The idea
is that, using unsupervised learning we can make the network learn a compressed representation of
the input and then use that to perform binary classification.

2.6 Single and Multi Layer Perceptron Task structure

As said in the previous section, the only Single Layer Perceptrons we studied are those with a single
artificial neuron in the output layer. Our objective with these kinds of networks is testing wether
or not bias-learning allows for enough expressivity to learn the dichotomies of 4 points in a plane.
Therefore, we have 4 points which can each be labeled in two ways and we get the 42 = 16 different
tasks show in Figure 2.11.

All 16 Possible Dichotomies of 4 Points

Task 1 Task 2 Task 3 Task 4
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Figure 2.11: All 16 dichotomies of 4 points in a plane.

If we assign the label 0 to the blue color, the label 1 to the red and write the correspondences
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between points coordinates and label for each task, we can see that many of them are none other
than classical logical gates (while the others are combinations of them). All of these correspondences
can be found in Table 2.2.

Task number Corresponding logical gate

1 0

2 x AND y

3 x AND (NOT y)

4 X

5 (NOT x) AND y

6 y

7 x XOR y

8 x ORy

9 (NOT x) AND (NOT y)
10 NOT (x XOR y)

11 NOT y

12 x OR (NOT y)

13 NOT x

14 (NOT x) OR y

15 (NOT x) OR (NOT y)
16 1

Table 2.2: Correspondence between possible dichotomies and logical gates.

The training for each of these tasks is then just a matter of giving as input the coordinates of one
of the four points and expect as output the correct label.

For MLPs, the tasks are more complicated. As explained in the previous section, most of the tasks
we will train the MLPs on are binary classifications on MNIST images. To reproduce the duality of
"Pro" versus "Anti" response found between the Go and Anti families of tasks for RNNs (introduced
in Subsections 2.2.1 and 2.2.2) we first design the following 3 couples of tasks:

e Odd Vs Even
e First Half Vs Second Half

e Prime Vs Not prime

As we can see, all of these are in the form First element Vs Second_ element and include two
tasks: one where the First element is labeled 1 and the Second is labeled 0 and another where the
labels are reversed. All of the plots for the expected (ground-truth) responses to these tasks are
available in Figure 2.12.

As we have already said in Section 2.2, Yang et al. defined two possible relationships between
tasks as important in multi task learning to gain insights on how networks learn: Part-whole and
Specific-general. To develop sets of tasks related through the Part-whole relationship the approach
to follow is to first create the subtasks and then build bigger ones by combining those. This method
rapidly increases the complexity of the tasks, which is something we are trying to limit here. To
keep a low complexity, we focused on the second relationship: the Specific-General. The approach
to creating sets of tasks related in this way (explained by Yang et al. in [31]) is to first think about
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Ground truth (Gt) responses for MNIST tasks
Gt Responses for Odd task Gt Responses for Not Odd task
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Figure 2.12: Ground truths for the Odd Vs Even, First Half Vs Second Half and Prime Vs Not
Prime task couples.

the meta-task (the "General" one) and then create many instances of it. Our meta-task is "Is the
number lower than x?", which we can easily generalize to a number of "Specific" tasks by setting x
to an arbitrary number between 0 and 9. Some examples of the ground truths of instances of this
meta-task are shown in Figure 2.13. Together with these, we also create their mirrored tasks which
can be interpreted as instances of the meta-task "Is the number bigger than z7".

The process to train these tasks is developed in some steps:

e The MNIST dataset is loaded and split into train/validation, usually with an 80/20 split.

e The train part is then preprocessed with a custom function which normalizes the pixel values
to be in [0,1]. Then, for each image, it extracts one of the tasks being trained at random and
converts the real label (given by MNIST) into a 0 or 1 based on the extracted task. Finally,
the image is flattened and the one-hot vector representing the task is added at the end. The
function returns a numpy array of the flattened and extended images, together with their new
labels.

e During the training, after each epoch, a validation step is run. For each trained task, the whole
validation part of the dataset is preprocessed with respect to that task and fed to the network
to calculate its performance on it. Finally, the weights are saved.
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Gt Responses for instances of
the "Lower than x" meta-task

- X3
- X=5
—_— x=7
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Figure 2.13: Ground truths for the tasks that derive from the meta-task "Is the number lower than
x?". The coloring is the one for the task where x = 3 but similar other instances are analogous
with the only difference being the separating line, indicated in the graph.

The final testing is treated in much the same way as the validation step during training. The
models are always trained with sigmoid activation on the last neuron, with a threshold value of 0.5,
binary cross entropy loss and Adam optimizer.

In Section 3.4 we will also use other Mnist-like datasets to train some networks. These datasets
were expressly built to be drop-in replacements for Mnist so they are composed of images of the
same shape and include 10 different classes so the training/validation/testing procedure is mostly
the same as with Mnist. The datasets we will use in those experiments are:

e Fashion Mnist: first introduced by Xiao et al. in [47], it is a drop-in replacement of Mnist
containing images of clothes taken from Zalando, the German e-commerce.

e KMnist: introduced by Clanuwat et al. in [48], contains images of historical cursive Japanese
characters. It was published in conjunction with the National Institute of Japanese Literature
in an effort to aid the application of new technologies to old japanese writings.

e Ethiopic/Vai/Osmayana/N’Ko Mnist: these are 4 different datasets, all presented by Wu et
al. in [49]. They each contain characters from african languages: Ethiopic Mnist refers to the
extinct language Ge’ez, which was spoken in the Ethiopian empire until the XIV century, Vai is
a currently spoken language in Liberia with its own syllable alphabet, Osmayana was a Somali
alphabet and N’ko is another alphabet still mainly used in many countries in western Africa.
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Figure 2.14: Some examples of images for the 7 Mnist-variant datasets used in bias-training Multi
Layer perceptrons.
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Chapter 3

Experiments and Results

3.1 Full learning in Recurrent Neural Networks

Recurrent Neural Networks of the type described in Section 2.1 have already been shown (for instance
by Yang et al. in [28]) to be capable of learning cognitive tasks. When training both weights and
biases this is true even for small networks and for any combination of tasks, making it possible to
train networks with only 256 recurrent neurons to perform all 20 tasks to high performance (> 90%
accuracy). The learning of the tasks is performed by interleaving trials of each of the tasks at random,
for each training step the procedure is:

e Extract a task among the tasks being trained, according to the defined probability distribution
(which is uniform by default).

e Generate a batch of trials for that task, following the task structure described in Section 2.2.

e Train on the generated batch of trials.

For our models, the training batch size is 64, while the testing/validation batch size is 512. Every
500 training steps, a validation step is performed on every task, to assess model performance and
check for signs of overfitting. A model of 256 recurrent neurons is trained on all 20 tasks and the
training is stopped when each one is at least at > 90% accuracy. The model is trained with a Least
Squares Loss, Adam optimizer and Softplus activation. The graph of the evolution of the performance
metric on the various tasks versus the number of trials the model has been trained on is available in
Figure 3.1. A similar graph for the cost (loss) of the model for each task can be found in Figure 3.2.

Although the model is not expressly trained in a Continual Learning (CL) scenario (since all tasks
are trained from the beginning and not sequentially) Figure 3.3 shows a behavior similar to what we
would expect in that case. Indeed, the model ends up mostly learning one or two tasks at a time
and once it reaches 0.9 performance on one it doesn’t decrease much while learning the remaining
tasks, thanks to the constant interleaving of even old ones.

Figure 3.3 doesn’t include the values greater than 0.9 to decrease visual cluttering of already
learned tasks and allow us to better gauge these observations.

As we have said, one of the main reasons to use Neural Networks as proxies for physical brains
is due to the ease of analysis. In particular, an interesting question already explored by Yang et
al. in [28]| regards the neural representation of tasks. Namely, we ask ourselves whether, following
simultaneous training of multiple tasks, every neuron ends up being used in every task, neurons
specialize for specific tasks or something in between. This can be measured with the Task variance
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Figure 3.1: Performance learning curve for a model of 256 recurrent neurons fully trained on all 20
tasks in a simultaneous fashion. The model is trained to at least 90 performance with Least
Squares Loss, Adam optimizer and Softplus activation.
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Figure 3.2: Cost (Loss) curve for a model of 256 recurrent neurons fully trained on all 20 tasks in a
simultaneous fashion. The model is trained to at least 90 performance with Least Squares Loss,
Adam optimizer and Softplus activation.

32



3.1 — Full learning in Recurrent Neural Networks

Performance on the 20 tasks Vs Num of trials
{Avoiding points with Perf=0.9)

[ Al * v
08 - .r*nﬂ“'/\r Wy d
v 3"’\'
e o
fdgo — multidm
E ractge delaydml
04 1 delaygao — delaydm2
fdanti conktextdelaydml
reactanti — ontextdelaydm?
0z 4 | delayanti multidelaydm
| dml — dmsgo
| dm?2 — dmsnogo
| ontextdml = dmcoo
0.0 4 | contextdm?  —— dmcnego
T T T T
O 1 2 3 2
Mum of trials lek

Figure 3.3: Performance learning curve for a model of 256 recurrent neurons fully trained on all 20
tasks in a simultaneous fashion. The model is trained to at least 90 performance with Least
Squares Loss, Adam optimizer and Softplus activation. To avoid visual cluttering and better see
the way the tasks are learned, any data point over 90 performance is excluded.

metric described in Section 2.3. Basically what we do is take the previously shown network and, for
each of the (20) trained tasks:

e Generate trials that span the whole space of possible inputs. The amount of these trials depends
on the task and we will refer to it as Npaten-

e Run each trial through the (already trained) network and extract the activations, obtaining a
(Nstep, Npatch, Nrec) matrix where Ny, is the number of simulated timesteps which is obtained
as Nstep = T;‘,ot/At-

e Eliminate information relative to the fixation period since it’s not interesting in order to catch
similar /different response to different tasks.

e For each recurrent neuron, calculate the variance across input stimuli and average it across time,
as seen in Equation 2.25, obtaining a vector of size N,...

This process produces Nygsks vectors of size N,e., which are normalized task-wise (meaning all
task variances of a neuron across all tasks sum to 1). Following the procedure described in Section
2.4, these vectors are then clustered (choosing the optimal amount of groups using the silhouette
score) and rearranged by cluster for easier visual understanding. The silhouette score for the model
being treated here can be found in Figure 3.4 while the Task variance plot is reported in Figure 3.5.

As one can easily see from Figure 3.4, very similar scores are obtained for even less clusters (13
and 17), which are preferable in our case. For this reason from now on we will consider the solution
with 13 clusters whose plot is shown in Figure 3.6. There we can observe the high degree of similarity
with Figure 3.5, with much less complexity.
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Figure 3.4: Silhouette score for different number of clusters in K-means clustering performed on
Task Variance data for a model of 256 recurrent neurons fully trained on all 20 tasks in a
simultaneous fashion. The model is trained to at least 90 performance with Least Squares Loss,
Adam optimizer and Softplus activation.
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Figure 3.5: Heatplot for the task variance of recurrent neurons of a model of 256 recurrent neurons
fully trained on all 20 tasks in a simultaneous fashion. The model is trained to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation. Neurons are
rearranged to keep the 26 clusters contiguous and neurons with TV lower than 1073 are not
considered.

Independently from which number of clusters we choose, however, the interesting behavior shown
by the Task variance metric still stands: clusters naturally emerge from the training of multiple tasks.
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Figure 3.6: Heatplot for the task variance of recurrent neurons of a model of 256 recurrent neurons
fully trained on all 20 tasks in a simultaneous fashion. The model is trained to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation. Neurons are
rearranged to keep the 13 clusters contiguous and neurons with TV lower than 1073 are not
considered.

From the plots we can clearly see some clusters being particularly "active" for one or two tasks (as
is the case for cluster 13 with tasks DNMS and DNMC) and others being mostly "active" on a wide
variety of tasks (for example cluster 10). These results are even more evident when we look at the
plot of the change in performance following the lesioning of a specific cluster, shown in Figure 3.7.
There, the lesioning of a cluster is done by setting the output activation of all neurons in the cluster
to 0 during inference.

In the plot the results are more clear and show us additional information about the nature of
these clusters. For example, cluster 3 is highly specialized on the Anti family of tasks while clusters
4 and 5 are specialized for tasks which have to do with modality 1 and 2, respectively. This is also
corroborated by the fact that they impact similarly task MultSen DM, which needs to consider both
modalities.

Another similar metric is epoch variance which is essentially an epoch-wise activation variance,
as described in Section 2.3. Using this we can instead show a different clustering which takes into
account activation time and can give us insight on whether certain neurons are specialized in specific
temporal parts of a task. From the plot shown in Figure 3.8 we can see that indeed there are neurons
highly specialized in specific epochs. For example, cluster 12 is evidently part of cluster 3 from Figure
3.6 since it is active only for tasks of the Anti family, however this plot gives us more information:
either all or a part of what we previously called cluster 3 is active mostly during the response epoch
(and only a bit during the stimulus epoch). Figure 3.8 also allows us to make educated hypothesis
on the function of the clusters we found. For example, regarding the Delay DM family:

e Cluster 6 is only active during the delay 1 period of the tasks in the Delay DM family, indicating
that it might be responsible for the memory of the direction and/or intensity of the first stimulus
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Figure 3.7: Heatplot for the change in performance of a model of 256 recurrent neurons fully
trained on all 20 tasks in a simultaneous fashion, when specific clusters of recurrent neurons are
lesioned. The model is trained to at least 90 performance with Least Squares Loss, Adam optimizer
and Softplus activation.

shown.

e Cluster 1 is mostly active during the stimulus 2 and delay 2 periods of the same tasks, indicating
that it might have to do with the memory of the response to give at go epoch.

e Clusters 5,7 and 10 activate during the go epoch for the tasks in the Delay DM family, meaning
they are the ones carrying out the response.

The emergence of these clusters is very interesting and happens regardless of the dimension of the
network. This indicates that it is not a byproduct of limited resources but an optimal way to support
multitasking of complex, but related, tasks. In a 2024 paper [50], Pouget et al. studied a network,
named STRUCTURENET, where the part of the input used to instruct the task is specifically built to
indicate what are the tasks’ characteristics. They, too, observed the emergence of functional clusters
in that case but the results just presented here show that an intelligent entity already capable of
determining which are the important features to describe a task and then capable of codifying the
tasks in that way is not needed. The development of functional clusters that perform subtasks which
are common between the ones being trained happens automatically by minimizing the loss on all
tasks. Furthermore, the learned subtask structure is a useful starting point for the training of new
tasks: Yang et al. in [28] showed how the training of a task (which we expect/know to include
already trained subtasks) is sped up by orders of magnitude by the model being able to repurpose
what it had already learned.

Another important property of networks which develop these functional clusters is compositional
generalization. Pouget and colleagues, when studying STRUCTURENET, found its capability of
performing new tasks when instructed by an intelligently crafted rule input which describes which
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Figure 3.8: Heatplot for the epoch variance of recurrent neurons of a model of 256 recurrent
neurons fully trained on all 20 tasks in a simultaneous fashion. The model is trained to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation. Neurons are
rearranged to keep the 12 clusters contiguous and neurons with TV lower than 1073 are not
considered.

features the task should have. This ability has been named compositional generalization and shows
up in our networks too, even though our rule inputs don’t describe similarities between tasks. Yang
et al. showed one of these compositional rules for Delay Anti and one for Context Delay DM 1,
however it turns out this compositional rule is not unique, as we will show shortly.

The rules showed by Yang et al. are something one can come up by combining semantically rules
for other tasks. In particular, the one able to instruct Delay Anti is:

Lrute,comp_go = [—1,0,1,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0] (3.1)

where the position at index 0 is the one assigned to the Go task, index 2 to the Delay Go task
and index 3 to the Anti task. This means that the Delay Anti task can be written as Delay Go - Go
+ Anti, which looks like "extracting" the Delay attribute/quality from the tasks of the Go family
and applying it to the Anti task.
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For the occasion, we train a new network with the same characteristics of the previous one but
trained only on Go, Delay Go and Anti. The network has never seen the Delay Anti task and we
have never explicitly told it the relationships between the training tasks (all rule inputs are one-hot
vectors), however when we test the network on the Delay Anti task and use the rule input found in
3.1 we get a surprisingly high performance of 63.2. Importantly, the performance is much lower if
we instead instruct the Delay Anti task with its own one-hot vector.

Following the idea of "extracting" the Delay function from another group of tasks, other possible
compositional rules come to mind easily and the performances of models trained for these combina-
tions are reported in Table 3.1.

Delay Anti Delay Anti

Trained tasks Task 1 Task 2 Task 3
(one-hot) (comp)
Go, Dly Go, Anti 100 100 100 28.7 63.2
DM1, Dly DM1, Anti 93.6 95.4 100 41.5 62.7
DM2, Dly DM2, Anti 95.7 97.3 100 45 90.2
Ctx DM1, Ctx Dly DMI1, Anti 984  96.2 100 24.7 59.3
Ctx DM2, Ctx Dly DM2, Anti ~ 97.1 98.4 100 49.9 77.6

Table 3.1: Performances of models of 256 recurrent neurons fully trained on 3 tasks (first column)
to at least 90 performance and in a simultaneous fashion. Training is done with Least Squares Loss,
Adam optimizer and Softplus activation. The Task 1, 2 and 3 columns show the performances of
the networks when tested on the three tasks being trained and indicate the tasks in the first
column, in order. Column Delay Anti (one-hot) gives the performance on the Delay Anti task,
instructed with its assigned one-hot vector (not trained). Column Delay Anti (comp) gives the
performance on the Delay Anti task, instructed with the Task 2 - Task 1 + Task 3 rule input.

Trained tasks Task 1 Task 2 Task 3 Task 4 Delay Anti
(comp)
Go, Dly Go, Anti, Dly Anti 100 100 100 100 100
DM1, Dly DM1, Anti, Dly Anti 90.7 91.9 100 100 84.2
DM2, Dly DM2, Anti, Dly Anti 97.1 98.2 100 100 97.4
Ctx DM1, Ctx Dly DM1, Anti, DIy Anti ~ 91.1 90.5 100 100 79.6
Ctx DM2, Ctx Dly DM2, Anti, Dly Anti  94.9 95.5 100 100 75.8

Table 3.2: Performances of models of 256 recurrent neurons fully trained on 4 tasks (first column)
to at least 90 performance and in a simultaneous fashion. Training is done with Least Squares Loss,
Adam optimizer and Softplus activation. The Task 1, 2, 3 and 4 columns show the performances of
the networks when tested on the four tasks being trained and indicate the tasks in the first column,
in order. Column Delay Anti (comp) gives the performance on the Delay Anti task, instructed with
the Task 2 - Task 1 4+ Task 3 rule input.

It is interesting to observe that all of these compositional rules manage to instruct the Delay Anti
task to a high degree (mostly > 60 perf) even though the networks have never seen the task and
are only being tested on it. Some models show a somewhat high performance even when using the
one-hot encoding even if, to the network, it should not be linked to any task (it was never in training).
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3.1 — Full learning in Recurrent Neural Networks

This can be explained with the network learning some underlying subtask which is common to all
of those in training and deciding to always perform it, for example the fixation response. It might
be that, since in every task of the training set the network is required not to respond until the
fixation cue goes off, even when testing for an unknown rule it still waits for the cue to go off before
responding, thus increasing performance according to the formula in Equation 2.10.

Furthermore, by training networks similar to the ones in Table 3.1 which are also trained on Delay
Anti we can see how the model is actually performing better even when testing with the compositional
rule. The results are in Table 3.2 and show that the models are not treating the compositional rule
too differently from the one-hot vector meaning that improvements obtained by learning the Delay
Anti task (instructed with the one-hot vector) reflect on the performance of the compositional rule.

Now, an interesting question regards whether linear combinations of these compositional rule
inputs also work well in instructing the target task. To test this, we use the first two compositional
rules in Table 3.1. We therefore train a model with 1024 recurrent neurons to perform Go, Delay
Go, DM 1, Delay DM 1 and Anti to at least 90 performance (100,100,100,94,98.4 respectively), using
the usual setup of Least Squares Loss, Adam optimizer and Softplus activation. For this mode, both
compositional rules work very well: Delay Go - Go + Anti achieves 83.9 performance while Delay
DM 1- DM 1 + Anti gets 87.7. Now, we attempt to instruct the Delay Anti task with a rule input
which is a linear combination of these compositional rules, namely:

lryle = @ - lrule,comp_go + b - lrule,comp_dml (32)

where i,yie.comp g0 1 the vector shown in Equation 3.1 and i,yie comp,m1 1S instead defined as:

irule,comp_dml = [070707170707 _170707070717070707050707070] (33)

The performances for some combinations of a,b € [0,1] are shown in Figure 3.9.

From the plot we can easily delineate a high performing linear manifold connecting the two "pure"
compositional rules (which are in the top right and bottom left). Over this diagonal the performance
swiftly falls while under it it is a bit better, but still decreasing. If we expand our reach to values
of a and b outside of [0,1] we obtain the plot in Figure 3.10 which shows us that the linear manifold
doesn’t extend to every couple of values where a +b = 1.

The same effect seen in Table 3.2 can be appreciated graphically in Figure 3.11. As before, we
observe that by training the model on Delay Anti too (with the one-hot rule input), the compositional
rules benefit in performance as well and the linear manifold becomes impossible to make out.

The most interesting part of this, however, is the fact that we can instruct a network on an
unknown task using combinations of learned ones and that we can increase the performance by
combining multiple of these compositional rules. For example, in Figure 3.9 the performance with
the two compositional rules (top right and bottom left) are 87.7 and 83.9 respectively but we can
achieve a maximum of 99.3 for a = 0.4,b = 0.5. In general, we find that most of the values on or
around the diagonal give better performance than the "pure" compositional rules, with a gradual
increase towards the center of the diagonal itself.

The reason behind this phenomenon should be investigated and might give us insight on how
these compositional rules work. An hypothesis is that each compositional rule is in fact instructing
a "noisy" version of the Delay Anti task, meaning a task similar to Delay Anti but where some
things are "off". If that was the case, combining different compositional rules might enact a sort
of interference between the two representations of the task. This would make the common parts of
the representations (which would statistically be the ones actually relevant to the Delay Anti task)
constructively interfere and instead cancel out the "noise" parts of the representation. To be clear,
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Figure 3.9: Heatplot of the performance of a model of 1024 recurrent neurons on the Delay Anti
task instructed with a linear combination rule input of the type seen in Equation 3.2. The model is
fully trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation.

here we do not necessarily say that with our method the noisy parts of the representations actually
cancel out and only the common parts remain: even if they don’t disappear completely they end up
being weighted differently than the common parts. In fact, by looking at Equation 3.2 it is clear
that representation features present in only one of the two compositional ones end up being weighted
by a or b, depending on which rule they belong to, while common features are instead weighted by
a + b. This effect can be seen if we plot the projection of the input rule values onto the recurrent
neurons, by doing so we see how differently the network interprets each rule input. For a given rule
input i,,;. we therefore need to plot

P = VVin,rule : irule (34)

where Wiy, ruie 15 @ (Nigsks, Nree) submatrix of W;,. Therefore p ends up being a N, long vector
containing, for each recurrent neuron, the incoming value which is the sum of each rule input value
weighted by the corresponding input weight. The plot of all of this for the same model as the one in
Figure 3.9, can be seen in Figure 3.12.

In the Figure, the phenomenon described earlier is clearly visible in many areas. For example, the
neuron found right after the 200 mark which has a high projection value for the DM 1 compositional
rule and a much lower value for the Go case gets averaged in the linear combination case. In the
same way, neurons which have high incoming values for only one of the compositional rules (like the
ones at around the 850 and 950 marks) almost fade in the case of the linear combination.

Another way to visualize this is by using the Task variance metric. We can treat each linear
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Figure 3.10: Heatplot of the performance of a model of 1024 recurrent neurons on the Delay Anti
task instructed with a linear combination rule input of the type seen in Equation 3.2. The model is
fully trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation.

combination (each value of a and b) as a different task and look for the clusters that show up in the
network when calculating Task Variance across those. Since our interest is mostly towards the linear
generalization manifold seen in Figure 3.9, we decide to parametrize it and limit ourselves to that.
The manifold in this case is a line which connects the two compositional rules which are a = 0,6 =1
and a = 1,b = 0 respectively. Therefore, if we limit our analysis to the line, b = 1 — a and the
parametrization is very simple:

irule =7 - irule,comp_go + (1 - 7) ' irule,comp_dml (35>

where v is essentially a.

From the silhouette score for the K-means clustering shown in Figure 3.13, we see that the
structure is rather simple, with only 3 clusters. We can visualize this with another Task Variance
plot, resulting in Figure 3.14. From this, we see that the hypothesis we made might indeed be correct,
it looks like both compositional rules use two clusters each to perform the Delay Anti task but only
one of these clusters is common between the two. In the case where y =a =0.5and b = (1—a) = 0.5
the two comp-rule specific clusters become less determining in the behavior of the network.

In Figure 3.15 we show the drop in performance for the model, when neurons which are part of
a specific cluster are lesioned. Like before, here "lesioning" a neurons means setting its activation
to zero during inference. The results are not exactly what we expect: we indeed see that Cluster
2 is the most important one because it causes the biggest drops in performance when lesioned but,
compared to Cluster 3, Cluster 1 also seems to have a great impact, for all values of ~.
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Figure 3.11: Heatplot of the performance of a model of 1024 recurrent neurons on the Delay Anti
task instructed with a linear combination rule input of the type seen in Equation 3.2. The model is
fully trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation.

To get to the bottom of this, a more thorough exploration is needed. First of all, setting activations
to zero might not be a useful way to gauge the impact of a neuron on computation: certain clusters
might be transitioning between different "modes" across time in a trial or v. For example, a cluster
might be moving from a oscillatory or response behavior to a more static, but non-zero, firing rate
pattern. This can happen, for example, if the cluster is acting as a hub passing forward input
information. If this is the case, treating neurons in the cluster as non-existent when they are in the
static but non-zero pattern can negatively impact the performance of the model more than we would
like to if we want to measure the cluster’s actual impact on the computation. Furthermore, some
more insight might be gained by limiting the Task Variance plots to specific periods and observing
if some clusters change Task Variance along the trial.

This latter point is expanded in Figure 3.16 where we have divided the 4 task periods: Fixation
(fix1), Stimulus (stim1), Delay (delayl) and Go (gol). We see that all non-zero-task variance neurons
are active almost uniformly across values of a during the Fixation period, which could be explained
by the fact that the model is just waiting to see the stimulus and is not performing any computation.
The other 3 plots are very similar, indicating that most of the difference in activation variance is
indeed tied to the rule input rather than the task period. However, we can observe some differences
based on the period:

e During the Stimulus period, Cluster 1 has higher variance with respect to what we see in Figure
3.16 and in the other 2 periods, even for higher values of a.
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Projection of rule inputs onto recurrent neurons for different compositional rules
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Figure 3.12: Projections of the rule inputs onto the recurrent neurons of a model of 1024 recurrent
neurons when instructed with a compositional rule or a linear combination of them. The model is
fully trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion to at least 90
performance with Least Squares Loss, Adam optimizer and Softplus activation. The data is
obtained as explained in Equation 3.4. The "go+dm1" rule input is the one described in Equation
3.2 with a = b =0.5.
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Figure 3.13: Silhouette score for different number of clusters in K-means clustering performed on
Task Variance data for a model of 1024 recurrent neurons fully trained on Go, Delay Go, DM 1,
Delay DM 1 and Anti in a simultaneous fashion. The model is trained to at least 90 performance
with Least Squares Loss, Adam optimizer and Softplus activation.

e During the Go period, Cluster 3 exhibits a similar behavior by showing higher task variance
even for low values of a.
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Figure 3.14: Heatplot for the task variance of recurrent neurons of a model of 1024 recurrent
neurons fully trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion.
The model is trained to at least 90 performance with Least Squares Loss, Adam optimizer and
Softplus activation. Neurons are rearranged to keep the 3 clusters contiguous and neurons with TV
lower than 1073 are not considered. On the y axis, the value 7 (= a) is the one used in the
parametrization in Equation 3.5.

e Overall, Cluster 2 is the most stable one when looking period-wise like in this case.

This means that our hypothesis that most of the computation for the task is performed by Cluster
2, with Clusters 1 and 3 just aiding might have been right. From these observations we can conclude
that they are in fact helping during the Stimulus and Go period, respectively. If we look back at
Figure 3.15, however, we see that even for high values of a (for example 0.9) lesioning Cluster 1 has
as much of an impact on performance as lesioning Cluster 2. As we have said before, this means
that the Task Variance metric we used is not capturing what is really important for computation in
Cluster 1. Earlier we made the hypothesis that this mismatch could be caused by Cluster 1 having
a low Task Variance but a high average value, so that setting its neurons to zero might change
significantly the computation. If this was the case, it would mean that, instead, neurons in Cluster 3
have an average value closer to zero so that when we lesion them we don’t change the computation
too much. To inspect this we plotted the mean activation (over the timesteps of the trial) of the
neurons in the network in Figure 3.17. Cluster 4 is the Cluster that contains the neurons with zero
Task Variance (and also zero mean according to this plot) which are excluded from the usual Task
Variance analysis as explained in Section 2.3. For the other Clusters we find exactly what we were
expecting:

e Cluster 3 has low average activation and therefore setting its neurons to zero is a good way to
sever their Variance without influencing their mean.

e Cluster 1 has an higher mean activation meaning that setting its neurons to zero doesn’t only
sever their Variance but also influences the computation in a much broader sense than intended.
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Figure 3.15: Heatplot for the change in performance of a model of 1024 recurrent neurons fully
trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion, when specific
clusters of recurrent neurons are lesioned. The model is trained to at least 90 performance with
Least Squares Loss, Adam optimizer and Softplus activation. On the y axis, the value v (= a) is the
one used in the parametrization in Equation 3.5.

e Cluster 2 is the most varied, it has neurons with 0 mean activation but also contains the ones
with the highest one (3). Therefore, it could suffer from the same problem as Cluster 1.

All in all, this means that the method we used in Figure 3.15 is not fair towards the Clusters
with non-zero average activation, like 1 and 2. A better visualization should be done by fixing
the activations of neurons in a cluster to the average activation of the cluster. This way we avoid
canceling out completely the neurons and we give a much more fair representation of the impact of
Cluster lesioning. The adjusted plot of performance change is shown in Figure 3.18 and paints a
much clearer picture, showing that Cluster 2 is indeed responsible for most of the performance of
the model on the generalized Delay Anti task.

All of this analysis has been done on the model of 1024 recurrent neurons trained on Go, Delay
Go, DM 1, Delay DM 1 and Anti for ease of analysis but we have said before that we found other
compositional rule inputs other than the ones using the Go and DM1 families. Indeed, we also
trained a model on Go, Delay Go, DM 1, Delay DM 1, DM 2, Delay DM 2 and Anti in order to
have 3 compositional rule inputs available. With this model we were able to produce an extended
version of the plot in Figure 3.9, in 3 dimensions using coefficients a,b and ¢ for the compositional
rule inputs using Go, DM 1 and DM 2, respectively. The plot is available in Figure 3.19 and the rule
inputs used are in the form

lryle = @ - lrule,comp_go + b - lrule,comp_dml + c - 1rule,comp_dm2 (36)

where i,yie.comp go 1S the vector shown in Equation 3.1, iryie comp dm1 in Equation 3.3 and i,yie, compym2
is defined as:
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Figure 3.16: Heatplots for the Task Variance of a model of 1024 recurrent neurons fully trained on
Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion, across different linear
combinations of compositional rules and for the four task periods separately. The model is trained
to at least 90 performance with Least Squares Loss, Adam optimizer and Softplus activation. On
the y axis, the value a is the one used in the parametrization in Equation 3.5.

irule,comp_dm2 = [07070715070707 _170707070717070707()’()7070] (37)

From this plot we can see that the observations of the linear generalization manifold made in
the case of 2 compositional rules (Figure 3.9) still stand and are further expanded. In this 3D
case the generalization manifold becomes a plane that roughly spans the area between the 3 pure
compositional rules (one coefficient being 1 and the others 0), just like we saw in the 2D analysis.

Models have also been trained for more tasks to have access to even more compositional rules
simultaneously, in our case 4, 5 and 6. The additional compositional rules are made using;:

e The Context DM 1 task group, similarly to the other compositional rules it is build starting
from the one-hot vectors via (i’rule,comp_ctxdml = irule,dlyctzdml - irule,ctxdml + irule,anti)

e The Context DM 2 task group, build starting from the one-hot vectors via (iruie.comp ctzdmz =
lrule,dlyct:pdmZ — Lrule,ctzdm2 + 1rule,anti>

e The MultSen DM task group, build starting from the one-hot vectors via (irule,comp_mult =

Lrule,dlymultsen — lrule,multsen + lrule,anti)
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Figure 3.17: Heatplots for the average activations of a model of 1024 recurrent neurons fully
trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion, across different
linear combinations of compositional rules. The model is trained to at least 90 performance with
Least Squares Loss, Adam optimizer and Softplus activation. On the y axis, the value a is the one
used in the parametrization in Equation 3.5.
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Figure 3.18: Heatplot for the change in performance of a model of 1024 recurrent neurons fully
trained on Go, Delay Go, DM 1, Delay DM 1 and Anti in a simultaneous fashion, when specific
clusters of recurrent neurons have their activations fixed to the cluster’s average. The model is
trained to at least 90 performance with Least Squares Loss, Adam optimizer and Softplus
activation. On the y axis, the value v (= a) is the one used in the parametrization in Equation 3.5.

Unfortunately, models like these which have manifolds in 4,5 and 6 dimensions are not simple to
represent and analyze, therefore here we limit ourselves to the ones in 2 and 3 dimensions.
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Figure 3.19: Heatplot of the performance of a model of 1024 recurrent neurons on the Delay Anti
task instructed with a linear combination rule input of the type seen in Equation 3.6. The model is
fully trained on Go, Delay Go, DM 1, Delay DM 1, DM 2, Delay DM 2 and Anti in a simultaneous
fashion to at least 90 performance with Least Squares Loss, Adam optimizer and Softplus

activation.

3.2 Full learning in Multi Layer Perceptrons

In the previous section we showed how Recurrent Neural Networks trained to perform multiple tasks
simultaneously develop functional clusters which get reused between tasks and help ease the learning
of new ones. Because of their recursive structure which is often interpreted as providing a time
dimension to the response, Recurrent Neural Networks have an inherent advantage with respect
to other Neural Network models when performing tasks with a time component like simulating
dynamical behavior. Regardless of that, it is also interesting to explore whether or not typical Feed
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3.2 — Full learning in Multi Layer Perceptrons

Forward Neural Networks have similar outcomes when they have been trained on multiple tasks. Of
course, FENNs (or MLPs) don’t have the structure needed to simulate the time dimension like RNNs
do, therefore a new set of tasks needs to be developed. The structures of the networks are described
in Section 2.5 while the new tasks in Section 2.6.

The first set of tasks presented is studied with the compositional results seen in RNNs in mind:
we have 3 couples, each containing a different task and its opposite, like in the Go Vs Anti case. The
two tasks in a couple are identical except for the response, which is reversed. This way, we hope to
induce the network to develop some axis in the task representation space which determines whether
the response should be one way or reversed, helping with compositional rule generalization later.

Since the number of inputs is already high (28 x 28 46 = 790) we opt for a network with multiple
layers made up of less neurons, rather than a network with few layers and many neurons which would
spike the number of trainable parameters very fast. Anyways, we ran experiments in both cases and
the results that follow are mostly identical. For the next plots we will present, a model with 10
hidden layers of 32 artificial neurons each (with a final output layer of 1 neuron) is trained on either
all tasks ("Odd Vs Even", "First Half Vs Second Half", "Prime Vs Not Prime" and their opposites)
or leaving out a task (in our case the opposite task in the "Prime Vs Not Prime" couple). First of
all, we test if the networks are able to learn all tasks simultaneously. They are, even with a relatively
small amount of training examples (circa seeing each training image 5 times), as seen in Figure 3.20.

Validation performances on the
multiple tasks as training goes on
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Figure 3.20: Validation performance on each task being trained as a function of the number of
processed examples. Since the training set is composed of 48000 images (80% of 60000), the model
takes around 5 full epochs to train all the tasks to the desired performance.

Then we train a model only on Odd, Not Odd, FirstHalf, NotFirstHalf and Prime (leaving out
the NotPrime task) and try to see what happens if we try to instruct NotPrime compositionally in
the same way as we saw in RNNs. The tasks are trained to a target performance of 95% and, for
the "pure" tasks, we get the confusion matrices shown in Figure 3.21.

Although the model performs well on the individual tasks, it does not generalize well in the
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Figure 3.21: Normalized confusion plot for each task being trained. For each image, the 12000
images left out of training are fed to the network and a confusion matrix is plotted. The data is
normalized to 100 row-wise.

compositional sense. In the first plot of Figure 3.22 we try to use a method analogous to the one
found in RNNs. We attempt to extract the "Not" property (by doing Not Odd - Odd) and apply it
to the Prime task to obtain Not Prime. As is evident in the plot, the network is not performing the
Not Prime task, but rather the Not Odd task (with some uncertainty on certain numbers caused by
the contamination from the Prime task). The hypothesis is that - Odd is performing the "opposite"
of the Odd task (the Not Odd) and therefore strengthening it. From the idea that Not Odd and Odd
are related by a - sign, the second plot (top right) of the same Figure tries to test if rule input Not
Odd + Odd + Prime manages to achieve our goal. This time, however, we end up with Not Odd
and Odd canceling each other out almost completely and leaving only the Prime task.

The two theorized behaviors can be appreciated in the plots of the second line of Figure 3.22.
In the first one, we show that - Odd indeed behaves like Not Odd, with the exception of a high
uncertainty on the number 5, which reflects on the top left plot. In the second one we show how Not
Odd + Odd creates a very uncertain task (classifications are fluctuating around the threshold of 0.5)
which can be easily swayed by any other task that gets added (like Prime in the top right plot).

Lastly, we intend to gauge what it means to "sum" or "subtract" two different tasks (or, better,
their one-hot rule vectors). On the last row of Figure 3.22 we can see some interactions between tasks
of different families. On the left, Odd + FirstHalf seems to show confidence in classifying numbers
which have same label in both tasks (like 1, which is odd AND in the first half or 6 which is not
odd AND not in the first half). It also shows higher than usual uncertainty on numbers which have
opposite labels, like 0 or 9. We see something similar in the plot on the right, where FirstHalf +
Prime is confident in classifying 3 and 8 but unsure on 4 and 5. An exception to this observation is
presented by 1 being confidently classified as in the 1 class, which would mean it is in the first half
but also prime.

Overall, if one treats uncertainty as being class 0, it looks like a sum of two tasks is instructing
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Figure 3.22: Normalized confusion plot for some compositional rule inputs. For each image, the
12000 images left out of training are fed to the network and a confusion matrix is plotted. The
data is normalized to 100 row-wise.
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the AND operation between the two tasks. Unfortunately, the limitations of this interpretation are
evident: the uncertainty is only an emerging measure that appears when applied to many inputs and
therefore can’t be used in a one-shot predictive manner.

Comparison in learning time between random and
pretrained models on the Not Prime task
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Figure 3.23: Performance plot for 1 model pretrained on Odd, Not Odd, FirstHalf, Not FirstHalf
and Prime (black) when trained on unseen Not Prime task. The other 10 performance plots are 10
runs of not pretrained models that are trying to learn the same task, they differ in random
initialization of the weights and biases. On the x axis, a colored dot marks the number of samples
processed before each model reaches the target performance (green dashed line).

However, the fact that -Odd basically instructs Not Odd suggests us that some relation between
tasks has indeed been learned. In fact, the pretraining is not completely useless as we show in
Figure 3.23: it speeds enormously the learning of the new task. In the figure we show how the same
pretrained model seen up until now is then used as a starting point to train the Not Prime task.
The performance curve (black) shows a much faster learning than any other not pretrained model
(all other colors). To make the comparison, 10 other randomly initialized models are trained only
on Not Prime: the experiment is repeated 10 times since the curve depends on initialization but
still the average amount of training examples the networks need to see before reaching the target
performance is around 1400 (circa 15 times as much as the pretrained model).

In order to follow one of the archetypes of task relationships proposed by Yang et al. in [31], we
move on to use the set of tasks shown in Figure 2.13. As explained in the SLP/MLP task structure
section 2.6, these tasks are all versions (instances) of the more general task "Is the number lower than
x?". Unfortunately, even with these tasks, neither clusters nor compositional generalization arise,
just as in the previous case. However, with these tasks as well we can observe that they heavily help
the learning of new tasks: a model was trained on FirstHalf, Not FirstHalf, Under3, Not Under3 and
Under7 (leaving out Not Under7, but showing its opposite) and then trained on the left out task.
In Figure 3.24 we can clearly see the difference in learning time between the pretrained model and
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the not pretrained ones. Note that here all the times are dilated because the target performance has
been set higher (at 95%) due to the fact that the baseline is 80%.
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Figure 3.24: Performance plot for 1 model pretrained on FirstHalf, Not FirstHalf, Under3, Not
Under3 and Under7 (black) when trained on unseen Not Under7 task. The other 10 performance
plots are 10 runs of not pretrained models that are trying to learn the same task, they differ in
random initialization of the weights and biases. On the x axis, a colored dot marks the number of
samples processed before each model reaches the target performance (green dashed line).

What’s more, thanks to the fact that all these tasks are "children" of the meta-task, the network
appears to have learned the meta-task itself. It is, in fact, possible to exploit the knowledge in
the pretrained network to train new, unseen tasks which are other children of it. This is similar to
what we have shown in Figure 3.24 but in this case the network hasn’t seen the "opposite" task.
This is important because with the center left plot of Figure 3.22 we have seen that a task and its
opposite are tied to one another, making the pretraining on the opposite task an ulterior helping
factor. In Figure 3.25 we show the difference in learning time of a new task (Under6) between a
model pretrained on FirstHalf, Not FirstHalf, Under3, Not Under3, Under7 and Not Under7 and
different random initialization of untrained, but otherwise structurally identical, networks.

Overall, our experiments have shown that these networks are able to learn some underlying char-
acteristic common to the trained tasks (as evidenced by the help in learning new tasks that pretrained
models provide) but also that they don’t seem to organize themselves in functional clusters and show
compositional generalization properties, at least not in the same way previously observed in RNNs.
First of all, we can rule out the idea that the tasks are not intertwined enough to trigger the emer-
gence of clusters, since the last experiments with the meta-task instances obviously share common
patterns. Therefore, our hypothesis falls onto the idea that the tasks are both too simple and not
varied enough to induce the network to specialize in reusable subtasks. This is corroborated by the
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Figure 3.25: Performance plot for 1 model pretrained on FirstHalf, Not FirstHalf, Under3, Not
Under3, Under7 and Not Under7 (black) when trained on unseen Under6 task. The other 10
performance plots are 10 runs of not pretrained models that are trying to learn the same task, they
differ in random initialization of the weights and biases. On the x axis, a colored dot marks the
number of samples processed before each model reaches the target performance (green dashed line).

fact that Mazzucato et al. [23] demonstrated the emergence of clusters of neurons in one-hidden-
layer perceptrons, even though in a slightly different way to us (we will show reproduced results and
discuss a novel perspective in the Bias Learning in MLPs Section 3.4).

3.3 Bias learning in Single Layer Perceptrons

A Single Layer Perceptron (SLP) is the simplest type of Feedforward Neural Network (FFNN) and,
among SLPs, the most basic architecture consists of a model with a single neuron (see Figure 2.7). To
analyze the expressive capacity of such a network, we begin by examining its Vapnik—Chervonenkis
(VC) dimension. To define this, we first introduce the notion of shattering.

Definition 1 (Shattering). Let H = {h : R? — {0,1}} be a hypothesis class, and let S = x1, 2o, ..., T, C
R? be a finite set of input points. We say that H shatters the set S if for every possible binary labeling
{0,1}™ of the points in S, there exists a hypothesis h € H such that h(z;) =y; for all i=1,... n.

Definition 2 (VC Dimension). The Vapnik—Chervonenkis (VC) dimension of a hypothesis class H,
denoted VC(H), is the largest integer d such that there exists a set of d points in R™ that H can
shatter. If H can shatter sets of arbitrary finite size, then VC(H) = oo.

VC dimension is tightly linked to the Capacity of a network, which measures its expressivity.
The calculation of the capacity of the Single Layer Perceptron was first provided by Thomas Cover
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in 1965 [51] and utilizes an inductive proof which we will now discuss and then articulate in our
bias-learning case.

Let’s start by considering P points in R™ and in general position. This requirement means that
we should have no N +1 points lying on a lower dimensional hyperplane (i.e. no 3 points on the same
line etc.). We now define C(P, N) as the number of labelings (dichotomies if we have 2 labels) that a
linear hyperplane with modifiable weights w and biases b can realize. Cover demonstrated, through
a combinatorial argument, that when we add 1 new point zp; to the P we had, each dichotomy we
previously had can extend in either one or two ways. If the new point is exactly on the separating
hyperplane, we can tilt the plane slightly and have the point be classified in any of the two ways,
otherwise the point’s label is fixed. If our aim is counting the number of realizable dichotomies, the
second case is not interesting since it doesn’t provide a new dichotomy. We can therefore write:

C(P+1,N)=C(P,N)+ D (3.8)

where D are the number of dichotomies on P points realizable by an hyperplane constrained to
pass through xp,;. Since our points are in general position, constraining an hyperplane to pass
through a specific point reduces the problem by one dimension to a N — 1 dimensional one. Hence,
D =C(P,N — 1) and we get a recursion formula:

C(P+1,N)=C(P,N)+C(P,N —1) (3.9)
We know the base case of this, which is C'(2,0) = 2, and we get the formula for Cover’s counting
theorem:
N
P-1
P,N)=2 1
e =23 (") (3.10)

0

IfP<N+1, Z]kvzo (Plzl) = 271 and so C(P, N) = 2F: any labeling of up to N + 1 points is
realizable. If P > N + 1, then C(P, N) grows more slowly and we instead have that when P ~ 2N,
@ ~ %, which indicates that only around half of the labelings are realizable.

If our points are in general position (i.e. in 2D, no 3 points are collinear), we can rotate or
translate the classification line so that it crosses (and changes the label of) one point at a time.
Because of this, each continuous motion of the hyperplane changes only one label and provides a
new dichotomy: there is a one-to-one correspondence between ways to tilt or shift the hyperplane
and changes in labelings. Each weight adds a degree of freedom which roughly translates to 2 bits
of information, since it can swap a label from 1 to -1 and viceversa. Also, going from dimension N
to N + 1 unlocks a new degree of freedom to separate the data, doubling the amount of available
separations.

Finally, let’s get to our case: The Single Layer Perceptron. The SLP is a simple linear classifier
and, in our 2D experiments, the hyperplane it uses is just a line that has to separate positive and
negative data points (red and blue respectively in Figure 3.26). Since it is applied to the classification
of points on a plane, our model (visible in Fig 2.7) has 2 input values (the coordinates of the point),
a 2-long weight vector (w = (wy,w9)) and 1 bias (b). The weight vector is perpendicular to the
classification line and all the points where w - x + b > 0 are categorized as positive, while those for
which w - z+b < 0 end up in the negative category. The binary classification can indeed by written
as:

class = sign(wy - 1 +wy - 5 + b) = sign(wr z + b) (3.11)
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Figure 3.26: All 16 possible dichotomies of 4 points on a plane. The lines indicate the the edge
cases of slope which still allow the network to learn the tasks. Each image includes the written
interval of slopes.

Intuitively, it learns a separating line and classifies all the points over the line as +1 and the ones
under it as —1. Therefore, it is trivial to understand why a set of 3 non collinear points can always
be correctly classified, for any labeling. This proves that the VC dimension is at least 3 and we need
to check the set of 4 points on the plane. The 16 possible labeling dichotomies of the 4 points are
represented in Fig 2.11. Each of those, can be associated with a logical gate, for example Task 2 is
the AND operation, while Task 8 is the OR. Table 2.2 summarizes these correspondences.

Since it learns a separating line, only tasks which are linearly separable can be learned. Also,
because we need to define a univocal labeling (i.e. assigning blue and red to either +1 or —1) not
every linearly separable task can be learned. For example Task 2 and Task 9 are specular to one
another and are both linearly separable. If we assign red to +1 and we say that the model should
categorize as +1 all points over the learned line, Task 2 is learnable while Task 9 isn’t. With opposite
conventions this is reversed. Because of these reasons, only 9 of the 16 dichotomies can be learned
for any one convention.

Now we shouldn’t forget that our case has a further constraint: bias-learning. In our setup, we
draw the weights at random and then fix them, hence taking away many of the degrees of freedom of
the model. As seen in Equation 3.11, the weights define the slope of the separating line. Therefore,
fixing the weights removes our ability to tune the slope of the line and only leaves us with the ability
to move this line parallel to itself with the bias. For this reason, for any random initialization of the
weights, not all 9 tasks are actually learnable. For a certain fixed slope, initially all points might be
on the negative side; as b increases points will move to the positive side one at a time, until all of
them have. This means that there are at most P+ 1 thresholds which yield different labelings, which
include those where all points are classified as negative or all as positive. This severely decreases the
expressivity of the model, which doesn’t have a number of realizable dichotomies that is exponential
in P anymore, but only linear, with P + 1 as a limit. Alongside this, the capacity drops from O(N)
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3.4 — Bias learning in Multi Layer Perceptrons

for the full learning SLP to O(log, N) for the bias learning models.

This should not necessarily be thought of as only a drawback. On the contrary, sometimes it
makes sense to prefer lower complexity to higher capacity, both for learning costs and generalization
capabilities. The first concern is introduced by the fact that increasing the number of learnable
parameters in turn increases the computational (and therefore monetary) cost of training the model.
The second, instead, is tied to the fact that if we have a network that is overparametrized for our
task, we incur in high probabilities of overfitting, which gives us a model that is not useful in future
applications because it doesn’t generalize well to unseen data.

To understand under which conditions what group of tasks can be learned, the minimum and
maximum slope lines that allow for learning of a task are reported in Figure 3.26, for each task (Task
1 and 16 can be learned for any slope).

From this analysis we can easily see that we have 4 possible intervals in which the randomly
initialized slope can fall. These 4 intervals also determine 4 different groups of tasks that can be
learned with such an initialization, summarized in Table 3.3.

Slope interval Learnable tasks

[—o0, —1] 1,2,4,8,16

[—1,0] 1,2,6,8,16
[0,1] 1,5,6,14,16
[1, +00)] 1,5,13,14,16

Table 3.3: Groups of learnable tasks, given randomly initialized slope.

3.4 Bias learning in Multi Layer Perceptrons

The classical (non bias-learning) SLP case is already known for not being able to learn all 16 di-
chotomies of 4 points in a plane: the addition of bias-learning only further restricts its expressivity.
Here, in fact, other than the problem of the impossibility of learning non-linearly-separable tasks, we
also have problems in learning all the linearly-separable ones for a single initialization. To address
the first concern, just like it is usually done when studying the SLP, the idea is to move on to a
slightly more complex model: a Multi Layer Perceptron (MLP).

wilx
sign
A
w2y

Figure 3.27: Graph of the simplest possible Multi Layer Perceptron for our tasks (dichotomies on a
plane), composed of an input layer (in this case with only 2 values, x and y), a hidden layer of 2
neurons and a final output layer of one neuron.
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3 — Experiments and Results

The simplest model of this type is one with an input layer (2 inputs, x and y of the point), 1
hidden layer and 1 output layer (1 neuron), like the one in Figure 3.27. To demonstrate whether or
not 1 hidden layer of 2 neurons is enough to fully learn all 16 dichotomies, we need to see if every task
can be rewritten using only logical operations which can be implemented by a single neuron. Using
the coloring convention mentioned before, the tasks that can be implemented by a single neuron are
1,2,4,5,6,8, 13, 14 and 16, which correspond to specific logical operations (as seen in Table 2.2 in
Section 2.6). If we use a MLP with exactly 2 hidden neurons (as in Figure 3.27), we can maintain
this analogy to the second level and so, if we are able to rewrite each of the 16 dichotomies as (x OP1
y) OP2 (x OP3 y), where OPn is one of the logical operations listed above, then such an MLP is
able to learn all 16 dichotomies. It turns out that this is possible and, in fact, the rewritten versions
can be found in Table 3.4.

Task number Corresponding logical gate Rewritten logical gate OP1,0P2,0P3
1 0 0 AND 1 1,2,16
2 x AND y (x AND y) AND 1 2,2,16
3 x AND (NOT y) NOT(NOT(x) OR y) 14,13,-
4 x < AND 1 42,16
5 (NOT x) AND y (NOT(x) AND y) AND 1 5,2,16
6 y y AND 1 6,2,16
7 x XOR y NOT(x AND y) AND (x OR y) 2,5,8
8 x OR y (x ORy) AND 1 8,2,16
9 (NOT x) AND (NOT'y) NOT(x OR y) 8,13,-
10 NOT (x XOR y) NOT(x OR y) AND (x AND y) 8,5,2
11 NOT y NOT(y) 6,13,-
12 x OR (NOT y) NOT(NOT(x) AND y) 5,13,-
13 NOT x (NOT x) AND 1 13,2,16
14 (NOT x) OR y (NOT(x) ORy) AND 1 14,2,16
15 (NOT x) OR (NOT y) NOT(x AND y) 2,13,-
16 1 1 AND 1 16,2,16

Table 3.4: Logical operations representing the 16 dichotomies of 4 points in a plane, rewritten in
terms of operations that are learnable by single neurons with fixed weights. In the last column, a -
sign indicates that any operation is valid.

This was already known in the study of the standard MLP, but our restriction to bias learning
poses some additional problems. Again, fixing the weights determines the slope of the separating line
for each of the 3 neurons in the network. As we have shown in Table 3.3, this restricts the number
of tasks that each specific neuron can perform. In turn, this creates a problem because it is not
guaranteed that the network has the correct fixed slopes that allow for the operations we need.

Taking inspiration from an argument made by Mazzucato et al. [23] we can employ the Lottery
Ticket Hypothesis.

Definition 3. Lottery Ticket Hypothesis

This hypothesis states that a network that can solve a specific task can be found as a subnetwork of
a suitably bigger network. The subnetwork is usually obtained by eliminating units in the original
network.

When the activation function used in the hidden layer is ReLu, the learning of biases can indeed
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3.4 — Bias learning in Multi Layer Perceptrons

"turn oftf" specific units and have only the units initialized with the correct slope remain active. For
example, to perform Task 10, we need to have 2 neurons in the hidden layer whose input weights
form a negative slope (to perform tasks 8 and 2) and which have output weights that form a negative
slope for the last neuron (to perform task 5). Similarly, performing Task 3 requires 2 neurons in
the hidden layer to be connected to the last neuron with weights that define a slope in the interval
[1, +00] (to perform Task 13). As for the input weights we only care for the ones of the neuron that
"acts as x" to the last neuron, which should define a positive slope (to perform Task 14). For a
large enough hidden layer, even with random initialization, bias learning can therefore learn all 16
dichotomies with a probability that increases with the size of the hidden layer.

After these first characterizations about the nature of bias learning in MLPs, we want to connect
to the experiments we have already done and shown in Section 3.2. Considering the added limitation
of bias-learning and the fact that, even with full learning, the first experiments didn’t produce what
we were looking for, we opt to instead leverage the gained insight and approach the problem from
another direction.

'II

Task variance and clustering plot for a
model bias trained on 7 classification tasks
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Figure 3.28: Task Variance and Clustering heatplot for a model with 1 hidden layer of 30000
neurons and an output layer of 10 neurons, with fixed uniform ([—0.1,0.1]) weights and learned
biases (a different set of biases for each task).

In the end of that Section, we hypothesized that the lack of cluster development had something
to do with the tasks being too simple and not varied enough. We backed our claims by stating that
Mazzucato et al. in [23] had shown MLPs developing clusters. We now want to reproduce the results
in that paper and will explain the setup. The network being used is a very wide 1-hidden layer MLP.
This is decided following the results in Figure 1la and 1b of the cited paper where it is shown that
the performance saturates around an hidden layer size of 30000 neurons. Such a model has a total of
784 % 30000 + 30000 x 10 = 235500000 weights which are initialized according to a Random Uniform
distribution in the range [—0.1,0.1] and 30010 biases which are initialized at 0. Only the 30010 bias
parameters are trainable and a different set of parameters is trained for each dataset/classification
task. The training process consists in initializing a model with the random weights and zero biases,
saving the weights and then, one at a time, training only the biases on a classification task. At the
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end of each classification learning (after 20 epochs or when 90% validation accuracy is reached), the
30010 biases are saved to a file and the network parameters are reset to the initial values before
learning the next task.

After learning, we can run the analysis of Task Variance we used on the RNNs on this model as
well. To do so, we perform the process explained in Section 2.3 with the exception that, for each
dataset (task), we need to use its learned set of biases (which we saved previously at the end of each
training). The clustering is performed in the way explained in 2.4 and we obtain the plot in Figure
3.28.

Similarly to the one found in the cited paper, the plot shows that clusters emerged as a result of
bias training and hint to the fact that our suppositions about the previous tasks not being enough
might have been correct. Differently from previous MLP and RNN models, this one is not technically
multitasking: we only demonstrated that, for a large enough hidden layer, a fixed weights 1 hidden
layer perceptron can bias learn multiple tasks, but not simultaneously. However, a novel result here
is that we can induce multitasking to a certain degree by simply adding different learned biases. To
test this, we proceed in the following manner:

e Retrieve the saved weights and biases learned for each task separately during training.
e Decide on a number n of tasks we want be able to perform simultaneously.
e Compute all possible n-long combinations of the 7 tasks.

e For each of them, calculate a new bias vector with the formula
—n

where {b;} are the bias vectors learned for the n tasks we chose.

e Build a network with same weights used during training and biases defined by the formula
above.

e Test the model on all the tasks which were part of the linear combination to assess the ability
of the network to still perform them.

This process is repeated for all possible values of n ([1,2,3,4,5,6,7]) and within, each of these
choices, for all possible n-long combinations of tasks. The results can be seen in Figure 3.31 with
one plot per value of n.

On the y axis, each row in the tables is tied to a specific task and all the colored tiles that
appear in its row indicate a performance on that task. On the x axis all the possible combinations
of chosen tasks are unraveled: since each combination is only tested on the tasks which were part
of it, it is trivial to infer which combination of tasks each column refers to. The n for a specific
plot is also trivial to infer, since each column has exactly n colored tiles. The first plot in the top
left is the case of n = 1 which essentially just shows the extent to which the network has been
trained on the each task (since with n = 1 there is no linear combination). As we can see, the
network has learned the tasks to a high performance (more than 90% for the Afro-Mnist tasks and
around 85% for the others). The plot on the left of the second row is for linear combinations of
2 learned bias vectors and shows the best results of all of the plots: in particular the combination
of biuiti = 0.5 X byai + 0.5 X bosmanya Performs each task to more than 95% accuracy. The average
multitask performance evidently decreases as we increase n up until the worst scenarios of n = 6,7.
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3.4 — Bias learning in Multi Layer Perceptrons

However, it is interesting to note that performance never comes close or falls below the base-
line/chance level (10%). The worst single recorded performance is the one on Mnist for a combina-
tion of 5 task biases including Ethiopic, N’Ko, Mnist, Fashion and KMnist (tile in row 5 column 15
of the right plot in the second row) which is of 23.6%, while the worst average performance across
all tasks in a combination is the one for n = 7, with an average of 32.5%.

The previous plot was done so that, for each choice of the datasets to use, only one linear com-
bination was tested: the one with uniform coefficients. We opted for this approach because it was
unfeasible to try all of the possible combinations of coefficients to use. In fact, by having a granu-
larity of 11 points in the interval [0,1] for each coefficient, the number of evaluations we have to do
of the model is (ZL) x 11" x n Vn € [1,7] because for each choice of n datasets (ZL) we have to try
every linear combination (11") and evaluate on every dataset used (n): the case for n = 7 would
have already taken 1! x 117 x 7 = 136,410,197 evaluations itself.

To complement what’s missing in that plot, we decided to choose some combinations and expand
their results. The first combination we chose was for the simplest interesting case: n = 2. By looking
at Figure 3.31, we focus on the left plot of the second row (the one for n = 2) and we choose one
of the best performing combinations: Vai and Osmanya, in the seventh column. We expand each
of the two colored tiles in that column by running the linear combinations for all possible values
of the coefficients (a,b € [0,1], with 11 steps along the interval). The plots are available in Figure
3.29 and show that the equal coefficients case is not the only one for which the network is capable
of performing the tasks. In both the left and central plots it is visible that the portion of this
parameters space in which the network is able to perform the tasks is very wide, with plots showing
low performance only on the rows or columns where the corresponding coefficient is 0 or 0.1. Since
we are mostly interested in having a network able to perform both tasks, on the right we show the
plot of the average performance across the two datasets, which is nothing more than the average of
the two plots on its left. From that plot, we can see that, although reduced, the portion of high
performance is still pretty wide. Importantly, the top right and bottom left blue parts actually show
good average performance but still translate into the network being able to perform only one of the
two tasks. The central and bottom right sections show a very high average performance which is
obtained by having individually high performances on the two tasks.

Another interesting combination to look at is the one in the 16th column of the plot in the 3rd
row of Figure 3.31, corresponding to the combination of Vai, Osmanya and NKo MNIST. The three
colored tiles are all expanded in Figure 3.30, together with their average. From the graph we can
attest that there is a big portion of the parameter space for which the network is able to perform all
three tasks to a satisfying degree. In particular, the maximum obtained value of average performance
is 81%, achieved using a = b = ¢ = 0.4, while the lowest is 13.2%, obtained when a = b = ¢ = 0.
The average performance has its own average around 63.4%, significantly above baseline.

Finally, an interesting question is raised by the fact that we use such a massive network. It is
already well known that Artificial Neural Networks’ priors over functions at initialization behave
like gaussian processes in the infinite-width limit, thus connecting them to kernel methods. Before
proceeding, let’s give a couple of definitions on what was said so far. A kernel is basically a similarity
function between two pieces of data K : X x X — R which describes how sensitive the predictions
of the two points are to one another. Kernels are usually symmetric, K(z,2') = K(2',x). A kernel
method is an instance-based machine learning algorithm utilizing a specific kernel, K. It can be
applied if we know all real labels of data points seen up until now and allows to compute the label
of a new data point z as a weighted sum of the labels of past data points as follows:
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Figure 3.29: Performance plots for different linear combinations of two learned biases in
bias-learned models. The two chosen biases are those trained for the Vai Mnist task and the
Osmanya Mnist task, both part of the Afro-Mnist group of datasets. Each tile’s color corresponds
to the performance of the model when the weights used are the same used during training and the
biases are calculated as %%, = a - byai + b - bosmanya- The values of the average performance shown

multi
a,b a,b
in the last figure on the right are simply computed as pg’ = ’M, where pf&ik is the
performance of the model on task task when using bﬁrf;lti.

v = K(w(i).x)y() (313)

In a 2018 article [52], Jacot et al. introduced the concept of Neural Tangent Kernel (NTK),
a kernel which is able to describe the dynamics of the network, showing a correspondence between
gradient descent based learning and kernel based learning. Consider an L-layer fully-connected neural
network mapping inputs z € R™ to an output vector f(x;0) € R" for ny, classes. Layer ¢ has weight
matrix W € Rmexne-1 bias b € R™, and nonlinearity o(-) (e.g. ReLU in our case). In a forward
pass:

AO = g

_ 1 :

A () = \/__W@) AY 4 Bb  pre-activations (3.14)
ng

AU () = o(AD () post-activations

The scaling parameter placed on the incoming weights is a standard in the NTK parametrization
and is used to avoid divergence as the size of the hidden layers increases. The final classification is
obtained via a softmax on the pre-activation of the output layer:

N C
L(0) = %Zf(f(:vi D0)y), Ufy) == ylnpy (3.15)

Now, the dynamics of this model during training is dictated by gradient descent so that the
parameters evolve according to:
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Performances of specific MNIST-like tasks when the network uses
biases obtained from linear combinations of single-task biases
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Figure 3.30: Performance plots for different linear combinations of three learned biases in
bias-learned models. The three chosen biases are those trained for the Vai Mnist task, the Osmanya
Mnist task and the N’Ko Mnist task, all part of the Afro-Mnist group of datasets. Each point’s
color corresponds to the performance of the model when the weights used are the same used during
training and the biases are calculated as bgj;fm = @ - byai + b - Dosmanya + € - bnko. The values of the
average performance shown in the last figure on the bottom right are simply computed as

a,b,c a,b,c a,b,c
avg _ DPyui TPosmanyatD, i,

Pabe = 5 nko yhere pfj;’,j is the performance of the model on task task when using
a,b,c
bmulti'
ﬁ——v L’(H)——iXN:V flxi; OV L(f(zi5 0),y) (3.16)
dt - [% - N - 0 ) f ) y Yi .

where Vj is the Jacobian of the output w.r.t. all the parameters, while V is the gradient of the
loss w.r.t. the logits. Now, the evolution of the output of the network across time is defined by:

) N
VD) Gyl ® = L DoVl O Vel O @i0)) (1)

where we finally find the formula for the Neural Tangent Kernel (NTK), which is the following:

NTK = K(z,2';0) = Vof(x;0)"Vof(z;;0) € RMe>"E (3.18)
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and the m,n element is:

P . /.
Kooz, 2';0) = Z afné(;’ %) 8‘]0”((;; ) (3.19)

p=1

where P is the number of network parameters. The kernel is symmetric, positive semi-definite
and its feature map is

p(z) = Vof(z;0). (3.20)

By default, the NTK is random at initialization and evolves during training, making its use in

studying the dynamics of the learning in a NN complex. However, in Machine Learning we observe

that big networks trained to minimize an empirical loss often converge regardless of initialization.

To explain why that happens, many seminal works start with the infinite-width limit. In this
approximation Jacot et al. (in the NTK presentation paper [52]) claim that, the NTK is:

e Deterministic at initialization (i.e. independent on the specific initialization but only tied to
the architecture).

e Constant during training.

They get to these claims by induction as seen in the original article and in the review by Weng
[53]. The base step is for L = 1 where we get:

~ 1 -
f(x;0) = A(l)(X) = —w® x+ 3
AL

s - (S2) (S2) (50) (%)

1
= —x'x' 4+ 3 =32W(x,x)
o

And for the induction step we assume that the NTK of a ¢-layers network is indeed converging to
a deterministic limit if ny, ..., n, 1 — oo (K©(z,2;0) = V;AO (2)TAO (2") — K8 (x,2')). Starting
from this we want to prove it for an ¢ + 1-layer network, which has output function:

f(x;0) = A (2:0) = \/%W(Z)TU(A(E) (z)) + B9 (3.22)

where 6§ = (é, W® p®)) and 0 are the parameters of the (-layered model. This new ¢ + 1-layered
model has derivatives, relative to the sets of parameters,

1

Vo f(x;0) = \/—n_za(fl“))T
Vi f(z;0) = B (3.23)
1 ~
Vif(z;0) = —WV(;U(A(@)W(E)

Using this we can calculate the form of the Kernel which, using some results published in [54] by
Lee et al., turns out to be
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e Ny

i) = = L3N WO W (AD)e (A KL, (3.24)

=1 j=1

This derivation, although theoretically interesting, is practically limited due to the requirement
of infinite width. Fortunately, Arora et al. [55] later provided a proof with a weaker limit, which
doesn’t require infinite width from all layers anymore but only constrains the smallest layer to be
sufficiently large.

Now, let’s introduce the main reason why the Neural Tangent Kernel is useful in studying the
evolution of neural networks. For the evolution during training of the output of a model, we have
(omitting inputs):

df (0

% = Ve () Vo f (VL
=-—nK(@)V,L o)
= K VL

where the last step is valid for infinite width networks. This formula highlights how the training
procedure of following gradient descent is tied to the kernel learning method using NTK. If we
consider € a function of time (to track its evolution), we can linearize the output function around
the initialization (6p) as:

FO(1) = fun(0(8)) = F(6(0)) + Vo [(6(0))(0(2) — 6(0)) (3.26)

which shows that neural networks in these conditions evolve like linear models, as Lee et al. proved
in [56].

Since its publication, NTK has been widely studied and similar kernels for different NN architec-
tures have been found. The properties that the kernel shows in the infinite-width limit are tied to
the specific rescaling of the output weight parameters (\/Lnj factor), which is commonly referred to
as NTK parametrization. This choice induces the network into a regime of Lazy learning, where the
weights don’t change much from the initialization and the network is not learning data features but
utilizing features which appeared in the randomly drawn weights. This reminds us of similarities
with our bias-learning regime: in our case, too, weights remain fixed throughout learning and we are
forced to use randomly drawn features. Following papers, for instance by Yang et al. in [57] and [58],
highlighted that different normalizations on output weights could induce other regimes rather than
the Lazy one. In particular, [57] introduced a space of these normalizations and characterized an
opposite regime to the Lazy one, called ;P or Rich. This regime instead has a high degree of feature
learning and has been demonstrated to be in a dichotomy with kernel based regimes. According to
the authors, in fact, any normalization in the space either admits feature learning or has a dynamics
determined by a kernel.

Because of the similarities between our training procedure and the Lazy regime we would like to
assess whether bias-learning on big networks such as the ones we used (30000 hidden neurons) is
guaranteed to happen via kernel method and produce the Lazy learning results. We remain skeptical
of this, since Figure 3.28 shows the network having learned features of the tasks and, possibly, of the
data. Fortunately, the NTK lazy regime, giving us the exact formulas for the evolution of the model
during training, can help us solve directly and obtain the whole final values for the parameters of
the network. In our multi class classification case, the linerization is a bit more complex than the
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one in 3.26 and it involves a softmax operation since we don’t have a unique "target" value for the
logits. We can linearize the probabilities as:
p(x;0) = o(f(x;0)) == p(x;00 + 60) = po + SoJodt (3.27)

where Sy = ag—gf)] f=f(z,60) 18 @ np X ny. To get the variation of the parameters of the network for
the whole training (until p(0;0) = y) we have to solve:

60 = ((SoJo)")(y — po) (3.28)

where the  is the Moore-Penrose pseudoinverse. We solve it and run multiple correlation tests
between this delta predicted by the Lazy NTK dynamics and the one obtained from comparing the
biases before and after training. With this analysis we can indeed conclude that we are not in the
Lazy regime.
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Performances with linear combinations of learned biases
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Figure 3.31: Performance plots for different linear combinations of learned biases in bias-learned
models.
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3.5 Bias learning in Recurrent Neural Networks

A natural continuation of our studies in the realm of bias-learning entails the application of this new
paradigm to Recurrent Neural Networks. In Section 3.1, we have demonstrated the high expressivity
of these types of networks, their ability to learn even multiple tasks simultaneously and the emerging
property of compositionality. These nice properties are not guaranteed to be shared with the bias-
trained models and, even if they can be, we need to better characterize which elements are needed
to obtain them.

The first approach is the simplest: initialize the weights at random (following a random gaussian
with zero mean and unit variance) and the biases at zero, then train the network on a task while
keeping the weights fixed. This process is repeated for each of the 20 tasks, for various values of recur-
rent layer size and for a couple of values of learning rate, which are chosen via a preliminary analysis.
In particular, for each task, learning rates of 0.005 or 0.01 and layer sizes of 256,512,1024,2048 are
tried.

Task trained Hidden layer dimension Performance
Go 256 98.4
React Go 256 97.2
Delay Go 256 23.4
Anti 1024 95.9
React Anti 512 99.4
Delay Anti 512 28.0
DM 1 256 20.2
DM 2 256 20.4
Context DM 1 256 25.4
Context DM 2 256 19.3
Multi DM 1024 32.7
Delay DM 1 1024 21.9
Delay DM 2 1024 20.5
Context Delay DM 1 256 23.2
Context Delay DM 2 256 21.0
Multi Delay DM 256 19.5

Table 3.5: Best performances on 16 different tasks obtained by bias-trained models, each one
trained on only 1 task. All networks achieve their best performances for learning rates of 0.005,
therefore we don’t specify the value for each entry.

This produces clear results: only the simplest of tasks are learnable with this method. The best
performances obtained for each task are reported in Table 3.5, where we can see that only the Go,
React Go, Anti and React Anti tasks were learned successfully. It is important to note that we
say this because performances around 20 points are what we get when a network hasn’t learned the
task (essentially the baseline due to how performance is calculated on these tasks), as visualized by
plotting graphs similar to the ones in Section 2.2.

Hidden layer dimension is largely irrelevant to performance in tasks which aren’t learned (similar
performance for all 4 tried values of width), while it is a good predictor in the Anti family (Anti and
React Anti). In fact, networks trained on Anti with 256 and 512 recurrent neurons produce 70.1 and
89.5 performance, respectively while the network with 256 neurons trained on React Anti obtains
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78.9. This cannot be said about the Go and React Go tasks which, instead, can already be learned
with near perfect performance by networks of just 256 neurons.

From the work performed by Yang and colleagues [28] we know that compositional generalization
in RNNs is tied to the formation of functional neuronal clusters which are reused across tasks. We
have proven this by visualizing the Task Variance metric (Figure 3.6) and showing how the lesioning
of these clusters impacts model performance (Figure 3.7). However, the question of how these
clusters work still stands. According to a recent article by Driscoll et al. [59], the functional clusters
implement computation using the dynamics of the RNN by performing common dynamical motifs.
These motifs include, for example, ring attractors, rotations and decision boundaries: general enough
to be reused for different tasks.

The RNN structure in the paper is very similar to ours with only a couple of differences: the
reduced number of tasks (and consequently the dimension of the rule input) and the stimuli which
are conveyed in a different manner. The tasks being trained are, in fact, only 15 and are a subset
of those we use there, basically just excluding the 5 tasks from the DM Family. As we have said,
the stimuli are not presented in the same way as we do here (explained in Section 2.2) but instead
are given via 4 floating point values: A; cos(6;), A;sin(6;), Ascos(fy) and Ay sin(fy). Fortunately,
these differences are minor and don’t influence much the complexity of the trained tasks.

In the paper, Driscoll et al. treat hidden states of the RNN as points in a high-dimensional space
and construct trajectories by following the "time" evolution of these points. As it can be seen in
Figure 1b in their paper, for each task period, the PCA performed on the hidden states reveals that
most of the variance is always explained by the top few principal components. Since the top 2 PCs

always explain at least around 70% of the total variance, it makes sense to visualize the trajectories
in 2D.
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Figure 3.32: Trajectories and fixed points of an RNN already trained to perform the DelayGo task,
when tested on the DelayGo task itself. The model has a recurrent layer of 256 neurons and, for
each task period, the fixed points are calculated analytically from the equations in 2.1 given the
changing inputs. Finally, both fixed points and state vectors are projected in the 2 dimensions
described by the top 2 Principal Components obtained when performing PCA on the hidden states.
The third displayed dimension is just calculated as the dot product between the hidden state and
the output weights. In Driscoll’s case it shows the cosine of the response angle (cos()) and
highlights when the network becomes output potent. In our setup, the response is a bit more
complicated and so would be the visualization. Note that this figure is adapted from Figure lc-f of
Driscoll’s paper [59].

An example of this is shown in Figure 3.32 (taken from Figure lc-f in the original paper) where
the DelayGo task is examined. For each period, the fixed points of the dynamics are calculated
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analytically from the equations in 2.1, taking into account the changing inputs. Then, the hidden
state vectors from each period and the fixed points just computed are projected onto the 2 PCs
obtained by running PCA on the hidden states. The third dimension (the vertical one) is just a
representation of output potency across the task, since it’s calculated using the dot product between
the hidden state and the output weights and, in Driscoll’s case, represents the cosine of the response
angle.

In the first panel we see the Context period (which we have previously called Fixation) and we
observe a ring of fixed points around an additional central one. The initial position in this reduced
state space is the center and, since it falls onto a fixed point, the dynamics is stable (as can be
determined by seeing the cross and the triangle in the same position). Furthermore, the plane
described by the 2 PCs is perpendicular to the output potent dimension, indicating that the model
is not responding. In the second panel we see that in the Stimulus period (which in this case is the
Stimulus 1) the fixed point structure evolves into a stimulus-dependent one. The colors represent
different input directions and, in each case, the trajectory moves towards a different fixed point. Note
that here, as well, all the trajectories are still happening perpendicularly to the output direction and
therefore no output is produced. In the Memory (Delay) period and in the Context (Fixation) period,
the inputs are essentially the same: Fixation up and no directional inputs. Because of this, the fixed
point structure is also the same, which is visible in the third panel. This means that during the
Memory (Delay) period, regardless of where the trajectory ended at the end of the Stimulus phase,
it now remains stationary. Finally, in the fourth panel we see the Response (Go) period, where the
ring fixed point structure is rotated into the output potent space, mapping every hidden state to its
corresponding response.

This, together with the rest of the results in the Driscoll paper [59], demonstrates that RNNs de-
velop their generalization capabilities by learning common dynamical motifs that are general enough
to be reused for many tasks. In this light, RNNs trained on a large body of related tasks function as
reservoirs of those motifs, with the added capability of mapping each rule input to the correct motif
usage. Our hypothesis is that the mapping/selection step can be implemented by bias-only training.
This leads us to the idea of artificially creating models with fixed weights that already encode a
certain set of dynamical motifs and then training them, with biases only, to direct the dynamics
correctly based on the instructed task. One might object that for this approach to work we should
already know which dynamical motifs are needed for the specific tasks we want to train. While this is
true, it could actually be not as strict of a requirement as we think if the needed motifs are as simple
and widely shared as Driscoll’s findings suggest. If so, just embedding the few core motifs would be
sufficient, with the bias learning handling the mapping of the tasks to the correct dynamical flow.

Since the results in Figure 3.32 showed us what is the dynamical motif used in Delay Go, we can
start by trying to embed that into the recurrent weights of one of our networks. To do so, we follow
the procedure shown by Mastrogiuseppe et al. in [60] and create a rank two ring attractor structure
in the recurrent weights of the RNN by calculating them as:

Wrec,init =M+ R (329)

where the form of the the two matrices R and M is:

2

ReERVYN R ~N (0, %)
(3.30)

1
MeRVN, M == (mn] +mon;)
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where the m and n are generated as:

m; = /S? — p*x; + py1
my =1/S? — p’xo+ py2

(3.31)
n; =4/S; —p?x3+pyi
ny =/S; — p*x4 +py2
and
) € RN? iy i " N 07 1
Yi,Y2 Yi,i,Y2, ( ) (3'32)

N
X1,X2,X3,X4 € RY, Xy, X0, X34, X4, ~ N(0,1)

The size of the network determines the value of N but for the other parameters (g, p, S;) different
values were tested. In the end, all of the models presented here used the following values:

p=16 (3.33)

With this setup we bias-train networks on all the tasks we couldn’t train with fully random
recurrent weights (all tasks except for Go, Anti, React Go and React Anti, as seen in Table 3.5).

The new results can be found in Table 3.6 and look very promising. The Delay Go and Delay
Anti tasks are learned to near perfection (98 and 95.6, respectively), while the tasks from the Delay
Decision Making family (Delay DM 1, Delay DM 2, Context Delay DM1, Context Delay DM 2
and Multi Delay DM) are all trained to well above baseline performance (around 50 + 10). As we
said when we were discussing the previous table, because of how the performance is calculated, we
consider the baseline to be around 10 or 20 points and therefore we can notice that even the tasks
of the Decision Making family (DM 1, DM 2, Context DM 1, Context DM 2 and Multi DM) show
above-baseline performances, although not satisfyingly so.

These results suggest that, as we were expecting, the ring attractor is indeed the dynamical motif
employed in the Memory part of a task as testified by the fact that Delayed tasks have the best
performances in this case. The picture these results paint also tells us that this motif is not enough
to get perfect performance on Decision Making tasks and that they probably also employ other motifs
to implement the Decision function.

Unfortunately, neither the Driscoll [59] nor the Mastrogiuseppe [60] papers give us the analytical
forms of other dynamical motifs useful to the learning of the tasks we are still missing. Therefore,
we tried making some attempts at embedding:

e Multiple independent ring attractors.
e Plane attractors.

e Line attractors.
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Task trained Hidden layer dimension Performance A-performance
Delay Go 512 98 74.6
Delay Anti 1024 95.6 67.6
DM 1 1024 33.9 13.7
DM 2 512 33.5 13.1
Context DM 1 512 34.1 8.7
Context DM 2 1024 32.9 13.6
Multi DM 512 26.7 -6
Delay DM 1 1024 56.8 34.9
Delay DM 2 512 49.3 28.8
Context Delay DM 1 512 46.4 23.2
Context Delay DM 2 512 46.3 25.3
Multi Delay DM 512 39.6 20.1

Table 3.6: Best performances on the 12 tasks which were not learned with the fully random weight
experiments (see Table 3.5). This time, the recurrent weights are initialized in such a way to have a
ring attractor embedded into them, as explained in Equations 3.29-3.32. Models initialized in this
way are then each bias-trained on one task only. All networks achieve their best performances for
learning rates of 0.001, therefore we don’t specify the value for each entry. The additional
A-performance column indicated the difference between these new performances and the ones in

Table 3.5.

e Hopfield networks + synaptic noise.

Although to mostly no avail.

Instead, the results on the Delay Go and Delay Anti tasks using ring attractors allow us to test how
compositionality behaves in these networks. For fully trained networks we showed their capability
to generalize to unseen tasks when they were instructed with specific non one-hot encodings as rule
inputs (see Equation 3.1). Here we want to assess whether this behavior is preserved even when
doing bias only training. To do so, we train RNNs on Go, Delay Go and Anti simultaneously by
interleaving each task’s examples during the training phase. As we have seen, no particular structure
is needed to learn Go and Anti but, in order for the model to also learn Delay Go, we initialize the
recurrent weights with a ring attractor.

Although not to the same extent as fully trained networks, these bias trained ones indeed show
some degree of compositional generalization to the left out Delay Anti task when instructed with
the compositional rule input (see Equation 3.1), as in the fully trained case. In particular, a model
of 1024 recurrent neurons trained on Go, Delay Go and Anti (to 100, 88.9 and 100 performance,
respectively) has 43.8 performance on Delay Anti when instructed with the rule input shown in
Equation 3.1. This result might seem underwhelming, especially with respect to the one obtained
for fully trained networks, but we must keep in mind that a performance of 44 is still significantly
above baseline and that the number of trainable parameters in this case is much smaller that in full
training.

We would like to assess whether other observations made on fully trained RNNs (even partially)
show up here. Unfortunately, the fact that we didn’t find a setup capable of allowing sufficient
learning of other tasks (for example DM 1 and Delay DM 1) stops us from testing the presence of a
linear combination generalization manifold in bias trained RNNs too.
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Chapter 4

Conclusions

In this thesis we have explored the multitasking abilities of different neural network architectures
together with the effects this kind of training has on task representation and computation. Another
consistent part of the work is related to bias learning, a new paradigm in model training, for which we
provide both theoretical and empirical results and compare them to their full learning counterparts.

The motivation for this study can be traced back to the reasons for which Machine Learning is
employed in Neuroscience: creating models of complex systems which allow us to better understand
how our own brains work. With this idea in mind, the black box nature of most Neural Networks is
not acceptable anymore, as it directly hinders our ability of extracting useful insights on the workings
of physical brains. At the same time, even in case we are able to extract useful information about how
these models work, for this knowledge to be transferable, we need our models to closely mimick how
their physical counterparts function. This concern is called biological plausibility and is much more
subtle since, by our own admission, we do not know how we would like them to behave. Therefore on
this front we can only rely on the similarity of certain metrics applied to digital and physical systems.
Although there is an almost endless amount of tweaks one could make to increase the plausibility
of a model, here we focus on bias learning, which aims at modeling the empirical observations that
show that the performance of new tasks is mostly implemented by the physical equivalents of biases
rather than weights in animal brains which are already trained on multiple tasks. Even though
our motivations come from these applications, bias learning turns out to be useful for more general
reasons as well, such as the decreased computational cost.

Our experiments started from full training in RNNs, where we demonstrated their high expressivity
and their ability to learn multiple complex cognitive tasks simultaneously, even with few artificial
neurons. With further (Task Variance) analysis we also showed that when these networks are made
to learn multiple tasks which have some things in common, their neurons arrange functionally into
clusters which are reused in multiple tasks, reflecting the common underlying processes in them.
Unlike how one might think, this phenomenon is not tied to a lack of computational power in the
network but is also shown by big models, demonstrating that the behavior is an optimal solution
to multitasking. Finally, we have shown that the task representation learned during training is rich
and well organized along meaningful axis in the state space. This allows the models to showcase
a surprising degree of compositional generalization, which allows us to instruct new, unseen tasks
by using combinations of the rule inputs of already learned ones. Furthermore, we showed how
using linear combinations of multiple compositional rule inputs for an unseen task can even increase
significantly the model’s performance on it, to near perfection.

The experiments continued with full learning in Multi Layer Perceptrons, where we designed
tasks with specific relationships on MNIST to asses whether they would induce functional clusters and
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compositional generalization to emerge in MLPs as they did in RNNs. According to our observations,
none of the two showed up in the trained MLPs. One of the proposed hypothesis was that the
compositional generalization may have indeed emerged but in a different fashion to the one seen in
RNNs, if this was the case our experiments wouldn’t have been able to show it and more studies
in the realm of how compositionality can be expressed would be needed. The lack of emergence of
functional clusters, however, makes another hypothesis much more plausible: the tasks we devised
were not complex and/or varied enough to induce the networks to develop the structure needed for
those behaviors. In any case, our results showed that the fact that the tasks are related has a useful
effect in the form of much faster learning of new, similar, tasks. We show that when we leave out one
of the tasks from training and later train the model only on that, we achieve the desired performance
in times that are faster by multiple orders of magnitude.

After this section, our interest shifted onto bias learning. We started from the simplest model, the
Single Layer Perceptron, and provided theoretical results and explanations of how this new training
paradigm affects the VC dimension and the capacity of the network. We showed, both formally and
geometrically, how the constraints posed by bias learning reduce the capacity of the SLP from O(N)
to O(logy, N), while they leave the VC dimension at 3 in the case of a 2D input.

Following the usual learning order, we continued by applying bias learning to MLPs. Since in full
learning the correct classification of all 16 dichotomies of 4 points in a plane are obtained using a
single hidden layer MLP with only 2 neurons in its hidden layer, we wanted to test if this was the case
for bias learning too. We produced theoretical results for how such a network is able, in principle, to
learn any of the 16 dichotomies. However, we also showed that bias learning imposes that not every
dichotomy can be learned for any given initialization of the weights and therefore the expressivity of
these networks is greatly limited by bias learning. Afterwards, using the Lottery Ticket Hypothesis,
we demonstrated that by increasing the size of the hidden layer the same network can indeed bias
learn all 16 dichotomies for a given initialization. We then moved on to networks with a very large
hidden layer (in the order of 10*) and reproduced results from Mazzucato et al. [23] which showed
1 hidden layer MLPs developing functional clusters when learning multiclass classification tasks on
MNIST-like datasets. These results strengthened our previous hypothesis that the tasks we devised
were too simple and not varied enough for our objectives. Furthermore, although the networks used
here were all trained only on a single task at a time, our new experiments showed that it is possible
to make them multitask by simply computing linear combinations of the learned biases for the single
tasks. Finally, using theoretical results given by the formulas for the NTK kernel, we checked whether
our networks were wide enough to be in the infinite-width limit and behave like a kernel method,
according to the NTK theory. Our results show that the models are not in the NTK limit: this was
expected since that regime is incompatible with feature learning, which we previously observed.

The last section of this thesis went back to treating RNNs; this time focusing on bias training. Even
with the cognitive tasks used for RNNs being much more complex than the MNIST classifications,
our classical approach to bias learning is expressive enough to learn the simplest of them (Go, Anti,
React Go and React Anti). Following ideas introduced by Driscoll et al. [59] according to which
RNN computation was supported by common dynamical motifs, we embedded a ring attractor into
the recurrent weights of the models and achieved great increase in performance in all tasks, especially
in those with a Delayed component. With this, we were also able to prove that compositional rule
generalization works in bias trained models as well. Despite our attempts at embedding more and
different dynamical motifs in the recurrent weights, we were not able to find combinations capable
of achieving satisfactory results of the tasks that had yet to be learned.

In this thesis bias learning has proved itself to be a promising compromise between computational
efficiency, important in model training, and biological plausibility, required in Neuroscience. Its way
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of rapidly adapting the network while maintaining stable weights offers a much more direct model of
how brains learn new tasks flexibly and without incurring in catastrophic forgetting. The importance
of certain pre-structuring of the random weights when we try to perform more complex tasks in RNNs
also opens the way for the design of more efficient, biologically inspired neural network architectures.

Of course, the study of bias learning is still at its first steps and is far from being complete.
In addition to the possible next research steps described while presenting the results, an urgent
additional path is the deeper study of dynamical motifs which would mean the formalization of new
and different "shapes" in trajectory space, needed to support specific core computations in RNNs.
After this, a more structured way of combining these dynamical motifs into the recurrent weights
could open up the way to artificially creating networks with core motifs and only having to train
biases in order to map tasks to the correct use of the underlying dynamics. Finally, being able to
train more tasks and therefore obtaining more compositional rule inputs, we would also be able to
asses the effect of linear combinations of them and check whether they behave in the same way as
they do for full learning.

All in all, many empirical and theoretical results have been provided and demonstrated here and
many paths for future research on bias learning have been outlined. Furthermore, these studies don’t
have to stop at bias learning: stemming from the same desire to understand how to solve the complex
problems that come with intricate systems such as the brain, we also encourage the development and
interest in other and different biologically plausible learning paradigms.
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