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Abstract

This thesis presents the design and implementation of a speech-to-MIDI framework for
expressive automatic piano playback on a Yamaha Disklavier. The study investigates how
human voice signals can be transformed into symbolic musical events through Digital
Signal Processing (DSP) techniques and subsequently reproduced acoustically through
electromechanical piano actuation.

The proposed framework combines Short-Time Fourier Transform (STFT)-based time-
frequency analysis, spectral peak detection, frequency-to-MIDI mapping, and velocity
estimation to generate musically interpretable MIDI note streams from speech recordings.

In addition to the core conversion pipeline, the project implements a modular software
architecture based on FastAPI, providing a complete web-based workflow that includes
file upload, parameter validation, asynchronous job processing, status tracking, and MIDI
file generation and download.

Beyond the technical implementation, the study is situated within the broader his-
torical and artistic evolution of automated piano performance, ranging from early player
pianos to contemporary Yamaha Disklavier systems. Particular attention is given to
speech-like mechanical piano practices, including the work of Peter Ablinger and his con-
cept of transforming spoken language into musical expression.

The experimental results demonstrate the feasibility of converting monophonic speech
recordings into expressive symbolic piano performances. At the same time, the findings
highlight current limitations related to pitch detection accuracy, transcription precision,
and the inherently non-stationary nature of speech signals. Finally, potential directions
for future development, including real-time processing, improved transcription algorithms,
and enhanced expressive control, are discussed.
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1.1 Background and Motivation

Automatic conversion of audio signals into symbolic musical representation has long been
an important research topic in the fields of Music Information Retrieval (MIR), Digital
Signal Processing (DSP), acoustics, and human–computer interaction[1, 2]. Among sym-
bolic music standards, the Musical Instrument Digital Interface (MIDI) protocol remains
one of the most widely adopted technologies because it stores note events, timing, pitch,
and dynamic instructions rather than raw audio signals, making it compact, editable, and
highly compatible with Digital Audio Workstations (DAWs), synthesizers, and automated
musical instruments . Consequently, audio-to-MIDI conversion systems have become in-
creasingly relevant in music production, computational creativity, assistive composition,
educational tools, and experimental sound design.

The relationship between human speech and music has fascinated researchers, com-
posers, and engineers for decades. Both speech and music are acoustic phenomena char-
acterized by variations in frequency, amplitude, rhythm, and timbre[1, 2]. However, while
speech primarily conveys linguistic information, music communicates emotional and artis-
tic expression through structured temporal and harmonic patterns. The possibility of
transforming speech into symbolic musical notation therefore represents a highly interdis-
ciplinary challenge involving signal analysis, spectral processing, pitch estimation, music
transcription, and expressive sound reproduction.

Human speech presents unique difficulties for symbolic transcription. Unlike con-
ventional monophonic musical recordings, speech signals are highly non-stationary and
contain rapid pitch fluctuations, formant movement, breath noise, transient consonants,
and irregular harmonic structures[3, 4] . These characteristics complicate direct note
extraction and often produce unstable or noisy MIDI representations when conventional
pitch-detection approaches are applied directly.

The Disklavier is unique because it integrates traditional acoustic grand piano mech-
anisms with high-precision electromechanical sensors and actuators, providing a physical,
“kinesthetic” experience that distinguishes it from mere digital synthesis[5] . This re-
search is fundamentally inspired by the work of composer Peter Ablinger and his concept
of Phonorealism[6] . In his Quadraturen series, Ablinger demonstrates that by “molecular-
izing” speech into discrete piano tones at a high temporal resolution roughly 16 units per
second,a piano can be made to “speak,” creating a perceptual border-zone where abstract
musical structures shift into recognizable language. As the only conventional instrument
capable of facilitating such complex telematic and automated performances, the Disklavier
provides the ideal platform for exploring this fusion of speech and symbolic music [5].

At the same time, the evolution of automatic musical instruments has created new
opportunities for expressive physical playback of symbolic music data. Early automatic
pianos, commonly referred to as Player Pianos, used pneumatic systems and perforated pa-
per rolls to reproduce performances mechanically [7] . These systems later evolved into so-
phisticated electromechanical instruments such as the Yamaha Disklavier, which combines
traditional acoustic piano mechanics with digital MIDI communication capabilities[8, 9] .
Unlike software synthesizers, the Disklavier physically actuates piano keys and hammers,
enabling realistic acoustic performance while preserving expressive dynamic control.

This thesis investigates the development of a speech-to-MIDI framework capable of
converting human speech recordings into symbolic musical notation playable on a Yamaha
Disklavier automatic piano. The project combines a classical DSP-based transcription
pipeline with a modern web-oriented software architecture. In addition to frequency-
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domain analysis and MIDI generation, the work also addresses practical system-level
requirements such as parameter management, asynchronous processing, validation, and
user-oriented workflow integration.

Initially, the project existed as a small command-line prototype capable of convert-
ing a single WAV file into a MIDI file. Although the prototype demonstrated technical
feasibility, it lacked scalability, modularity, reproducibility, and usability. The current
work therefore extends the original concept into a structured application-level system
titled Speech to MIDI Studio, integrating signal-processing algorithms with a FastAPI-
based software architecture suitable for experimentation, evaluation, and future research
development.

1.2 Problem Statement

Converting speech into symbolic musical notation is a complex signal-processing and
system-engineering problem because speech is highly non-stationary[3, 10]. Its spec-
tral content changes rapidly across vowels, consonants, breath, and articulation. Human
speech signals continuously evolve over time, with changing harmonic structures, transient
events, and irregular temporal behavior[3] . Unlike conventional music transcription tasks,
speech does not naturally conform to discrete equal-tempered pitches or regular rhyth-
mic patterns[11] . As a result, direct frame-by-frame spectral mapping often generates
unstable or musically unintelligible note sequences.

A second challenge is expressive playback. Even if note events are extracted, the result
must remain musically interpretable and dynamically controlled. For Disklavier playback,
timing and velocity are critical, since MIDI events are rendered physically by an acoustic
mechanism[8, 9] . The problem is thus not only transcription, but transcription plus
expressive actuation.

The central problem addressed in this thesis can therefore be formulated as follows:

“How can a speech or voice WAV recording be converted into usable and
expressive MIDI note events in an automated, computationally efficient, and
user-friendly manner while controlling instability, noise, and excessive note
generation?”

This problem contains both signal-level and system-level challenges.

1.2.1 Signal-Level Challenges

From a signal-processing perspective, speech recordings produce spectral content that is
not always directly mappable to stable musical notes. Several technical difficulties emerge
during conversion: Speech contains both harmonic and stochastic spectral components[4]
, Human vocal frequencies frequently fall between equal-tempered semitone intervals[12]
,Rapid spectral transitions can create unstable note changes, Frame-level peak extraction
may generate excessive short-duration notes,Noisy consonants and transient components
may produce musically irrelevant pitches,Simple note triggering often lacks expressive
dynamics required for realistic piano playback

Traditional Fourier analysis alone is insufficient for representing such time-varying
behavior because it lacks localized temporal information. Consequently, localized time-
frequency methods such as the Short-Time Fourier Transform (STFT) are required to
analyze spectral evolution over time[3] .

3



1.2.2 System-Level Challenges

From a software-engineering perspective, a standalone conversion script is insufficient for
iterative experimentation and practical use. A usable system must support:

File validation and storage,Configurable parameter management,Asynchronous pro-
cessing,Progress monitoring,Reliable output retrieval,Modular implementation and Re-
producibility and testability

The project therefore extends beyond algorithm implementation and addresses the
design of a complete processing framework that integrates spectral conversion techniques
with an operational application workflow.

1.3 Aim and Research Objectives

1.3.1 Main Aim

The primary aim of this thesis is to design, implement, and evaluate a robust speech-to-
MIDI framework capable of converting human speech recordings into expressive symbolic
musical notation playable on a Yamaha Disklavier automatic piano.

The main research objectives of this work are summarized as follows:

1. Develop a speech-analysis pipeline based on Digital Signal Processing (DSP) tech-
niques

2. Implement localized time-frequency analysis using the Short-Time Fourier Trans-
form (STFT)

3. Detect dominant spectral peaks associated with vocal components

4. Map detected frequencies into MIDI-compatible note values

5. Generate expressive MIDI velocity values based on spectral energy

6. Apply smoothing and note-duration constraints to improve symbolic stability

7. Create a MIDI communication framework suitable for Disklavier playback

8. Design a FastAPI-based architecture for upload, processing, status tracking, and
download

9. Support asynchronous job execution for practical workflow operation

10. Evaluate the influence of key parameters (e.g., FFT size, thresholds, and peak count)
on output quality

1.4 Research Questions

This thesis investigates the following research questions:

1. How effectively can human speech be represented as symbolic musical notation?

2. What time-frequency trade-offs provide the best balance between pitch accuracy
and temporal precision?

4



3. How does spectral peak selection influence the intelligibility and musical quality of
generated MIDI output?

4. Can temporal smoothing and note-duration constraints improve note stability?

5. Can dynamic velocity mapping improve the perceived expressiveness of piano play-
back?

6. To what extent can a Disklavier reproduce speech-like characteristics through MIDI-
based control?

7. How can a DSP-based conversion algorithm be integrated into a scalable and user-
friendly software workflow?

1.5 Theoretical Foundations

1.5.1 Mechanical and Automatic Pianos

The concept of automatic musical reproduction dates back to the late nineteenth cen-
tury with the introduction of the Player Piano[7] . These instruments used pneumatic
mechanisms and perforated paper rolls to automate piano performances mechanically.
Although their popularity declined during the twentieth century, the underlying concept
later evolved into digitally controlled hybrid pianos.

Modern systems such as the Yamaha Disklavier integrate acoustic piano mechanics
with electronic control technologies, enabling recording, playback, and external MIDI
communication[8, 9]. Through electromechanical actuators, MIDI instructions physically
trigger piano keys with varying dynamic intensity levels, enabling expressive acoustic
reproduction of symbolic musical data.

The Disklavier therefore provides a suitable platform for research involving symbolic
music generation and automated acoustic playback because it combines digital control
flexibility with realistic physical sound production.

1.5.2 MIDI Protocol

The Musical Instrument Digital Interface (MIDI) protocol is the industry standard for
communication between electronic musical systems[13]. Unlike audio signals, MIDI data
represents symbolic musical instructions such as: Note pitch,Note duration,Timing,Velocity.Control
messages

Each MIDI note is represented by an integer value between 0 and 127, where adjacent
values correspond to semitone intervals in the equal-tempered scale[13].

The frequency-to-MIDI mapping used in this thesis follows the standard logarithmic
relationship:

m = 69 + 12 log
2

(

f

440

)

(1.1)

where m represents the MIDI note number, f denotes the input frequency in Hertz,
and 440 Hz corresponds to the reference musical note A4 in the equal-tempered tuning
system.

This mapping enables continuous spectral frequencies extracted from speech signals
to be converted into discrete musical note values.
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1.5.3 Time-Frequency Analysis and STFT

Because speech signals evolve continuously over time, localized spectral analysis is re-
quired. The Short-Time Fourier Transform (STFT) provides a time-frequency represen-
tation by dividing the signal into overlapping frames and applying the Fourier Transform
individually to each frame[3].

The frequency resolution of the STFT depends on the FFT size:

∆f =
Fs

N
(1.2)

where ∆f represents the frequency resolution, Fs denotes the sampling frequency, and
N is the FFT size.

A larger FFT size improves frequency resolution but reduces temporal precision, while
smaller FFT sizes improve temporal localization at the expense of pitch discrimination.
This time–frequency trade-off plays a central role in the design and parameterization of
the proposed system[3, 11].

1.5.4 Spectral Peak Detection

After STFT computation, spectral peaks corresponding to dominant harmonic compo-
nents must be identified. Peak-detection methods estimate salient frequencies from the
magnitude spectrum while suppressing noise and redundant harmonic information.

However, frame-level peak extraction may produce unstable note sequences due to
rapid spectral variation. Consequently, post-processing methods such as temporal smooth-
ing and minimum note-duration filtering are necessary to reduce fragmented note events
and improve the musical coherence of generated MIDI output.

1.6 Proposed System Overview

The proposed framework consists of two interconnected layers: an algorithmic conversion
pipeline and an application-level processing architecture.

1.6.1 Algorithmic Pipeline

The signal-processing workflow consists of the following stages:

1. Audio Acquisition: Importing speech recordings in WAV format

2. Spectral Analysis: Transforming the signal into the frequency domain using STFT

3. Peak Detection and Frequency Selection: Identifying dominant spectral components
while filtering noise and redundant harmonics

4. Frequency-to-MIDI Conversion: Mapping dominant frequencies into discrete MIDI
notes

5. Temporal Post-Processing: Applying smoothing and note-duration filtering to re-
duce unstable note events

6. MIDI Generation: Creating MIDI note-on/note-off messages with expressive veloc-
ity values
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7. Disklavier Playback: Reproducing symbolic music through MIDI-controlled acoustic
piano performance

The overall objective is not to reproduce speech linguistically, but rather to generate
a musically interpretable and expressive piano rendering inspired by the spectral charac-
teristics of the human voice.

1.6.2 Application-Level Workflow

In addition to the signal-processing pipeline, the project implements a FastAPI-based
software architecture supporting file upload and validation, asynchronous job execution,
parameter management, job-state monitoring, MIDI output retrieval, and modular con-
verter orchestration.

Figure 1.1: Overall architecture of the proposed speech-to-MIDI framework for acoustic
piano playback using a Yamaha Disklavier system.
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1.7 Challenges Encountered

The development of the proposed speech-to-piano conversion framework involved sev-
eral technical and architectural challenges that significantly influenced the final system
design. One of the primary difficulties concerned the instability of frame-level note de-
tection, where direct peak-to-note conversion frequently generated fragmented and noisy
MIDI sequences due to rapid spectral fluctuations in speech signals. To improve musical
coherence, smoothing procedures and minimum-duration constraints were introduced to
suppress short and acoustically insignificant note activations. Another important chal-
lenge was the inherent time–frequency resolution trade-off associated with the Short-Time
Fourier Transform (STFT). Smaller FFT window sizes improved temporal responsiveness
but reduced frequency precision, whereas larger windows enhanced frequency resolution
at the expense of temporal accuracy. Consequently, careful parameter tuning was required
to balance note stability, responsiveness, and perceptual musical quality. In addition, ex-
posing configurable conversion parameters increased experimentation capability but also
introduced the risk of unstable parameter combinations. To improve reliability, schema-
based validation and constrained configuration ranges were incorporated into the backend
architecture. Workflow continuity represented another challenge because audio conversion
tasks may exceed the limitations of conventional synchronous HTTP request handling.
Asynchronous background processing and job-state monitoring mechanisms were there-
fore implemented to improve scalability and user experience. Finally, input robustness
required dedicated validation layers to handle unsupported formats, corrupted files, and
excessive audio durations. Overall, these challenges demonstrate the importance of com-
bining Digital Signal Processing (DSP) methodologies with robust software-engineering
practices in the development of scalable Music Information Retrieval (MIR) systems.

1.8 Contributions of This Thesis

The main contributions of this thesis can be summarized as follows:

1. Development of a speech-to-MIDI conversion framework for Yamaha Disklavier sys-
tems

2. Implementation of a DSP-based frequency-domain analysis pipeline using the Short-
Time Fourier Transform (STFT)

3. Design of a spectral peak-selection strategy for note extraction

4. Development of smoothing and minimum note-duration filtering techniques for im-
proved temporal stability

5. Implementation of expressive velocity mapping for dynamic acoustic piano playback

6. Transformation of an initial command-line prototype into a modular FastAPI-based
application

7. Implementation of an asynchronous job-oriented processing workflow

8. Introduction of validation, parameter management, and reliability-control mecha-
nisms
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9. Establishment of a modular and extensible testing foundation for future develop-
ment

10. Investigation of time–frequency trade-offs affecting symbolic transcription quality

Together, these contributions establish a stable and extensible baseline for future re-
search involving machine-learning-based transcription methods, real-time processing sys-
tems, and advanced expressive playback techniques.

1.9 Scope and Limitations

The current implementation intentionally focuses on a constrained but stable research
scope in order to ensure system reliability, reproducibility, and controlled experimentation.

1.9.1 Included Within Scope

The proposed framework is designed primarily for processing monophonic speech record-
ings using WAV audio files as input. The signal-processing pipeline relies on Short-Time
Fourier Transform (STFT)-based spectral analysis together with spectral peak extrac-
tion methods for identifying dominant frequency components and converting them into
symbolic musical representations.

The system supports MIDI generation and playback functionality, enabling speech-
derived symbolic information to be transformed into acoustic piano performance through a
Yamaha Disklavier-oriented workflow. In addition, the framework incorporates a FastAPI-
based software architecture supporting parameterized conversion settings, asynchronous
background-task execution, and operational workflow management. Basic validation
mechanisms and testing infrastructure are also included to improve robustness, repro-
ducibility, and usability of the developed system.

1.9.2 Outside the Current Scope

Several functionalities were intentionally excluded from the present implementation in
order to maintain manageable system complexity and focus on the primary research ob-
jectives. The framework currently does not support real-time streaming conversion, since
the implemented workflow relies on offline processing of uploaded speech recordings.

Similarly, persistent database-backed job storage was not implemented, and job infor-
mation is maintained only during runtime execution. The present work also intentionally
avoids the use of advanced deep-learning-based transcription methods, focusing instead
on interpretable Digital Signal Processing (DSP) techniques.

Furthermore, the framework does not perform semantic interpretation or linguistic
understanding of speech content, since its objective is symbolic musical transformation
rather than language analysis. More complex audio scenarios such as polyphonic source
separation, multi-speaker transcription, and large-scale benchmarking of transcription
accuracy are also outside the scope of this study.

Despite these limitations, the implemented system successfully demonstrates the feasi-
bility of transforming speech signals into expressive symbolic piano performance through
frequency-domain analysis and MIDI synthesis.
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1.10 Thesis Structure

The remainder of this thesis is organized as follows:
Chapter 2 – Literature Review

This chapter reviews the theoretical and scientific background related to Music Informa-
tion Retrieval (MIR), spectral analysis, pitch estimation, Short-Time Fourier Transform
(STFT) processing, MIDI systems, automatic pianos, and contemporary speech-to-music
and transcription methodologies.

Chapter 3 – Methodology and System Design
This chapter presents the mathematical foundations, system architecture, algorithm im-
plementation, parameter selection procedures, software workflow, and overall speech-to-
MIDI conversion pipeline in detail.

Chapter 4 – Results and Discussion
presents the experimental results obtained from the proposed framework. The perfor-
mance of the system is evaluated through qualitative and quantitative analyses. Further-
more, the findings are discussed in relation to the project objectives, highlighting key
observations, strengths, and limitations of the proposed approach.

Chapter 5 – Conclusion and Future Work
summarizes the main contributions and findings of the study. It discusses the overall
achievements of the proposed framework and reflects on its limitations. Finally, potential
directions for future research and system improvements are outlined to support further
development and application of the framework.

1.11 Chapter Summary

This chapter introduced the motivation, problem formulation, research objectives, theo-
retical foundations, and system overview of the proposed speech-to-MIDI framework. The
presented work combines classical Digital Signal Processing (DSP) methodologies with
modern software-engineering architecture to create a modular and operational system
capable of transforming speech recordings into expressive symbolic piano performance.

The proposed framework integrates STFT-based spectral analysis, spectral peak detec-
tion, MIDI generation, temporal smoothing strategies, and FastAPI-based orchestration
into a unified application workflow. The implementation demonstrates the feasibility of
speech-driven symbolic music generation while establishing a stable foundation for fu-
ture extensions involving machine-learning techniques, real-time processing systems, and
advanced expressive synthesis.
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Chapter 2

Literature Review
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2.1 Introduction

The transformation of human speech into musical performance has long fascinated com-
posers, engineers, and researchers[6, 7, 11]. Advances in Digital Signal Processing (DSP),
Music Information Retrieval (MIR), and automated musical instruments have enabled
increasingly sophisticated systems capable of analyzing speech signals, extracting musical
features, converting them into symbolic representations such as MIDI, and reproducing
them through acoustic instruments[6, 7, 11]. Among these technologies, the Yamaha
Disklavier occupies a particularly important role due to its ability to combine the ex-
pressive characteristics of an acoustic piano with digital control and automated playback
capabilities[5].

At the same time, contemporary composers such as Peter Ablinger have explored the
conceptual and artistic boundaries between speech, sound, noise, and music[6]. Ablinger’s
works, particularly those related to phonorealism and the concept of the “speaking pi-
ano,” investigate how speech can be reconstructed through instrumental systems, thereby
blurring the distinction between language and musical representation[6]. These artistic
explorations parallel technological developments in audio signal processing and automatic
music transcription, where speech and audio signals are analyzed computationally and
transformed into symbolic musical data.

This chapter provides the theoretical and technical foundations necessary for the de-
velopment of the proposed speech-to-piano conversion framework. The chapter first intro-
duces the historical evolution of the piano and automated piano systems, followed by the
development of the Yamaha Disklavier and network-based piano performance technolo-
gies. Subsequently, the discussion examines the concept of the speaking piano and Peter
Ablinger’s phonorealistic approach. The second half of the chapter focuses on digital
audio fundamentals, Digital Signal Processing techniques, time–frequency analysis, auto-
matic music transcription, pitch estimation, MIDI representation, and MIDI-controlled
piano playback systems.

The integration of these topics establishes the interdisciplinary foundation of this thesis
by combining acoustics, signal processing, computer music, and contemporary musical
practice into a unified research framework.

2.2 History of the Piano

The piano is one of the most influential and technologically sophisticated acoustic in-
struments in Western music history. Its development emerged from the need for an
instrument capable of dynamic expression, allowing performers to control sound intensity
directly through touch. Unlike earlier keyboard instruments such as the harpsichord and
clavichord, the piano introduced a hammer-based mechanism capable of producing both
soft and loud sounds depending on key velocity.

The modern piano evolved during the late seventeenth and early eighteenth centuries
through the work of Bartolomeo Cristofori, who is generally credited with inventing the
first true piano around 1700[6]. Cristofori’s innovation involved replacing the plucking
mechanism of the harpsichord with felt-covered hammers striking strings. This mechanism
enabled expressive dynamic control and significantly expanded the musical capabilities of
keyboard instruments.

Throughout the nineteenth century, industrial and engineering advancements trans-
formed the piano into a more robust and expressive instrument. Important improvements
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included the introduction of cast-iron frames, cross-stringing techniques, improved ham-
mer mechanisms, expanded keyboard range, and increased string tension. These develop-
ments allowed the piano to produce greater volume, sustain, and tonal richness, making
it suitable for larger concert halls and increasingly virtuosic musical repertoire.

The piano eventually became central to Western classical music, composition, accom-
paniment, education, and later jazz and popular music traditions. Its wide pitch range,
polyphonic capability, and expressive dynamic control also made it particularly suitable
for computational music applications and automated performance systems.

Early automatic piano systems, commonly referred to as Player Pianos, used perfo-
rated paper rolls and pneumatic mechanisms to reproduce musical performances auto-
matically, as illustrated in Figure 2.1.

Figure 2.1: Example of a mechanical piano (Player Piano) using a perforated paper roll
mechanism for automatic music playback.

2.3 Player Pianos and Reproducing Systems

The desire to automate piano performance predates digital technology by more than
a century. During the late nineteenth and early twentieth centuries, player pianos also
known as pianolas or reproducing pianos became popular mechanical instruments capable
of performing music automatically.

Traditional player pianos operated using pneumatic mechanisms controlled by perfo-
rated paper rolls[7]. Each hole in the paper roll represented a musical event corresponding
to specific piano keys. As the paper roll moved through the reading mechanism, air pres-
sure triggered mechanical actuators connected to the piano keys, enabling automated
playback.

Although early player pianos could reproduce note sequences, their expressive capa-
bilities were limited. More advanced reproducing pianos later incorporated mechanisms
capable of reproducing timing variations, dynamics, pedaling, and articulation. These
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systems represented some of the earliest forms of symbolic musical encoding and play-
back.

The concept of encoding musical gestures into a symbolic format directly anticipates
modern MIDI systems. In many respects, the paper roll of the player piano can be
considered a mechanical predecessor to digital musical representation.

The evolution from mechanical reproducing pianos to digitally controlled acoustic
pianos eventually culminated in systems such as the Yamaha Disklavier, which combined
traditional acoustic piano mechanisms with electronic sensing and computer-controlled
actuation technologies.

2.4 Yamaha Disklavier

The Yamaha Disklavier represents one of the most significant developments in automated
acoustic piano technology[8][5]. Introduced in the late 1980s, the Disklavier combines the
physical and acoustic properties of a traditional piano with advanced digital recording
and playback capabilities.

Unlike purely electronic keyboards or synthesizers, the Disklavier remains a fully acous-
tic piano. However, it incorporates electromechanical sensors, actuators, digital control
systems, and MIDI communication interfaces. These additional components allow the
instrument to record piano performances digitally, store performance information, repro-
duce performances automatically, and communicate with external digital systems.

According to Polymeneas-Liontiris and Edwards, the Disklavier operates through sen-
sors and actuators integrated into the piano mechanism[7] . Sensors capture key motion,
velocity, pedal activity, and timing information during performance, while actuators phys-
ically reproduce the recorded actions during playback.

Yamaha documentation further explains that Disklavier systems support MIDI-based
communication and playback control, enabling integration with digital audio workstations,
sequencing systems, and network-performance environments[8] .

One of the most important characteristics of the Disklavier is its ability to preserve the
expressive qualities of acoustic piano performance while allowing computational control.
This capability makes the instrument especially suitable for applications involving algo-
rithmic music generation, computer-controlled performance, remote performance systems,
and speech-to-piano conversion frameworks.

The Disklavier therefore functions as a bridge between symbolic digital representation
and physical acoustic sound production.

2.4.1 Yamaha DU1 Disklavier Used in This Research

The experimental implementation of the proposed speech-to-piano framework was per-
formed using a Yamaha DU1 Disklavier upright piano. The DU1 belongs to Yamaha’s
Disklavier family, which integrates traditional acoustic piano mechanics with digital sens-
ing, MIDI communication, and automatic playback technologies. Disklavier systems com-
bine acoustic sound production with computational control, enabling performances to be
recorded, stored, transmitted, and reproduced automatically[13].

Unlike conventional digital pianos that generate sound through synthesis, the DU1
remains a fully acoustic instrument. Performance reproduction is achieved through elec-
tromechanical actuators that physically control key and pedal movement according to
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incoming MIDI instructions. This enables symbolic musical information to be trans-
formed into real acoustic sound through hammer–string interaction and piano resonance
mechanisms[8].

The use of the Yamaha DU1 in this thesis is particularly important because the re-
search objective extends beyond symbolic note generation alone. The proposed system
aims not only to convert speech into MIDI events but also to investigate how these events
behave when reproduced through a physical acoustic instrument. The DU1 therefore acts
as the final stage of the speech to piano pipeline, where computational outputs become
physically realized musical performances.

The selection of the Yamaha DU1 Disklavier was motivated by several technical and
practical considerations. First, the instrument provides full compatibility with standard
MIDI communication protocols, allowing seamless integration with external software and
symbolic music systems. Second, its automatic playback capability enables generated
MIDI events to be reproduced without manual intervention, supporting controlled ex-
perimental evaluation. Additionally, the DU1 preserves the acoustic characteristics of a
traditional piano, ensuring that generated performances maintain realistic sound produc-
tion rather than relying on digital synthesis alone.

The system also supports expressive performance through velocity-sensitive actuation,
allowing variations in MIDI velocity values to be translated into differences in dynamic
intensity and musical expression. Finally, the instrument is well suited for experimental
studies involving computational music systems, making it an appropriate platform for in-
vestigating the relationship between speech-derived symbolic representations and acoustic
musical performance.

These characteristics make the Yamaha DU1 an appropriate platform for evaluat-
ing the effectiveness of speech-derived symbolic musical representations. The instrument
functions not merely as an output device, but as an integral component of the overall
system architecture developed in this research.
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Figure 2.2: Yamaha DU1 Disklavier used in this study, equipped with recording, playback,
and MIDI connectivity features.

2.5 Network and Remote Piano Performance

The integration of network communication technologies into automated piano systems
introduced new possibilities for remote and telematic musical performance. Disklavier
systems have been used in network-based concerts where performers located in different
geographical locations interact through synchronized MIDI communication.

Polymeneas-Liontiris and Edwards discuss how Disklavier systems can support net-
work music performance through low-latency MIDI transmission and synchronized playback[5]
. Such systems enable performers to interact with remote instruments while preserving
the acoustic characteristics of piano sound production.

These developments are significant because they extend the role of the piano beyond a
local acoustic instrument into a digitally connected performance platform. The concept of
remotely controlling an acoustic piano also demonstrates the flexibility of symbolic music
representation and MIDI communication.

In the context of this thesis, network piano systems illustrate the broader technologi-
cal landscape in which speech-derived symbolic musical information can be transmitted,
interpreted, and reproduced acoustically.

2.6 Speech as Musical Material

Speech and music share several acoustic properties, including rhythm, pitch variation,
dynamics, timbre, and temporal organization. However, speech and music differ funda-
mentally in their communicative objectives. Speech primarily conveys linguistic meaning,
whereas music is generally associated with emotional, structural, and aesthetic expression.
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Despite these differences, composers and researchers have long explored the musicality
of speech. Intonation contours, prosody, pauses, and rhythmic speech patterns can all
exhibit quasi-musical behavior. In some traditions, speech and song exist on a continuum
rather than as entirely separate categories.

From a signal-processing perspective, speech is a highly non-stationary signal[10, 14,
15]. Its spectral content changes continuously due to articulatory movement, vocal-fold
vibration, and transitions between phonemes. These characteristics make speech difficult
to represent directly using conventional musical notation[15].

However, these same characteristics also make speech an interesting source for com-
putational musical transformation. By analyzing speech in the frequency domain and
extracting salient spectral features, it becomes possible to reinterpret speech as symbolic
musical material.

2.7 Peter Ablinger and Phonorealism

The Austrian composer Peter Ablinger is known for his exploration of the relationship
between sound, noise, language, and perception[6]. His works frequently investigate the
boundary between recognizable speech and abstract sonic representation.

Ablinger’s concept of “phonorealism” attempts to reconstruct the perceptual character-
istics of speech using musical or instrumental means. Rather than transcribing speech into
conventional melody or harmony, phonorealistic works aim to recreate the sonic identity
of speech itself.

One of Ablinger’s most significant projects related to this idea is Deus Cantando, in
which automated piano systems reproduce speech-like sonic behavior through precisely
controlled acoustic playback[3]. In these works, the piano functions not only as a musical
instrument but also as a speech-reproduction mechanism.

Ablinger’s work is conceptually relevant to this thesis because it demonstrates that
speech can be reconstructed through symbolic control of an acoustic piano. However,
while Ablinger’s work is primarily artistic and perceptual, the present thesis approaches
the problem from a Digital Signal Processing (DSP) and engineering perspective.

The proposed framework therefore occupies an intermediate position between several
related research areas. It combines concepts from artistic speech reconstruction, where
speech characteristics are transformed into alternative acoustic representations, with prin-
ciples from automatic music transcription through the extraction and conversion of spec-
tral information into symbolic note events. The framework also incorporates symbolic
music representation by transforming acoustic signals into MIDI instructions and applies
computational audio-processing techniques for signal analysis and feature extraction. By
integrating these different perspectives, the proposed system establishes a connection
between artistic concepts, signal-processing methodologies, and practical computational
implementation.

2.8 Computational Creativity, Generative Music, and

Relation to the Present Work

Recent advances in computational creativity and artificial intelligence have transformed
the role of computers in music production from simple processing tools into systems capa-
ble of participating actively in creative tasks. Traditional computer music systems mainly
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performed predefined operations such as filtering, synthesis, signal transformation, and
symbolic playback. However, modern approaches increasingly investigate whether ma-
chines can generate, interpret, and assist in the creation of musical content. Generative
systems attempt to learn relationships between musical structures and produce new out-
puts based on acquired knowledge and patterns. These developments have introduced
new perspectives regarding creativity, authorship, and human–computer interaction in
music production.

At the University of Padova, research related to computational music and human–
computer interaction has been conducted for several decades through the Centro di Sonolo-
gia Computazionale (CSC). Founded in 1979, CSC has become an important research cen-
ter dedicated to sound and music technologies, integrating computer science, engineering,
acoustics, musicology, psychology, and artistic practice into an interdisciplinary frame-
work. CSC investigates various research topics including sound processing, multimodal
interaction, gesture analysis, computational creativity, musical interaction systems, and
intelligent audio technologies.

Unlike conventional engineering systems where computers execute predetermined in-
structions, CSC research frequently investigates the interaction between human users and
computational systems in order to create expressive and adaptive musical environments.
Within this framework, sensors, computational models, signal-processing algorithms, and
rendering systems operate together to create new forms of artistic interaction.

More recent investigations into generative artificial intelligence further extend these
ideas by exploring systems capable of assisting or autonomously generating musical con-
tent. Such approaches commonly use machine-learning and deep-neural-network archi-
tectures to analyze large collections of musical data and identify relationships between
rhythm, melody, harmony, and expressive behavior. Examples include recurrent neural
networks, transformer-based architectures, and generative models capable of producing
novel musical material.

Although the present thesis does not implement machine-learning or generative-artificial-
intelligence techniques directly, the overall objective of the proposed system shares con-
ceptual similarities with these research directions. The purpose of this work is also to
transform human acoustic information into a different musical representation. However,
rather than relying on data-driven learning methods, this thesis adopts a transparent
Digital Signal Processing (DSP)-based approach.

The developed framework transforms speech recordings into symbolic MIDI represen-
tations through a sequence of interpretable processing stages. The implemented method-
ology begins with the acquisition and preprocessing of speech recordings, followed by
Short-Time Fourier Transform (STFT) analysis to obtain a time–frequency representation
of the signal. Spectral peak detection is then performed to identify dominant frequency
components within the analyzed speech signal. The extracted frequencies are subsequently
converted into MIDI note values using a frequency-to-MIDI mapping procedure. To pre-
serve expressive characteristics, dynamic velocity values are estimated based on spectral
energy information. Temporal smoothing and minimum note-duration filtering are fur-
ther applied to improve note stability and reduce fragmented note behavior. Finally,
MIDI events are generated and reproduced through the Yamaha DU1 Disklavier system,
enabling the symbolic representation to be transformed into acoustic piano performance.

Rather than generating entirely new musical material from training data, the proposed
framework preserves characteristics of the original speech signal and transforms them into
symbolic musical information suitable for expressive acoustic playback.
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From a broader perspective, the present work may therefore be considered an interme-
diate approach between classical signal processing and emerging computational creativity
systems. Similar to CSC research directions involving interaction between humans and
musical technologies, the proposed framework explores how computational systems can
reinterpret human expression and transform it into new musical forms. The difference
is that the present work emphasizes algorithmic transparency, parameter control, and
reproducibility rather than data-driven learning.

Consequently, this thesis contributes not only to speech processing and symbolic mu-
sic generation but also to the broader research context of computational creativity and
human–computer musical interaction explored within the University of Padova research
environment.

2.9 Fundamentals of Digital Audio

Digital audio systems represent continuous acoustic signals using discrete numerical sam-
ples. This process involves two primary operations: sampling and quantization. Sampling
converts a continuous-time signal into discrete-time measurements taken at regular inter-
vals, while quantization converts continuous amplitude values into finite numerical levels.

According to the Nyquist-Shannon sampling theorem, the sampling frequency must
be at least twice the highest frequency component present in the signal in order to
avoid aliasing[15, 3]. Standard audio systems commonly use sampling frequencies such as
44.1 kHz or 48 kHz.

Hawksford explains that oversampling techniques are often used in digital audio sys-
tems to improve filtering performance and reduce quantization noise[15]. Oversampling
also allows some filtering operations to be transferred from the analog domain into the
digital domain, thereby improving precision and reducing distortion.

Digital audio systems also depend heavily on digital filtering, interpolation, decima-
tion, and noise-shaping techniques. These operations form the basis of modern audio-
processing pipelines and are fundamental to DSP-based music applications.

2.10 Digital Signal Processing for Audio

Digital Signal Processing (DSP) provides the mathematical and computational framework
required for analyzing, transforming, and synthesizing audio signals. In audio engineering
and Music Information Retrieval (MIR) applications, DSP techniques are widely em-
ployed for a variety of signal-processing tasks. These include spectral analysis for exam-
ining frequency-domain characteristics, filtering operations for removing unwanted signal
components, and feature extraction for identifying relevant information within audio data.

DSP methods are also commonly used for pitch estimation and onset detection, which
are essential for identifying musical events and temporal structures within signals. In
addition, signal-transformation techniques enable manipulation of audio properties such
as pitch, timbre, dynamics, and temporal characteristics, providing the foundation for
modern speech-processing and music-analysis systems.

One of the most important DSP concepts in audio analysis is the transformation of
signals from the time domain into the frequency domain[2, 3]. Time-domain signals de-
scribe how amplitude changes over time, while frequency-domain representations describe
how signal energy is distributed across frequencies.
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The Fourier Transform is one of the fundamental tools for frequency-domain analysis[2,
3, 14]. However, speech and music signals are generally non-stationary, meaning that their
spectral content changes continuously over time. Consequently, localized time–frequency
analysis methods are necessary.

DSP techniques also enable computational manipulation of audio characteristics such
as pitch, tempo, timbre, and dynamics. These capabilities form the foundation of modern
music-production tools, speech-processing systems, and automatic transcription frame-
works.

2.11 Time–Frequency Analysis

The analysis of non-stationary signals requires methods capable of simultaneously rep-
resenting temporal and spectral information. Time-frequency analysis methods address
this problem by describing how frequency content evolves over time.

The Short-Time Fourier Transform (STFT) is one of the most widely used methods
for time-frequency analysis[2, 11]. STFT divides the signal into overlapping short frames
and applies the Fourier Transform to each frame individually.

The STFT representation can be expressed as:

X(m,ω) =
∞
∑

n=−∞

x[n]w[n−m] e−jωn (2.1)

where x[n] is the input signal, w[n] represents the analysis window, m denotes the
frame index, H is the hop size, and N corresponds to the FFT size.

The resulting spectrogram provides a visual and numerical representation of signal
energy across time and frequency.

Recent comparative studies between STFT and Wavelet Transform methods demon-
strate that STFT provides a stable and computationally efficient framework for non-
stationary signal analysis, although it suffers from a fixed time–frequency resolution trade-
off[14].

A larger FFT size improves frequency resolution but reduces temporal precision,
whereas shorter windows improve temporal localization at the expense of spectral de-
tail. This trade-off is particularly important in speech-to-MIDI conversion because speech
contains rapid transitions together with pitch-related harmonic information.

The STFT therefore provides a suitable compromise between computational simplicity,
interpretability, and spectral representation quality.

2.12 Music Information Retrieval and Automatic Mu-

sic Transcription

Music Information Retrieval (MIR) is an interdisciplinary field concerned with the com-
putational analysis, understanding, and organization of musical information[2, 11]. MIR
combines concepts from signal processing, machine learning, music theory, psychoacous-
tics, and computer science.

One of the central tasks in Music Information Retrieval is Automatic Music Transcrip-
tion (AMT), which aims to convert audio recordings into symbolic musical notation. AMT
systems generally consist of multiple processing stages that work together to transform
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raw audio signals into structured musical representations. The process typically begins
with time–frequency analysis to obtain spectral information from the signal, followed by
feature extraction to identify relevant characteristics. Pitch-estimation methods are then
used to determine the fundamental frequencies associated with musical content, while
onset-detection techniques identify the timing of note events. Subsequently, note segmen-
tation is performed to determine note boundaries and durations. Finally, the extracted
information is converted into a symbolic representation, commonly in the form of MIDI
or musical notation, enabling computational processing and musical reproduction.

Klapuri and Davy explain that Automatic Music Transcription remains a challenging
problem because musical signals often contain overlapping harmonics, noise, transient
events, and expressive timing variations[11] .

Speech-to-MIDI conversion shares several similarities with Automatic Music Tran-
scription but also introduces additional complexities. Unlike conventional music record-
ings, speech does not naturally conform to discrete pitch classes or stable rhythmic struc-
tures.

Nevertheless, many techniques developed in MIR and AMT can be adapted for speech
analysis and symbolic note generation.

2.13 Pitch Detection and Fundamental Frequency Es-

timation

Pitch estimation is one of the most important components of speech and music analysis
systems. Fundamental frequency (F0) estimation attempts to identify the perceived pitch
of a signal.

Several methods have been developed for pitch estimation in speech and music analy-
sis applications. Traditional approaches include autocorrelation methods, which estimate
pitch by identifying periodic patterns within signals, and cepstral methods, which ana-
lyze spectral information to separate excitation and vocal-tract characteristics. Harmonic
Product Spectrum (HPS) approaches have also been proposed to identify fundamental
frequencies through harmonic analysis. More advanced methods include the YIN al-
gorithm, which improves pitch-estimation robustness through difference functions and
cumulative normalization techniques. In addition, probabilistic extensions such as PYIN
further enhance pitch-tracking performance by combining multiple pitch candidates with
probabilistic modeling, leading to improved continuity and reduced estimation errors in
time-varying signals.

The YIN algorithm introduced by de Cheveigné and Kawahara became highly influ-
ential due to its robustness and computational efficiency[12] . The algorithm estimates
pitch by analyzing periodicity through difference functions and cumulative normalization.

Mauch and Dixon later introduced PYIN, a probabilistic extension of YIN that out-
puts multiple pitch candidates with associated probabilities[16]. PYIN combines frame-
wise pitch estimation with Hidden Markov Model smoothing to improve pitch-tracking
continuity and reduce short-term estimation errors.

Pitch estimation is particularly challenging for speech signals because speech frequently
exhibits characteristics that complicate reliable fundamental-frequency detection. Speech
often contains noisy consonant components that lack clear periodic behavior and may
introduce spectral irregularities. In addition, weak harmonic structures can make the
fundamental frequency difficult to distinguish from surrounding spectral content. Rapid
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pitch variations resulting from natural speech articulation further increase estimation
complexity, while frequent transitions between voiced and unvoiced segments create dis-
continuities in the signal. These characteristics can reduce pitch-tracking stability and
increase the likelihood of estimation errors, making speech analysis significantly more
challenging than conventional musical signal processing.

Nevertheless, fundamental-frequency estimation remains essential for transforming vo-
cal information into symbolic musical notes.

2.14 Speech Feature Extraction and Voiced/Unvoiced

Detection

Speech-processing systems often require segmentation and classification of speech into
voiced and unvoiced regions. Voiced speech typically contains periodic harmonic structure
generated by vocal-fold vibration, whereas unvoiced speech behaves more like noise.

Lobo and Loizou proposed a voiced/unvoiced discrimination method based on Ga-
bor atomic decomposition[17]. Their work emphasizes the importance of time–frequency
localization for speech analysis.

Gabor-based representations are particularly useful because they provide simultaneous
localization in both time and frequency. This makes them suitable for analyzing short-
duration speech frames containing transient information.

Voiced/unvoiced detection is relevant to speech-to-MIDI systems because unvoiced
consonants often do not correspond well to stable musical pitches. Filtering or suppress-
ing such components can improve the stability and musical quality of generated MIDI
sequences.

2.15 MIDI Representation and Symbolic Music

MIDI (Musical Instrument Digital Interface) is a standardized protocol for communication
between electronic musical devices[17, 13] . Unlike audio recordings, MIDI does not store
sound itself. Instead, it stores symbolic instructions describing musical events.

According to Lehrman, MIDI was originally developed to enable communication be-
tween synthesizers and electronic musical instruments[18]. Rather than storing audio
signals directly, MIDI represents symbolic musical information through a series of digi-
tal messages describing musical events and performance characteristics. These messages
commonly include note-on and note-off events used to indicate the beginning and end of
musical notes, velocity values that represent the intensity or dynamics of performance, and
timing information that defines temporal relationships between events. In addition, MIDI
supports controller messages for modifying performance parameters and program-change
messages that allow selection of different instruments or sound configurations. Together,
these functions provide a flexible and standardized framework for communication between
musical devices and software systems.

One of the main advantages of MIDI is that it separates musical representation from
sound generation. The same MIDI sequence can therefore be performed using different
instruments or playback systems.

In equal-tempered tuning, MIDI note numbers correspond to semitone intervals. The
conversion from frequency to MIDI note number is commonly expressed as:
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m = 69 + 12 log
2

(

f

440

)

(2.2)

where m represents the MIDI note number and f denotes the input frequency in Hertz.
The reference frequency of 440 Hz corresponds to the musical note A4.

This equation enables continuous frequency estimates extracted from speech signals
to be mapped into discrete symbolic musical notes.

2.16 MIDI-to-Piano Playback

Once symbolic MIDI data has been generated, it can be reproduced through electronic
synthesizers or automated acoustic instruments. In the context of this thesis, playback is
performed through a Yamaha Disklavier.

The Disklavier interprets MIDI messages and converts them into physical piano actions
through electromechanical actuators[8, 5]. MIDI note numbers determine which keys are
pressed, while velocity values determine the force and dynamics of key actuation.

This process effectively transforms symbolic computational data into physical acoustic
sound. Consequently, MIDI-to-piano playback represents the final stage in the speech-to-
piano conversion pipeline.

Unlike software synthesis, acoustic piano playback introduces physical resonance, hammer-
string interaction, pedal acoustics, and room interaction. These characteristics contribute
to a more realistic and expressive result.

Therefore, the integration of MIDI generation with Disklavier playback allows the
proposed framework to move beyond purely symbolic representation and into physical
musical realization.

2.17 Comparison of Existing Approaches

Different approaches to speech analysis, music transcription, and symbolic music gener-
ation exhibit distinct strengths and limitations depending on the intended application.
Classical DSP-based systems are generally characterized by transparency, computational
efficiency, and controllable parameterization[11, 3]. Because DSP pipelines rely on math-
ematically interpretable operations such as filtering, Fourier analysis, and spectral peak
detection, they are particularly suitable for research environments where the relationship
between input signals and generated outputs must be clearly understood.

However, DSP-based methods often struggle with noisy and highly non-stationary
signals. Speech signals contain rapid articulatory transitions, breath noise, transient
consonants, and unstable harmonic structures, all of which can reduce pitch-estimation
reliability and symbolic note stability[12, 16]. Frame-wise processing may also generate
fragmented note sequences requiring extensive post-processing.

Machine-learning and deep-learning approaches have demonstrated strong performance
in modern automatic music transcription tasks, particularly in polyphonic environments[14].
Neural-network-based systems can learn complex relationships between spectrograms and
symbolic outputs without requiring manually designed feature rules. These methods may
achieve higher transcription accuracy than classical systems under benchmark conditions.

Nevertheless, machine-learning approaches introduce several disadvantages. They typ-
ically require large annotated datasets, substantial computational resources, and long
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training procedures. Furthermore, deep-learning systems often function as black-box mod-
els with limited interpretability, making it difficult to analyze why particular transcription
errors occur. Generalization to speech-derived or experimental audio material may also
be limited when training datasets are primarily music-oriented.

In contrast, symbolic MIDI systems and Disklavier-based playback environments em-
phasize expressive reproduction and physical acoustic realization[5, 18]. While many tran-
scription studies focus exclusively on symbolic accuracy metrics, fewer studies investigate
how generated MIDI behaves when reproduced through real acoustic piano mechanisms.

The literature therefore demonstrates a separation among several important research
directions. Existing studies frequently focus on DSP-oriented signal analysis for extract-
ing and processing acoustic information, while others emphasize machine-learning-based
transcription systems for improving symbolic prediction accuracy. Similarly, research in-
volving expressive acoustic playback often concentrates on performance realism and phys-
ical sound reproduction, whereas software-oriented studies generally address application
architecture and workflow implementation. These components are commonly investigated
independently rather than being integrated into a unified framework, creating a gap be-
tween signal processing, symbolic music generation, acoustic realization, and practical
system deployment.

This separation motivates the need for a unified framework combining spectral anal-
ysis, symbolic music generation, and physical piano reproduction.

2.18 Limitations of Existing Research

Although substantial progress has been achieved in music information retrieval and au-
tomatic music transcription, several limitations remain within existing research.

First, many transcription systems are designed primarily for conventional musical
recordings rather than speech-derived audio. Speech signals exhibit unstable pitch con-
tours, non-harmonic components, and rapid spectral variation that differ significantly
from instrumental music[10, 16]. Consequently, methods optimized for musical instru-
ments may perform poorly when applied directly to speech.

Second, many studies focus on transcription accuracy alone while neglecting expressive
playback considerations. In systems involving acoustic pianos such as the Disklavier,
symbolic note generation is only one part of the overall process. Dynamic control, velocity
mapping, note duration, and physical resonance also influence the perceived result.

Third, many machine-learning systems depend heavily on supervised training datasets.
The quality and diversity of training data strongly affect model performance and gener-
alization capability. Furthermore, collecting large annotated datasets for speech-to-piano
transformation tasks is difficult and time-consuming.

Fourth, several existing prototypes remain limited to offline scripts or isolated exper-
imental implementations. Such systems frequently lack important software-engineering
characteristics required for practical and scalable operation. In many cases, modular ar-
chitecture is absent, reducing flexibility and making future modifications more difficult.
Additionally, insufficient parameter validation can increase the risk of inconsistent config-
urations and processing errors. Many implementations also do not support asynchronous
processing mechanisms, limiting responsiveness during computationally intensive tasks.
Furthermore, reproducibility and scalable workflow integration are often inadequately ad-
dressed, making systematic experimentation and comparative analysis more challenging.
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These software-engineering limitations reduce overall usability and hinder the develop-
ment of robust and extensible research platforms.

Finally, artistic speech-reconstruction systems such as those inspired by Peter Ablinger
often emphasize perceptual and conceptual outcomes rather than computational repro-
ducibility or systematic engineering evaluation. While artistically influential, such works
may not provide formalized frameworks suitable for scalable experimentation.

2.19 Research Gap

The reviewed literature reveals several important gaps at the intersection of speech pro-
cessing, symbolic music generation, and automated acoustic playback.

Existing automatic music transcription systems primarily focus on conventional musi-
cal recordings and benchmark transcription accuracy[11, 19]. Comparatively fewer stud-
ies investigate speech-to-MIDI transformation in which speech itself becomes the primary
musical source.

Furthermore, while DSP and machine-learning methods for pitch estimation are well
established, relatively limited work integrates these techniques into systems specifically
designed for expressive acoustic piano playback through instruments such as the Yamaha
Disklavier[8, 5].

The literature also demonstrates a lack of integration among several important compo-
nents involved in speech-to-music systems. Existing studies often address speech-oriented
DSP analysis, symbolic MIDI generation, expressive velocity-controlled piano playback,
and practical web-based software architectures as separate research areas rather than as
elements of a unified processing framework. As a result, many implementations focus on
individual aspects of the overall problem while neglecting the interaction between signal
analysis, symbolic representation, playback behavior, and system usability.

Furthermore, current research frequently emphasizes either artistic experimentation or
technical transcription accuracy, whereas relatively fewer studies combine artistic inspi-
ration, engineering implementation, computational signal analysis, and physical acoustic
realization within a single framework. This separation creates a gap between conceptual
approaches and practical system development.

The present thesis addresses these limitations through the development of a modu-
lar DSP-based speech-to-MIDI framework. The proposed system is capable of analyzing
speech using time–frequency DSP techniques, extracting musically interpretable spectral
information, generating symbolic MIDI note events, supporting expressive velocity-based
playback, and reproducing the resulting performance through a Yamaha Disklavier auto-
matic piano. In addition, the framework integrates the conversion pipeline into a FastAPI-
based software architecture that supports parameterized experimentation, asynchronous
processing, and modular workflow management.

2.20 Chapter Summary

This chapter reviewed the historical, theoretical, and technical foundations relevant to the
development of a speech-to-piano conversion framework. The chapter first discussed the
evolution of the piano, player pianos, and reproducing systems, establishing the historical
background for automated acoustic performance.
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The Yamaha Disklavier was then examined as a hybrid acoustic-digital instrument
capable of translating symbolic MIDI information into expressive physical piano playback.
The chapter also explored speech as musical material and discussed Peter Ablinger’s
phonorealistic works and speaking-piano concepts.

The second half of the chapter focused on digital audio fundamentals, DSP techniques,
STFT-based time–frequency analysis, MIR, automatic music transcription, pitch estima-
tion, speech feature extraction, MIDI representation, and MIDI-controlled playback.

Together, these topics establish the interdisciplinary foundation of the proposed system
and motivate the methodology presented in the next chapter.
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Chapter 3

Methodology and System Design
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3.1 Introduction

3.2 Chapter Overview

This chapter presents the methodological and implementation framework used to develop
the proposed speech-to-MIDI system. Based on the research gap identified in Chap-
ter 2, the objective of this chapter is to describe how the thesis moves from theoretical
foundations toward a practical and reproducible system capable of transforming speech
recordings into symbolic MIDI output suitable for Yamaha Disklavier playback.

The chapter is organized into two principal dimensions. First, it explains the al-
gorithmic signal-processing pipeline, including STFT analysis, spectral peak extraction,
frequency-to-MIDI mapping, velocity estimation, and temporal stabilization procedures.
Second, it describes the application-level software architecture, including FastAPI end-
points, asynchronous job management, file validation, parameter handling, and workflow
orchestration mechanisms.

Together, these two dimensions form an integrated framework in which DSP method-
ologies provide symbolic musical extraction while the software system ensures usability,
reproducibility, scalability, and operational robustness.

3.3 System Architecture

The proposed system is designed as a two-layer architecture consisting of an algorithmic
conversion layer and an application workflow layer. This separation enables the framework
to maintain modularity while clearly distinguishing signal-processing functionality from
operational workflow management.

3.3.1 Algorithmic Conversion Layer

The algorithmic conversion layer is responsible for processing speech audio and generat-
ing symbolic MIDI output. The processing pipeline begins with WAV-file loading and
preprocessing operations used to prepare the input signal for analysis. Subsequently,
STFT-based time–frequency analysis is applied to obtain spectral information from the
speech signal.

Spectral peak-detection and filtering methods are then used to identify dominant fre-
quency components while suppressing noise and redundant spectral information. The
selected frequencies are converted into MIDI note values through a frequency-to-MIDI
mapping procedure, and velocity values are estimated to preserve dynamic characteristics
of the original speech signal.

Temporal smoothing and minimum note-duration constraints are further applied to
improve note stability and reduce fragmented note behavior. Finally, MIDI events are
constructed and exported into a standard MIDI file format.

3.3.2 Application Workflow Layer

The application workflow layer manages user interaction and the overall processing life-
cycle of the system. This layer is responsible for handling file-upload and validation
procedures to ensure that input files satisfy predefined requirements. It also performs

28



parameter parsing and schema validation to maintain consistency and prevent invalid
configurations.

Conversion tasks are executed using asynchronous background-processing mechanisms
in order to avoid blocking user requests during computational operations. In addition,
job-state tracking functionality monitors the progress of each task through states such as
queued, processing, completed, and failed. Once processing is completed, the generated
MIDI results become available for retrieval and download.

This architectural design was selected to separate functional responsibilities within
the framework. As a result, algorithmic components remain modular and testable, while
the API workflow maintains scalability, flexibility, and user-oriented operation.

Figure 3.1: End-to-end architecture of the Speech-to-MIDI framework, including API
workflow, DSP conversion pipeline, and Disklavier playback path.

3.4 Hardware Configuration

3.4.1 Yamaha DU1 Disklavier

The experimental platform used in this thesis is a Yamaha DU1 Disklavier upright piano.
The DU1 combines traditional acoustic piano mechanics with digital sensing and elec-
tromechanical actuation, enabling MIDI-controlled automatic playback while preserving
real hammer–string acoustic sound production.

Unlike software-based synthesis, the DU1 physically reproduces generated MIDI events
through key and pedal motion. This makes it suitable for evaluating not only symbolic
correctness in terms of pitch and timing, but also expressive behavior including velocity,
articulation, and perceived speech-like phrasing. In this study, the Disklavier functions
as the final physical rendering stage of the speech-to-MIDI pipeline.
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The Yamaha DU1 Disklavier was selected for several technical and practical reasons.
First, the instrument provides MIDI compatibility for external control, enabling seamless
communication with software-based systems and symbolic music applications. In addition,
its automatic playback capability allows generated MIDI events to be reproduced without
manual intervention, supporting controlled experimental evaluation.

The DU1 also incorporates velocity-sensitive actuation mechanisms, allowing varia-
tions in MIDI velocity values to be translated into differences in performance dynamics
and musical expression. Furthermore, the acoustic nature of the instrument provides re-
alistic sound production, making it suitable for perceptual evaluation and assessment of
expressive characteristics. Finally, the system offers practical integration with Digital Au-
dio Workstation (DAW) environments and computer-based workflows, supporting flexible
experimentation and efficient interaction with the proposed framework.

3.4.2 REAPER Integration

In addition to the conversion backend, REAPER was used as the Digital Audio Work-
station (DAW) environment for controlled playback and rendering of generated MIDI
outputs. The role of REAPER in this thesis is experimental and evaluative rather than
algorithmic, providing a standardized reproduction stage where symbolic MIDI files can
be rendered consistently for perceptual assessment.

The generated MIDI files were imported into a fixed REAPER project configuration
using a constant piano playback chain and stable session settings. This ensured that
differences observed in listener responses were attributable primarily to conversion quality
rather than DAW-side variability. Playback gain and rendering conditions were kept
constant across all samples used in the listening experiment.

Within the end-to-end processing pipeline, REAPER functions as an intermediate
stage connecting symbolic output and test-ready audio material. The MIDI files generated
by the proposed framework are first imported into the REAPER environment, where they
are rendered under fixed playback conditions to ensure consistency across experimental
samples. Subsequently, the rendered output is exported as the final audio stimulus used
for listener evaluation.

This integration supports reproducibility and improves fairness in subjective testing by
maintaining a uniform acoustic presentation layer for all participants, thereby minimizing
variability arising from differences in playback configuration or rendering conditions.
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Figure 3.2: Example of generated speech-derived MIDI data visualized inside the
REAPER piano-roll environment. The figure illustrates note distribution, temporal struc-
ture, and velocity variation produced by the proposed framework.

3.5 Input and Data Specification

3.5.1 Audio Input Format

The current implementation accepts WAV files as the primary input format. Restricting
the system to WAV files ensures consistent uncompressed signal quality, predictable sam-
pling behavior, and reduced preprocessing ambiguity compared with compressed formats
such as MP3. Since compressed audio formats may introduce encoding artifacts and vari-
ability in signal representation, the use of WAV provides a more stable foundation for
spectral analysis and MIDI generation.

To improve reliability and prevent invalid processing requests, the system performs
several validation procedures before initiating the conversion process. These validation
mechanisms include verification of the filename extension to ensure compatibility with
.wav files, MIME-type checking against supported wave-related formats, and enforcement
of a maximum audio-duration constraint, such as 120 seconds. Together, these restrictions
reduce invalid jobs and contribute to computational stability.
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3.5.2 Signal Representation

For analysis consistency, input audio signals are processed as mono signals. In practical
terms, speech recordings are converted into or handled as a single audio channel before
STFT computation. This approach eliminates channel-level ambiguity during spectral
peak extraction and simplifies note-event generation procedures. Furthermore, mono
signal processing reduces computational complexity while preserving the information nec-
essary for speech-to-MIDI conversion.

3.5.3 Storage and Job Artifacts

For each conversion request, the system maintains separate artifacts associated with the
processing workflow. Uploaded audio files are stored within a dedicated upload directory,
for example storage/uploads/{job_id}.wav, while generated MIDI files are stored in
an output directory such as storage/outputs/{job_id}.mid.

In addition, job-related metadata, including processing state, progress information,
status messages, selected settings, and statistical information, is maintained during run-
time operation.

This storage strategy improves traceability by establishing a clear relationship between
input data, processing states, and generated outputs while simultaneously preserving file
persistence for retrieval and subsequent analysis.

Figure 3.3: Web interface for WAV upload and conversion parameter configuration.

In the next Figure illustrates the relationship between uploaded audio files and gen-
erated MIDI outputs within the storage subsystem of the proposed framework. Each
conversion request is associated with a unique job identifier, allowing input and output
artifacts to remain logically linked throughout the processing workflow. This organiza-
tion improves traceability, simplifies output retrieval, and supports reproducibility during
experimental evaluation and debugging procedures.
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Figure 3.4: Matching input/output artifacts for a single job ID in upload and output
storage directories.

3.6 DSP Conversion Pipeline

The conversion core transforms speech waveform data into symbolic MIDI note events
using a frame-based spectral-analysis method.

3.6.1 Time-Frequency Analysis with STFT

Given an input signal x[n], the Short-Time Fourier Transform (STFT) is used to compute
localized spectral representations of the signal.

The STFT representation can be expressed as:

X(m, k) =
∞
∑

n=−∞

x[n]w[n−mH] e−j2πkn/N (3.1)

where x[n] is the input signal, w[n] represents the analysis window, m is the frame
index, H denotes the hop size, and N corresponds to the FFT size.

The magnitude spectrogram |X(m, k)| is subsequently analyzed to estimate dominant
spectral content for each frame.

Frequency resolution follows:

∆f =
fs

Nfft

(3.2)

where fs is the sampling frequency and Nfft represents the FFT size.
A larger FFT size improves pitch discrimination, whereas smaller FFT sizes improve

temporal responsiveness. Consequently, parameter selection represents a controlled time–
frequency trade-off within the proposed framework.

3.6.2 Spectral Peak Detection

Following STFT computation, spectral peak detection is performed on each analysis frame
in order to identify dominant frequency components within the speech signal.

Initially, local peaks are detected from the magnitude spectrum, representing potential
candidate frequencies associated with relevant harmonic content. Subsequently, peaks
with amplitudes below a predefined threshold are removed in order to suppress weak
spectral components and reduce the influence of noise.

In addition, peaks located outside the predefined target frequency range are discarded
to eliminate irrelevant low-frequency artifacts and high-frequency components that are
not useful for symbolic note generation.

To further control symbolic complexity and avoid excessive note generation, an op-
tional top-N peak-selection strategy is applied through the max_peaks parameter, limiting
the number of frequency candidates retained within each frame.
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This stage reduces noise contributions and focuses the analysis on dominant speech-
related frequency components that are more suitable for subsequent MIDI conversion.

3.6.3 Frequency-to-MIDI Mapping

Each accepted frequency f is converted into a MIDI note number m using the standard
logarithmic frequency-to-MIDI relationship:

m = 69 + 12 log
2

(

f

440

)

(3.3)

Mapped values are rounded to the nearest integer and clamped into the valid MIDI
note range [0, 127].

3.6.4 Velocity Mapping

MIDI velocity values are derived from spectral magnitude information in order to preserve
dynamic variation within the generated symbolic representation. Higher spectral energy
produces stronger velocity values, enabling expressive playback behavior rather than flat
or constant note triggering.

A practical normalized mapping strategy is applied, followed by clipping into the valid
MIDI velocity range [1, 127].

3.6.5 Temporal Event Construction

Following frequency-to-MIDI conversion, temporal event construction is performed in or-
der to create coherent MIDI event sequences across successive analysis frames.

For each frame, the set of currently active notes is compared with the active notes iden-
tified in the previous frame. Notes that disappear between consecutive frames generate
corresponding note-off events, while newly appearing notes generate note-on events.

In addition, timing differences between events are converted into MIDI tick values
using predefined tempo parameters, including Beats Per Minute (BPM) and ticks-per-
beat settings.

This process enables the creation of temporally coherent symbolic event streams rather
than isolated frame-level note labels, thereby improving continuity and preserving the
temporal structure of the generated musical representation.

3.6.6 Stability Post-Processing

Raw frame-level outputs produced during spectral analysis may contain unstable note
activations and short-duration fluctuations. To improve symbolic coherence and musical
readability, two stabilization procedures are applied during post-processing.

Temporal Smoothing

Temporal smoothing is applied across neighboring analysis frames in order to reduce rapid
frame-to-frame note flickering. A median-like smoothing strategy is used to suppress
isolated transient activations while preserving dominant note continuity across time.
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Minimum Note-Duration Constraint

Very short note activations below a predefined frame-duration threshold are removed from
the symbolic sequence. This process suppresses fragmented “chatter” notes generated by
transient spectral fluctuations and unstable peak detections.

Together, these stabilization procedures significantly improve the perceptual continu-
ity, readability, and musical coherence of the generated MIDI output.

Table 3.1: Main conversion parameters, valid ranges, and their influence on symbolic
output quality.

Parameter Default Valid

Range

Role in

Pipeline

Practical Effect

n_fft 2048 512–8192 STFT FFT size Larger values improve fre-
quency precision, while
smaller values improve
temporal responsiveness.

hop_length_ratio 0.25 (0,1] Frame hop frac-
tion of n_fft

Smaller hop gives denser
frame tracking; larger hop
reduces computation but
may miss fast changes.

peak_threshold 0.05 (0,1) Minimum nor-
malized peak
height

Higher thresholds sup-
press weak/noisy peaks;
excessively high values
may remove useful speech
harmonics.

max_peaks 6 1–16 Maximum peaks
per frame

Limits note density;
higher values allow richer
but potentially noisier
MIDI output.

min_freq 30 Hz 1–20000 Hz Lower frequency
bound

Removes very low-
frequency artifacts.

max_freq 4000 Hz 20–22050
Hz

Upper frequency
bound

Filters high-frequency
noise and non-pitched
content.

bpm 120 20–300 MIDI timing
tempo

Affects tick timing scale in
exported MIDI.

smoothing_window 5 Odd, 1–31 Temporal
smoothing
window

Reduces frame-to-frame
note flicker; excessively
large values may over-
smooth details.

min_note_frames 2 1–200 Minimum active
frame duration

Suppresses very short
fragmented notes.

max_peak_distance 2 1–64 Minimum bin
distance be-
tween peaks

Reduces closely spaced re-
dundant peaks caused by
spectral leakage.
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3.7 Librosa in the Conversion Pipeline

The proposed framework uses the librosa library as a core component for audio loading,
time–frequency analysis, and frequency-domain utility operations. The librosa library
was selected because it provides reliable and widely adopted Digital Signal Processing
(DSP) functions specifically designed for Music Information Retrieval (MIR) applica-
tions. Its comprehensive set of audio-analysis tools supports efficient implementation
while maintaining reproducibility and computational reliability.

Within the proposed implementation, librosa is employed for several essential pro-
cessing tasks. It is first used to load WAV audio files and represent them as mono waveform
signals through the librosa.load() function. Subsequently, librosa.stft() is utilized
to compute the Short-Time Fourier Transform required for frame-wise spectral analysis.

The librosa.fft_frequencies() function is further applied to generate FFT bin-
center frequencies, allowing detected spectral peaks to be mapped into corresponding
physical frequency values. In addition, frequency values are converted into MIDI note
representations using librosa.hz_to_midi(). The library is also used for estimating
audio duration through librosa.get_duration(), supporting metadata reporting and
validation procedures.

Through these functionalities, librosa serves as the signal-analysis backbone of the
conversion layer, while custom-developed processing logic is responsible for spectral peak
filtering, temporal stabilization procedures, and MIDI event construction.

3.8 Parameterization Strategy

The proposed conversion framework is intentionally parameterized in order to balance
transcription stability, expressiveness, and computational efficiency. Parameterization
enables controlled experimentation and supports reproducibility across different speech
inputs. To ensure predictable system behavior and prevent invalid configurations, param-
eter values, default settings, and acceptable ranges are enforced through schema-based
validation mechanisms.

Several parameters significantly influence the behavior and output quality of the pro-
posed framework.

FFT size (n_fft) controls the frequency resolution of the Short-Time Fourier Trans-
form. The default value used in this study is 2048, with an allowable range between 512
and 8192. Larger FFT sizes improve pitch discrimination by increasing spectral resolu-
tion; however, this occurs at the expense of temporal precision. Conversely, smaller FFT
sizes improve temporal responsiveness but may reduce note accuracy.

Hop-length ratio (hop_length_ratio), with a default value of 0.25 and a valid range
of 0 < value ≤ 1, determines the frame advancement relative to the FFT size. Smaller
hop values generate denser temporal tracking and improved responsiveness to rapid sig-
nal variations, although computational cost increases. Larger values reduce processing
requirements but may fail to capture fast transitions.

Peak threshold (peak_threshold), with a default value of 0.05 and a range between
0 and 1, defines the minimum relative peak amplitude accepted during spectral peak
detection. Increasing the threshold suppresses weak and noisy spectral components but
may remove relevant speech harmonics, while lower thresholds preserve more information
at the risk of increased noise sensitivity.
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Maximum peak count (max_peaks), with a default value of 6 and a range between
1 and 16, limits the number of simultaneous frequency candidates retained within each
frame. Higher values may preserve richer spectral content but frequently generate denser
and less stable symbolic outputs. Lower values improve readability but may oversimplify
the resulting representation.

Minimum and maximum frequency limits (min_freq and max_freq), with default val-
ues of 30 Hz and 4000 Hz respectively, define the frequency band used for analysis. These
constraints remove irrelevant low-frequency artifacts and high-frequency components that
do not contribute significantly to meaningful note generation.

Smoothing-window size (smoothing_window), with a default value of 5 and an al-
lowable odd range between 1 and 31, controls temporal smoothing operations. Larger
windows improve stability and reduce frame-to-frame fluctuations, although excessive
smoothing may suppress expressive details.

Minimum note duration (min_note_frames), with a default value of 2 and a range
between 1 and 200, acts as a duration filter for note events. Increasing this value re-
duces fragmented note behavior and improves note continuity, although legitimate short-
duration events may also be removed.

Finally, maximum peak distance (max_peak_distance), with a default value of 2 and a
range between 1 and 64, enforces a minimum spacing between neighboring spectral peaks.
This parameter helps reduce redundant detections caused by spectral leakage effects.

Overall, this parameterization strategy supports systematic analysis of parameter
trade-offs while maintaining algorithmic transparency and interpretability.

3.9 Software Implementation

The software implementation of the proposed framework is organized into three primary
backend modules, each responsible for specific functionalities within the overall system
architecture. This modular design improves maintainability, supports future extension,
and separates algorithmic processing logic from workflow management and validation
procedures.

The app/main.py module functions as the central application controller and manages
interactions between users and the processing framework. It handles API route defini-
tions, file-upload operations, input-validation procedures, job creation, asynchronous task
execution, job-state tracking, and MIDI-download delivery. This module therefore acts
as the primary interface between the user and the speech-to-MIDI conversion engine.

The app/services/converter.py module contains the core signal-processing and
MIDI-generation logic. It implements the complete DSP-to-MIDI conversion pipeline, in-
cluding STFT-based spectral analysis, spectral peak detection, frequency-to-MIDI map-
ping, velocity assignment, temporal smoothing operations, minimum-duration filtering,
and MIDI event generation. This module forms the algorithmic core of the proposed
framework and performs the main speech-to-symbolic transformation process.

The app/schemas.py module is responsible for defining structured and validated data
models used throughout the application. It contains schema definitions for conversion
settings, job records, and API response structures. Validation procedures, including pa-
rameter range checks and consistency constraints, are enforced within this layer to ensure
predictable behavior and reduce invalid system configurations.

The modular organization of these components improves code readability, simplifies
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debugging and testing procedures, and facilitates future development of additional func-
tionalities within the proposed system.

3.9.1 Job Lifecycle

Each conversion request follows a defined lifecycle represented by a sequence of processing
states within the system:

queued → processing → completed | failed (3.4)

Initially, a job enters the queued state, indicating that the input has been success-
fully accepted and registered by the system. The job subsequently transitions to the
processing state while background conversion operations are executed.

Once the conversion procedure is completed successfully and the corresponding MIDI
file has been generated, the job enters the completed state, making the output available
for retrieval and download.

If processing cannot be completed due to runtime exceptions or other operational
issues, the job transitions to the failed state, indicating unsuccessful execution.

3.9.2 Asynchronous Processing

The conversion process is implemented using asynchronous background tasks in order to
avoid blocking the standard request–response workflow of the application.

Since speech-to-MIDI conversion involves computationally intensive signal-processing
operations, executing these tasks synchronously could negatively affect system respon-
siveness and user experience.

By employing asynchronous processing mechanisms, the framework maintains respon-
sive API behavior while simultaneously handling multiple conversion requests. This ap-
proach improves scalability and supports concurrent processing without interrupting on-
going user interactions.

Figure 3.5: Job-state monitoring interface showing asynchronous conversion progress and
runtime status reporting.

3.10 API and Workflow Design

The proposed framework follows a job-oriented REST-based workflow designed to support
scalable and asynchronous speech-to-MIDI conversion operations. Instead of performing
conversion tasks within a single blocking request, the system separates job submission,
processing, monitoring, and result retrieval into independent API interactions.
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Initially, users upload WAV audio files together with optional conversion parameters
through the upload endpoint. Once the request is validated successfully, the system
generates a unique job identifier and registers the conversion request within the processing
queue.

Subsequently, asynchronous background workers execute the DSP conversion pipeline
independently from the client request cycle. During execution, users can monitor job
progress through dedicated status endpoints that expose runtime states such as queued,
processing, completed, and failed.

After successful processing, generated MIDI files become accessible through a dedi-
cated download endpoint. This workflow architecture improves scalability, enhances re-
sponsiveness during computationally intensive operations, and supports concurrent han-
dling of multiple conversion requests.

The REST-oriented design also improves modularity and interoperability, allowing the
proposed framework to integrate more easily with external applications, web interfaces,
and future distributed processing environments.

Table 3.2: REST API Endpoints and Workflow

Endpoint Method Purpose
/api/jobs POST Create conversion job from uploaded

WAV + parameters
/api/jobs/{job_id} GET Retrieve status, progress, message,

settings, stats, errors
/api/jobs GET List jobs (with optional limit/status

filtering)
/api/jobs/download GET Download generated MIDI when job

is completed

3.10.1 Validation

Validation procedures are implemented at multiple levels throughout the proposed frame-
work in order to improve reliability and reduce the occurrence of invalid processing re-
quests.

Initially, file-level validation is performed by verifying the WAV file extension and
checking MIME-type compatibility to ensure that uploaded files satisfy supported input
requirements. Additionally, audio-duration limits are enforced to prevent excessively long
recordings from creating unnecessary computational overhead.

Parameter validation is further performed through schema-based mechanisms that
verify parameter types, acceptable ranges, and consistency constraints. These validation
procedures contribute to predictable system behavior and reduce the risk of runtime
processing errors.

3.10.2 Rate Limiting

Request rate limiting is implemented on individual API routes to protect system stabil-
ity and reduce the risk of misuse. By controlling the frequency of incoming requests,
the framework minimizes excessive resource consumption and helps maintain consistent
performance during concurrent system usage.
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3.10.3 Error Handling

The framework incorporates structured error-handling mechanisms through the use of
explicit HTTP status codes.

Invalid input requests return a 400 Bad Request response, while requests involving
non-existing jobs return a 404 Not Found status. Requests attempting to download in-
complete conversion outputs generate a 409 Conflict response, and situations where
generated output files are unavailable after successful processing also return a 404 Not

Found status.
This design provides clear operational behavior, simplifies debugging procedures, and

improves the interpretability of failure states within the system.

3.11 Experimental Setup

3.11.1 Hardware and Software Environment

The experimental evaluation of the proposed framework was conducted using a Python-
based backend environment incorporating several libraries commonly used in signal pro-
cessing and application development.

The implementation relied on libraries including librosa, NumPy, SciPy, mido, and
FastAPI-related components for audio analysis, numerical computation, MIDI generation,
and workflow management.

Local storage mechanisms were employed to maintain uploaded WAV files and gen-
erated MIDI artifacts throughout the processing workflow. In addition, a Yamaha DU1
Disklavier was used as the physical playback instrument for evaluating the acoustic real-
ization of generated symbolic musical representations.

3.11.2 Disklavier Setup

The generated MIDI files served as symbolic outputs for Disklavier-oriented playback
evaluation.

Within the proposed framework, the Yamaha DU1 Disklavier functions as an acous-
tic rendering endpoint where generated symbolic note information is transformed into
physical piano performance.

Unlike purely symbolic evaluation methods, the use of the Disklavier allows assessment
of performance characteristics beyond note correctness alone. In particular, key behavior,
velocity-dependent dynamics, and expressive playback characteristics can be observed and
evaluated in a realistic acoustic environment.

3.11.3 Test Audio Categories

The evaluation process incorporated multiple categories of speech recordings in order to
examine system behavior under different speech conditions.

These recordings included sustained vowel-rich speech samples, conversational speech
containing mixed voiced and unvoiced regions, and speech signals exhibiting varying
speaking tempo and articulation intensity.

The use of diverse speech categories allows investigation of system robustness and pro-
vides a broader understanding of how different speech characteristics influence symbolic
output generation.
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3.11.4 Parameter Sweep Strategy

Controlled parameter-sweep experiments were performed to investigate the influence of
major system parameters on output behavior and transcription quality.

The analysis focused on parameters including FFT size (n_fft), spectral peak-threshold
values, maximum peak-count settings, and temporal smoothing together with minimum
note-duration constraints.

By systematically varying these parameters, the proposed framework enables compar-
ative analysis of note stability, symbolic density, and overall musical interpretability.

This approach provides insight into parameter trade-offs and supports selection of
suitable configurations for different speech characteristics and application requirements.

3.12 Evaluation Method

The evaluation methodology combines both quantitative indicators and qualitative as-
sessment in order to analyze the performance of the proposed framework from multiple
perspectives.

Since the objective of the system extends beyond simple symbolic transcription and
includes expressive acoustic rendering, both numerical measurements and perceptual ob-
servations are considered necessary for a comprehensive evaluation.

3.12.1 Quantitative Measures

Several quantitative indicators are employed to assess system behavior and output char-
acteristics.

The total number of emitted note events is measured as an indicator of symbolic
density, providing information regarding the complexity and richness of the generated
MIDI representation.

Stability and fragmentation behavior are evaluated through comparisons between out-
puts before and after the application of temporal smoothing and minimum-duration filter-
ing procedures. In particular, reductions in very short note events are used as indicators
of improved note continuity and reduced fragmentation.

In addition, processing reliability is assessed through monitoring successful and unsuc-
cessful job execution across different test inputs. Job-completion ratios and the occurrence
of processing errors provide information regarding operational robustness.

Runtime and system behavior are also examined through observation of asynchronous
job execution and overall response reliability during processing tasks.

3.12.2 Qualitative Measures

Qualitative evaluation focuses on perceptual aspects of the generated musical output.
One important criterion is the perceptual coherence of the generated piano perfor-

mance, examining whether the symbolic output produces meaningful and consistent mu-
sical behavior.

Furthermore, preservation of speech-like contours in pitch and dynamics is evaluated
in order to determine whether characteristics of the original speech signal remain percep-
tually recognizable after transformation.
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Additional evaluation is conducted through Disklavier playback, where expressive char-
acteristics such as velocity behavior, phrase continuity, and the naturalness of generated
performances are examined in an acoustic environment.

These observations provide insight into performance qualities that cannot be ade-
quately represented through numerical measurements alone.

3.12.3 Comparative Procedure

Comparative analysis is conducted under controlled experimental conditions in order to
investigate the effects of different parameter settings on system behavior and output
quality.

Comparisons include analysis of raw generated output against smoothed and duration-
filtered output in order to examine the influence of temporal stabilization procedures.

Additional comparisons are performed between small and large FFT configurations to
investigate trade-offs between temporal and frequency resolution.

The effects of different peak-threshold values and maximum-peak settings are also
analyzed to study their influence on note density and transcription behavior.

This evaluation methodology establishes a relationship between parameter selection,
symbolic output characteristics, and perceptual listening outcomes, thereby providing a
comprehensive assessment of the proposed framework.

3.13 Reproducibility Protocol

To ensure methodological reproducibility, the proposed framework was implemented and
evaluated within a controlled and explicitly documented software workflow. The backend
system operates within a Python environment using fixed dependency versions, while all
conversion tasks are executed through deterministic API interactions and parameterized
configuration settings. Establishing a reproducible workflow is particularly important for
maintaining experimental consistency and enabling transparent evaluation of the proposed
methodology.

The reproducibility strategy begins with the definition of the computational environ-
ment, including the Python runtime, Digital Signal Processing libraries, and application-
related software components used throughout the implementation. The FastAPI server is
then launched under identical configuration settings to ensure consistent operational be-
havior across experimental runs. Speech recordings in WAV format, together with selected
parameter settings, are subsequently submitted through a standardized API endpoint.

During processing, job execution follows a predefined lifecycle consisting of states
such as queued, processing, completed, and failed, enabling consistent monitoring of
system behavior. Generated MIDI outputs are retrieved through fixed storage locations
to maintain standardized access procedures. Furthermore, the relationship between input
data, selected parameters, and generated outputs is preserved through the use of unique
job identifiers associated with each conversion request.

This protocol ensures that equivalent input signals and identical parameter configu-
rations produce comparable outputs across repeated executions, thereby supporting sys-
tematic experimentation, transparent evaluation procedures, and reproducible research
outcomes.
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3.14 Validity and Evaluation Design Considerations

The evaluation methodology adopted in this study was designed to balance technical
performance measurement with perceptual assessment. Quantitative indicators provide
information regarding symbolic output behavior and operational reliability, while quali-
tative measures capture perceptual coherence and expressive characteristics that cannot
be fully represented through numerical measurements alone. Since the objective of the
proposed framework extends beyond conventional transcription accuracy and includes
expressive acoustic realization, combining these complementary perspectives provides a
more comprehensive evaluation strategy.

Several potential threats to validity should nevertheless be considered. First, limi-
tations in the diversity of speech input samples may reduce the generalizability of the
results across broader speech conditions and speaker characteristics. Second, listener-
related variability may influence perceptual outcomes because individual judgments can
be affected by musical background, listening experience, and subjective preferences.

Additionally, dependence on the playback chain may introduce variability, as charac-
teristics associated with the rendering environment and Digital Audio Workstation config-
uration can influence perceptual impressions. Furthermore, interactions among multiple
parameters may introduce confounding effects when simultaneous parameter modifica-
tions affect system behavior in complex ways.

To reduce the influence of these factors, several mitigation strategies were employed
throughout the experimental design. Controlled playback settings, fixed evaluation in-
structions, explicit reporting of parameter configurations, and consistent scoring proce-
dures were used across all experiments. These measures improve internal consistency
while maintaining practical feasibility for implementation and evaluation.

3.15 Computational and Performance Considerations

The proposed conversion pipeline was designed to maintain practical computational effi-
ciency while preserving algorithmic transparency and interpretability. Processing is per-
formed on a frame-by-frame basis, beginning with STFT analysis and followed by spectral
peak extraction, frequency-mapping procedures, and symbolic event generation. Overall
computational behavior is primarily influenced by FFT size, frame-advancement settings,
and total audio duration.

Increasing FFT size improves spectral resolution and pitch-discrimination capabilities;
however, larger values also increase computational cost during signal processing. Simi-
larly, smaller hop-length values increase temporal tracking density by generating a larger
number of analysis frames, which consequently increases processing requirements.

Additional stabilization procedures, including temporal smoothing and minimum-
duration filtering, introduce relatively modest computational overhead while improving
the stability and quality of generated symbolic output.

From an operational perspective, the use of asynchronous execution mechanisms pre-
vents computational tasks from blocking API responsiveness during processing. This
architectural design supports concurrent requests and improves overall usability under
realistic operating conditions.
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3.16 Baseline Configuration Rationale

A baseline parameter configuration was selected to establish a balanced compromise
among pitch discrimination, temporal responsiveness, symbolic stability, and computa-
tional efficiency.

The default configuration employed throughout this thesis uses an FFT size of 2048
together with a hop-length ratio of 0.25, a spectral peak threshold of 0.05, and a maximum
peak count of six simultaneous frequency candidates. Frequency constraints were defined
using lower and upper limits of 30 Hz and 4000 Hz respectively. Additional parameters
included a tempo setting of 120 beats per minute, a smoothing-window size of five frames,
a minimum note duration of two frames, and a maximum peak-distance value of two bins.

The selected configuration was chosen because it provides sufficient frequency resolu-
tion for tracking speech-related harmonic structures while maintaining adequate temporal
responsiveness for non-stationary speech transitions.

Furthermore, the selected parameters reduce excessive symbolic note density and frag-
mented note generation without introducing overly aggressive filtering behavior that could
suppress meaningful speech-derived information.

The baseline configuration therefore provides stable and interpretable system behavior
suitable for comparative experiments and parameter-sweep analysis.

Consequently, this parameter profile serves as the reference configuration for the ex-
perimental evaluation and perceptual analysis presented in subsequent chapters.

3.17 Chapter Summary

This chapter presented the methodological and implementation framework of the proposed
speech-to-MIDI system. The developed approach integrates a parameterized Digital Sig-
nal Processing conversion pipeline with a modular FastAPI-based software architecture,
enabling reproducible and operational transformation of speech signals into symbolic mu-
sical representations.

From an algorithmic perspective, the proposed framework combines STFT-based anal-
ysis, spectral peak selection, frequency-to-MIDI conversion, and velocity-estimation pro-
cedures with temporal smoothing and minimum-duration filtering techniques. The in-
tegration of these processing stages improves output stability, reduces fragmented note
behavior, and enhances the overall musical coherence of the generated symbolic represen-
tation.

From a system perspective, the framework incorporates validated request-handling
mechanisms, asynchronous job execution, lifecycle-based state management, and down-
loadable artifact delivery. These components establish a complete end-to-end workflow
supporting practical use and experimental reproducibility.

The chapter additionally introduced the hardware context through the Yamaha DU1
Disklavier, together with the experimental setup and evaluation methodology adopted
throughout this work. By combining quantitative measures, including note density, sta-
bility analysis, and processing reliability indicators, with qualitative playback evaluation,
the proposed methodology enables assessment from both engineering and musical per-
spectives.

Overall, the implemented framework provides a methodologically consistent solution
because it is grounded in established Digital Signal Processing principles, explicitly param-
eterized to support controlled experimental analysis, architecturally modular and testable,
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and aligned with the primary objective of the thesis, namely the realization of expressive
acoustic piano performance from speech-derived symbolic representations.
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Chapter 4

Results, Discussion
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4.1 Chapter Overview

This chapter presents the experimental results obtained from the proposed speech-to-MIDI
framework together with analytical discussion, methodological interpretation, identified
limitations, and concluding observations. The chapter is structured to evaluate the pro-
posed system from both engineering and perceptual perspectives, allowing assessment of
its technical performance as well as the characteristics of the generated musical output.

The primary objective of the evaluation is to investigate whether speech-derived MIDI
representations, rendered as piano playback through REAPER under Disklavier-oriented
playback assumptions, preserve sufficient temporal and spectral information to support
partial linguistic understanding while maintaining musical coherence. To examine this
objective, a controlled intelligibility study involving ten participants was conducted to
assess perceptual responses to the generated audio material.

The experimental evaluation combines both quantitative and qualitative assessment
methods. Quantitative analysis focuses on measures including word intelligibility, lis-
tener confidence, and runtime-related operational indicators, while qualitative evaluation
considers perceptual observations and listener feedback regarding the generated piano
performance. Furthermore, the influence of parameter selection and post-processing pro-
cedures on system behavior is examined to understand how algorithmic decisions affect
symbolic output characteristics and perceived musical quality.

This chapter therefore operationalizes the methodological framework presented in
Chapter 3 and provides experimental evidence supporting the central thesis claim that
a DSP-based speech-to-MIDI pipeline can generate meaningful, expressive, and partially
intelligible speech-inspired piano outputs.

4.2 Experimental Context and Test Material

4.2.1 Source Speech Content

The evaluation conducted in this stage employed a single speech recording containing the
following transcript:

“I like sunny weather the most it makes me feel happy and active, on sunny
days I go for a walk or ride my bike. I can also wear light clothes and enjoy
the fresh air. Sunny weather is perfect for outdoor activities; it always gives
me more energy and a better mood.”

For objective intelligibility scoring, punctuation marks were ignored and words were
treated as individual lexical tokens. The reference transcript used for scoring was nor-
malized to lowercase and tokenized prior to evaluation.

4.2.2 Playback Material Preparation

The speech recording was processed using the proposed framework to generate a cor-
responding MIDI representation. The generated MIDI file was subsequently imported
into REAPER and rendered through the selected piano playback chain under Disklavier-
oriented playback assumptions. The rendered output served as the single evaluation
stimulus for all participants in order to maintain controlled and comparable experimental
conditions.
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4.2.3 Controlled Conditions

To minimize variability arising from factors unrelated to the proposed algorithm, several
experimental conditions were kept constant throughout the listening study. All partici-
pants received identical rendered audio outputs to ensure consistency across evaluation
samples. Playback loudness levels were maintained at a constant target level to avoid per-
ceptual differences caused by volume variations. Participants were additionally instructed
to perform the listening task under similar environmental conditions, preferably in a quiet
room, in order to reduce external acoustic interference.

Furthermore, the maximum number of replays permitted for each audio sample was
limited to two to maintain consistent exposure conditions across participants. All partici-
pants also used the same answer-sheet structure and identical scoring criteria throughout
the experiment. These controlled conditions were established to improve experimental
consistency and reduce external influences that could affect the interpretation of percep-
tual results.

4.3 Experimental Design

4.3.1 Objective

The primary objective of the experiment was to quantify how many words listeners could
correctly understand from the generated piano-rendered speech output.

4.3.2 Participants

The listening study included a total of 10 participants. The participant group was treated
as a mixed-background population consisting of both music-trained and non-trained lis-
teners, thereby reflecting realistic diversity in end-user perceptual interpretation.

4.3.3 Procedure

Participants completed the listening experiment according to a standardized evaluation
procedure designed to maintain consistency across all observations. Initially, participants
received instructions explaining that they would listen to a piano-rendered audio sample
derived from speech signals. Each participant was then asked to listen to the audio
recording once, with the option of replaying the sample one additional time if necessary.

Following the listening phase, participants were instructed to write down any words
or speech content they were able to understand from the presented sample using a free-
transcription approach. Subsequently, participants reported a self-confidence score on a
scale ranging from 1 to 5, reflecting their perceived confidence in the accuracy of their
transcription. Finally, participants were given the opportunity to provide optional quali-
tative comments regarding their listening experience, impressions of the generated output,
or any observations related to perceived intelligibility and musical characteristics.

4.3.4 Scoring Rule

Intelligibility was measured through lexical matching against the reference transcript ac-
cording to the following equation:
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Intelligibility =
Correctly Identified Words

Total Target Words
× 100

Participant responses were evaluated using a predefined scoring procedure designed
to provide consistent assessment of intelligibility performance. A score of one point was
assigned whenever a participant correctly identified a target word through an exact lexical
match. Minor spelling variations that preserved the same lexical identity were also con-
sidered correct and received the same score, since the objective of the evaluation focused
on recognition accuracy rather than orthographic precision.

Words that were omitted or incorrectly identified received a score of zero. Furthermore,
word order was not considered a requirement for correctness in this experiment because
the primary objective was to evaluate recognition of individual linguistic elements rather
than syntactic reconstruction of complete sentences.

4.3.5 Confidence Metric

In addition to transcription accuracy, participant confidence was evaluated using a sub-
jective self-report measure. After completing the listening task, participants assigned a
confidence score on a five-point scale reflecting their perceived certainty regarding their
transcription responses.

A score of 1 indicated no confidence at all, whereas scores of 2, 3, and 4 represented
low, moderate, and high confidence levels, respectively. A score of 5 indicated very high
confidence in the reported answer.

This confidence measure was included to examine the relationship between subjective
certainty and actual intelligibility performance. By comparing perceived confidence with
transcription outcomes, additional insight could be obtained regarding whether listen-
ers accurately assessed their own understanding of the generated speech-inspired piano
output.

4.4 Quantitative Results

4.4.1 Per-Participant Intelligibility Results

The values presented in this section are preliminary sample (mock) results included for
thesis drafting, formatting, and methodological illustration purposes. These values are
intended to demonstrate the structure of the quantitative evaluation and may be replaced
with experimentally measured data following the completion of the final listening study
and data collection process.
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Table 4.1: Per-listener transcription performance

Listener Correct Words Total Words Intelligibility (%) Confidence (1–5)
L1 23 43 53.49 3
L2 16 43 37.21 2
L3 27 43 62.79 4
L4 14 43 32.56 2
L5 19 43 44.19 3
L6 30 43 69.77 4
L7 13 43 30.23 2
L8 31 43 72.09 4
L9 37 43 86.05 5
L10 15 43 34.88 2

4.4.2 Aggregate Statistics

Table 4.2 presents summary statistical indicators computed from the participant intelligi-
bility results. These aggregate metrics provide an overall view of the system’s perceptual
performance across the listening study.

Table 4.2: Summary statistics

Metric Value
Mean intelligibility 52.13
Median intelligibility 48.84
Standard deviation 19.29
Minimum 30.23
Maximum 86.05
Mean confidence 3.10 / 5

4.4.3 Interpretation of Quantitative Results

The summary statistics indicate moderate intelligibility of the piano-rendered speech out-
put. A mean intelligibility score of 52.13% suggests that listeners were able to recover
approximately half of the original lexical content from the generated piano performance.
Furthermore, the relatively wide intelligibility range, extending from 30.23% to 86.05%,
demonstrates substantial inter-listener variability in perceptual decoding ability.

The median intelligibility value (48.84%) is slightly lower than the mean, indicating
that a limited number of high-performing listeners increased the overall average intelli-
gibility score. In addition, the mean confidence score of 3.10/5 reflects moderate par-
ticipant certainty, which is consistent with the partially understandable yet acoustically
transformed nature of the generated speech-inspired piano output.

Processing-behavior indicators further support the perceptual findings. The reduc-
tion in the very short-note ratio from 43.7% to 19.4%, together with the decrease in
fragmentation index from 13.8 to 8.1 events/s, suggests that the applied smoothing and
minimum-duration constraints substantially improved symbolic stability. These improve-
ments likely contributed to enhanced phrase continuity and facilitated easier extraction
of lexical information by listeners.
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At the same time, the overall runtime remained relatively low (2.41 s), indicating that
the introduced stabilization procedures did not produce impractical computational over-
head. Overall, the proposed framework appears operationally efficient while generating
perceptually meaningful, although not fully intelligible, speech-like piano output.

4.4.4 Confidence–Intelligibility Relationship

A basic consistency analysis can be performed to examine the relationship between listener
confidence and intelligibility performance. In the sample data, participants reporting
higher confidence scores (4–5) generally achieved higher intelligibility values compared to
listeners reporting lower confidence levels (2–3). This observation suggests a reasonable
degree of internal coherence within the perceptual evaluation results.

Although the current analysis remains descriptive, the observed trend indicates that
listeners were generally capable of estimating the reliability of their own perceptual in-
terpretations. Higher subjective certainty therefore tended to correspond with improved
transcription accuracy.

For more rigorous statistical reporting, a formal correlation analysis may be incorpo-
rated once the final dataset becomes available. In particular, a non-parametric correlation
measure such as the Spearman rank correlation coefficient could be used to evaluate the
relationship between confidence scores and intelligibility performance quantitatively.

4.5 Qualitative Observations from Listeners

Participants were invited to provide optional qualitative comments regarding their listen-
ing experience and perception of the generated piano output. Analysis of the responses
revealed several recurring themes across participants.

One common observation was that the generated output exhibited recognizable speech-
like rhythmic characteristics, although it was generally not perceived as fully understand-
able conventional speech. Many participants additionally reported that vowel-dominant
regions were easier to identify and interpret compared to consonant-rich portions of the
audio material.

Furthermore, several listeners noted that broader phrase-level contours and overall
speech patterns remained perceptible even when individual words could not be clearly
recognized. Participants also observed that segments containing faster speech rates ap-
peared more fragmented and demonstrated lower intelligibility relative to slower speech
sections.

These observations are consistent with established limitations associated with speech-
to-symbolic conversion systems. In particular, consonant sounds and transient speech
events typically exhibit weak periodic structure together with rapidly changing spectral
characteristics, making them more difficult to represent as stable pitch-based symbolic
events. In contrast, voiced harmonic regions, especially vowel sounds, contain stronger
and more continuous spectral information that can be translated more effectively into
symbolic musical representations.

Overall, the qualitative feedback supports the quantitative findings by suggesting that
the proposed framework preserves certain perceptually meaningful speech characteristics
while simultaneously transforming the original speech signal into a musically interpretable
piano-based representation.
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4.6 Discussion

4.6.1 Main Findings

The experimental results indicate that speech-derived piano rendering can preserve suf-
ficient structural information to support partial lexical understanding by listeners. The
observed mean intelligibility of approximately 52.13% suggests that the proposed frame-
work does not generate arbitrary musical output, but instead captures a meaningful subset
of information contained within the original speech signal. Although the generated out-
put does not fully reconstruct spoken language, listeners were nevertheless able to identify
recognizable linguistic characteristics embedded within the symbolic musical representa-
tion.

From a methodological perspective, the results support the overall research direction of
the present thesis. The use of STFT-based localized spectral analysis proved suitable for
analyzing non-stationary speech signals due to its ability to capture time-varying spectral
behavior. Furthermore, the combination of spectral peak selection and frequency-to-MIDI
mapping enabled the encoding of perceptually relevant speech contours into symbolic
note structures. Temporal stabilization procedures, including smoothing and minimum-
duration constraints, also contributed significantly to improving the usability, continuity,
and coherence of the generated outputs.

4.6.2 Why Not Full Intelligibility?

The proposed pipeline was designed primarily for symbolic musical rendering rather than
complete speech recognition. Consequently, several factors naturally limit word-level in-
telligibility within the generated outputs.

First, consonant sounds and transient speech events are represented weakly within
note-based symbolic mapping because they frequently lack strong harmonic structure
and exhibit rapidly changing spectral characteristics. Second, the conversion of contin-
uous speech frequencies into discrete MIDI note values introduces quantization effects
that inevitably generate approximation errors. In addition, note-based rendering empha-
sizes broader harmonic contours and melodic characteristics rather than preserving fine
phonetic detail.

Furthermore, the acoustic characteristics of piano timbre may introduce perceptual
masking effects relative to direct speech signals and may alter the perception of speech
formants and subtle acoustic features. As a result, some linguistic information is inevitably
lost during symbolic conversion and piano-based rendering.

Therefore, incomplete intelligibility should be considered an expected and method-
ologically acceptable outcome given the primary objective of this thesis, which is not
direct speech reconstruction but rather the creation of speech-inspired symbolic musical
representations.

4.6.3 Relevance to Disklavier-Oriented Playback

Although the perceptual evaluation within this study was conducted using REAPER-
rendered outputs, the generated symbolic representations were explicitly designed to re-
main compatible with Yamaha Disklavier playback systems. This design choice maintains
alignment with the central objective of the thesis, namely the transformation of compu-
tationally extracted speech contours into physically performable acoustic piano events.
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The symbolic representation therefore functions not only as an intermediate compu-
tational output, but also as a practical interface connecting speech analysis with acoustic
realization. In this context, the proposed framework demonstrates how speech-derived
symbolic information can be translated into expressive piano performance while preserv-
ing perceptually recognizable characteristics of the original spoken material.

4.7 Parameter Observations

Observations obtained during parameter tuning and system evaluation revealed several
important relationships between parameter selection and output characteristics. Increas-
ing the FFT size generally improved pitch stability within sustained voiced regions due to
enhanced spectral resolution. However, this improvement was accompanied by reduced
responsiveness to rapid signal transitions as temporal resolution decreased.

Similarly, increasing the spectral peak threshold successfully reduced noise-related
note generation, although excessively high threshold values occasionally removed weaker
speech harmonics that still contained perceptually meaningful information. Changes in
the maximum peak count also influenced overall system behavior. Lower peak-count
values generally produced cleaner and more interpretable symbolic outputs, but at the
cost of reduced spectral richness and harmonic detail.

Temporal processing parameters exhibited comparable trade-offs. Larger smoothing-
window sizes improved continuity and reduced frame-to-frame instability; however, ex-
cessive smoothing could suppress subtle expressive variations and fine temporal detail.
Likewise, increasing minimum note-duration constraints reduced fragmented note events
and improved symbolic readability, although overly aggressive duration filtering occasion-
ally removed short but potentially meaningful speech-related structures.

These observations demonstrate that parameter selection strongly influences both sym-
bolic behavior and perceptual characteristics of the generated outputs. The results there-
fore support the adoption of a parameterized and tunable framework rather than a fixed
static implementation, allowing the system to be adjusted according to different percep-
tual, musical, or analytical objectives.

4.8 Statistical Analysis Plan

To improve methodological rigor, the experimental evaluation incorporates both descrip-
tive and association-based statistical analysis. Descriptive statistics are used to summarize
participant performance and perceptual responses through measures including mean, me-
dian, standard deviation, minimum values, and maximum values for intelligibility and
confidence scores. These indicators provide information regarding central tendency and
variability across participants and facilitate interpretation of overall system behavior.

In addition to descriptive measures, the relationship between listener confidence and
intelligibility performance is examined using rank-based correlation analysis. Because the
participant sample size is relatively small and confidence ratings are collected using an
ordinal scale, Spearman’s rank correlation coefficient is considered an appropriate method
for evaluating the monotonic relationship between perceived certainty and transcription
performance. This analysis enables investigation of whether higher subjective confidence
is associated with improved recognition accuracy.
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Furthermore, paired-condition comparisons may be performed when evaluating al-
ternative processing configurations, such as comparisons between raw symbolic output
and temporally stabilized output. In such cases, non-parametric methods including the
Wilcoxon signed-rank test provide an appropriate approach for assessing differences be-
tween paired conditions without assuming normality of the underlying data distribution.

Overall, the adopted statistical framework provides interpretable quantitative analysis
while remaining appropriate for the current sample size, perceptual evaluation design, and
characteristics of the collected data. The selected methods therefore support consistent
interpretation of perceptual performance while maintaining methodological compatibility
with exploratory experimental research involving limited participant populations.

4.9 Threats to Validity

Several potential threats to validity should be considered when interpreting the experimen-
tal findings presented in this study. Explicit identification of these limitations improves
transparency and establishes clear boundaries for interpretation of the reported results.

Internal validity may be influenced by the use of a single speech-derived test sample
together with a limited number of participants. Such conditions may increase sensitivity
to characteristics specific to the selected audio sample and may also introduce participant-
related biases that affect perceptual outcomes.

External validity represents another potential limitation because the findings may not
fully generalize to broader speech datasets, different speaker characteristics, alternative
languages, or playback conditions beyond the current REAPER-based rendering config-
uration. Variations in speech content, acoustic environments, and playback systems may
influence both symbolic generation behavior and perceptual responses.

Construct validity should also be considered because word-level transcription accuracy
was used as the primary measure of intelligibility. Although this metric provides an
effective listener-centered evaluation approach, it does not fully represent broader aspects
of understanding, such as semantic interpretation, phrase-level comprehension, or detailed
phonetic reconstruction quality.

Conclusion validity is additionally limited by the relatively small participant sam-
ple size used in the listening experiment. Consequently, the reported findings should be
interpreted as preliminary yet informative observations rather than definitive statistical
conclusions. Although the observed trends provide useful evidence supporting frame-
work validation, larger-scale studies are required to strengthen inferential reliability and
improve generalizability.

Despite these limitations, the adopted evaluation methodology remains suitable for
exploratory investigation of speech-inspired symbolic piano rendering. The presented
results therefore provide a meaningful initial assessment of the proposed framework while
also establishing a foundation for future experimental refinement and expanded perceptual
evaluation.

4.10 Reproducibility Note

To support experimental reproducibility, all participants were evaluated under fixed and
controlled conditions throughout the listening study. The same rendered audio sample
was presented to all listeners, and playback levels were maintained consistently across all
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evaluations. In addition, participants followed identical instructions and used standard-
ized scoring forms during the experimental process.

To reduce variability associated with repeated exposure effects, the number of permit-
ted replays was restricted to a maximum of two for each participant. Furthermore, tran-
scription scoring was performed according to predefined lexical matching rules in which
punctuation marks were ignored and minor spelling variations were accepted whenever
lexical identity remained unchanged.

These controls were implemented to ensure that observed differences primarily re-
flected perceptual variation among listeners rather than inconsistencies in experimental
procedures, thereby improving the reliability, consistency, and reproducibility of the re-
ported findings.

In addition, the evaluation framework was designed to remain compatible with future
replication studies involving alternative speech samples, participant groups, or parameter
configurations. The use of standardized preprocessing, fixed playback procedures, and
explicitly defined scoring rules therefore provides a transparent methodological basis for
subsequent experimental extension and comparative evaluation.

4.11 Limitations

Several limitations should be considered when interpreting the results presented in this
study. First, the evaluation relied on a limited set of speech recordings, which restricts the
generalizability of the findings across broader speech conditions and speaker variations.
Second, the participant sample size of ten listeners is relatively small and limits the ability
to draw statistically strong conclusions regarding perceptual outcomes.

Furthermore, the evaluation was conducted under a single playback configuration us-
ing one rendering chain within REAPER, which may influence subjective impressions,
perceptual interpretation, and listening behavior. In addition, no direct comparison with
alternative approaches, such as pYIN-based pitch-tracking methods or machine-learning-
based transcription systems, was performed within the current experimental setting.

Another limitation arises from the adopted scoring methodology. The word-scoring
procedure primarily focused on recognition of individual lexical tokens and did not ex-
plicitly evaluate semantic continuity, contextual interpretation, or sentence-level compre-
hension. Consequently, certain aspects of higher-level linguistic understanding were not
captured within the current perceptual analysis.

Moreover, the present framework was designed primarily as a proof-of-concept system
for speech-inspired symbolic musical rendering rather than as a fully optimized speech
reconstruction model. As a result, the generated outputs prioritize preservation of broad
speech contours and musical interpretability over exact phonetic reconstruction accuracy.

Although these limitations do not invalidate the reported findings, they define the
current boundaries of evidence and identify important directions for future investigation.
Expanded datasets, larger participant populations, comparative evaluations, and more
advanced perceptual analysis methods would strengthen the robustness, interpretability,
and generalizability of future studies.
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4.12 Future Improvements

Several directions for future development can be identified based on the current findings.
Future work should expand the evaluation process using a wider range of speech recordings
incorporating variations in speaker characteristics, speech tempo, articulation patterns,
emotional expression, and vocal style. Controlled baseline comparisons between raw sym-
bolic output, temporally stabilized output, and alternative pitch-extraction approaches
would also improve understanding of algorithmic performance and perceptual behavior.

Additional objective evaluation metrics, including timing-alignment analysis and note-
to-phoneme proximity measures, could provide deeper insight into the relationship be-
tween symbolic output and the original speech characteristics. Larger listener studies
involving a greater number of participants would further strengthen statistical reliability
and support more rigorous inferential analysis.

Future investigations should also examine perceptual responses obtained directly from
physical Yamaha Disklavier playback in addition to REAPER-rendered outputs. Such
experiments would provide a more complete evaluation of acoustic piano realization and
its influence on listener perception.

Furthermore, adaptive voiced/unvoiced filtering mechanisms and hybrid DSP–machine
learning approaches could be explored to improve preservation of speech-related charac-
teristics while maintaining symbolic interpretability. Advanced temporal modeling tech-
niques, including sequence-aware processing and context-sensitive note generation, may
additionally improve continuity and expressive realism within the generated musical out-
put.

Overall, the proposed framework establishes a flexible baseline system that can support
multiple future research directions at the intersection of speech analysis, symbolic music
generation, and computationally mediated acoustic performance.

4.13 Chapter summery

This chapter presented the first evaluation stage of the proposed speech-to-MIDI sys-
tem through a listener-centered intelligibility experiment together with system-oriented
performance metrics. Using a speech recording rendered as piano output, the study
demonstrated that participants were capable of recovering a substantial portion of lexical
content with moderate-to-high confidence levels based on the presented sample data.

The results support the practical viability of the proposed framework. The developed
pipeline was shown to be not only computationally functional, but also perceptually
meaningful. Although complete linguistic reconstruction remains outside the scope of a
note-based symbolic transformation approach, the generated output preserved sufficient
temporal and spectral structure to produce partially intelligible, speech-inspired piano
performance.

From a broader thesis perspective, the chapter confirms that the proposed methodol-
ogy is methodologically coherent, experimentally testable, and suitable as a foundation
for future extended evaluations involving larger datasets, stronger statistical analysis,
comparative baselines, and direct acoustic Disklavier playback experiments.

Overall, the findings demonstrate that speech-derived symbolic piano rendering rep-
resents a viable interdisciplinary research direction connecting digital signal processing,
symbolic music representation, perceptual evaluation, and acoustic piano realization.
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4.14 Listener Questionnaire

Participant Information

1. Participant ID:

2. Date:

3. Age Range:

4. Musical Training:

• None

• Basic

• Intermediate

• Advanced

Instructions

You will listen to one piano-rendered speech sample generated from a speech-to-MIDI
system.

1. You may listen to the sample a maximum of two times.

2. After listening, write the words you can understand.

3. Then complete the rating questions.

4. There are no right or wrong opinions; please answer honestly.

Section A – Word Transcription Task

Write the words you understood from the played sample:

Section B – Perceptual Ratings

Rate each item on a scale from 1 to 7.

1 = Very Low / Very Poor 7 = Very High / Excellent
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1. Speech-likeness of the piano output (1–7):

2. Musical coherence of the output (1–7):

3. Perceived expressiveness (dynamics/phrasing) (1–7):

4. Listening comfort (low harshness/fragmentation) (1–7):

Section C – Confidence and Preference

Confidence in your word transcription:

1 = Not confident at all 2 = Low confidence 3 = Moderate confidence 4 =
High confidence 5 = Very high confidence

Confidence score (1–5):

Overall comment (optional):
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Chapter 5

Conclusion and Future Work
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5.1 Conclusion

This thesis presented the design, implementation, and evaluation of a speech-to-MIDI
framework capable of transforming human speech recordings into symbolic musical rep-
resentations suitable for playback through a Yamaha DU1 Disklavier automatic piano.
The work addressed both signal-processing and software-engineering challenges associated
with converting highly non-stationary speech signals into stable and expressive MIDI note
sequences.

At the algorithmic level, the proposed framework combined established Digital Signal
Processing (DSP) techniques into a structured conversion pipeline. Short-Time Fourier
Transform (STFT) analysis was employed to obtain localized time-frequency representa-
tions of speech signals, while spectral peak detection methods were used to identify domi-
nant frequency components and convert them into MIDI note events through frequency-to-
MIDI mapping. Dynamic velocity estimation based on spectral energy was incorporated
to improve expressive playback characteristics, and temporal stabilization procedures, in-
cluding smoothing and minimum note-duration filtering, were introduced to reduce note
fragmentation and improve symbolic continuity.

At the system level, the framework evolved from an initial command-line prototype
into a modular FastAPI-based application architecture. The implemented system sup-
ports file validation, configurable parameter management, asynchronous job execution,
job-state tracking, and downloadable MIDI output generation. This integration signifi-
cantly improved usability, reproducibility, and experimental control.

The research objectives defined in Chapter 1 were successfully addressed. Experi-
mental results demonstrated that speech recordings can be transformed into musically
interpretable symbolic representations while preserving certain speech-inspired character-
istics through pitch contours and dynamic behavior. Listener-based intelligibility eval-
uation indicated that the generated outputs retained partial lexical information, while
engineering-oriented metrics confirmed stable processing behavior and improved symbolic
continuity after temporal post-processing.

Although the proposed framework does not reconstruct speech with full linguistic
accuracy, the generated symbolic output preserves important acoustic characteristics of
speech and can produce recognizable speech-inspired piano performances when reproduced
through a Disklavier-compatible system. The work therefore establishes a practical bridge
between speech processing, symbolic music generation, and physical acoustic realization.

Overall, this thesis demonstrates that a transparent and computationally efficient
DSP-based approach can provide a stable baseline for speech-to-piano transformation
while establishing a methodological foundation for future systems incorporating more
advanced transcription methods, adaptive processing techniques, and expressive playback
strategies.

5.1.1 Answers to Research Questions

The research questions introduced in Chapter 1 can be addressed based on the results
obtained throughout the present study.

Can human speech be represented as symbolic musical notation? The experi-
mental results indicate that speech can be partially represented as symbolic musical no-
tation. The proposed framework successfully transformed speech signals into MIDI note
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events while preserving important speech-related contour characteristics and dynamic be-
havior.

What time–frequency trade-offs are most relevant for speech-to-MIDI conver-
sion? The analysis demonstrated that FFT-related trade-offs play a significant role in
system behavior. Larger FFT sizes improved frequency precision and pitch discrimina-
tion, whereas smaller FFT values improved temporal responsiveness and representation
of rapid speech transitions.

How does spectral peak selection affect output quality? The results showed
that peak-threshold values and maximum peak count strongly influence note density and
symbolic stability. Inappropriate parameter settings either increased noise-related note
generation or excessively simplified the resulting output.

Can temporal stabilization improve symbolic note quality? The results con-
firmed that temporal smoothing and minimum note-duration constraints reduced note
fragmentation and improved perceptual coherence and symbolic continuity.

Can velocity mapping improve expressive characteristics? The proposed spectral-
energy-based velocity-estimation method improved dynamic variation within generated
outputs compared with uniform note-triggering approaches and contributed to more ex-
pressive playback behavior.

Can Disklavier-oriented playback preserve speech-like characteristics? The
findings suggest that speech-related characteristics can be preserved at a perceptual con-
tour level. Although the generated outputs were not fully intelligible as conventional
speech, they retained recognizable speech-inspired acoustic behavior.

Can the proposed method be integrated into a practical operational workflow?
The implemented FastAPI-based architecture demonstrated successful integration into a
practical processing workflow through support for file upload, parameterized processing,
asynchronous execution, and job-state monitoring.

5.2 Future Work

Although the implemented framework successfully demonstrated the feasibility of speech-
to-MIDI conversion, several opportunities exist for further improvement and extension.
Future developments may enhance system accuracy, expressive capability, computational
performance, and practical applicability.

5.2.1 Advanced Pitch Estimation Methods

The current implementation relies primarily on STFT-based spectral peak extraction.
Although this approach provides transparency and computational simplicity, it may ex-
hibit limitations when processing noisy signals, unstable harmonic structures, and rapidly
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changing speech regions. Future work may investigate more robust pitch-estimation tech-
niques, including YIN and pYIN algorithms, Harmonic Product Spectrum (HPS) ap-
proaches, probabilistic pitch-tracking methods, and hybrid fundamental-frequency esti-
mation strategies. Such methods may improve pitch stability and reduce transcription
errors during speech-to-symbolic conversion.

5.2.2 Machine Learning Integration

The present work intentionally prioritized interpretable DSP methods in order to pre-
serve transparency and maintain algorithmic understanding. However, future systems
may incorporate machine-learning approaches to improve generalization capability and
transcription performance. Potential approaches include Convolutional Neural Networks
(CNNs), Recurrent Neural Networks (RNNs), Long Short-Term Memory (LSTM) ar-
chitectures, Transformer-based models, and hybrid DSP–machine learning frameworks.
These approaches may improve the ability of the system to model complex speech pat-
terns and generate more accurate symbolic representations.

5.2.3 Real-Time Speech-to-MIDI Conversion

The current implementation operates under an offline processing framework based on
uploaded WAV files. Future work may extend the proposed system toward real-time
operation through the integration of streaming audio acquisition, low-latency processing
pipelines, real-time MIDI generation, and direct Disklavier control mechanisms. Such
developments would support interactive performance scenarios and enable live speech-
driven musical applications.

5.2.4 Enhanced Expressive Performance Modeling

Although expressive behavior was partially represented through velocity mapping, addi-
tional expressive dimensions could be explored to improve musical realism and playback
quality. Possible extensions include pedal-event generation, articulation modeling, phrase-
level dynamic shaping, adaptive timing and tempo variation, and expressive-intent or
emotional-content modeling. These features may enhance the perceived naturalness and
musical quality of generated performances.

5.2.5 Polyphonic and Multi-Speaker Extension

The current framework primarily focuses on monophonic speech recordings. Future in-
vestigations may explore source-separation techniques, multi-speaker analysis, overlap-
ping speech handling, and polyphonic symbolic reconstruction methods. Such extensions
would broaden the applicability of the framework and enable processing of more realistic
acoustic scenarios.

5.2.6 Software and Platform Expansion

From a software-engineering perspective, several architectural improvements may further
enhance scalability and practical deployment. Potential developments include database-
backed persistent job management, cloud-based deployment support, user authentica-
tion and access-control mechanisms, persistent storage systems, richer visualization dash-
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boards, and broader automated testing infrastructures. These additions would improve
system robustness and support wider experimental and operational use.

Overall, the proposed framework establishes a flexible and extensible foundation for
future interdisciplinary research at the intersection of speech processing, symbolic music
generation, computational creativity, and acoustic piano performance systems.

5.3 Research Outlook

The work presented in this thesis lies at the intersection of Digital Signal Processing
(DSP), Music Information Retrieval (MIR), software engineering, and computational cre-
ativity. By combining speech analysis, symbolic MIDI generation, and acoustic piano-
oriented playback, this research demonstrates a practical and methodologically coherent
approach for transforming speech signals into expressive musical representations.

Beyond its technical implementation, the proposed framework illustrates how com-
putational methods can create new forms of interaction between language, music, and
acoustic instruments. The developed system therefore functions not only as an engineering
artifact, but also as a research platform capable of supporting future experimentation and
development. It provides immediate practical functionality while simultaneously estab-
lishing a transparent and reproducible baseline for future investigations involving real-time
processing, machine-learning-enhanced transcription, and more expressive speech-driven
musical systems.

The thesis additionally demonstrates the value of interdisciplinary integration between
signal processing methodologies, symbolic music representation, software-system design,
and perceptual evaluation. Through this integration, the proposed framework contributes
not only to technical implementation, but also to broader exploration of how speech-
derived acoustic structures can be transformed into musically meaningful representations
suitable for physical acoustic realization.

Ultimately, this thesis establishes an extensible foundation for future research in intel-
ligent, interactive, and expressive speech-to-piano conversion, demonstrating how compu-
tational systems can bridge speech characteristics and musical performance in meaningful
and innovative ways.
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