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Abstract 

Road irregularities such as potholes, cracks and uneven surfaces pose a significant risk to vulnerable road users 
(VRUs) such as cyclists, wheelchair users, e-bikes and e-scooter users. Unlike with cars and other heavier vehi-
cles, VRUs have limited physical protection and are more susceptible to accidents and costly damages resulting 
from poor road conditions. This work proposes a low-cost, scalable approach to detect and map road irregu-
larities by using low-cost sensors (accelerometers, sonar, cameras, GPS etc.) mounted on soft-mobility vehicles 
(bicycles, e-bikes, e-scooters etc.) to generate crowd-sourced geo-tagged road anomaly data. The work can be 
structured into three main stages: synthetic data generation, aggregated data processing and anomaly estimation 
(which encompasses the identification of each anomaly’s location, severity and spatial extent).The core challenge 
lies in designing a robust data aggregation algorithm capable of processing tens of thousands of low-cost sensor 
readings to accurately detect and characterize road irregularities. To develop and evaluate this approach, we adopt 
a simulation-driven methodology enabling controlled testing, development and validation before deployment in 
real-world scenarios. 

First, a ground-truth model of road irregularities is established, specifying their locations, severity levels, and 
spatial extents. We then simulate multiple vehicles runs along these trajectories under varying conditions (speeds, 
GPS noise, hardware behaviour and GPS accuracies), generating synthetic sensor data that realistically replicates 
real-world operating conditions. This controlled simulation environment enables synthetic testing and refine-
ment of the data aggregation algorithm as well as an evaluation of it’s detection accuracy before real-world de-
ployment. By providing VRUs with reliable information on road surface conditions and equipping municipal 
authorities with a data-driven tool for road condition monitoring, this work contributes to enhancing road safety, 
maintenance efficiency and urban accessibility. 
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Sommario 

Le irregolarità stradali, come buche, crepe e superfici sconnesse, rappresentano un rischio significativo per gli utenti 
vulnerabili della strada (VRU), come ciclisti, persone in sedia a rotelle, utilizzatori di e-bike e monopattini elettrici. 
A differenza delle automobili e di altri veicoli più pesanti, i VRU dispongono di una protezione fisica limitata 
e risultano quindi più esposti ad incidenti e danni costosi derivanti dalle cattive condizioni del manto stradale. 
Questo lavoro propone un approccio scalabile ed economico per il rilevamento e la mappatura delle irregolar-
ità stradali, utilizzando sensori a basso costo (accelerometri, sonar, telecamere, GPS, ecc.) montati su veicoli di 
micromobilità (biciclette, e-bike, monopattini elettrici, ecc.) al fine di generare, tramite crowdsourcing, dati geolo-
calizzati sulle anomalie stradali. 

Il lavoro si articola in tre fasi principali: generazione di dati sintetici, elaborazione dei dati aggregati e stima 
delle anomalie, che comprende l’identificazione della posizione, della gravità e dell’estensione spaziale di ciascuna 
anomalia. La sfida principale risiede nella progettazione di un algoritmo di aggregazione dei dati robusto, in grado 
di elaborare decine di migliaia di letture provenienti da sensori a basso costo per rilevare e caratterizzare accurata-
mente le irregolarità stradali. Per sviluppare e valutare questo approccio, viene adottata una metodologia basata 
sulla simulazione, che consente test, sviluppo e validazione in ambiente controllato prima dell’implementazione in 
scenari reali. In primo luogo, viene definito un modello di ground truth delle irregolarità stradali, specificandone 
posizione, livelli di gravità ed estensione spaziale. Successivamente, vengono simulate le percorrenze di più veicoli 
lungo tali traiettorie in condizioni variabili (velocità, rumore GPS, comportamento hardware e accuratezza di local-
izzazione), generando dati sintetici dei sensori che riproducono fedelmente le condizioni operative reali. Questo 
ambiente di simulazione controllato consente di eseguire test sintetici, perfezionare l’algoritmo di aggregazione 
dei dati e valutarne l’accuratezza di rilevamento prima dell’applicazione pratica. Fornendo ai VRU informazioni 
affidabili sulle condizioni del manto stradale e mettendo a disposizione delle autorità comunali uno strumento 
basato sui dati per il monitoraggio delle infrastrutture, questo lavoro contribuisce a migliorare la sicurezza stradale, 
l’efficienza della manutenzione e l’accessibilità urbana. 
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1 
Introduction 

In today’s modern cities, easy and safe mobility is essential for social inclusion and functioning of daily life. How-
ever, not all road users experience this mobility on equal terms. Vulnerable Road Users (VRUs), such as pedestri-
ans, cyclists, e-bike riders, users of e-scooters and individuals with mobility aids like wheelchairs, face dispropor-
tionately higher risks of road-related accidents. One of the major factors that contribute to this, are road surface 
irregularities, such as potholes, cracks, uneven pavements and other irregularities, which can cause accidents, dis-
comfort and damage to vehicles and mobility aids. 

To address this challenge, this thesis proposes a Road Anomaly Detection System (RADS) that leverages low-
cost sensor technology to improve VRU safety. The system focuses primarily on GPS, sonar and accelerometer 
sensors to detect and characterize road irregularities. Sonar sensors measure distances to the ground, allowing 
detection of bumps and dips, while accelerometer captures vibrations and tilts caused by these irregularities and 
GPS geo-tags this data to provide positional context. By combining these sensors, the system creates a robust and 
reliable framework for monitoring road conditions and enhancing the safety of VRUs. 

Since detecting irregularities in real-time may not be fully effective, because the vehicle may have already passed 
the irregularity by the time it is detected, this thesis proposes a crowd-sourced approach. Data collected from 
multiple vehicles are aggregated to create a shared, geo-tagged map of road irregularities. This map can then be 
made available to VRUs, enabling them to plan safer routes. One potential application is a navigation system 
similar to Google Maps but optimized for VRUs, guiding pedestrians, cyclists and users of sensitive or expensive 
mobility aids, such as wheelchairs, along routes that minimize their exposure to hazardous and ill-maintained 
roads. Another potential application, is that this work can be used to monitor other urban infrastructure issues 
such as side-walk quality, bike lane conditions or even environmental hazards, thus creating a broader framework 
for improving urban mobility and safety for all road users. 
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1.1 Vulnerable Road Users 

Vulnerable Road Users (VRUs) defined by the European Commission [1] as ”non-motorised road users, such as 
pedestrians and cyclists as well as motor-cyclists and persons with disabilities or reduced mobility and orientation”. 
Unlike heavier vehicle occupants, VRUs lack physical protection, meaning even minor road irregularities can pose 
substantial hazards, leading to falls and collisions and even serious life-threatening injuries, positioning VRUs 
among the most at-risk groups on the road. This risk is exacerbated by conventional road inspection methods, 
which frequently overlook subtle surface defects that, while negligible for motor vehicles, can pose a serious danger 
to VRUs. 

Despite ongoing initiatives to improve safety, progress for VRUs remains unacceptably slow. According to 
the European Commission, VRUs account for a staggering 70% of total road fatalities in urban areas [2]. Al-
though recent EU-wide data indicates a modest 3% decrease in fatalities in 2024, this improvement is insufficient 
given the scale of the problem and highlights the urgent need for more targeted safety interventions. This chal-
lenge is becoming more pressing as urban mobility undergoes rapid transformation with the advent of bike and 
scooter sharing platforms. The growing adoption of e-bikes and e-scooters has significantly increased the number 
of VRUs navigating city streets. Educational institutions, including universities are actively promoting this shift 
by offering discounts and incentives for students to use shared micro-mobility platforms. As a result, the urban 
transport landscape is evolving toward a new era of soft mobility, one that offers sustainability and accessibility, 
but also urgently demands attention to infrastructure quality and road safety for VRUs. 

Despite these positive developments, safety concerns for VRUs remain significant. Bicycles and e-scooters from 
shared mobility platforms are often inadequately maintained, with issues such as significantly worn brakes, poor 
component upkeep and designs that offer limited ergonomic adjustability. In addition, improper parking and 
clutter in restricted areas remain common problems associated with these services. Moreover, riders frequently 
neglect to wear helmets and often tend to travel at high speeds, increasing their vulnerability to collisions and acci-
dents. In response to rising safety concerns and the growing number of incidents involving soft-mobility vehicles, 
many European countries have implemented stricter regulations to ensure safer and more ordered urban mobility. 
Authorities have recognized that the widespread and rapid adoption of these vehicles, while beneficial for reducing 
emissions and congestions, has also introduced new risks for both riders and pedestrians. As a result, cities across 
Europe have begun reassessing the role of shared micro-mobility services within their urban transport ecosystems. 

For instance, Paris, which was once considered a pioneer in promoting shared e-scooters took a decisive step 
in 2023 by banning rental e-scooters altogether following a series of accidents and growing public dissatisfaction. 
Italy introduced the 2024 highway code reform, a comprehensive set of stricter rules for electric scooters, marking a 
decisive shift toward a safer and more conscious urban micro-mobility. The reform mandates visible licence plates, 
compulsory insurance coverage and helmets for all riders, while restricting e-scooters to urban roads with defined 
speed limits. Additionally, the e-scooters are now explicitly banned on pedestrian areas, cycle lanes and non-urban 
roads, reinforcing the focus on controlled and responsible urban operation [3]. Similarly, Germany enforces clear 
national regulations on speed, age and road usage, requiring riders to use cycle paths or low-speed streets with 
compulsory liability insurance. Other cities such as Amsterdam, Madrid and Copenhagen have adopted tighter 
operational rules, including reduced speed limits in dense urban areas, designated parking spaces to prevent ob-
struction and enhanced maintenance requirements from service providers. 
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Altogether, these regulatory shifts reflect a broader European effort to balance the environmental and practical 
benefits of soft-mobility solutions with the pressing need to improve public safety and maintain order in urban 
environments. These measures highlight the focus on VRU safety and the necessity for adaptable, data-driven 
road monitoring solutions. This thesis contributes to that effort by proposing a system that captures and maps 
road irregularities directly at the source. 

1.2 Related Work 
Maintaining high-quality road conditions is a critical challenge for transportation authorities worldwide. Dam-
aged roads with potholes, cracks and unevenness not only degrade driving comfort but also pose serious safety 
risks and economic costs. In Europe and elsewhere, ageing infrastructure and budget constraints have led to large 
setbacks in road maintenance. Traditional manual road inspections, known as Road Safety Inspections (RSIs), 
involve on-site evaluations by certified experts to identify hazards. While still in use, these outdated methods are 
highly manpower-intensive. Over the past decade, more advanced techniques such as automated road surface 
monitoring and remote sensing have proven far superior in monitoring road conditions. These modern meth-
ods improve accuracy, efficiency and safety by continuously collecting and analysing data. Efforts across Europe 
increasingly focus on integrating these innovative approaches into road maintenance programs. Reports note 
that many EU countries struggle with delayed maintenance and that agencies are exploring ”smart” monitoring 
solutions, such as equipping service vehicles with sensors to automatically detect road damage during routine op-
erations [4]. 

Modern road condition assessment technologies can generally be divided into two main categories - Vision-
Based Systems and Sensor-Based Systems. Vision-Based systems rely on cameras and advanced computer vision 
algorithms to identify and quantify road surface defects directly from image or video data, often enhanced by 
machine learning techniques for automated detection. In contrast, Sensor-Based systems utilize accelerometers, 
gyroscopes, LIDAR and other embedded sensors to infer surface irregularities from vehicle dynamics, movement 
and vibration signals. Together, these approaches from the foundation of intelligent, data-driven road monitoring 
frameworks that are reshaping road infrastructure management. 

Vision-Based Systems 

Vision-Based systems rely primarily on cameras (from labelled RGB cameras to stereo and infrared) and use com-
puter vision, deep learning models such as Convolutional Neural Networks (CNN) and more recently transformer 
based architectures to detect and classify cracks, potholes and other types of road surface defects. Vision-Based 
methods can be divided into three categories, image-processing based, machine-learning based and deep-learning 
based approaches [5]. These systems can provide rich spatial detail and visual interpretability, making them ideal 
for detailed inspection and classification tasks. Recent studies have explored state-of-the-art deep learning models 
such as the You Only Look Once (YOLO) family and SSD-MobilenetV2 for real-time pothole detection on edge 
devices [6]. Wang et al. [6] demonstrated that such models can achieve high detection accuracy while maintain-
ing computational efficiency. The enhanced YOLOv8s model proposed by Wang et al. achieves notable gains in 
detection accuracy, model compactness and computational efficiency for road defect identification. However, it’s 
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performance remains sensitive to environmental factors such as poor lighting, adverse weather conditions, image 
blur from long capturing distances and small camera defects. These challenges highlight the ongoing need for im-
provement before reliable deployment on embedded or mobile platforms. In comparison, models like YOLOv4 
and Tiny-YOLOv4 offer a better trade-off between balance, detection accuracy and processing speed [7]. M. H. 
Asad et al. [7] deployed and compared multiple deep learning models, including YOLOv4, Tiny-YOLOv4 and 
YOLOv5 on edge devices for real-time pothole detection, achieving high mean average precision scores and fast 
processing speeds. While YOLOv5 showed the highest accuracy, it struggled with long-distance pothole detec-
tion, whereas Tiny-YOLOv4 offered the best balance of speed and reliability for real-time applications. Overall, 
YOLOv4 and Tiny-YOLOv4 emerged as the recommended candidates for accurate and efficient edge deployment, 
though further improvements are needed to handle challenging road conditions. 

While vision-based approaches have demonstrated remarkable capabilities in road defect detection, their prac-
tical deployment on ultra-low power, crowd-sourced sensing platforms remains limited. These methods typically 
require controlled lighting, large data storage and high-bandwidth processing power to achieve real-time perfor-
mance, making them ill-suited for resource constrained platforms such as bicycles, e-scooters and low-cost em-
bedded devices [5]. Moreover, as evident by Wang et al. [6], image-based methods are inherently sensitive to 
weather and lighting variations. An image learning model is only as good as the dataset that is used to train it 
and most publicly available datasets remain limited to RGB images, restricting their applicability under diverse 
real-world conditions. To overcome these limitations researchers are increasingly investigating alternative sens-
ing technologies, like LIDAR and laser scanning, which provide depth and three-dimensional information which 
is vital to improve the precision of road defect detection. Despite these challenges, vision-based systems remain 
very attractive, due to their scalability and the their continuous monitoring potential, especially when leveraging 
vehicle-mounted and drone-based cameras for large-scale road assessment. 

As highlighted by Yu et al. [5], there is a notable shift toward integrating low-cost sensors and hybrid systems, 
by moving beyond purely image-based approaches to enable real-time, resource-efficient road condition monitor-
ing. These developments highlight the continuous efforts to develop lightweight, efficient algorithms that balance 
detection accuracy with resource constraints, forming the foundation for the next generation of intelligent road-
monitoring systems. 

Sensor-Based Systems 

Sensor-Based systems use accelerometers, gyroscopes, Light Detection and Ranging (LIDAR), sonar and Global 
Navigation Satellite System (GNSS) data to detect irregularities through vibration signatures, vertical displace-
ment or surface elevation changes as the vehicle passes along the road. Among these vibration-based methods, ac-
celerometers and gyroscopes embedded in smartphones and lightweight devices, has gained significant attention 
because of their low cost and wide availability. Small embedded devices equipped with these sensors, can collect vi-
bration and position data continuously, enabling distributed sensing at a fraction of cost of other traditional meth-
ods. When properly calibrated and filtered, this sensor data can identify irregularities like potholes, bumps, un-
even pavements with accuracy comparable to vision-based methods, while drastically reducing hardware, storage, 
bandwidth and computational demands. Multi-sensor fusion approaches, like combining accelerometer sensors 
with GPS or sonar, further improve robustness and spatial localization by cross validating events across different 
sensor modalities. This fusion approach also aligns with emerging smart-mobility paradigms, where soft-mobility 
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vehicles can continuously collect multimodal data to create dynamic maps of road surface quality. Crowd-sourced 
and mobile sensing approaches therefore provide a scalable delivery mechanism for both image and sensor driven 
methods, enabling continuous, large-scale mapping without the expense and logistics of manual inspection. In 
recent years, technological advancements have brought forth a major transformation in how road conditions are 
monitored and maintained. The last decade has seen a surge in research and deployment of intelligent systems 
that combine various sensing approaches to assess pavement health and detect defects more efficiently. Euro-
pean research programmes have produced sophisticated Non-Destructive Testing (NDT) systems that integrate 
ground-penetrating radar, infrared thermography and air-coupled ultrasound for high-speed evaluation of pave-
ments and bridge decks [8]. These approaches enable large-scale inspections without disrupting traffic flow and 
provide deeper structural insights that traditional visual methods cannot achieve. 

Gyulim Kim et al. [9] proposed a smartphone-based Convolutional Neural Networks (CNN) system capable 
of near real-time road defect detection with good label accuracy and low processing time. The model was achieved 
a classification accuracy of 86.77% compared to other models. However, this approach remains limited, as it only 
performs on-device classification of road defects on local smartphones, lacking cloud integration for real-time map-
ping and data aggregation. Xiao Li et al. [10] proposed an enhanced crowdsourcing approach for road irregularity 
detection using smartphone accelerometers and GPS data, combined with continuous wavelet transform (CWT) 
and spatial clustering techniques. The method enables accurate identification of road surface anomalies, estimate 
their size and synthesizes data from multiple drivers to improve detection reliability. Results demonstrated a high 
accuracy of 94.44% and precise positioning with an average error of 3.29 meters, showing the potential of mobile 
sensing for large-scale road monitoring. A. Mednis et al. [11] presented a mobile sensing system for road irregu-
larity detection using android smartphones, leveraging accelerometer data and optimized algorithms for devices 
with limited hardware. This study tested and compared three accelerometer-based pothole detection algorithms 
on data collected with a modified LynxNET sensor node. Evaluation on real-world data demonstrated true posi-
tive rates of up to 90%, highlighting the effectiveness of proposed method. 

Overall, the literature suggests a clear trend, while image-based systems remain valuable for detailed road inspec-
tion, non-image sensor-driven techniques particularly crowdsourced approaches currently offer the most practical 
path toward scalable VRU-oriented road anomaly mapping [5]. However, these low-cost sensing systems face sig-
nificant challenges, including sensor noise, variations in hardware sensitivity, differences in smartphone placement 
and dynamic motion effects, all of which can produce inconsistent or biased measurements. The lack of ground-
truth data and the diversity of devices in a crowd-sourced environment further complicates validation. This thesis 
addresses this challenge, with a focus on detecting and localizing road irregularities using data from a low-cost 
sensor setup, with the primary objective of designing, simulating and validating a framework that remains reliable 
under realistic noise and diverse operational conditions. 

1.3 Thesis Structure 
This work is structured into three main parts: synthetic data generation, aggregated data processing and anomaly 
estimation, which includes estimating and identifying each anomaly’s location, severity and spatial extent. The 
core challenge lies in designing a robust data aggregation algorithm capable of processing tens of thousands of 
sensor readings to accurately detect and characterize road irregularities. To develop and evaluate this approach, 
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we adopt a simulation-driven methodology, enabling controlled testing and validation before real-world deploy-
ment. First, a ground truth configuration of road irregularities is established with their locations, severity levels 
and spatial extents. Multiple vehicle runs are then simulated along these trajectories under varying speeds, GPS lo-
calization accuracies and hardware jitter intensities. This generates synthetic sensor data representing a wide range 
of operating conditions, efficiently stress-testing the algorithm against both ideal and severely degraded situations, 
while providing a controlled environment for testing and refinement of the sensor setup and the aggregation algo-
rithm, while also providing a quantitative evaluation of its detection accuracy prior to real-world deployment. 

The methodology employs the hardware setup described in Chapter 2, mounted on soft-mobility vehicles, to 
generate synthetic data. A controlled misclassification model is then applied to the generated data, reproducing 
the same probabilistic classification accuracy observed in the real Machine-Learning (ML) detection part of the 
pipeline. This allows us to mimic the performance characteristics of the ML classifier without requiring access to 
the physical sensing hardware. Based on the in-field data, the data generation framework is modelled and synthetic 
datasets are generated to simulate a variety of real-world scenarios, which are then used to develop and test robust 
data aggregation techniques. This comprehensive workflow from hardware deployment and data collection to 
synthetic data generation and algorithm development provides a structured, repeatable methodology for crowd-
sourced road anomaly mapping. 

The thesis is organized as follows. Chapter 2 provides a comprehensive description of the Road Anomaly De-
tection System (RADS) mounted on a city bicycle along with detailed description of all individual components 
and their functionalities. This chapter details the complete hardware configuration, including all the sensors, elec-
tronic components and their respective functionality and characteristics. It further explains the integration of 
these components on an arduino-based microcontroller. In doing so, this chapter presents a complete low-cost 
sensor suite, demonstrating how the proposed system can be realized in practice for soft-mobility applications. 

Chapter 3 discusses the motivation for adopting a simulation-driven methodology and the rationale for gener-
ating synthetic data prior to large-scale field deployment. The chapter explains how the configuration introduced 
in Chapter 2 is leveraged to create realistic, high fidelity datasets that mimic diverse road conditions, vehicle dy-
namics, sensor behaviour and ML detection model uncertainties. It emphasizes the advantages of synthetic data 
generation, including controlled experimentation, repeatability, scalability and highlights its role as a critical step 
in reducing risk, accelerating testing and ensuring the robustness of the system before real-world deployment. 

Chapter 4 elaborates on the data generation process in details. It described how synthetic datasets are con-
structed to emulate real-world scenarios, capturing variations in speed, GPS localization accuracy, hardware condi-
tions and sensor noise. This chapter specifies the factors considered in simulating real-life trajectories, the datasets 
produced including their sizes, formats and characteristics and the procedures for defining and validating ground 
truth configuration and provides a framework for quantitative performance evaluation in controlled environ-
ments. 

Chapter 5 focuses on the data aggregation process. Building upon the datasets generated in Chapter 4, it in-
troduces the algorithms and statistical methods used to cluster and aggregate the generated sensor readings. This 
chapter describes in detail, the design and parametrization of the HDBSCAN-based clustering framework, cen-
troid estimation procedures and the association of detected road irregularities to the established ground truth. It 
also outlines the metrics used to evaluate performance including false positives, false negatives and detection accu-
racy and discusses methods for estimating the spatial extent and severity of detected irregularities. The algorithm’s 
reliability under varying operational conditions is also thoroughly tested with diverse datasets. 
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Chapter 6 presents a comprehensive and detailed discussion of the results obtained from the data aggrega-
tion experiments and simulation studies, highlighting the accuracy and practical applicability of the proposed 
approach. It details the evaluation metrics, visualizes the outcomes and examines how different parameters im-
pact performance, providing a clear understanding of the system’s effectiveness. The chapter further explores 
the challenges encountered and limitations of the methodology, offering insights into potential modifications 
and optimizations for improved real-world deployment. Finally, it outlines directions for future research and de-
velopment, emphasizing and describing the future scope toward a fully integrated, city-scale crowdsourced road 
monitoring system. 
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2 
Hardware Setup 

This chapter presents the design and implementation of the Road Anomaly Detection System (RADS) for soft-
mobility vehicles, with a focus on bicycles. It explains the complete hardware setup, including the sensors, soft-
ware and electronic components and how they work together on an Arduino-based microcontroller. RADS is a 
low-cost, modular platform that collects motion, vibration and GPS data to detect and classify road surface irreg-
ularities. Overall, this chapter presents the individual components and explains how they integrate into the data 
acquisition pipeline. 

2.1 Components 
The development of this system is guided by two key design objectives: (i) affordability and accessibility, to ensure 
wide deployment potential on personal and shared mobility vehicles and (ii) data reliability to ensure reliable, con-
sistent and synchronized collection of multimodal sensor readings under real-world operating conditions. These 
principles guided the selection of the components, communication protocols and power management strategies. 
The following subsections present all the components of the system, their features and functionalities within the 
overall setup. 

2.1.1 Arduino board MKR WiFi 1010 
The Arduino MKR WiFi 1010 board [12], manufactured by Arduino is a powerful microcontroller board designed 
especially for Internet of things (IOT) applications. This board serves as the central processing unit of the RADS. 
It provides the computational backbone required to interface with the onboard sensors, acquire synchronized 
measurements and transmit data wirelessly for storage and analysis. The board is based on the 32-bit Arm® Cor-
tex® SAMD21G18A M0+ processor running at 48 MHz, with 256 kB of non-volatile flash memory and 32 kB 
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of SRAM memory (where the variables and local data are stored, this is volatile). It offers a balance between low 
power consumption and sufficient processing capability for embedded data collection tasks. The board schematic 
and the overall physical layout are shown in the Figure 2.1. 

(a) Board image (b) Board schematic 

Figure 2.1: Arduino MKR Wi-Fi 1010 board: (a) physical board and (b) schematic representation. 

A key featureof the MKR WiFi 1010 is its integrated u-blox NINA W102 Wi-Fi and Bluetooth module (2.4 GHz 
with 79 channels), which supports IEEE 802.11 b/g/n connectivity and Bluetooth Low Energy (BLE) communi-
cation. This enables the system to perform wireless data extraction and transmission to a cloud server or a local 
gateway, eliminating the need for physical data retrieval. The MKR WiFi 1010 has 28 accessible input/output pins, 
some of which are already set for specific functions. 

Figure 2.2: Arduino MKR Wi-Fi 1010 Schema 

MKR WiFi 1010 supports 3.3 V I/Os. The board incorporates several communication protocols across the 
sensor suite, as detailed below, 
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WiFi protocol 

The MKR WiFi 1010 includes an integrated u-blox NINA-W102 module. Using Arduino’s WiFiNINA library 
[13], the board can be programmed either as a Wi-Fi server or as a client. In our system one MKR board acts as a 
client, establishing outgoing connections and one other board connected to a computer, acts as a server, accepting 
incoming connections. Once the MKR is connected to Wi-Fi, a UDP connection is established to continuously 
transmit measurements from the on-board Arduino to the one connected to the computer. This wireless ap-
proach removes the need for physical cabling, as the data is sent in real time over the air, greatly simplifying system 
integration and enabling remote monitoring. 

UART protocol 

Universal Asynchronous Receiver/Transmitter (UART) [14] is a simple serial communication protocol that uses 
two wires, TX and RX. It supports simplex mode (where data is sent in one direction only), half-duplex mode 
(where each side speaks but only one at a time) and full-duplex mode (where both sides can transmit simultane-
ously) between 2 devices. For every packet, at the beginning and the end, start and stop bits are used for synchro-
nized communication. Since UART is asynchronous, there is no shared clock signal i.e the transmitter and receiver 
do not rely on a clock signal to transmit and receive data. Instead, both ends must be set to the same bit rate (baud 
rate), so they interpret the bits correctly. Common UART bit rates include 4800, 9600, 19200, 57600, 115200 bps 
(bits per second). In our setup, we use the MKR’s UART interface to read serial data from the GY-NEO6MV2 
GPS module 2.1.4. The GPS’s TX/RX pins connect directly to the MKR’s RX/TX pins, so the MKR continu-
ously receives data from the GPS at a fixed baud rate. This shows a typical UART case, streaming text or sensor 
data over a simple wired serial link with matching baud settings on each side. 

I2C protocol 

Inter-Integrated Circuit protocol (I2C) [15] is a synchronous, multi-device serial communication standard that 
uses just two wires, one for serial data (SDA) and one for a clock signal (SCL). I2C protocol is based on a master-
slave architecture, where the master is the only one that can initiate read/write communication with the slaves. 
The master device, in this case the MKR board, controls the timing of all data exchanges and communicates with 
multiple slave devices via a unique 7-bit address assigned to each slave. Data transfer occurs in a structured se-
quence of address and data frames, with transmission packets of 9 bits, in which the first 8 bits are data and the 
last is a low voltage acknowledgement bit (ACK) confirming successful delivery. In I2C, the master initiates the 
communication by sending a packet specifying the address of the slave along with the transmission mode (either 
read or write) for the slave. This packet is sent to all the connected slaves. Once a match is found, the correct 
slave will respond with a low-voltage ACK. If a match is not found, the slaves remain inactive i.e the SDA line will 
continue to have high voltage. This efficient shared-bus protocol allows multiple sensors with different addresses, 
to communicate using the same two wires. 
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SPI protocol 

Serial Peripheral Interface (SPI) [16] is a high-speed synchronous communication protocol that operates in full-
duplex mode i.e both sides can transmit simultaneously. There are two data lines Master In, Slave Out (MISO), 
Master Out, Slave In (MOSI) and a serial clock line (SCK). These three lines are common between the master 
and all the slaves and are used to transmit data during the communication. There is a dedicated line for each 
slave, called slave select (SS) which will be used to select the device to communicate with. Compared to I2C, SPI 
offers higher data rates and direct control over individual devices, but with a con of additional wiring. SPI is very 
fast compared to other protocols, but the additional wiring might complicate matters if numerous devices are 
involved. 

The optimal way to program an arduino board is through the Arduino IDE, which allows the identification of 
the board and its model automatically once connected. It is used to install the necessary libraries and useful tools 
and easily flash the code (also called a sketch) to the board and read the Serial Monitor that displays the desired data 
and outputs. The board is first connected to a computer via a USB cable that also powers the board, the arduino 
IDE is then used to flash the code to the board. Once a sketch is flashed, it remains saved in the flash memory and 
the board can then be powered using a battery or a power-bank. In our project we use two Arduino MKR boards. 
One MKR WiFi 1010 board stays on-board the vehicle and gathers data from the onboard sensors which is then 
transmitted to another MKR WiFi 1010 board connected to the computer. This second board is responsible for 
the reception, reading and storage of the acquired data. The board can therefore function as both a data logger 
and an IOT-enabled sending node, allowing real-time monitoring and easy integration into a larger connected 
infrastructure. In summary, the communication architecture of the Arduino MKR Wi-Fi 1010 provides a reliable, 
flexible and efficient framework for data acquisition and transmission within the RADS platform. The commu-
nication protocols Wi-Fi, UART, I2C and SPI serve a distinct function, collectively enabling reliable interaction 
between the microcontroller and the on-board sensors. The combination of wireless data transfer, serial commu-
nication and multi-sensor interfacing ensures synchronized and accurate data acquisition and transmission, while 
maintaining low power consumption and system scalability. 

2.1.2 MPU-6050 GY-521 Accelerometer-Gyroscope Module 
The MPU-6050 Accelerometer-Gyroscope [17] sensor module is a 3-axis gyroscope, 3-axis accelerometer and an on-
board Digital Motion Processor (DMP) packaged in a low cost GY-521 module. It has a dedicated I2C sensor bus, 
that directly accepts inputs from an external 3-axis compass to provide a complete 9-axis MotionFusion™output. 
With this on-board MotionFusion™and run-time calibration firmware, it guarantees optimal motion perfor-
mance. It offers a cost-effective solution with each module typically priced around 6€. The 3-axis accelerome-
ter measures the instantaneous linear acceleration, while the gyroscope measures instantaneous angular velocity. 
The MPU-6050 has a 16-bit Analog-to-Digital converter (ADCs) hardware for digitizing the gyroscope and ac-
celerometer outputs, that assists in filtering and processing raw motion data before transmission. The MPU-6050 
is responsible for detecting road-induced vibrations and irregularities by capturing acceleration variations along 
the vertical and longitudinal axis. 

The sensor supports stable I2C communication using the SDA and SCL pins or UART using the XDA and 
XCL pins. As shown in the Figure 2.3b, it has 8 pins, that need to be solded to a comb connector. Out of those 
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(a) Board image (b) Board schematic 

Figure 2.3: MPU-6050 GY-521 Accelerometer-Gyro Module: (a) physical board and (b) schematic representation. 

8 pins, only 4 are used in this project, the VCC and GND for power, and the SDA and SCL lines for I2C com-
munication, as explained in the Subsection 2.1.1, allowing synchronous data transfer with minimal wiring. This 
minimal wiring ensures a robust integration with the MKR board, enabling continuous acquisition of synchro-
nized motion data. 

3-axis Accelerometer 

Accelerometer measures the tilt angle or inclination along the three principal axes (x, y, and z) by detecting changes 
in capacitance within its internal Micro-Electro-Mechanical Systems (MEMS) technology. This technology con-
sists of a tiny suspended mass whose displacement under acceleration alters the capacitance between fixed plates. 
The resulting signal is proportional to the magnitude and direction of the acceleration experienced by the sensor. 
These analog signals are then digitized though the built-in 16-bit ADC, providing fine resolution over the selected 
full-scale range. The accelerometer can be configured for sensitivity levels of ±2g, ±4g, ±8g, or ±16g, depending 
on the application’s vibration environment. Lower sensitivity settings, such as ±2g or ±4g are suitable for light 
vehicles like bicycles and e-scooters which experience smaller vibrations, while higher sensitivity settings, such as 
±8g or ±16g are better suited for heavier vehicles or rougher terrains where larger accelerations can occur. When 
the device is placed on a flat surface, the values are, 0g on the x, y axes and +1g on the z axis due to the Earth’s gravity. 
In our setup, this enables the accurate measurement of vehicle tilt, vibration intensity and impact response as the 
vehicle moves across uneven road surfaces. 

3-axis Gyroscope 

Gyroscope operates on the principle of Coriolis acceleration, which enables the measurement of angular velocity 
about the x, y, and z axes with the Micro-Electro-Mechanical Systems (MEMS) technology. When the sensor 
undergoes rotational motion, a microscopic vibrating mass inside the MEMS structure experiences a Coriolis force, 
generating a measurable voltage proportional to the rate of rotation. The gyroscope’s full-scale output ranges can 
be set to ±250◦/s, ±500◦/s, ±1000◦/s, or ± 2000◦/s, where the unit denotes angular velocity is measured 
along each axis(degrees per second). This makes it possible to capture and measure both minor oscillations and 
more pronounced movements induced by road surface irregularities. 

In addition to these components, the MPU-6050 has an integrated temperature sensor which is used to moni-
tor and compensate for thermal drift, and an internal clock oscillator for precise timing and a Digital Motion Pro-

13 



cessor (DMP) that performs onboard computation and data filtering. This DMP performs low-level tasks such as 
sensor fusion, filtering and bias correction allowing smoother and more stable motion readings without imposing 
excessive computational load on the Arduino MKR CPU. Overall, the MPU-6050 provides a precise, low-cost 
and power-efficient solution. The sensor manufacturer has also provided the library Adafruit MPU6050 library 
[18], to handle sensor readings and automatically correct the results for temperature. Usually, the accelerometer 
readings are more noisy than the gyroscope’s, so it is necessary to filter this noise. 

2.1.3 HC-SR04 Ultrasonic Ranging Module 
The HC-SR04 Ultrasonic Ranging Module [19] is a highly affordable, low-cost ultrasonic sensor used for distance 
measurement and object avoidance. It uses ultrasonic transmitters to estimate the distance between the module 
and an object placed in front of it. Ultrasonics are sound waves that are too high-pitched for humans to hear (above 
20 kHz). Ultrasonic ranging operates the principle of echolocation, where an ultrasonic pulse is emitted toward a 
target, and the time taken for the reflected echo to return is measured. By analysing this time-of-flight, the distance 
of the object can be accurately determined without physical contact. This fascinating principle of echolocation 
is also found in nature, used by bats and dolphins to perceive and measure the distance of surrounding objects 
through sound reflections. The data sheet specifies that the detectable object must have a minimum surface area 
of 0.5 m2 , with a sensing range spanning 2 cm to 4 m. The HC-SR04 module boasts an impressive accuracy 
of 3 mm. The module has 4 pins, voltage (VCC = 5V) and ground pin (GND), the other two are used for data 
communication through TRIG and ECHO pins. The module exploits two ultrasonic transmitters (the two cones 
present on the module), with one serving as the speaker (T) and the other serving as the microphone (R). 

(a) Sonar Sensor image (b) Sonar Sensor schema 

Figure 2.4: HC-SR04 Ultrasonic Ranging Module: (a) physical board and (b) schematic representation. 

When the TRIG pin receives a trigger signal that lasts a minimum of 10 μs, it prompts the sensor to send out 
8 pulses of ultrasonic waves at 40 kHz through the speaker. These sound waves hit the object and raise an echo 
that reaches the module and is read through the microphone. The time it took for this echo to return, is used by 
the module to determine the techo_delay. The formula to measure the distance of the detected object from the sonar 
module is as follows, 

dobject = 
techo_delay × vsound in air 

2 
(2.1) 

where techo_delay is the time it takes for the echo to make its way to the microphone in μs, vsound in air = 0.343 cm/μs 
is the speed of sound in air and the resulting dobject is the measured distance of the detected object from the sensor 
in centimetres. The operating frequency of the sensor, i.e the number of pulses it can emit per second, must also 
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be considered, as it is limited by the duration of each pulse. Since, before emitting another pulse, the previous one 
must be detected, otherwise an error will occur. For our project, a decent range of 50 cm is considered, the sensor 
can emit a sample every 3 ms as is evident by the equation below. 

Δt = 2 
( 

range 
vsound in air 

) 
≈ 3 ms (2.2) 

In the Figure 2.5, a basic timing diagram is shown to demonstrate the sensor functionality, where Δt is the time 

Figure 2.5: Sonar Sensor Timing Diagram 

delay between emitting a pulse and receiving the echo. Initially, a trigger pulse of 10 μs is transmitted, triggering 
the generation of 8 pulses of ultrasonic waves at 40 kHz through the speaker. The duration of the high echo 
back signal corresponds to the estimate of the techo_delay of the reflected ultrasound signal. This way we determine 
the distance of the object that generated this echo. There is no communication protocol involved, therefore it is 
necessary to manage everything through the arduino sketch, by sending the correct signals to the TRIG pin and 
reading values from the ECHO pin. Vibrations or bumps can cause the sonar sensor to miss echoes, which may 
either create occasional data outliers or cause the program to wait indefinitely. Adding a timeout to the code is 
vital to prevent the code from freezing and this will give us a safe default reading in error case. 

2.1.4 GY-NEO6MV2 GPS Module 
The GY-NEO6MV2 [20] is a compact, high performance GPS receiver module designed around the u-blox NEO-
6M chipset. It offers a cost-effective solution for precise positioning with each module typically priced around 10€ 
without the ceramic antenna. To offer better signal reception, an external ceramic antenna with a gain of 28 dB 
is connected to the board via a U.FL connector. The GPS module operates by checking its location on earth and 
provides the GPS position in longitude and latitude. This module is ideal for battery operated devices with strict 
cost and space constraints, which makes it the perfect fit for this work. 

The module has four output pins as shown in Figure 2.6b, GND, VCC pin with a supported power supply 
of 3.3V, and two pins RX and TX, which are used for UART communication. The TX pin is connected to the 
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(a) GPS module with a ceramic antenna connected (b) GPS Sensor schema 

Figure 2.6: GY-NEO6MV2 GPS Module: (a) physical board and (b) schematic representation. 

RX pin of the arduino board, and the RX pin is connected to the Arduino’s TX pin. The sensor readings are 
managed using the TinyGPS++ [21] library. This library is present in the Arduino IDE and it allows to extract 
the Latitude and Longitude readings and also to automatically calculate speed and other information, such as the 
number of connected satellites and so on. There is also a red LED in the GPS module that will blink at various 
states depending on what state the module is in, with ”No blinking” signifying that it is searching for satellites and 
”Blinking every 1s” signifying that the module found enough satellites and a position fix is found. This module 
should be used outdoors, as satellite reception can be unreliable indoors. The sensor provides position updates 
at a frequency of fgps = 1 - 5 Hz, allowing up to five updates per second at its maximum rate. Under good GPS 
conditions, the sensor shows a horizontal position accuracy of 2.5 m. The module also includes an EEPROM IC 
and a rechargeable battery, which help accelerate obtaining a GPS position fix. 

2.1.5 Gravity Huskylens AI Vision Sensor 
The Gravity Huskylens AI Vision Sensor [22] is an advanced, user-friendly camera and vision module that incorpo-
rates pre-configured algorithms for object classification using Artificial Intelligence (AI) techniques. It is powered 

Figure 2.7: Gravity Husky Lens AI Vision Sensor Front and back of the device 

by the AI chip Kendryte K210 and offers high performance with a capability to capture fast-moving objects. The 
board supports communication through both UART and I2C interfaces, providing flexibility for integration with 
a wide range of microcontrollers and embedded systems. Initially, this camera was integrated into the setup with 
the intention of implementing a vision-based pothole detection method. Even though the sensor comes equipped 
with multiple features like facial recognition, object tracking, object recognition, line tracking, colour recognition 
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and tag (QR code) recognition, it was clearly insufficient for an on-board vision-based RADS. Image processing 
on a remote server is also difficult to implement because the data can only be saved to an SD card, preventing the 
portability of the entire system. However, this camera is primarily useful during the testing phase, as it provides a 
visual ground truth to verify whether the sonar and accelerometer sensors accurately detect road irregularities. 

The camera has four output pins, 3.3V or 5V power supply to the VCC pin, GND, SCL and SDA pins for the 
I2C protocol. The camera can be operated either from its screen using the buttons or by sending the commands 
from the Arduino board. The camera also has a useful ability to print what the user wants on the camera screen 
and then capture a screenshot which will be saved to the SD card. This way, we have the option to customize the 
images in multiple ways. The manufacturer also provides a library with all the methods to operate the camera, 
which must be downloaded and imported to the Arduino IDE. 

Figure 2.8: Examples of screenshots(left and central images) and photo (right image) taken with Huskylens camera. Using 
the screenshot saving mode, it is possible to personalize the text on the screen as in left image. 

When the external button is pressed, the system can display any desired text on the screen and then, either 
capture the photo or save a screenshot. The key difference is that, a photo shows what the camera is viewing, 
while a screenshot captures exactly what appears on the display. Examples of both are shown in Figure 2.8. It is 
vital to note, that saving a photo to the SD card takes about half a second, during which the CPU is temporarily 
unavailable for other tasks. This represents a trade-off between using the camera to provide ground truth reference 
data and faster capture rates or larger number of images for analysis. 

2.1.6 Power source 
The Arduino board mounted on the vehicle is powered by an external battery with a capacity of 2200 mAh and an 
output voltage of 5 V. The system has multiple sensors and components that draw power. To keep things simple 
and portable, a single battery powers the Arduino. Other devices, like the second Arduino and the Huskylens 
camera, can be powered from the main Arduino’s 5V output while sharing a common ground. This arrangement 
helps maintain stable operation. The sensor sampling frequency after the complete setup is fsensor = 20 Hz. 

2.1.7 Final Scheme of the system 
To start the data acquisition, the components described above are mounted on an ordinary city bicycle. The 
position of the sensors must be carefully chosen to reduce noise and obtain accurate data. In Figure 2.9, the city 
bicycle with the sensor setup is displayed. 
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Figure 2.9: City bicycle is equipped with the sensors used to conduct the experiments and collect data. 

After careful consideration and experimentation, the sensors and their configuration were selected. The final 
setup is as below, 

• Breadboard with Arduino board and accelerometer : This is a crucial part of the sensor suite. This should 
be placed in a position that offers the most stability and is as fixed as possible to give stable accelerometer 
readings. After careful consideration, these sensors were placed behind the bicycle seat, on the rear carriage 
mount. This location provides easy access for connecting additional sensors if needed, without requiring 
long wiring. When mounted on the bicycle, the accelerometer module is not aligned with its reference 
axes, therefore offsets can be applied to compensate for the accelerations relative to the bicycle’s coordinate 
system. 

• Sonar : The sensor should be mounted as close to the ground as possible and oriented perpendicular 
to the road surface to ensure maximum measurement accuracy. A two-wheeler vehicle undergoes not 
only forward motion but also vertical displacement caused by road irregularities and may pitch when 
negotiating turns. Such pitching can cause false-positive detections with the sonar, which occurs because 
of changes in the measured distance relative to the bicycle’s rotation angle. 

• GPS : The GPS module can be placed almost anywhere, provided that the antenna maintains a clear recep-
tion of satellite signals. It is important to verify proper signal acquisition through testing, as the antenna 
is highly directional. If positioned incorrectly, such as facing orthogonally toward the ground, it may fail 
to capture satellite signals. 

• Camera : Cameras are used to visually monitor the road and to collect images for the dataset. These images 
serve as the ground truth for irregularity detection. The Huskylens camera is mounted at the rear of the 
bicycle, capturing images at regular intervals. 
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3 
Simulation-Driven Methodology 

This chapter presents the methodology followed throughout the project, detailing the process used for data collec-
tion, system development, algorithm development and testing and performance evaluation. This approach was 
designed to ensure accuracy, repeatability and safety in all testing environments. 

3.1 Motivation 
Understanding and addressing road surface data through sensor-based systems presents a unique set of challenges, 
ranging from the unpredictability of real-world conditions to the limitations of large-scale data collection. Data-
driven projects, especially those involving real-world environments and data, often require extensive field testing 
and iterative development. As a project moves through development and testing, it naturally goes through many 
iterations. In a data-focused project like ours, these iterations are even more common as each step reveals new 
insights and adjustments to the hardware, firmware and software components. In real-world deployment, the 
data collected from the soft-mobility vehicles would be continuously processed through the Machine Learning 
(ML) model to classify the road irregularities based on the sensor data. These classified outputs would then be 
processed through the data aggregation and feature extraction algorithm to determine the position, severity and 
spatial extent of the road irregularities. Collecting sufficient field data across diverse environments, vehicle types, 
speed ranges, hardware and environmental conditions is often time-intensive and prone to inconsistencies, which 
complicates the algorithm development and evaluation process. 

Collecting data in real-world conditions presents several practical challenges. Deploying the equipment repeat-
edly for data acquisition can be difficult due to numerous factors, including adverse weather conditions, hardware 
wear and tear, financial limitations and time constraints. Additionally, environmental restrictions, traffic condi-
tions and logistical barriers can further hinder field testing. Field testing under various speed and environmental 
conditions is crucial to ensure the algorithm can handle real-world complexities effectively. However, conduct-
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ing such tests under such dangerous speed and environmental conditions can pose significant safety risks to the 
rider, especially when operating at high speeds or under unsafe conditions such as muddy or gravel roads, uneven 
surfaces or heavily damaged terrain. These challenges make it impractical and at times hazardous to continuously 
collect new real-world data for every model update or experiment, emphasising the importance of developing 
a reliable simulation-driven approach that can replicate realistic scenarios without the costs and complexities of 
real-world deployment and data collection. 

To overcome these challenges, this work adopts a simulation-driven methodology, with the generation of syn-
thetic datasets that replicate realistic sensor behaviour under diverse road, environmental and hardware conditions. 
This simulation allows for controlled experimentation, synthetic parameter variation and reproducible testing, 
capabilities that are difficult to achieve in uncontrolled field scenarios. By emulating the physical and sensing char-
acteristics of the hardware configuration introduced in Chapter 2, this approach enables high-fidelity modelling 
of sensor behaviour corresponding to road irregularities of varying severities and lengths. This simulation frame-
work also incorporates a step mimicking the ML model, designed to reproduce the classification performance and 
probabilistic accuracy of previously trained ML models without invoking the complete time-consuming com-
putational process. This synthetic classifier simulates both the correct and misclassified outcomes according to 
predefined accuracy levels observed in earlier ML model experiments. By generating large volumes of synthetic 
sensor data and passing them through this ML classifier, this system can be tested, refined and validated under a 
wide range of scenarios without the computational overhead of re-running the entire ML model. 

This Simulation-driven approach enables efficient, repeatable and large-scale testing of the clustering and fea-
ture extraction model as well, allowing for extensive stress-testing of the data aggregation algorithm’s robustness, 
accuracy and adaptability under diverse sensing conditions. Reducing the risk to VRUs interacting with these 
vehicles is the primary goal of our project and this approach directly supports that objective by enhancing safety 
during testing and development. It significantly reduces the risk not only to the hardware but also the rider dur-
ing field operations, ensuring safer testing conditions and minimizing potential damage or injury. It effectively 
bridges the gap between theoretical design and practical development and deployment, ensuring that the system 
performs reliably in real-world applications while significantly reducing deployment time and computational cost. 

3.2 Proposed Real-World Deployment Pipeline 
This pipeline represents the envisioned real-world workflow for the RADS. It shows how road irregularities will 
be aggregated, analysed and visualized once the system is fully deployed. It outlines the intended data flow from 
sensor data acquisition to feature extraction, classification and finally data visualization. 

The real-world anomaly detection pipeline represents the envisioned complete operational workflow for de-
tecting and classifying road surface irregularities. It encompasses every stage of the complete process, from data 
collection using soft-mobility vehicles and sensors, to processing with the ML model, clustering, feature detection, 
extraction and evaluation, reflecting how the system functions in the real world. This pipeline is the target real-
world implementation enabled by the simulation and development work. The first step of the real-world pipeline 
involves deploying the sensor suite in the field equipped with the hardware configuration described in Chapter 
2. The data collected by the sensors is transmitted via Wi-Fi from the on-board Arduino to the second Arduino 
board connected to a laptop or a computer for data storage. The latter receives the data in the form of a .txt file 
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which is saved to a designated folder for further processing. The camera setup present in the hardware also cap-
tures images, however at present, these images are primarily used as reference material to assess accuracy and serve 
as a ground-truth reference for the sensor data. 

Figure 3.1: Real-World Road Anomaly Detection Pipeline 

Each run produces a dataset. This sensor setup operates at a sampling frequency of 20 Hz i.e it transmits 20 
samples per second. For a typical one-minute run at this sampling rate, approximately 1200 samples are recorded. 
This information acts as the input to the subsequent stages of processing, feature extraction and anomaly detection 
in the pipeline. While the sensor suite operates at a sampling frequency of 20 Hz, the GPS sensor operates at a 
frequency of 1 Hz. This means that for every 20 sensor samples collected per second, only one sample contains 
updated GPS data, while the remaining 19 samples carry forward the most recent GPS reading from the previous 
update. The data captured by the sensor suite provides a comprehensive record of the sensor readings from the 
sonar, accelerometer and GPS sensors. A sample row from the dataset with all the recorded parameters is shown 
in the Table 3.1. 

Ax Ay Az Son Speed Lat Lon GPS Flag 
5.32 -8.45 1.65 21.76 2.47 45.408004 11.88220 1 

Table 3.1: Crowd Sensed Data Sample 

where the first three rows Ax Ay, Az represent the accelerometer readings, Son represents the sonar sensor 
reading. The next three columns are the speed and the position coordinates provided by the GPS sensor. The 
final coloumn GPS Flag denotes the freshness of the GPS reading, with (1) indicating a fresh reading and (0) indi-
cating that it has been copied from the previous acquisition. Since the transmitting sensor’s sampling frequency 
(20 Hz) is much higher than that of the GPS sensor (1 Hz), the latitude and longitude values are copied from 
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the previous fresh acquisition (the last instance when GPS Flag was 1), until new data is transmitted by the GPS 
sensor. This sensor data is then fed into a ML model, which uses the accelerometer and other sensor readings 
to classify the severity level of road irregularities. A field run dataset was used to train and test ML models such 
as Support Vector Machine (SVM), Random Forest (RF) and K-Means Clustering. These models achieved very 
satisfactory results in classifying road irregularities, with a high accuracy of around 97%. Once trained, the models 
can be used to accurately identify the presence and type of the irregularities from incoming sensor data. This ML 
processing step, adds two additional data columns, which are Binary_road_label which indicates the presence of 
an irregularity with (1) or a smooth road with (0) and Multiclass_road_label, which indicates the severity of the 
detected irregularity, with (0) for smooth road, (1) representing low-level irregularity and (2) representing severe 
irregularity. The complete row of a data sample, after the ML step, is shown in Table 3.2. 

Ax Ay Az Son Speed Lat Lon GPS Flag 
Binary 

road label 
Multiclass 
road label 

5.32 -8.45 1.65 21.76 2.47 45.408004 11.88220 1 1 2 

Table 3.2: Severity ClassiĆed Data Sample 

The classified datasets are then combined and used as input to the clustering and feature extraction stage of the 
pipeline. The clustering algorithm and the feature extraction algorithm developed in Chapter 5 will be utilized to 
perform the classification and characterization of these irregularities. In the clustering step, the data is clustered 
based on GPS data to group readings corresponding to the same physical road irregularity. The clustered data is 
then processed through the feature extraction algorithm, to identify the severity level and to estimate the length 
of the irregularities and categorize it as either small, medium, large or area based on the size extracted from the 
data. The resulting information about road irregularities is finally visualized on an OpenStreetMap interface to 
provide a clear spatial representation of the detected irregularities. This intended real-world pipeline serves as the 
foundation for the simulated framework. The simulation-driven methodology presented in the following section 
has been developed to support and realize this real-world pipeline by providing a safe, efficient and controlled 
environment for testing the clustering algorithms, optimizing feature extraction methods and validating system 
performance before real-world deployment. 

3.3 Methodology 
The simulation-driven methodology as shown in the Figure 3.2 is designed to realize the real-world anomaly detec-
tion pipeline within a controlled, safe and flexible environment. This approach enables repeated experimentations, 
systematic testing and accelerated algorithm development without the constraints of on-field data collection. The 
objective of this simulation is to generate realistic sensor data that accurately mimics the data readings obtained 
from actual field runs, while allowing easy variation of parameters such as vehicle speed, environmental conditions, 
GPS noise and hardware jitter to evaluate system robustness under diverse real-world conditions. 

The first step of the simulation process involves defining the configuration parameters, including the vehicle 
ID, speed range (minimum and maximum limits), environment type, GPS localization noise level and hardware 
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noise jitter level. These parameters govern the overall behaviour of the simulated test run. Next, the base road 
GPS coordinates are extracted from OpenStreetMap to introduce spatial realism. Once these base coordinates are 
obtained, the next step is to define the irregularities along the route, guided by these base GPS road coordinates to 
serve as the reference ground truth for the simulation. For each selected road segment of the base GPS coordinates, 
a ground truth representation is defined, which specifies the type, position and length of every road irregularity. 

Figure 3.2: Simulation-Based Road Anomaly Detection Pipeline 

Using these parameters, the datasets are generated by simulating a vehicle run along the trajectories provided by 
the base GPS coordinates, processing each road segment sequentially to produce trajectories and sensor readings. 
The detection of road irregularities is emulated using probabilistic modelling based on prior ML misclassification 
patterns and then a smoothening filter is applied to reduce noise while preserving short road irregularities. The 
resulting datasets serve as the input for the proposed data aggregation algorithm. finally, the detected road irregu-
larities are localized on a OpenStreetMap interface. Each step of this simulated data generation process is explained 
in detail below. 

3.3.1 Simulated Dataset Generation 
The simulated dataset generation process emulates the movement of a bicycle along route defined by the base 
GPS coordinates. For each road segment, the simulator computes the time to travel that road segment based 
on the configured speed profile, length of the road segment, sensor sampling interval and determines the corre-
sponding number of sensor samples that would be generated over this time, to represent the vehicle’s behaviour 
realistically. Simulated sensor readings are then generated according to the defined characteristics for the complete 
duration along this route. Using the base GPS coordinates, the intermediate GPS coordinates are generated by 
mathematically interpolating between the two base GPS endpoints on the Earth’s surface. In this way, the ground-
truth GPS coordinates are manufactured. To achieve realistic GPS localization behaviour in sensor readings, these 
ground-truth GPS coordinates are injected with random noise sampled from Gaussian distribution defined by 
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the configured GPS noise parameters. This process reproduces the natural variability and inaccuracy commonly 
observed in real-world GPS sensors. 

The simulation framework also models the combined influence of environmental conditions, hardware condi-
tions, vehicle speed and GPS localization inaccuracy. These factors collectively ensure that the generated dataset 
accurately reflects real-world sensor behaviour. The specific methodology used to model each of these aspects is 
described in the following subsections. 

Vehicle Speed Modelling 

Higher riding speeds lead to increased vehicular vibration and instability, which in turn can affect the reliability 
and consistency of the collected sensor data. To realistically reproduce this behaviour in the simulated dataset, a 
speed-dependent noise scaling factor denoted as k_speed, is introduced in the simulation framework. This factor 
represents a unit-less coefficient that adjusts the magnitude of sensor noise based on the vehicle’s speed during data 
generation. The speed-dependent noise factor k_speed for different speed ranges are summarized in Table 3.3. 

Speed Range (m/s) k_speed Description 
< 4 0.010 Normal cruising speed (7.2 to 14.4 km/h) 

4 to 6 0.020 Moderate speed (14.4 to 21.6 km/h) 
6 to 8 0.030 Fast riding, mostly electric (21.6 to 28.8 km/h) 
> 8 0.050 Very fast riding (above 28.8 km/h) 

Table 3.3: Speed Sensitivity Factors 

At lower speeds (below 4 m/s, approximately 7–14 km/h), the vehicle motion remains relatively stable, result-
ing in minimal vibration and jolting. Therefore, the speed noise factor is set to 0.010. As the speed increases to 
the moderate range (4–6 m/s, 14–22 km/h), small irregularities and vibrations become more pronounced, so the 
noise factor is increased to 0.020. At higher speeds (6–8 m/s, 22–29 km/h), which is typically associated with fast 
riding or electrically-assisted vehicles, instability in the sensor readings becomes increasingly noticeable, reflected 
by a factor of 0.030. Finally, at very high speeds (above 8 m/s i.e., beyond 29 km/h), the vibration intensity and 
vehicle instability rise quite sharply, leading to a factor of 0.050. 

This method ensures that the simulated sensor readings are not uniformly noisy, instead the noise is dynam-
ically scaled based on the motion profile of the vehicle. As a result, the simulation model captures the natural 
degradation in data fidelity that occurs at higher speeds, enabling the simulation framework to more accurately 
reproduce real-world speed-dependent sensor behaviour. 

GPS Noise Modelling 

According to the data sheet of the NEO-6M GPS module, the Horizontal position accuracy of the GPS sensor un-
der good satellite signal conditions is typically between 2 - 2.5 m. This means that most GPS readings are expected 
to fall within approximately 2.5 m of the true vehicle position in the horizontal plane. To simulate this uncertainty, 
a random localization error is introduced for each GPS measurement. The error is drawn from a normal (Gaus-
sian) distribution centred around the true position, so that majority of the readings lie close to the actual location. 
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To model this noise quantitatively, the empirical rule, also known as the 68-95-99.7 rule is applied. The statistical 
principle states that, for data following a normal distribution, approximately 68% of values lie within one standard 
deviation (σ) of the mean and about 95% lie within two standard deviations (2σ). Therefore, assuming that the 
reported horizontal accuracy corresponds to a 95% confidence interval i.e most GPS readings fall within 2.5 m of 
the true position, the standard deviation of the GPS error can be simulated as, 

σ = 
2.5 
2 

= 1.25 meters 

This value of σ = 1.25 meters represents the standard deviation of the GPS localization noise, which quantifies how 
much the measured GPS positions are expected to deviate from the true position in normal operating conditions. 
Figure 3.3 visualizes this concept using a Gaussian (bell-shaped) curve, where the mean corresponds to the true 
position and the spread of the curve represents the GPS noise distribution. The shaded region between the ±2 σ 
illustrates the roughly 95% of the reported positions lie within 2.5 m of the true location, reflecting the typical 
accuracy of the NEO-6M module under good satellite signal conditions. 

Figure 3.3: GPS noise distribution (σ = 1.25 m). 

To simulate varying signal conditions within the simulation framework, a range of σ values were considered to 
represent various GPS signal conditions. Table 3.4 summarizes the estimated standard deviations corresponding 
to different levels of horizontal position accuracy. 

Horizontal 
Position Accuracy (m) 

σ (m) Description 

2.5 1.25 Typical accuracy under good GPS signal conditions 
5.0 2.50 Degraded accuracy under poor signal conditions 

Table 3.4: Standard Deviation (σ) values corresponding to GPS signal conditions 
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The first row represents the typical operating conditions of the NEO-6M GPS module, where the horizontal 
position accuracy is around 2.5 m. This corresponds to a standard deviation of 1.25 m, indicating relatively low 
GPS localization noise and high confidence in positional readings. The second row corresponds to degraded GPS 
conditions, such as partial satellite obstruction, weak signal reception or environmental interference (e.g., tunnels, 
skyscrapers). Under such conditions, the effective horizontal accuracy can worsen and drop to 5.0 m, increasing 
the standard deviation to 2.5 m. This reflects a broader spread of position errors, signifying reduced reliability in 
localization data. 

In the simulation framework, these σ values are used to add controlled Gaussian noise to the calculated ground-
truth GPS coordinates, thereby emulating the real-world localization uncertainty experienced by the NEO-6M 
module under varying signal quality conditions. This ensures that the simulated GPS sensor readings remain 
statistically consistent with real-world behaviour, allowing for more accurate testing and validation. 

Environmental Conditions Modelling 

Environmental conditions have a significant impact on the accuracy and stability of GPS sensor readings. Factors 
such as terrain type, surrounding structures and signal obstruction can all affect the strength and reliability of 
GPS readings. To capture this effect in simulation, an environmental degradation coefficient denoted as k_env is 
introduced. This coefficient acts as a unit-less scaling factor that modifies the simulated GPS localization noise 
depending on the operating environment of the vehicle. 

In open environments such as rural or suburban roads, the GPS receiver experiences minimal to no interference 
and a clear view of the sky, resulting in highly accurate positional readings. Similarly, in dense urban environments, 
especially in ”urban Canyon” conditions with tall buildings and skyscrapers, multipath effects and partial satellite 
obstruction lead to increased single noise and decreased accuracy. In extreme cases, such as tunnels or under-
passes, the GPS receiver may lose visibility to satellites entirely, resulting in severe degradation or total signal loss. 
To represent these various real-world conditions in a controlled simulation, each environment type is assigned a 
corresponding k_env value, which scales the GPS noise added to the simulated ground-truth coordinates. The 
assigned values are summarized in the Table 3.5. These values are chosen to proportionally increase the simulated 
noise intensity based on the expected level of GPS degradation in each environment type. 

Environment k_env Description 
Open Rural Area 0.01 Open spaces with minimal obstructions and clear 

sky view, leading to stable GPS reception. 
Urban 0.02 Moderate density of buildings and infrastructure 

introducing mild signal reflections. 
Urban Canyon 0.03 Tall buildings on both sides cause strong signal 

blockage and multipath errors. 
Tunnels / Underpasses 0.05 Severe degradation or complete blockage of GPS 

signals due to total satellite obscuration. 

Table 3.5: Environmental Factors and their Impact on GPS Position Accuracy 

The inclusion of k_env allows the simulated data to more accurately reproduce the variability seen in real-world 
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GPS readings across different environmental conditions. By dynamically scaling the GPS noise according to these 
factors, the simulated model can be better represent practical operating scenarios, enhancing the robustness and 
realism of the simulation framework. 

Hardware Wear and Tear Modelling 

Usually if the hardware experiences significant damage, the data acquisition and transmission process would be 
visibly affected. For instance, corrupted or incomplete data samples in the transmitted .txt files would clearly 
indicate severe hardware damage. In less critical conditions, only certain sensors or components might degrade, 
leading to minor timing inconsistencies or drops in sampling frequency. 

To simulate hardware degradation effects, timing jitter was introduced in the simulation. In real-world sys-
tems, sensors rarely acquire and transmit data at perfectly regular intervals due to factors such as hardware latency, 
communication delays or operating system scheduling. To replicate this realistic behaviour, a 5% timing jitter 
was introduced by slightly varying the time step between consecutive timestamps and to affect the overall sensor 
frequency. This simulates the small, realistic timing variations typically observed in embedded sensing systems, 
mimicking real-world clock instability or sensor jitter. 

Jitter (%) Description 
5% Represents normal hardware behaviour with minor timing variations. 
10% Indicates moderate hardware degradation or environmental effects. 
30% Represents severe hardware wear or communication instability. 

Table 3.6: Simulated Hardware Timing Jitter Levels 

The default jitter of 5% provides a good approximation of normal hardware behaviour. However, to model 
more pronounced hardware degradation or communication instability, the jitter level can be increased. Moderate 
degradation could be represented by 10% jitter, while 30% jitter may be used to simulate severe hardware wear, 
timing drift or unstable communication links. In addition to introducing timing variability, the presence of jitter 
also influences the sampling frequency of the simulation framework. Since jitter increases the average time interval 
between consecutive samples, it is only natural that the overall sampling rate decreases proportionally. This effect 
is modelled by computing an adjusted sampling period Tjittered, 

Tjittered = Tsensor × 
�

1 + U(0, J) 
) 

where Tsensor is the nominal sampling period and U(0, J) is a random variable drawn from a uniform distribution 
between 0 and J, where J represents the jitter percentage.. This formula adjusts the sensor’s base sampling time by 
adding half of the allowed jitter percentage, giving the maximum expected sampling interval. Consequently, the 
sampling frequency becomes slightly lower than the nominal sampling rate. Although this reduction is modest 
for small jitter values (e.g., 5%), it becomes more pronounced as jitter increases, reflecting the degraded timing 
precision of worn-out sensor systems. 

The effect of this timing jitter on the actual sampling frequency is illustrated in the Figure 3.4. This plot com-
pares the timestamps of samples collected over a one-second interval under three jitter conditions, 5%, 10% and 
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Figure 3.4: Effect of timing jitter (5%, 10%, and 30%). Higher jitter widens timestamp spacing and reduces sampling 
frequency. 

30%. In theory, the nominal sampling frequency of the setup is 20 Hz. However, due to timing delays and hard-
ware limitations, the effective observed sampling frequency ranges between approximately 16–20 Hz. Therefore, 
an average value of 18 Hz was chosen for the simulation. For a nominal sampling frequency of 18 Hz, the ideal 
timestamps (shown in black) are evenly spaced, while the jittered samples exhibit progressively greater temporal 
dispersion. At 5% jitter, the samples remain closely aligned with the ideal timeline, indicating near-ideal perfor-
mance. However, as the jitter increases to 10% and 30%, the sampling points shift further apart and the number 
of samples collected within the same one-second window decreases accordingly. This demonstrates the timing 
jitter not only introduces irregularity in sampling intervals but also effectively reduces the achievable sampling 
frequency, especially under conditions of heavy hardware degradation or unstable communication timing. 

3.3.2 Machine Learning Model Simulation 
In the real-world anomaly detection pipeline, trained Machine Learning (ML) models process the incoming sensor 
measurements, such as accelerometer readings along the three axes (Ax, Ay, and Az) and sonar values, to deter-
mine the presence and severity of road surface irregularities. The model output is then recorded in the dataset as 
two additional coloumns, binary_road_label which indicates the presence (1) or absence of an irregularity (0) and 
multiclass_road_label which indicates the severity of the detected irregularity (0 for smooth road, 1 for low severity 
and 2 for high severity). 

In the simulation framework, however, no accelerometer or sonar readings are available, since these signals 
would normally be generated by the hardware in real-world conditions. Therefore, to realistically emulate the 
ML classification process, a synthetic ML classification step is implemented. This step mimics how a trained ML 
model would classify road irregularities by introducing controlled misclassifications based on empirical results 
from previous ML model evaluations. To achieve this, a misclassification probability matrix is constructed. This 
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matrix represents the likelihood that a true road irregularity class (ground truth) is incorrectly predicted as another 
class by the ML model. It effectively encodes the misclassification error tendencies observed during real-world 
testing, where a small percentage of irregularities were misclassified. 

True 
Predicted 

0 1 2 

0 98% 2% 0% 
1 2.5% 95.0% 2.5% 
2 1.5% 4.5% 94% 

Table 3.7: MisclassiĆcation Probability Matrix 

For each simulated ground truth label, the final detected label is randomly sampled according to these probabil-
ities, ensuring that the simulation captures realistic model imperfections. The misclassification probability matrix 
is shown in the Table 3.7. Once the simulated ML predictions are generated, these values will represent the ML 
model’s probabilistic classification of the road irregularity. To further enhance the realism of the data and reduce 
abrupt fluctuations in this classifications, a temporal smoothing filter is applied to this classified data. This process 
smoothens the isolated misclassification noise spikes and preserves small irregularities, producing smoother tran-
sitions that better represent the temporal consistency expected from a real ML model operating on continuous 
sensor input. The final results represent the ML model’s refined and realistic detection of road anomalies. This 
approach allows the simulation model to not only replicate the real-world ML model performance but also to 
reproduce their inherent uncertainty and misclassification behaviour in a controlled, repeatable way. 

3.3.3 Conclusion 
In this chapter, a comprehensive simulation-driven methodology was presented to develop and enhance the real-
world road irregularity detection system. This approach systematically incorporates the key factors that influence 
the behaviour of sensor systems and ML models in realistic conditions, including environmental variability, vehi-
cle speed, GPS localization noise, hardware timing jitter and the inherent misclassifications in ML models. Each 
of these aspects were carefully modelled to reflect both normal operating conditions and potential extreme condi-
tions, enabling the simulation to provide a realistic reproduction of real-world operating conditions. The frame-
work developed in this chapter offers several significant advantages. By simulating sensor behaviour under diverse 
conditions, it allows for controlled, repeatable and safe testing, reducing the need for extensive and potentially haz-
ardous field data collection. It also enables rapid iterative development, as parameters can be varied systematically 
to test the robustness of the system under a wide range of scenarios. 

Furthermore, by incorporating a synthetic ML detection stage with probabilistic misclassifications and tem-
poral smoothing, the methodology realistically produces the uncertainties and performance characteristics of the 
ML models, providing valuable insights without involving the computational overhead of retraining or running 
the complete ML step. The synthetic datasets generated through this methodology serve as a robust foundation 
for the next stages of the system, including clustering and feature extraction of road irregularities. This ensures 
that subsequent algorithms are validated under conditions that closely mirror real-world scenarios, improving the 
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reliability, adaptability and safety of the final system. In addition, the modular nature of the simulation frame-
work allows for easy adjustments of key parameters, enabling exploration of extreme or rare conditions that may 
be difficult or unsafe to replicate in the field. 

Overall, this chapter demonstrates that a well-designed simulation-driven approach can bridge the gap between 
theoretical algorithm design and practical development and deployment. It provides a safe, efficient and scalable 
platform for developing and validating road irregularity detection algorithms, ensuring reliable performance un-
der realistic operating conditions while reducing the amount of resources spent and minimizing risks to hardware 
and riders. This methodology lays the groundwork for subsequent chapters where clustering and feature extrac-
tion are applied to both simulated and real-world datasets, providing a seamless link between controlled experi-
mentation and real-world application. 
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4 
Data Generation 

This chapter builds upon the simulation-driven methodology described in Chapter 3, translating the theoretical 
framework into a practical data generation process. The objective of this chapter is to create high-fidelity synthetic 
datasets that accurately replicate real-world sensor behaviour under diverse operating conditions. Using the config-
uration parameters and modelling principles introduced earlier, the simulation framework produces sensor data 
that mirrors the vehicle’s behaviour in the real-world. Additionally, the generated data is passed through the ML 
model simulator as described in the Subsection 3.3.2 to inject controlled levels of misclassification noise, thereby 
approximating the imperfect classification patterns observed in the real-world ML models. 

This chapter details the step-by-step implementation of the data generation and classification process. The 
resulting datasets are analysed to evaluate their accuracy, statistical consistency and realism. Furthermore, for every 
generated dataset, a summary is generated for the ground-truth of all the simulated irregularities, establishing a 
comprehensive ground truth reference, which will be used later on, for accuracy estimation. The configuration 
setup and the implementation of the data generation process is described in the following sections. 

4.1 Field Data Observations 
To better understand and define the simulation parameters, a preliminary analysis was conducted on the existing 
field dataset. A field dataset comprising of 28,000 samples, collected during a field run and representing eight 
vehicle passes conducted over eight distinct types of road irregularities, was analysed to assess sensor behaviour 
and data characteristics. This analysis revealed several notable patterns related to sensor and GPS behaviour, which 
provide precious insights into the working of the sensor setup. The observations highlight subtle deviations from 
theoretical specifications that occur under real-world operating conditions. 

• Sensor Sampling Frequency: Although the sensor is theoretically configured to sample at 20 Hz, analysis in-
dicated that, in practice around 16-20 samples were recorded per second. Thus, the acquisition frequency 
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is observed to vary between approximately 16 Hz - 20 Hz. 

• GPS Sampling Frequency: The GPS sensor theoretically operating at 1 Hz, exhibited patterns suggesting 
a slightly higher sampling rate. Specifically, the GPS data showed that multiple GPS sensor samples were 
transmitted per second. This behaviour may be attributed to buffer handling in the Arduino sketch or a 
slightly faster GPS sampling interval than intended. 

4.2 Data Generation Framework 

The data generation framework translates the methodology introduced in Chapter 3 into a fully operational 
pipeline for producing realistic, high-fidelity synthetic datasets. This framework is designed to emulate real-world 
sensor behaviour observed in soft-mobility vehicles. 

4.2.1 Extracting base GPS coordinates From OpenStreetMap 

To enhance realism in the simulation, real-world GPS coordinates are used instead of artificially generated or ran-
dom positions. For this reason, road GPS coordinates were chosen to provide a trajectory over which sensor data 
can be manufactured. Therefore, the first step in the data generation process is the extraction of base GPS coordi-
nates corresponding to roads in the target area. This ensures that the simulated vehicle follows actual road layouts 
and trajectories, providing a more realistic foundation for sensor data generation. OpenStreetMap (OSM) is a 
collaborative, open-source mapping platform that provides detailed geographic information, including streets, 
building, natural features and points of interest. It’s data is freely available and maintained by a global commu-
nity of contributors. Nominatim is a geocoding tool that leverages OSM data to extract geospatial information, 
making it a powerful tool for searching and accessing OSM’s rich spatial data. 

Together Nominatim and OSMnx allow the extraction of a chosen area anywhere in the world. For this work, 
the area around La porta Omnium Sanctorum (commonly known as Porta Portello) in Padova, Italy was chosen. 
Using Nominatim and a python library called OSMnx [23], the OSM data from the entire area was extracted. 
This data contains information about the physical infrastructure, including the road network (e.g., motorways, 
residential streets, footpaths, cycle paths), buildings, points of interest, and land use. Leveraging this extracted 
dataset, 1100 road data was extracted. After validation and sanitization to ensure accuracy, specific roads were 
selected for the simulation. Each road in the dataset is represented by a sequence of continuously spaced GPS 
coordinates spanning from its beginning to its end. These continuously spaced GPS coordinates, form the base 
trajectory along which the vehicle will be moved and subsequent sensor data will be simulated and generated. 

Figure 4.1 illustrates the extracted GPS coordinates for a set of roads, where each blue dot corresponds to GPS 
coordinates along the path, forming a continuous trajectory that serves as the reference path for simulating the 
bicycle’s movement. These coordinates provide the foundation for generating both ground truth and synthetic 
sensor data in the simulation framework. 
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Figure 4.1: Extracted GPS coordinates for a list of roads. Each blue dot represents a GPS point along the road trajectory. 

4.2.2 Defining Ground Truth 

The ground truth represents the list of road irregularities and their corresponding severity, length and position 
along the selected roads derived from the base GPS coordinates data. The length of each road segment is computed 
using the geodesic function from the geopy.distance module, which determines the shortest path between 
two GPS coordinates over the earth’s surface while accounting for the earth’s curvature. Based on the calculated 
road length, irregularities are positioned along the road, with an assigned severity level and length. The ground 
truth is structured, with each selected road represented with a list of irregularities, where every entry defines the 
position, type and length of one road irregularity along that road. 

Listing 4.1: Ground Truth irregularity conĆguration for ”Vicolo del Portello”. 

"Vicolo del Portello": [ 
{"irregularity_position": 20, "type": 2, "length": 2.8}, 
{"irregularity_position": 35, "type": 2, "length": 1.5}, 
{"irregularity_position": 55, "type": 1, "length": 0.75} 

] 

An example of the configuration structure for the road ”Vicolo del Portello” is shown in Listing 4.1. For this road, 
three irregularities are defined along the road, one of type 2 located at the 20-meter mark with a spatial length of 
2.8 m, another of type 2 located at the 35-meter mark, spanning 1.5 m and finally another irregularity of type 1 with 
a spatial length of 0.75 m. 

Along with the defined irregularity positions, the ground truth data also includes information about the envi-
ronmental context of each road segment. Each road is assigned an environmental condition that reflects its physical 
environment. To ensure that the simulation captures diverse real-world scenarios, roads are assigned to represent 
all defined environment types, allowing the dataset to include GPS noise characteristics corresponding to each 
environmental condition included in the selected list. 

The example below shows how each road is assigned an environment type. As described in the Section 3.3.1, 
environment type influences the level of GPS noise introduced into the simulation for a road segment, ensuring 
that the generated data realistically reflects the varying signal conditions encountered in different urban and rural 
settings. 
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Listing 4.2: Roads and their assigned environment types. 

"Vicolo del Portello": "urban_canyon", 
"Via Ferdinando Coletti": "urban", 
"Via Ponte Ognissanti": "underpass_tunnel", 
"Via Colonnello Galliano": "open_rural" 

In this manner, the environmental condition serves as a realistic factor by linking the road’s physical context to its 
expected GPS signal quality. This ground truth dataset serves as the foundation for simulating the corresponding 
sensor readings, ensuring that the generated data accurately reflects realistic road environments and it’s effect on 
sensor behaviour. 

4.2.3 Simulation parameters and Configuration 
Once the base GPS coordinates and ground truth irregularity data is established, the next step involves simulat-
ing realistic sensor readings accordingly. To achieve this, several simulation parameters are defined to emulate 
the physical, environmental and hardware characteristics observed in real-world data. These parameters will col-
lectively influence the accuracy and variability of the simulated data. The following subsections describe each of 
these parameters and their configuration in detail, outlining their part in the data generation procedure and their 
effect on sensor behaviour. 

Sampling frequency & Jitter 

Due to the ambiguity observed in the field test run data, the sampling frequencies for both the sensor setup and the 
GPS module were carefully chosen. Based on the hardware specifications, the sensor records data every Tsensor = 
0.050 seconds, which equals a sampling frequency of fsensor= 20 Hz. The GPS, however, provides a new reading 
every Tgps = 1 second, corresponding to a sampling frequency of about fgps=1 Hz. 

fsensor = 
1 

Tsensor 
= 

1 
0.050 s 

= 20 samples/second 

fgps = 
1 

Tgps 
= 

1 
1 s 

= 1 sample/second 

This means that ideally, for every 20 sensor samples, only one sample will contain fresh GPS data, while the 
remaining 19 samples will carry the most recent GPS reading until the next update arrives. But, from the inconsis-
tencies observed in real-world field data, these values for fsensor and fgps were adjusted to be more in line with the 
observed real-world behaviour. Therefore, these values are set to Tgps = 0.900 s, corresponding to a sampling fre-
quency of fgps = 1.11 Hz, and Tsensor = 0.0556 s, corresponding to a sampling frequency of fsensor = 18 Hz. Thus, 
the simulation generates 18 sensor samples per second, out of which only one sample carries fresh GPS data, while 
the remaining 17 samples carry the most recent GPS reading until the next update arrives. This configuration 
ensures consistent temporal alignment between high frequency sensor data and the lower-frequency GPS mea-
surement while maintaining real-world behaviour and synchronization. As mentioned in the Subsection 3.3.1, the 
jitter percentages are selected to represent varying physical operational states of the hardware during simulation. 
This approach allows the model to emulate realistic imperfections in sensor timing caused by clock drift, latency 
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or processing delays or simply hardware wear and tear. Once a specific jitter percentage is chosen for the data run, 
it is applied to the sensor sampling interval Tsensor to produce slightly randomized sampling times. The sampling 
interval at each step is computed as Tjittered, 

Tjittered = Tsensor × 
�

1 + U(0, J) 
) 

where Tsensor is the nominal sampling period and U(0, J) is a random variable drawn from a uniform distribution 
between 0 and J, where J represents the jitter percentage. For example, J = 0.05 corresponds to up to 5% Jitter in 
the sampling interval. This formula introduces randomness to the timestamps, simulating real-world variations 
in sensor acquisition timing. Once a desired jitter level for the run is defined in the configuration file, it is retrieved 
and applied dynamically in this manner during the simulation. This ensures that each simulation run will reflect 
different hardware wear and tear conditions for that vehicle. The sampling interval of the run increases propor-
tionally with the specified jitter, meaning the overall sampling frequency decreases slightly as jitter grows. This 
method emulates realistic timing variations and lag that occurs due to sensor latency, communication delays or 
clock drift and reproduces the realistic characteristics of real-world embedded systems into the simulation frame-
work. 

GPS Noise 

GPS noise plays a vital role in the simulation framework, as it directly affects the accuracy and reliability of the po-
sitional data. Accurately modelling this noise while accounting for the various factors that contribute to it, such as 
environmental conditions, satellite visibility and signal interference is a crucial step in ensuring that the simulation 
realistically replicates real-world GPS sensor behaviour. In the data sheet of the NEO-6M GPS module, the Hori-
zontal position accuracy of the module under good satellite signal conditions typically ranges between 2 - 2.5 m of 
the bicycle’s actual location in the horizontal plane. GPS localization error for this Horizontal positional accuracy 
was modelled using a Gaussian distribution characterized by a standard deviation of approximately 1.25 m, based 
on the empirical 68-95-99.7 rule. The statistical principle states that, for data following a normal distribution, 
approximately 68% of values lie within one standard deviation (σ) of the mean and about 95% lie within two stan-
dard deviations (2σ). Therefore, assuming that the reported horizontal accuracy corresponds to a 95% confidence 
interval i.e most GPS readings fall within 2.5 m of the true position, the standard deviation of the GPS error can 
be simulated as, 

σ = 
2.5 
2 

= 1.25 meters 

This value of σ = 1.25 meters represents the standard deviation of the GPS localization noise in meters, which 
quantifies how much the measured GPS positions are expected to deviate from the true position in normal op-
erating conditions. The base GPS coordinates extracted from OpenStreetMap are in degrees. Therefore, this 
computed standard deviation σ, defined in meters, is first converted into degrees before being applied to the base 
GPS coordinates. 1 degree of latitude is roughly equal to 111, 320 meters which stays relatively constant from the 
poles to the equator. Using this value, the sigma value in degrees σdeg is calculated as follows,: 

σdeg = σ × 
1.0 

111320 
= 1.25 × 

1.0 
111320 

= 0.0000112289 degrees 
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This ensures that the simulated GPS localization noise is added in a manner consistent with the GPS sensor data 
sheet. In real-world operating conditions, GPS accuracy is often affected by a variety of external factors. These 
include signal obstructions caused by buildings, trees or tunnels, poor satellite geometry, multipath reflections 
and even hardware degradation over time. 

To account for these realistic environmental influences in the simulation, two dimensionless coefficients kenv 

and kspeed are introduced on top of the baseline standard deviation σ. As defined in the Subsection 3.3.1, the coef-
ficient kenv quantifies the effect of environmental condition on GPS accuracy. It captures how varying surround-
ings, ranging from open rural areas with unobstructed satellite visibility to dense urban canyons surrounded by 
tall buildings, impact the reliability of GPS positioning. Similarly, the coefficient kspeed is introduced that repre-
sents the influence of vehicle dynamics on GPS localization noise. Empirical studies and field observations have 
consistently shown that GPS error tends to increase with vehicle speed, as higher velocities worsen positional 
uncertainty due to factors such as sensor synchronization delays, Doppler effects, increased vehicle motion, and 
reduced signal acquisition and stability. It is important to note that kspeed is not the vehicle’s speed itself but rather 
a proportional scaling factor that modulates the magnitude of the noise as a function of speed. Accordingly, in the 
simulation framework, the total GPS localization noise is adaptively scaled based on the environmental condition 
and the instantaneous speed of the vehicle. Considering these factors, the total GPS localization noise is estimated 
as follows, 

σtotal = σdeg × (1 + k_total × speed) 

Where, 
ktotal = kenv + kspeed 

This ensures that the simulated GPS localization noise accurately reflects realistic variations observed in real-
world operating conditions, where localization precision naturally fluctuates depending on the terrain, surround-
ings and motion profile of the vehicle. The total GPS localization noise σtotal increases proportionately with both 
vehicle speed and environmental difficulty, thereby replicating the real-world degradation in positional accuracy. 
To provide a broader perspective across all environmental categories and speed ranges, Table 4.1 summarizes the 
combined effects of kspeed and kenv on the total GPS noise. The table lists the derived σtotal values and their corre-
sponding horizontal position accuracy (HPAcc) values, displaying the gradual degradation of accuracy as condi-
tions worsen. This table demonstrates that as either environmental conditions or speed changes, the total GPS 
localization uncertainty changes as well, effectively capturing the compound impact of these parameters in real-
world conditions. 

These various configuration parameters serve as the settings that define the framework of the vehicle run sim-
ulation, determining how sensor readings are simulated. Together, these parameters ensure that both spatial and 
temporal uncertainties are represented consistently and realistically, producing sensor data that closely mimics the 
imperfections of real-world measurement systems. Each simulation run uses these parameters from a structured 
configuration entry as given in Listing 4.3. The parameters speed_min and speed_max define the allowable speed 
range for a given simulation run. 

Listing 4.3: Example conĆguration entry deĆning simulation parameters for a single vehicle run. 

{ 
"name": "run_01", 
"vehicle_id": 1, 
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Env Speed (m/s) kenv kspeed ktotal σtotal (m) Total HPAcc (m) 
Open Rural 4 0.010 0.020 0.030 1.400 2.80 
Open Rural 6 0.010 0.020 0.030 1.475 2.95 
Open Rural 8 0.010 0.030 0.040 1.650 3.30 
Open Rural 10 0.010 0.050 0.060 2.000 4.00 

Urban 4 0.020 0.020 0.040 1.450 2.90 
Urban 6 0.020 0.020 0.040 1.550 3.10 
Urban 8 0.020 0.030 0.050 1.750 3.50 
Urban 10 0.020 0.050 0.070 2.125 4.25 

Urban Canyon 4 0.030 0.020 0.050 1.475 2.95 
Urban Canyon 6 0.030 0.020 0.050 1.625 3.25 
Urban Canyon 8 0.030 0.030 0.060 1.850 3.70 
Urban Canyon 10 0.030 0.050 0.080 2.250 4.50 

Underpass/Tunnel 4 0.050 0.020 0.070 1.55 3.10 
Underpass/Tunnel 6 0.050 0.020 0.070 1.775 3.55 
Underpass/Tunnel 8 0.050 0.030 0.080 2.05 4.10 
Underpass/Tunnel 10 0.050 0.050 0.100 2.50 5.00 

Table 4.1: Combined Impact of Environment and Speed on GPS Noise 

"speed_min": 2, 
"speed_max": 3.9, 
"base_sigma": 1.25, 
"jitter": 0.30 

} 

During each run, for a road segment between two base GPS coordinates, a specific speed value is randomly se-
lected from within this range to represent the vehicle’s operating speed for the entirety of the road segment. This 
configuration design allows flexible control over vehicle behaviour for different scenarios, making it possible to 
simulate diverse operating conditions. 

4.2.4 Synthetic Data Generation 

Using the configuration parameters defined in the previous subsection, a vehicle run is simulated over the full set 
of extracted base GPS coordinates. For each run, the vehicle is simulated over the complete list of roads, processing 
every road segment sequentially to generate the full trajectory of roads and their sensor data. The simulation begins 
by loading the base coordinates for a given road segment, which serve as the reference trajectory. The vehicle is 
then simulated segment by segment along each road and once all segments of the current road are completed, the 
simulation proceeds to the next road. For each pair of consecutive base coordinates, the simulation first calculates 
the shortest path between the two points on the Earth’s curved surface, providing an accurate measurement of the 
segment’s length in meters. Using the vehicle’s configured speed, a speed limit is randomly sampled within the 
specified speed_min and speed_max range. Using this speed, the traversal time for the segment is computed as, 

tsegment = 
D 
v 
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where D is the road segment length between two base coordinates and v is the sampled speed. Figure 4.2 illustrates 

Figure 4.2: Initial bike position and three base GPS points along the road. 

the initial setup, showing the bike at the start of the road along with three base GPS coordinates labelled P1, P2 

and P3. These points define the reference trajectory and the key positions along the road segment. Based on the 
time needed to cross this road segment, timestamps for sensor readings are generated from from t = 0 up to 
t = tsegment, using increments of, 

Δt = Tsensor · (1 + ε), 

where ε ∼ U(0, J) represents a random one-sided positive jitter (i.e., jitter will only ever increase the sampling 
period of the sensor, it will not decrease it) drawn from a uniform distribution. This produces a sequence of 
non-uniformly spaced timestamps, simulating realistic imperfections such as clock drift, hardware latency and 
communication delays. Figure 4.3 depicts the interpolation between the two consecutive base GPS points (P1 and 

Figure 4.3: Interpolated sample points between base coordinates P1 and P2 along the road. 

P2). The segment is divided into smaller intervals according to the vehicle speed, sensor sampling interval and jitter 
parameters. Each grey dot along the dotted line represents a timestamp. After these timestamps are generated, a 
data sample is simulated accordingly, effectively simulating the vehicle’s movement along the road in both space 
and time. At any given moment, we calculate how far along the vehicle should be in its journey between two GPS 
points. The fraction represents the percentage of this mini-journey that has been completed. We then calculate 
the exact GPS coordinates that correspond to this percentage of the total distance between the two points. 

fraction = min 
(

timestamp 
tsegment 

, 1.0 
) 

This produces a smooth and continuous estimate of the vehicle’s ground-truth position, serving as the ground-
truth reference for sensor data generation. 

GPS Measurement Simulation 

Once the ground-truth data is generated, measured sensor GPS readings are simulated by injecting noise to these 
ground-truth coordinates. The noise injection model follows the specifications outlined in the Subsection 4.2.3, 
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representing the realistic GPS localization noise. At each GPS update timestamp, the ground-truth position is 
injected with Gaussian noise, 

measured_lat = gt_lat + N (0, σtotal), measured_lon = gt_lon + N (0, σtotal) 

where, gt_lat and gt_lon are the ground truth coordinates, measured_lat and measured_lon are the calculated sen-
sor readings, N (0, σtotal) denotes a Gaussian (normal) random variable with a mean of zero and a standard devi-
ation of σtotal representing the zero-mean additive noise applied to both latitude and longitude of ground-truth 
coordinates. The parameter σtotal captures the combined noise contribution from the base GPS uncertainty, the 
environmental factor k_env, speed and the speed-dependent noise factor k_speed. For timestamps that do not cor-
respond to a GPS update, the previous measured position is used to ensure temporal continuity. This approach 
effectively simulates the real-world nature of GPS measurements, introducing realistic noise while maintaining 
accurate sensor readings at every timestamp. 

Road Irregularity Simulation 

Once the timestamps and coordinates are produced accurately, the simulation will manufacture the data for the 
predefined road irregularities defined in the ground-truth configuration. At every timestamp, the vehicle’s current 
position along the road is calculated by adding the distance already travelled to the fraction of the completed road 
segment, giving a precise position along the road trajectory. The precise position of the bike along the road segment 
is tracked with millimetre precision. Using this position, the simulation continuously checks whether the vehicle 
has entered, is within or has exited a road irregularity region as defined in the ground-truth configuration. A small 
tolerance of 0.1 meters is introduced to account for floating-point inaccuracies in positional comparisons. The 
condition is therefore defined as , 

if irreg_start � tolerance ≤ currently_at ≤ irreg_end + tolerance, 

in which case the vehicle is considered to be within the irregularity region. When this condition is satisfied, the 
irregularity flag is set to 1 and samples are recorded with the corresponding irregularity type as defined in the 
ground truth configuration for that road irregularity. 

Figure 4.4: Irregularity detection with positional tolerance. 

The Figure 4.4 shows how irregularity detection is simulated along a road segment with an example. The 
purple bar represents the true irregularity region (from 0.2 m to 0.6 m), while the blue bar shows the detected 
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irregularity which begins slightly before (from 0.1 m to 0.5 m) due to the applied positional tolerance. The shaded 
grey zones indicate the tolerance margins, demonstrating how minor positional uncertainties can cause the detec-
tion to start and end before the true boundaries. 

Data Row Construction 

Using the process mentioned above, synthetic datasets are generated containing all relevant sensor and positional 
information as shown in Table 4.2. Each coloumn captures a specific aspect of the vehicle’s simulated movement 
profile and environment. 

Vehicle Id Time Speed GPS Flag 
GT 
Lat 

GT 
Lon 

Measured 
Lat 

Measured 
Lon 

1 0.060 2.65 1 45.408469 11.892504 45.408484 11.892522 

Position Road Name 
Binary 

road label 
Multiclass 
road label 

0.5215 Via Trasea 1 2 

Table 4.2: Generated Data Sample (split into two horizontal parts for readability) 

Each coloumn in the dataset is described as follows, 

• Vehicle Id : A unique identifier for the vehicle performing the run. 

• Time : The timestamp of the sensor reading, expressed in seconds from the start of the road segment. This 
accounts for the non-uniform sampling interval generated with jitter. 

• Speed : Vehicle speed at the timestamp, sampled within the configured speed range. 

• GPS Flag : A binary indicator specifying whether a GPS measurement is available at the timestamp. A 
value of 1 indicates a fresh GPS reading while 0 indicates that the GPS data is carried over from the previous 
fresh GPS acquisition. 

• GT Lat & GT Lon : Ground-truth latitude and longitude values, calculated by linearly interpolating 
between base coordinates along the path. These serve as the reference ground-truth position. 

• Measured Lat & Measured Lon : Synthetic GPS readings generated by altering the ground-truth coordi-
nates with Gaussian noise. 

• Position : The distance travelled along the road segment until this timestamp. This is computed to provide 
a continuous metric of the vehicle’s progression along the road segment. 

• Road Name : Name of the road segment on which the vehicle is currently moving. 

• Binary road label : Indicates the presence (1) or absence (0) of a road irregularity at the current position. 

• Multiclass road label : Classifies the severity of road irregularity at the current location. A value of 0 
indicates a smooth road, 1 represents a low-severity irregularity 2 represents a high-severity irregularity. 

In this method, the dataset is generated timestamp by timestamp, producing a complete sequence of samples 
covering the entire trajectory of roads present in the configuration. 
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4.2.5 Machine Learning Model Simulation 
This stage of the data generation process emulates how a real-world ML model would detect and classify road 
surface irregularities using sensor data. In the real-world ML model, the accelerometer and sonar readings are 
used to assign categorized road labels, namely Binary Road Label (presence or absence of irregularity), Multiclass 
Road Label (severity-level of the irregularity). Since our simulation does not involve real sensor signals, this de-
tection process is emulated through probabilistic modelling based on observed misclassification tendencies from 
previously tested ML models. 

True 
Predicted 

0 1 2 

0 98% 2% 0% 
1 2.5% 95.0% 2.5% 
2 1.5% 4.5% 94% 

Table 4.3: MisclassiĆcation Probability Matrix 

A misclassification probability matrix is constructed as shown in Table 4.3. This matrix represents the likeli-
hood that the algorithm misclassifies the severity of the irregularities in the dataset. The data from the coloumn 
Multiclass Road Label will be used as input to this model along with this misclassification probability matrix. 
The matrix shows the probabilities of each true severity-level being inaccurately missclassified as another severity-
level. For example, the misclassification probability matrix shows that a true class of 0 is predicted as 0 with 98% 
probability, as 1 with 2% and as 2 with 0%. The output of this process is stored in the coloumn ML Detection. 

Smoothening and Post-Processing 

Following the generation of the noisy ML model misclassification results, a post-processing step is applied for data 
stabilization. A smoothening filter is implemented using a sliding window approach with a window size of three 
samples. For each position, the filter computes the statistical mode of the values within the window, effectively 
reducing the noisy spikes which symbolize the misclassification noise, while preserving short-duration irregulari-
ties. Padding is applied at both edges of the window to ensure all samples are included in the computation. The 
resulting smoothed data is stored as Detected Irregularity Type. These smoothed categorical outputs are evaluated 
by treating all non-zero values (1 or 2) as indicating the presence of a road irregularity, while zero values are treated 
as smooth road. They are then used to populate the coloumn Detected Irregularity, where 0 indicates a smooth 
road and 1 indicates the presence of an irregularity. This process creates a stabilized and interpretable ML detec-
tion layer that approximates how an ML model would classify road irregularity data in continuous operation. The 
Figure 4.5 demonstrates this process. 

The first panel of the figure shows the ground-truth irregularity labels, with each sample marked by an ’x’. The 
values of 1 and 2 indicate road irregularity severity levels. In the second panel, the samples are represented as blue 
dots. Here, it is clearly evident that some samples have been misclassified, as some of the originally irregularity 
samples are now labelled as 0, clearly reflecting the probabilistic nature of the simulated misclassification noise. 
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Figure 4.5: Comparison of Ground Truth, Raw ML Detection, and Smoothed Detection Results 

In the third panel, a smoothening filter has been applied to reduce these noisy spikes. As a result, some of the 
misclassification noise has been brought to 0 and the overall pattern of irregularities more closely resembles the 
ground truth again. This smoothed output represents the ML model simulation stage of our data generation 
process. Overall this step introduces a controlled level of misclassification into the data, closely replicating the 
operation of the real-world ML model and its performance. 
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Final Dataset 

The final dataset resulting after the ML model simulation step is shown in the Table 4.4. 

Vehicle Id Time Speed GPS Flag 
GT 
Lat 

GT 
Lon 

Measured 
Lat 

Measured 
Lon 

1 0.201 2.65 1 45.408469 11.892504 45.408484 11.892522 

Position Road Name 
Binary 

road label 
Multiclass 
road label 

ML 
Detection 

Detected 
Irregularity 

Detected 
Irregularity Type 

0.5215 Via Trasea 1 2 2 1 2 

Table 4.4: Generated Data Sample (split into two horizontal parts for readability) 

Each coloumn in the final dataset is described as follows, 

• Vehicle Id : A unique identifier for the vehicle performing the run. 
• Time : The timestamp of the sensor reading, expressed in seconds from the start of the road segment. This 

accounts for the non-uniform sampling interval generated with jitter. 
• Speed : Vehicle speed at the timestamp, sampled within the configured speed range. 
• GPS Flag : A binary indicator specifying whether a GPS measurement is available at the timestamp. A 

value of 1 indicates a fresh GPS reading while 0 indicates that the GPS data is carried over from the previous 
fresh GPS acquisition. 

• GT Lat & GT Lon : Ground-truth latitude and longitude values, calculated by linearly interpolating 
between base coordinates along the path. These serve as the reference ground-truth position. 

• Measured Lat & Measured Lon : Synthetic GPS readings generated by altering the ground-truth coordi-
nates with Gaussian noise. 

• Position : The distance travelled along the road segment until this timestamp. This is computed to provide 
a continuous metric of the vehicle’s progression along the road segment. 

• Road Name : Name of the road segment on which the vehicle is currently moving. 
• Binary road label : Indicates the presence (1) or absence (0) of a road irregularity at the current position. 
• Multiclass road label : Classifies the severity of road irregularity at the current location. A value of 0 

indicates a smooth road, 1 represents a low-severity irregularity 2 represents a high-severity irregularity. 
• ML Detection : Indicates how the machine learning model classifies the severity using the misclassification 

probability matrix. 
• Detected Irregularity : It is derived from the Detected Irregularity Type, where 0 denotes a smooth road 

and 1 indicates the presence of an irregularity. 
• Detected Irregularity Type : It represents the severity level of the irregularity after ML model classification 

and smoothening. 

This constitutes the final simulated data for a single run. After the ML model simulation, the coloumns Binary 
road label and Multiclass road label will no longer be used for processing and will serve only as a reference to 
the ground truth. The coloumns Detected Irregularity and Detected Irregularity Type will represent the sensor 
reading data and will be used in subsequent data aggregation steps and analysis. 
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4.2.6 Per-Run Dataset Summary Generation 
For each simulated run, a comprehensive summary of the road irregularities is generated alongside the synthetic 
dataset. As discussed in the previous subsection, the presence of positional tolerance can cause the detected ir-
regularity boundaries to shift slightly relative to their ground-truth positions. In practice, this means that certain 
detections may begin earlier or end later than expected. To assess the resulting accuracy of the simulation frame-
work, a detailed per-run summary of the ground-truth irregularity positions is constructed. As the vehicle traverses 
each road segment, the simulation continuously tracks the current position of the vehicle. For each irregularity, 
the start and end positions of the irregularity, the number of sensor samples collected per irregularity and the 
ground-truth GPS coordinates of the irregularity are recorded. The centroids are computed for these ground 
truth coordinates using the collected positions to represent the spatial center for each irregularity. This ensures a 
precise and structured overview of the generated synthetic dataset, which can be used to quantify the accuracy of 
the final results. By referencing the ground-truth centroid of each irregularity in this summary, the accuracy of the 
data aggregation approach can be effectively quantified. A sample row from the generated summary per dataset 
is shown in the Table 4.5. 

Road Name Type 
Original 

Length (m) 
Measured 
Length (m) 

No. of Samples 
Centroid 
GT Lat 

Centroid 
GT Lon 

Via Trasea 2 0.50 0.48 5 45.408485 11.892520 

Table 4.5: Sample row from the per-run dataset summary. 

Each coloumn in the dataset is described as follows, 

• Road Name : Name of the road segment on which the vehicle is currently moving. 

• Type : The severity level of the irregularity. 

• Original Length (m) : The length of the irregularity as defined in the ground-truth configuration. 

• Measured Length (m) : The detected irregularity length derived from simulated sensor readings, which 
may differ slightly from the true irregularity length due to positional tolerance and sampling effects. 

• No. of samples : The number of sensor readings collected per irregularity. 

• Centroid GT Lat & Centroid GT Lon : The mean latitude and longitude of the samples collected within 
the irregularity, representing its spatial center. 

Along with this summary dataset, a visualization is created to display the summarized results as shown in the 
Figure 4.6. The points in blue indicate the ground truth coordinates from the generated dataset, while the orange 
points show the measured sensor readings, highlighting the simulated sensor measurements (orange points). The 
red point represents the spatial center of the irregularity in the summary dataset for that irregularity, serving as a 
reference to evaluate the accuracy and position of the simulated ground truth readings. This centroid was com-
puted from the ground truth coordinates and can be used to assess the accuracy derived from the data aggregating 
step of the pipeline. 
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Figure 4.6: Per-Run Dataset Summary 

This visualization provides a comparative summary of the simulated sensor data. By generating this summary 
for each run, the simulation framework provides both the raw timestamped sensor measurements and an aggre-
gated overview of all irregularities, enabling precise analysis of detection accuracy and sample coverage across the 
simulated data. 

4.2.7 Global Ground Truth Summary 
After generating each run and their individual summaries, the challenge arises of how to evaluate these datasets 
together. To do this, a unified ground truth estimation for the complete data is required. Therefore, the next step 
is to condense these individual summaries into a single comprehensive summary dataset. This involves extracting 
all summary datasets generated during each run and unifying them into one dataset, which forms the foundation 
for computing an aggregated ground truth across all runs. 

This method is particularly useful when two or more datasets need to be considered together. By aggregating 
the summaries in this way, it provides a synthetic approach to evaluate multiple datasets together, offering a clearer 
understanding of the overall ground truth of the selected datasets. Whichever datasets are being analysed together, 
this method ensures that their summaries can be combined efficiently, allowing for straightforward analysis of the 
final results for the selected datasets. 

To bring the data together and condense it, a clustering procedure is applied. The centroid coordinates from 
each summary are clustered using a HDBSCAN clustering algorithm. HDBSCAN is a density-based clustering 
algorithm that identifies clusters of points by looking for areas of high-density separated by areas of lower-density. 
The parameters for the algorithm must be adapted to the characteristics of the data and finding suitable values 
often requires some trial and error to obtain optimal results. Further details on this clustering method are discussed 
in detail in Chapter 5. Using these appropriately chosen parameters, the clustering identifies groups of points that 
represent the same ground truth locations while filtering out noisy or outlier measurements. Since the ground 
truth coordinates are calculated from distances between the base GPS coordinates, the points are naturally tightly 
grouped. As a result, only a very small number of noise points are detected and most of the data points cluster 
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together accurately. 
After clustering the data, the next step is to compute for each cluster, a single centroid latitude and longitude 

that represents the global ”true” location of the irregularity. This is achieved by calculating a weighted median 
of the latitude and longitude values within each cluster, where each point is assigned a weight corresponding to 
its cluster probability. These probabilities are produced by the HDBSCAN clustering algorithm, which not only 
groups the points into clusters but also assigns to each point a likelihood of it belonging to its assigned cluster. 
In HDBSCAN, cluster probabilities (ranging from 0.0 to 1.0) reflect how strongly a point is associated with the 
cluster, points located in dense regions of the cluster receive high probabilities, while points located in sparse re-
gions of the cluster receive low probabilities. By weighing the median with these probabilities, points with higher 
probabilities have a greater influence on the centroid measurement, ensuring that the location is robust and accu-
rately reflects the most likely position of the irregularity. This approach also reduces the effect of low-confidence 
points, as they contribute less to the median. This method provides a precise, representative spatial center for each 
irregularity, which serves as a reliable reference for evaluating the accuracy of sensor derived measurements. 

Figure 4.7: Final Ground truth. 

Figure 4.7 depicts the final ground truth points obtained after clustering and spatial center computation. Each 
irregularity is represented by a single latitude and longitude pair, which represents that irregularity’s spatial center, 
forming the global ground truth. The type of the irregularity is established based on the dominant irregularity type 
within the cluster. Given that the clustering is being performed on centroid coordinates derived from distances 
relative to the base GPS positions, it is highly unlikely for points representing different irregularity types to form 
a single cluster and could only happen in the case of incorrect clustering parameters. Each irregularity tends to 
occupy a distinct spatial region, ensuring type consistency within clusters. However, in the rare event that a cluster 
contains mixed irregularity types, a warning message is logged to flag potential overlap in the input data and the 
dominant severity-type is selected to represent the irregularity. 

The length of each irregularity is computed as the maximum detected segment length among all points in the 
cluster, representing the largest extent of that particular road irregularity across the selected datasets. Given that the 
positional tolerance allowed for road irregularity simulation is limited to 0.1 meters, this ensures that the derived 
lengths do not overestimate the true extent of the road irregularity. The resulting dataset known as the Global 
Ground Truth Summary, contains for each irregularity the road name, irregularity severity level, representative 
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length, latitude and longitude which is the spatial center for that irregularity. Table 4.6 presents a sample row 
from this dataset. 

Road Name Type Length (m) Latitude Longitude 
Via Trasea 2 0.91 48.856721 11.892767 

Table 4.6: Sample entry from the Global Ground Truth Summary dataset. 

Each coloumn in the dataset is described as follows, 

• Road Name : The name of the road segment the irregularity is on. 

• Type : The dominant irregularity severity level within the cluster. 

• Length (m) : The length of the road irregularity simulated during data generation. 

• Latitude & Longitude : The spatial center coordinates representing the true position of the irregularity. 

With this aggregated global summary dataset, each irregularity is now represented by a single set of coordinates 
along with its associated attributes. This unified dataset provides a consistent reference framework that captures 
the most reliable estimate of each irregularity across all the simulated runs. 

Quantifying Global Ground Truth Accuracy 

To quantitatively evaluate the reliability of the aggregated global ground truth, an accuracy assessment is per-
formed by comparing the global ground truth irregularity data against the ground-truth defined in the config-
uration. For each irregularity, absolute error is calculated as the absolute difference between the aggregated length 
derived from the summaries of all the runs and the true length defined in the ground truth configuration. This 
metric provides a direct measure of deviation, indicating the difference between the simulated irregularity from its 
intended physical length. To provide a scale-independent perspective, percentage error is computed by normaliz-
ing the absolute error with respect to the original length, expressing the deviation as a percentage. Building on top 
of this, an accuracy percentage is defined as the complement of the percentage error (i.e., 100 � percentage error), 
representing the degree of alignment between the estimates and true irregularity lengths. High accuracy percent-
age indicates a close match with the reference measurements, while lower values suggest larger discrepancies. Fi-
nally, the mean accuracy across all the irregularities is calculated to yield a single overall performance metric of the 
data generation framework, summarizing its effectiveness in reproducing the road irregularities as defined in the 
ground truth configuration. 

In our evaluation and tests, the framework achieved an overall positional accuracy percentage of 99.69%, reflect-
ing a strong correspondence between the estimated and true irregularity characteristics. Severity-level simulation 
achieved a 100% accuracy. This high percentage demonstrates that the clustering, centroid estimation and aggre-
gation process to determine a global ground-truth dataset summary effectively preserves and simulates both the 
spatial positioning and length of the irregularities, confirming the robustness and reliability of the data genera-
tion process but also the effectiveness of the proposed method for generating a global ground truth summary that 
is both consistent and accurate. Such a dataset can serve as a dependable benchmark for evaluating future data 
aggregation outputs, enabling precise accuracy assessments and continuous validation of the simulation process. 
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4.3 Generated Datasets 
For this project, we generated a comprehensive set of synthetic vehicle datasets, each configured with different 
speed ranges, measurement variations and noise parameters. The configurations were carefully designed to ensure 
that all the critical parameters are well represented and balanced across all the datasets. A total of 60 synthetic 
datasets were generated, each corresponding to a unique vehicle pass with different combinations of speed ranges 
and noise conditions. To maintain a structured variability, the datasets were grouped into six blocks of ten runs, 
where each block reflects different aspects of variation. Runs 01-10 represent the baseline configurations, covering 
low to medium speeds levels (σ = 1.25-2.50) and light hardware jitter (0.05-0.30). Runs 11-20 extend this range with 
additional combinations of jitter and σ across comparable speeds. Runs 21-30 introduce mixed-speed scenarios (2-
10 m/s) with systematic jitter variations to simulate a wider range of driving conditions. Runs 31-40 blend low 
and high σ values across broad speed spans, creating hybrid conditions for robustness assessment. Runs 41-45 act 
as mid-range datasets before the introduction of extreme conditions. Finally, Runs 46-60 represent high-speed 
vehicles (10-15,m/s) to stress test the algorithm under harsh measurement environments, characterised by large 
noise values (σ = 2.4-2.8) and very strong jitter (0.50). This ensures that the resulting datasets cover a broad 
spectrum of realistic and absolutely worst-case operating conditions. 

Runs Speed Range (m/s) Base σ Range Jitter Range Description 

01-10 2-11 1.25-2.50 0.05-0.30 
Baseline datasets similar to original 

configuration; low to medium speeds. 

11-20 2-11 1.25-2.50 0.05-0.20 
Extended variability in σ and jitter 

across comparable speeds. 

21-30 2-10 1.25-2.50 0.05-0.25 
Mixed speeds with structured 

jitter variation. 

31-40 2-10 1.25-2.50 0.05-0.20 
Hybrid conditions alternating low 

and high σ values. 

41-45 3-10 1.25-2.50 0.05-0.15 
Transitional mid-range datasets 

before extreme conditions. 

46–60 10-15 2.4-2.8 0.50 
Extreme high-speed datasets with 

strong jitter and large σ. 

Table 4.7: Grouped overview of the 60 generated datasets. 

Overall, the generated datasets form a well-structured and comprehensive foundation for subsequent analy-
sis and usage. By systematically varying key parameters as well as an accurate ground-truth summary to serve as 
the reference. This provides the depth for testing the robustness and reliability of the proposed data aggrega-
tion algorithm. Collectively consisting of 471,732 samplॶ, these datasets ensure representative sampling across 
all parameters reliably. In the next chapter, we leverage these datasets to train and validate our data aggregation 
algorithm. 
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5 
Data Aggregation 

Accurate road irregularity detection and classification requires aggregating multiple datasets to distinguish road 
surface irregularities from noise and measurement artifacts. Data aggregation plays a crucial role in converting 
raw sensor measurements into meaningful results. GPS-based sensor readings are inherently noisy due to sensor 
limitations, environmental factors and varying data collection conditions. Moreover, readings may be partially 
missing, sporadic or jittery due to sensor inaccuracies and range limitations. Without proper aggregation, the 
analysis of such datasets can be strenuous, time-consuming and can lead to erroneous conclusions. The main 
goal of the Data aggregation algorithm is to identify the recurring patterns of road irregularities and classify them, 
despite these challenges. 

The primary challenge in irregularity detection arises from three key factors, i.e., sensor noise, GPS inaccuracies 
and hardware jitter which collectively introduce positional variations and lead to uneven data densities across 
road segments. These challenges necessitate a robust data aggregation algorithm that can intelligently group road 
irregularity data while efficiently filtering out noise. The aggregation algorithm developed in this work follows a 
systematic approach as shown below, 

• Data pre-processing : The first step in the algorithm involves loading, integrating and cleaning data from 
multiple runs. It includes handling missing values, filtering out irrelevant points and preparing the dataset 
for subsequent steps and analysis. 

• Clustering : The processed data is then analysed and clustered, using Hierarchical Density-Based Spatial 
Clustering of applications with Noise (HDBSCAN) algorithm. This step identifies spatial groupings and 
reveals the underlying structure within the data. 

• Feature Extraction : Each detected cluster is treated as an irregularity. For each detected cluster, irregularity 
features are extracted. Notably, the cluster center, representing the spatial centroid, is determined using 
cluster probabilities derived from the HDBSCAN algorithm. 

• Matching & Estimation : Clustered irregularities are matched to the ground truth to ensure accurate asso-
ciation between each cluster and a ground truth irregularity. These matches are validated and key charac-
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teristics of each irregularity, such as the severity level and spatial extent are estimated, enabling quantitative 
assessment of the detected road irregularities. 

Each step requires careful consideration of the simulation configuration parameters and data characteristics for 
robust and accurate data aggregation. 

5.1 Hierarchical Density-Based Spatial Clustering of 
Applications with Noise (HDBSCAN) 

Hierarchical Density-Based Spatial Clustering of applications with Noise (HDBSCAN) is a density-based cluster-
ing algorithm, well-suited to datasets with variable density and noise. In the context of our work, GPS coordinates 
representing irregularities can be unevenly distributed, as heavily travelled roads will generate dense clusters of 
points, while lightly travelled roads will contain only a few measurements. Traditional clustering algorithms like 
Density-Based Spatial Clustering of Applications with Noise (DBSCAN) may struggle in this scenario because 
they rely on a single density threshold. HDBSCAN on the other hand overcomes this limitation by building a hi-
erarchy of clusters at multiple density levels, allowing detection of both sparse and sense regions while identifying 
noise points effectively. 

5.1.1 Algorithm Overview 
HDBSCAN extends the classical DBSCAN algorithm by incorporating hierarchical clustering concepts, allowing 
clustering be identified across multiple data density levels rather than relying on a single global density threshold. 
This characteristic makes HDBSCAN particularly suitable for GPS-based road irregularity detection, where point 
densities vary significantly across the road network depending on the user usage. The major stages are, 

1. computation of mutual reachability distance 

2. construction of a hierarchical cluster structure using minimum spanning tree 

3. extraction of stable clusters using a density-based stability criterion. 

The implementation of HDBSCAN introduces several key parameters that influence it’s behaviour. They are as 
follows, 

• min_samples : Minimum number of points required within a specified radius to define the local density 
around a point. This value influences the calculation of the mutual reachability distance used to construct 
the cluster hierarchy. 

• min_cluster_size : The smallest number of points that can be considered a distinct cluster. Any 
cluster in the final hierarchy containing fewer than this number of points will be considered part of a 
larger cluster or will be designated as noise. 

• cluster_selection_epsilon : A distance threshold used to merge closely spaced clusters into a sin-
gle, combined cluster, overriding the hierarchy if necessary. 
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Each of these parameters plays a distinct role in cluster formation, as detailed in the following subsections. By 
performing clustering across multiple density levels and selecting clusters based on their persistence across densities, 
HDBSCAN can detect both dense and sparse data patterns while robustly filtering out noise induced by GPS 
inaccuracies, inconsistent sampling rates and variations in vehicle run trajectories. 

5.1.2 Mutual Reachability Distance 
The foundation of HDBSCAN lies in its density-aware distance metric which begins the computation of core dis-
tance for every point. core distance is defined as the distance to its min_samples-th nearest neighbour (including 
the point itself). This distance metric reflects the local density around the point, as smaller core distances indicate 
denser neighbourhoods, while larger values correspond to sparser regions. The notion of core distance originates 
from DBSCAN, where it is used to determine whether a point qualifies as a core point. In contrast, HDBSCAN 
does not classify points into core, border or noise categories. Instead, it used the core distance as an intermediate 
quantity for constructing a density-sensitive measure known as the Mutual Reachability Distance (MRD). 

Figure 5.1: Illustration of the core distance for a point. 

This concept of core distance is illustrated in the Figure 5.1. Consider a case where min_samples = 4. The 
core distance of a point P1, is obtained by measuring the distance to its fourth nearest neighbour as shown in the 
Figure 5.1. This value always exists as it is defined purely by neighbour ordering, but in HDBSCAN it is not used to 
determine whether P1 is a core point. Instead, it serves as one of the components in computing the MRD between 
pairs of points. The MRD between two points a and b is defined as, 

MRD(a, b) = max 
�

core_dist(a), core_dist(b), distance(a, b) 
) 
, 

where core_dist(a) is the distance from point a to its min_samples-th nearest neighbour. The MRD between 
two points is at-least as large as the larger value of their core distances. This method ensures that points in sparse 
regions (with large core distances) are effectively pushed apart from points in dense regions, while points within 
dense regions can cluster easily due to their small core distances. This calculation inflates the distance for points 

51 



in sparse regions which have larger core distances to make them less likely to form a cluster early on. The MRD 
therefore creates a density-sensitive distance landscape where dense regions become more suitable for clustering. 

Role of min_samples 

The min_samples parameter directly influences how density is defined, 

• Small min_samples : leads to smaller core distances and therefore more sensitivity to small clusters. For 
road irregularity detection, where small defects may only produce a few samples, a small min_samples 
value is used to avoid discarding meaningful data. 

• Large min_samples : produces larger core distances, as sparse points are treated as noise. These large 
values focus only on the most prominent density regions, therefore treating more points as noise. 

5.1.3 Building the Hierarchy 
Once MRD’s are computed for all the points, HDBSCAN constructs a Minimum Spanning Tree (MST) over 
all points using MRD as the edge weight. MST captures then most efficient connectivity structure under this 
density-aware metric. The MST connects all points with the minimum total edge weight, effectively representing 
the most efficient connectivity based on density-aware distances. This MST is then transformed into a hierarchical 
cluster structure represented as a dendogram. 

Figure 5.2: Illustration of a dendrogram showing cluster merging at increasing distance thresholds. 
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The dendogram illustrates how clusters merge at increasing distance thresholds, with individual points at the 
bottom merging into progressively larger clusters until a single cluster encompasses all points at the top. Each 
merge level corresponds to a specific MRD threshold. This hierarchical structure allows HDBSCAN to analyse 
clustering behaviour across all density levels, rather than committing to one fixed density threshold. 

5.1.4 Cluster Extraction through Stability 
Rather than selecting a single distance threshold, cut through the dendogram, HDBSCAN evaluates cluster sta-
bility across multiple thresholds. For each potential cluster in the hierarchy, stability is computed as, 

Stability(C) = 
∑

a∈C 

� 
λmax(a) � λmin(a) 

) 
, 

where λmax(a) represents the distance at which point a joins cluster C and λmin(a) represents the distance at 
which it leaves. Clusters that persist across a wide range of distance thresholds (high stability) are retained, while 
transient clusters (low stability) are discarded as noise. 

Role of min_cluster_size 

The min_cluster_size parameter determines the minimum number of points required for a cluster to be con-
sidered significant. Any cluster candidate smaller than this threshold is automatically treated as noise, preventing 
the algorithm from identifying overly small, potentially spurious clusters. For irregularity analysis, 

• Small min_cluster_size : ensures even very small physical irregularities can be captured. 
• Large min_cluster_size : values would remove many genuine clusters because small irregularities 

often produce only a few samples. 

Role of cluster_selection_epsilon 

HDBSCAN provides an optional post-processing parameter, cluster_selection_epsilon, which sets a 
threshold to prevent clusters within a specified proximity from being separated. This parameter functions simi-
larly to the ε parameter in DBSCAN. In DBSCAN, ε defined a fixed radius around each point to find neighbours 
and determine core points. It is a fundamental distance threshold used during cluster formation to decide whether 
points belong to the same cluster. But, in HDBSCAN this parameter is not used during the initial cluster build-
ing. Instead, it is applied as a post-processing step after the hierarchical tree is built. It acts as a minimum distance 
threshold below which existing clusters in the tree are forcibly merged, preventing the separation of clusters that 
are closer than this value. 

• Small cluster_selection_epsilon : leads to more fine-grained clusters, maintaining separation be-
tween closely spaced events. This is useful for distinguishing subtle patterns. 

• Large cluster_selection_epsilon : promotes bigger clusters by merging micro-clusters. 
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5.2 Implementation 
The implementation of the irregularity detection pipeline is structured into four sequential phases, data pre-
processing, clustering, feature extraction, matching and estimation. Each phase transforms the input data pro-
gressively, from raw data to validated road irregularity data. 

5.2.1 Data Pre-processing 
The process begins with loading and combining the datasets from multiple runs generated in the data simulation 
step of the pipeline. The datasets from all runs are concatenated to form a unified input for subsequent analysis. 
Only the portions of the data corresponding to detected irregularities are retained, while smooth road segments 
are removed. A key challenge in preprocessing arises from the characteristics of the GPS sensor. The sensor suite 
operates at an average sampling frequency of approximately 18 Hz, where the GPS module updates at only 1 Hz. 
As a result, for every 18 sensor samples, only one contains a fresh GPS coordinates as provided by the GPS sensor, 
while the remaining samples inherit the last available GPS coordinates, until an update comes from the GPS sen-
sor. This leads to stretches of data samples with identical GPS coordinates within the dataset. Although this is 
normal behaviour for the sensor setup, this can produce clusters of points that are numerically indistinguishable 
in coordinate space. 

Since density-based clustering algorithms such as HDBSCAN rely on distance relationships between data points, 
large groups of duplicate GPS coordinates can cause issues, as the HDBSCAN algorithm may treat these samples 
as ”too similar”, reducing its ability to correctly estimate density and identify meaningful clusters. To mitigate this, 
all GPS coordinates are first converted into radians for numerical stability and then a very small (1 nm) uniformly 
distributed noise is added. This noise injection does not alter the underlying spatial information but serves only 
to break exact duplicates caused by the mismatch between sensor and GPS sampling rates. After this adjustment, 
the data is better suited for clustering, ensuring that HDBSCAN can operate. 

5.2.2 Clustering 
The dataset contains the measured GPS coordinates in the coloumns measured_lat and measured_lon. These 
coordinates have been converted to radians in the pre-processing step. These transformed coordinates are then 
clustered using the HDBSCAN algorithm. HDBSCAN is a data-driven algorithm, meaning that its parameters are 
not universal and must be tuned to the dataset at hand. A parameter configuration that works well for one dataset 
may not perform optimally with another. Therefore, selecting the right parameters is an essential step that directly 
impacts the quality and interpretability of the resulting clusters. This process often involves a trade-off between 
identifying a sufficient number of meaningful clusters and avoiding the creation of excessive micro-clusters. For 
this work experiments were conducted to determine the suitable values for min_samples, min_cluster_size 
and cluster_selection_epsilon. These parameters were evaluated based on their ability to produce stable, 
interpretable clusters that align with the underlying spatial data structure. After these parameters are determined, 
clustering is performed using the following configuration, 

Listing 5.1: Parameters used for HDBSCAN clustering. 
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hdb_clusterer = hdbscan.HDBSCAN( 
metric="haversine", 
cluster_selection_method='eom', # Excess of Mass (default) 
min_cluster_size=min_cluster_size, 
min_samples=min_samples, 
cluster_selection_epsilon=eps, 
prediction_data=True # enables computation of membership 

probabilities 
).fit(data) 

(a) Detected clusters (b) After removing noise 

Figure 5.3: Comparison of cluster localization before and after noise removal: (a) Detected clusters including noise 
points(grey) (b) Clusters after removing noise and low-probability points (p < 0.5). 

The description of these parameters is as follows, 

• min_samples, min_cluster_size and cluster_selection_epsilon were set according to the 
suitable parameters found during experiments. 

• metric = "haversine" was selected to accurately compute distances between the GPS coordinates, as 
the input data consists of latitude and longitude values in radians. 

• cluster_selection_method = "eom" (Excess of Mass) was used as the algorithm for selecting stable 
clusters form the tree. 

• prediction_data = True was enabled to allow for the calculation of cluster membership probabilities 
for data points. 

The parameter prediction_data = True plays a crucial role. This instructs HDBSCAN to compute clus-
ter membership probabilities in addition to assigning cluster labels. These probabilities quantify the confidence 
with which each point belongs to its assigned cluster. 

• Points located in dense, stable regions of a cluster (the ”core”) are assigned higher probabilities, reflecting 
strong membership. 
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• Points located in sparse regions receive lower probabilities, indicating weaker membership within the clus-
ter. 

• Noise points, which do not belong to any cluster, are assigned a probability of 0. 

In the resulting cluster assignments, valid clusters are assigned integer cluster IDs starting form 0. Points identified 
as noise are assigned the cluster ID �1. Once the cluster labels are obtained, these membership probabilities com-
puted by HDBSCAN are used to filter the points for further analysis. Specifically, a threshold of 0.5 is applied, 
only points with a membership probability greater than or equal to 0.5 are retained. This filtering step ensures 
that only the most stable and reliable points contribute to the analysis, such as the computation of probability-
weighted cluster centers, effectively reducing the influence of peripheral or noisy points on the analysis. To illus-
trate this better, the visualizations are presented in the Figure 5.3. In the first Figure 5.3a , all detected clusters are 
shown, with noise points displayed in grey. Each colour represents a different cluster. This highlights how even 
when points are part of a cluster, there can be points with low membership score. This figure also demonstrates 
how noise can generate micro-clusters, which are spatially erratic and will reduce precision if left to stay in the data. 
The second Figure 5.3b shows the clusters after removing noise points and excluding all points with a membership 
probability below 0.5. The resulting clusters are more localized, consistent and less effected by spurious noise. 
This preprocessing step significantly improves the reliability and precision of detected irregularities and leads to 
more robust detection results. 

5.2.3 Probability-Weighted Cluster Centers 
HDBSCAN provides membership probabilities for each point in a cluster, representing the strength of cluster 
membership based on it’s persistence across the cluster hierarchy rather than simple spatial proximity. The mem-
bership probability of a point a is calculated as the ratio of the point’s stability to the maximum cluster stability, 
as shown in the equation below. 

probability(a) = 
λ(a) 

λmax(cluster) 
(5.1) 

In this expression, λ(a) denotes the linkage distance associated with point a, typically interpreted as the distance 
at which a first joins cluster C during the hierarchical clustering process. The quantity λmax(cluster) represents the 
maximum linkage distance observed within the entire cluster and is used to normalize λ(a) so that the resulting 
value lies in the interval [0, 1]. For clarity, λmax(a) refers to the distance at which point a joins the cluster, while 
λmin(a) denotes the distance at which it leaves (if it is defined). This ratio therefore provides a measure of how 
strongly or weakly the point a is attached to its cluster. Clusters that persist across a wide range of distance thresh-
olds i.e., points with high stability are retained and clusters with low stability are discarded as noise. Points that 
remain in clusters across wider distance ranges receive higher probabilities. These cluster membership probabili-
ties were leveraged to determine the spatial centers of the detected irregularities using GPS information. Since the 
clustering was performed based on the spatial coordinates of the measurements, the next step involves identifying 
the central location of each cluster to serve as a representative point of the corresponding road irregularity. To 
achieve this, the membership probabilities are treated as weights, allowing points with higher stability i.e., higher 
likelihood of belonging to the clusters, to contribute more significantly to the position calculation. Specifically, 
probability-weighted medians of latitude and longitude are computed, producing robust cluster centers that em-
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phasize the geographically stable core of each irregularity while minimizing the influence of peripheral points 
affected by GPS noise. The resultant cluster centers, expressed as latitude and longitude, providing accurate and 
meaningful spatial representation of road irregularities. This approach ensures that the identified locations reflect 
the most stable and relevant position within each cluster, rather than simple geometric average, effectively merging 
the samples of multiple vehicle passes into a single, robust and reliable estimation of the irregularity’s position. 

5.2.4 Cluster-to-Ground Truth Assignment using the Hungar-
ian Matching Algorithm 

The dataset derived from the global summary of all 60 combined datasets, will serve as the ground-truth reference. 
This dataset contains one row or each irregularity present and simulated in the study and will be used to evaluate 
the spatial accuracy of the detected anomalies. Once the probability-weighted cluster centers were computed using 
HDBSCAN membership probabilities, the next step involves evaluating the spatial accuracy of these detected 
irregularities relative to the established ground-truth dataset. To accomplish this, each cluster center is associated 
with the nearest ground-truth irregularity using an optimal assignment strategy based on distance minimization. 
This approach ensures that each detected cluster is matched to the most plausible corresponding ground-truth 
irregularity while avoiding multiple assignments to the same ground-truth location. This requires establishing a 
one-to-one correspondence between the computed cluster centroids and the known GT locations. This challenge 
is formally known as the assignment problem and it is optimally solved using the Hungarian Matching Algorithm. 

Hungarian Algorithm for Optimal Assignment 

The Hungarian Algorithm, also known as the Munkres assignment algorithm, provides an efficient solution to 
the optimal assignment problem between two datasets. The goal of the assignment is to minimize the total cost 
(in this case, the total distance) required to match the detected irregularity clusters to the known GT points. Since 
the clustering process may result in False Positivॶ (FP) i.e., clusters with no corresponding GT and the detection 
process may miss some GT points, resulting in False Negativॶ (FN) i.e., detections that do not correspond to a 
known GT irregularity, a robust matching method must account for these possibilities while ensuring that each 
GT point is assigned to at most one cluster and vice-versa, within a defined distance threshold. The algorithm 
follows the following steps. 

Distance Matrix Construction 

A comprehensive cost matrix, C is constructed where each element Ci,j in C, represents the physical distance be-
tween the i-th detected cluster centroid and j-th ground truth point. Since the distances are short (in the order 
of a few meters), the equirectangular distance approximation is used to find the distances. This method, while 
simple and a little slow, provides sufficient accuracy for short ranges and avoids the computational complexity of 
the more exact Haversine formula, particularly when it is applied in a vectorized manner across the entire set of 
points. The distance D between two points (φ1, λ1) and (φ2, λ2) is approximated by: 
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D ≈ R 

√

( 
(λ2 � λ1) cos 

(φ 1 + φ 2 
2 

))2 

+ (φ 2 � φ 1)2 

where R is the Earth’s radius (6, 371, 000 meters), and φ and λ are latitude and longitude in radians, respectively. 
This results in a matrix C of size Nc × Ngt, where Nc is the number of detected clusters and Ngt is the number of 
ground-truth points. 

Cost Matrix Modification (Thresholding) 

A key parameter in the evaluation is the maximum allowable distance τ, set to 3.5 meters. This threshold defines a 
spatial tolerance around each ground truth point, so that a detected cluster is considered valid only if its centroid 
lies within this distance from the corresponding ground truth location. To ensure that the Hungarian algorithm 
only tries to match clusters that are spatially close enough (within this threshold), any distance Ci,j in the cost 
matrix that exceeds τ is replaced with an arbitrarily large cost (e.g., 106). This modification effectively prevents 
the algorithm from creating an assignment between a cluster and a GT point that are too far apart, effectively 
prohibiting assignments beyond the acceptable spatial tolerance of 3.5 meters and reducing the complexity. 

Optimal Assignment and Filtering 

The Hungarian algorithm is then applied to the modified cost matrix. It finds the assignment set that minimizes 
the total sum of matched distances (costs), subject to the constraint that each cluster centroid is assigned to at 
most one GT point and each GT point is assigned to at most one cluster centroid. The result is a set of optimal 
cluster-GT pairs (i, j). The assignment set produced by the algorithm is checked against the original distance 
matrix C (before the large cost substitution). Only pairs of (i, j) where the distance Ci,j ≤ τ are considered valid 
True Positivॶ (TP) i.e., a detected cluster that is successfully matched to a GT point within the distance threshold 
τ. This represents a correct detection. Clusters that failed to match any GT within the required tolerance are 
discarded. 

Performance Metrics 

The result of the Hungarian assignment directly enables the quantification of the detection system’s performance 
using standard classification metrics. 

• True Positivॶ (TP) : The number of detected clusters that are successfully matched to a GT point within 
the distance threshold τ. This represents a correct detection. 

• False Positivॶ (FP) : The number of detected clusters that could not be matched to any GT point within 
the distance threshold τ. These are detections that do not correspond to a known GT irregularity. 

• False Negativॶ (FN) : The number of GT points that were not assigned a corresponding detected cluster 
within τ. These are known irregularities that the system failed to detect. 

From these counts, the overall detection accuracy is assessed using Precision, Recall, and the F1 Score. 
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• Precision (P) : Measures the quality of the positive detections, representing the fraction of detected clusters 
that are correct. A high precision indicates a low rate of false positives. 

Precision = 
TP 

TP + FP 

• Recall (R) : measures the coverage of the GT points, representing the fraction of actual GT irregularities 
that were successfully detected. A high recall indicates a low rate of false negatives. This is also known as 
the Ground Truth Detection Rate. 

Recall = 
TP 

TP + FN 

• F1 Score (F1) : is the harmonic mean of Precision and Recall, which provides a single, balanced measure 
of the system’s accuracy. It’s particularly useful when comparing algorithms across different datasets. The 
F1-score is calculated using the following equation: 

F1 = 2 · 
P · R 
P+ R 

where P represents Precision, the proportion of correctly identified irregularities among all detections and 
R represents Recall, the proportion of actual irregularities that were successfully detected. The harmonic 
mean, used in the F1-score, is more robust to extreme values than a simple arithmetic average, making it 
particularly suitable for situations where both false positives and false negatives are critical. This outcome 
validates the entire methodology, reflecting its reliability. 

The ground-truth association using the Hungarian algorithm evaluated by these performance metrics will mea-
sure the performance of the combined clustering and weighted median approach. 

5.3 Feature Extraction 

5.3.1 Irregularity Type estimation 
To determine the most likely irregularity type, a probabilistic inference approach was employed using the known 
Misclassification matrix M as defined in the Table 4.3. Each cluster may contain multiple irregularity types, origi-
nating from the individual detections made by the model across different runs. To determine the most probable 
true type T, of an irregularity within a validated cluster, we employ a Maximum Likelihood Estimation (MLE) ap-
proach instead of simply using the majority-observed type. This statistical approach is necessary because the ML 
model may occasionally mislabel the severity level of an irregularity. Therefore, the raw counts of observed types 
within a cluster cannot be used directly. Instead, for every cluster, the distribution of observed types is evaluated 
against the misclassification matrix M, which encodes the probability of the model predicting each observed type 
given the true underlying type. 

An entry Mi,j of the matrix M, quantifies the probability that the sensor observes the data as type j when the 
true type is actually i. This matrix allows us to infer the true event from potentially noisy observations. For any 
given cluster, we evaluate the number of times each irregularity type is observed. Let cj be the number of times 
type j was observed. Assuming the individual observations are independent, L(i) is the likelihood that a true type 
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i generated the observed data is computed by taking the corresponding probabilities from the misclassification 
matrix and raising each one to the power of its observation count, then multiplying them together. 

L(i) = 
∏ 

j 
(Mi,j)

cj 

The estimated type T∗ for the cluster, is the one that maximizes this likelihood across all possible true types. The 
formula is as follows, 

T ∗ = argmax 
i 

(L(i)) 

This estimated type is the classification most statistically probable to have generated the aggregated sensor readings. 
By normalizing these computed likelihoods, we obtain a probability, effectively a confidence score for each possible 
true type. This gives a clear, statistically grounded measure of how likely it is that the cluster truly belongs to each 
irregularity category. 

5.3.2 Irregularity Length estimation 

Estimating the physical length of the road irregularities in the absence of accelerometer and sonar data proved to 
be the most challenging aspect of the feature extraction stage. Unlike the spatial centroid of the cluster, which is 
determined geographically, the length of an irregularity is derived from the temporal duration of the vehicle over 
the irregularity. The length estimation method relies on the fundamental relationship between speed, time, and 
distance. It uses the aggregated data from all vehicle runs that contributed to a single cluster. The procedure is 
designed to be robust against variations in sensor timing and vehicle dynamics. 

Aggregation and Sampling Rate Calculation 

For each cluster, the raw data points are first grouped by the run name (i.e., each separate pass of the vehicle over 
the irregularity). This segmentation ensures that calculations are performed under consistent speed and sensor 
conditions for that specific traversal. 

Tjittered = Tsensor × 
�

1 + U(0, J) 
) 

where Tsensor is the nominal sampling period and U(0, J) is a random variable drawn from a uniform distribution 
between 0 and J, where J represents the jitter percentage. 

fs = 1/Tjittered 

To account for the simulated sensor jitter, the sensor’s sampling interval (Tjittered) is calculated. By incorporat-
ing the known jitter factor (jitter) for that run into the nominal sensor period (Tsensor), a more accurate effective 
sampling frequency (fs) for each run is derived. 

60 



Length calculation 

The total duration that the vehicle spent crossing the irregularity is determined by multiplying the number of 
recorded samples (Nsamples) within the cluster for that run by the effective sensor period (Tjittered). This duration 
is then converted to length, using the mean vehicle speed (v̄) recorded during that segment, 

Lrun = v̄ · Nsamples 

fs 
Since a cluster may be covered by multiple vehicle runs, the final estimated length, Lest, is taken as the median of 

all the calculated Lrun values. Using the median provides crucial robustness against outlier runs, where an abrupt 
stop or acceleration may have temporarily skewed the speed measurement. 

Performance Metrics 

The performance of the length estimation methodology is quantified by comparing the calculated Lest to the cor-
responding true length (Ltrue) provided by the ground truth data. The accuracy analysis yielded the following 
results: 

• Mean Absolute Error (MAE) : is calculated as the mean of the absolute differences between the estimated 
length Lest and the true length Ltrue. 

• Biॵ : measures the average systematic deviation of the estimates from the true values. A positive bias 
indicates a tendency to overestimate, while a negative bias indicates a tendency to underestimate the irreg-
ularity length. 

The length estimation results evaluated with these performance metrics will validate the effectiveness of the 
temporal-speed based approach for length estimation. This estimation of length allows for the subsequent classi-
fication of the irregularity into categories small (< 1.0 m), medium (< 3.0 m), long (< 5.0 m), and area (≥ 5.0 
m). 

5.4 Conclusion 
This chapter has clearly detailed the components of the developed data aggregation framework. This methodol-
ogy integrates HDBSCAN clustering with probabilistic feature extraction and an optimal ground-truth matching 
algorithm. This combined approach is designed to transform raw, noisy sensor data into accurate and meaning-
ful classifications of road irregularities. Based on the different performance metrics presented for spatial cluster 
estimation, severity-level estimation, and type estimation, the framework’s performance will be evaluated. These 
performance metrics will prove the effectiveness of irregularity position detection, severity-level classification, and 
length estimation, confirming the practical utility of this approach. 

Collectively, these methods establish a reliable system for converting distributed noisy vehicle sensor data into 
actionable road irregularity data, validating the methodology’s capability and robustness to overcome inherent 
sensor limitations and noise. The results and a detailed discussion of performance metrics, including precision, re-
call, F1-score, and estimation accuracy, will be presented in the following results chapter, where this proposed data 
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aggregation approach is applied to two datasets, (i) the 60 simulated vehicle runs that generated 471,732 samplॶ 
within the simulation environment, and (ii) the 28,000 in-field data samples collected from real vehicle operations. 
The resulting detection and characterization performance will be presented and discussed in detail in the Results 
chapter. 
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6 
Results 

The data aggregation algorithm presented in the Chapter 5 has been designed o aggregate raw road irregularity mea-
surements collected across multiple vehicle runs into a clean, unified dataset that is easier to interpret and analyse. 
The method was rigorously tested using both simulated and real-world data, providing a thorough evaluation 
of its performance in diverse conditions. To stress-test the algorithm a total of 60 vehicles runs were simulated. 
These runs were deliberately configured with extremely high speeds, varying measurement noise (σ) and worst-case 
hardware jitter to emulate challenging operational conditions. This creates a comprehensive dataset representing 
a broad spectrum of real-world uncertainties, including GPS inaccuracies and sensor noise. 

In total, the simulated data consisted of 471, 732 samples across all runs. Applying the data aggregation method, 
this large and unwieldy dataset was condensed into a ׹nal irregularity dataset, in which each row corresponds to 
a single detected road irregularity. For each irregularity, the dataset contains the following data, 

• Road Name : The name of the road segment where the irregularity is located. 
• Cluster ID : The Cluster ID assigned to the irregularity by the HDBSCAN clustering algorithm. 
• Latitude & Longitude : The spatial center coordinates representing the position of the irregularity. 
• Distance to Ground Truth : The spatial distance between the detected road irregularity position and the 

corresponding ground truth position. 
• True Type : The ground-truth classification of the irregularity. 
• Estimates type : The type estimated by the aggregated measurements. 
• True length : The ground-truth physical length of the irregularity. 
• Estimated Length (m) : The estimated length of the irregularity derived from the aggregated data. 
• Length Class : The categorical length interval (short, medium, long and area) assigned based on the esti-

mated length. 

By condensing the multi-run raw data into individual irregularity representations, the algorithm enables both 
quantitative analysis and practical interpretation of road irregularities. 
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6.1 Ground Truth Association 
The accuracy of the clustering and aggregation process was evaluated by associating each detected cluster with the 
ground-truth irregularities using the Hungarian assignment algorithm (Section 5.2.4). The Hungarian algorithm 
ensures a one-to-one optimal mapping between the detected clusters and configured ground truth irregularities 
based on spatial proximity. The successful implementation of the Hungarian algorithm, based on the spatial tol-
erance threshold τ = 3.5 meters, establishes the necessary validated dataset of True Positive clusters. By associating 
each successfully detected cluster with its corresponding ground truth entry, this step creates the foundation for 
the subsequent, more detailed accuracy analysis of irregularity characteristics and allows for the computation of 
key performance metrics. 

• Precision: The aggregation algorithm yielded a strong precision of 0.854, indicating that 85.4% of detected 
clusters correspond to a validated ground truth irregularity. It should be noted that even with careful 
clustering, some spurious clusters (False Positivॶ) are inevitable. Realistic noise introduced by the ML de-
tection model accumulates over multiple runs, and these noisy points aggregate into micro-clusters. This 
phenomenon is an inherent and inevitable artifact of repeated measurements and cannot be completely 
eliminated. 

• Recall: The system achieved 41 true positive detections, correctly identifying nearly all documented irreg-
ularities with only 4 false negatives (missed detections), representing a low missed detection rate of 8.89%. 
This high recall rate of 91.1% demonstrates the method’s effectiveness in capturing the majority of actual 
road irregularities. 

• F1-Score: The F1 score of 0.882 provides a balanced and comprehensive assessment of the system’s overall 
detection capability. This high value indicates a strong and well-balanced performance, where the sys-
tem successfully minimizes both missed detections and false alarms. The harmonic mean, used in the 
F1-score, is more robust to extreme values than a simple arithmetic average, making it particularly suitable 
for situations where both false positives and false negatives are critical. This outcome validates the entire 
methodology, confirming its high reliability. 

6.2 Spatial Center Accuracy 
The accuracy of the spatial localization of irregularities was assessed by measuring the distance between each clus-
ter’s computed median coordinates and its corresponding ground-truth point. This weighted median was com-
puted using the membership probabilities of the cluster points produced by the HDBSCAN algorithm, ensuring 
that points with higher cluster confidence contributed more strongly to the final position estimate. In this way, a 
robust probability-weighted spatial center was obtained, representing the most likely position of each irregularity. 
A threshold of τ = 3.5m was chosen, reflecting the horizontal position accuracy of the GPS sensor (approximately 
2.5 m) plus an additional 1 m margin to account for operational sensor noise and other uncertainties present in 
real-world scenarios. Using this threshold, the vast majority of road irregularities (91.1%) were found within 3.5 m 
of their ground-truth location, with only four irregularities exceeding this distance, confirming that the algorithm 
reliably identifies the true position of the irregularities. This fact is illustrated in the Figure 6.1. 
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Figure 6.1: Detected Road Irregularities. 

In the figure, the ground-truth location of each irregularity is shown as a black point, while the purple point 
represents the probability-weighted spatial center of the detected cluster. As illustrated, these two points lie very 
close to each other for the vast majority of cases, however despite this inherent noise, the detected cluster cen-
ters consistently align with the true irregularity locations. This visual evidence further confirms the accuracy and 
reliability of the spatial localization approach. 

6.3 Type Estimation Accuracy 
For all successfully matched clusters, the severity type Type of the irregularity was estimated. In our experiments, 
this method yielded a severity-level estimation accuracy of 100%, demonstrating the reliability of this approach for 
characterizing the severity level of road irregularities. This demonstrates that the post-aggregation classification 
method is highly robust and correctly identifies the severity level of each irregularity across a range of conditions. 
This consistency of type estimation is particularly noteworthy, because it confirms that the algorithm effectively 
aggregates points within a cluster and reliably identifies the underlying road irregularity characteristics, even when 
the individual measurements may be noisy or dispersed. 

6.4 Length Estimation Accuracy 
The accuracy of the estimated length was evaluated by comparing the predicted values against the ground truth ir-
regularity lengths. Quantitative performance metrics were computed, including the Mean Absolute Error (MAE), 
Bias and Percent Bias. 

• Mean Absolute Error (MAE): The average absolute difference between the estimated and true length 
was found to be quite low, at 0.185 m (approximately 18.5 centimetres). This indicates that, on average, 
the length estimates are highly precise and are within approximately 18.5 centimetres of the true physical 
length. 
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• Bias: The method exhibits a slight positive Bias of 0.181 m, corresponding to a 15.25% Percent Bias. This 
small positive value suggests a consistent tendency of the system towards overestimation of the irregularity 
length. This systematic bias is likely due to the inherent time-lag in sensor response or the averaging of 
speed. 

Figure 6.2 illustrates the system’s performance in accurately estimating the length the road irregularities. As shown 
by the blue points relative to the ideal red dashed line, we can observe the relationship between the true and 
estimated lengths. 

Figure 6.2: Comparison of true vs estimated lengths for road irregularities. 

The red dashed line indicates perfect estimation. As shown, most detected points (blue points) lie very close to 
this line, suggesting excellent length estimation accuracy. Only four points appear as outliers, exhibiting notice-
able overestimation. For the remaining irregularities, the estimates consistently follow the ground truth values, 
illustrating the robustness of the system across a variety of feature sizes. 

These results demonstrate that the median-based spatial cluster calculation, coupled with density-based clus-
tering provides highly accurate localization of road irregularities, making the dataset suitable for detailed spatial 
analysis and further modelling. 

6.5 Application to Field Data 
To further assess the robustness and practical applicability of the aggregation method, it was applied to real-world 
data collected during field test runs, comprising approximately 28, 000 individual samples. The eight sub-figures 
in the Figure 6.3 illustrate eight road irregularities, including uneven road surface, bumps, cracks and distortions. 
Across all examples, the method produced consistent type assignments within each cluster, demonstrating 100% 
consistency despite the absence of explicit ground-truth labels. 
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(a) Type 01 (b) Type 02 (c) Type 03 (d) Type 04 

(e) Type 05 (f) Type 06 (g) Type 07 (h) Type 08 

Figure 6.3: Representative Ćeld irregularities with their estimated spatial centers and lengths. 

Although no ground-truth data was available, the full algorithm was executed end-to-end, performing clus-
tering, spatial center estimation, irregularity length estimation, and irregularity type assignment. The detected 
spatial positions, shown in Figure 6.4, were visually coherent and aligned well with the images collected using the 
on-board Huskylens camera. 

Figure 6.4: Detected Spatial positions of the eight road irregularities. 

Length estimation procedure was performed across all field-measured irregularities. The estimated lengths ex-
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hibited a systematic overestimation tendency, often extending way beyond the true physical extent of each object. 
For instance, the drain cover in Figure 6.3a is visibly shorter than 0.7,m, yet the system estimated a length of ap-
proximately 4.9,m. This discrepancy results primarily from GPS drift, positional noise, and the spatial spread 
introduced by multiple vehicle passes, which collectively inflate the geometry inferred from the aggregated trajec-
tories. 

To preserve interpretability, irregularities were therefore grouped into broader length classes—small (below 1 
m), medium (1.1–3 m), large (3–5 m), and area (above 5 m). This allowed meaningful size comparisons without 
relying on precise metric accuracy. 

Table 6.1: Summary of the eight identiĆed road irregularities. 

Field Data 
Irregularity 

Severity 
Level Latitude Longitude Estimated 

Length (m) Length class 

Type 01 2 45.407988 11.888276 4.927 large 
Type 02 1 45.408253 11.889678 5.928 area 
Type 03 2 45.407828 11.899642 6.042 area 
Type 04 1 45.406366 11.895484 5.292 area 
Type 05 2 45.406314 11.894349 4.254 large 
Type 06 2 45.875972 12.305523 12.189 area 
Type 07 1 45.877485 12.306862 19.391 area 
Type 08 1 45.868153 12.307047 24.649 area 

Each irregularity was recorded during eight vehicle passes, resulting in multiple overlapping trajectory datasets. 
While this repetition inflates the spatial spread of clusters, it also strengthens detection reliability, as repeated ob-
servations reinforce the underlying data patterns. Among the eight detected irregularities, all except two fall into 
the area category, consistent with the observed overestimation effects. The two large irregularities (Type 01 and 
Type 05) correspond to drain covers. Type 05 includes surrounding pavement cracking, making its larger estimated 
footprint plausible, whereas Type 01 is clearly overestimated, primarily due to GPS drift and noise. 

In contrast to the field results, the simulation environment produced highly accurate length estimates, demon-
strating that the method is fundamentally capable of precise irregularity sizing even when localization noise is 
present. However, as the analysis of real-world data shows, substantial overestimation occurs under practical 
real-world sensing conditions. This discrepancy reveals a limitation of the current approach in length assessment, 
which is predominantly influenced by GPS drift and accumulated spatial uncertainty across multiple vehicle passes. 
In future work, this limitation could be mitigated through the integration of accelerometer and sonar based data 
into the feature extraction and estimation stage of the system, providing a more robust approach for determining 
the true spatial extent of an irregularity. 

These observations highlight the need for improved GPS filtering and sensor fusion strategies to refine spatial 
length estimation. Nevertheless, the system demonstrates strong generalization to real-world conditions, as the 
irregularities are consistently detected, reliably assigned a severity level, and associated with a spatial location that 
remains strongly plausible despite unavoidable sensor limitations. Overall, the results confirm that the proposed 
data aggregation framework is well-suited for large-scale road condition monitoring under diverse and challenging 
real-world environments. 
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6.6 Limitations 
While the system demonstrates strong performance across both simulated and real-world scenarios, several limita-
tions were identified during testing. The most relevant of these are summarised below, 

• Length Estimation Accuracy : The current approach for estimating the length of the road irregularities 
relies on a combination of sensor sampling rate, the total number of samples per irregularity, and the mea-
sured vehicle speed. Although this method is computationally lightweight and simple to implement, it 
consistently overestimates the true physical extent of the irregularities. This overestimation is exacerbated 
by GPS drift and multi-pass data accumulation which inflates the data per cluster for a road irregularity. 
Future iterations of the system would benefit from more robust length-estimation strategies, potentially 
involving direct spatial reconstruction using accelerometer and sonar data. 

• Lack of Accelerometer and Sonar Simulation : The simulation framework used in this work does not 
model accelerometer and sonar readings. This omission is partly justified by the fact that such sensitive 
sensor signals are inherently complex and difficult to reproduce faithfully in a simulated environment. 
However, their absence limits the realism of this simulation framework and restricts the ability to test 
multi-sensor algorithms before field deployment. While it is theoretically possible to simulate these signals, 
doing so would require substantial effort, detailed modelling, and extensive calibration to align simulated 
behaviour with real-world hardware behaviour. But nevertheless, this provides a promising direction for 
future development. 

• GPS Behaviour and Logging Inconsistencies : A discrepancy was noticed in the operational behaviour of 
the GPS sensor. During several field runs, the device repeatedly reported an GPS ׺ag of 1, implying fresh 
measurements for almost all 17-20 samples per second. This behaviour is physically impossible, as the 
GPS sensor supports a maximum sampling rate of 5 Hz. This indicates potential issues in the logging or 
perhaps the data parsing stage on the arduino sketch such as an uncleared buffer, misinterpreted messages, 
or a flaw in the firmware. These inconsistencies artificially inflate positional estimates and must be resolved 
to ensure reliable operation in future deployments. 

• Need for Additional Hardware Calibration : To refine the system further, more extensive real-world data 
collection is necessary. Multiple controlled runs with the hardware would allow for an empirical estima-
tion of the key parameters and configuration used by the simulation framework, provide better insight 
into system dynamics and also help reveal additional limitations that simulation alone cannot uncover. 
Such calibration is essential for improving robustness, repeatability and accuracy in future versions of the 
simulation framework. 

6.7 Conclusion 
This thesis presented the design, development, simulation, and validation of a comprehensive multi-sensor Road 
Anomalies Detection system capable of identifying, localising, and characterising road surface irregularities under 
both simulated and real-world conditions. The work successfully demonstrated how simulation, data-driven ag-
gregation, and field experimentation can be combined into a coherent and effective methodology for extracting 
actionable information from distributed vehicle sensor data. A central achievement of this research is the creation 
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of a simulation-driven framework that faithfully mirrors the operational behaviour of the real road anomaly de-
tection pipeline. This environment enabled rapid prototyping, repeatable experimentation and safe testing of 
the data aggregation algorithm without the logistical challenges and inherent risks of continuous field trials. The 
simulation system was designed to generate sensor data closely resembling real-life field data while allowing con-
trolled manipulation of noise, speed, jitter, and environmental effects, thereby providing a powerful system for 
evaluating robustness and reliability. This simulation-first approach proved invaluable, accelerating development 
cycles and enabling the systematic testing of algorithmic behaviour across a wide range of operating scenarios. 

The proposed clustering and probabilistic feature-extraction methods demonstrated strong performance in 
detecting irregularity locations, achieved high spatial estimation accuracy and consistently meaningful feature de-
tections. The severity-level classification achieved excellent consistency and produced stable and coherent results 
across all irregularities. Even though length estimation exhibited a consistent overestimation trend under real-
world noise conditions, the broader length-class grouping provided a interpretable alternative for practical use. 
Taken together, these outcomes confirm that the system is capable of converting noisy, imperfect, and multi-pass 
sensor data into useful, structured, and dependable data-driven road condition monitoring. 

During development and testing, several limitations were identified, most notably the challenges introduced by 
GPS drift, logging inconsistencies, and the absence of accelerometer and sonar signals in the current simulation. 
However, these limitations do not detract from the validity of the core contributions. Instead, they illuminate 
clear and achievable paths for future improvement. Nevertheless, the progress demonstrated in this thesis provides 
strong evidence that these enhancements lie well within reach and will further strengthen the system’s deployability 
in large-scale road monitoring applications. Overall, this work offers a solid functional foundation and a clear 
strategic roadmap for advancing road surface assessment and monitoring using a distributed sensor-based Road 
Anomaly Detection System. It highlights the importance of combining simulation, statistical inference, and real-
world experimentation and shows how these elements can compliment one another to produce a robust, scalable, 
and adaptable road anomaly detection framework. Beyond its technical contributions, the system showcases the 
potential for low-cost, high-availability, vehicle-based sensing to transform how municipalities, fleet operators, 
and infrastructure stakeholders understand and maintain road networks. 

In conclusion, this thesis not only delivers a working, validated road anomaly detection framework but also 
establishes a comprehensive methodological blueprint for future developments in road-condition monitoring, 
demonstrating the strength of simulation-driven design, the importance of multi-sensor integration, and the value 
of rigorous field validation in building reliable intelligent road surface monitoring systems. By enabling earlier and 
more precise identification of hazardous road irregularities, the system supports timely maintenance interventions 
that directly reduce accident risks for Vulnerable Road Users (VRUs). Furthermore, the enhanced road surface 
assessment data generated through large-scale, vehicle-based sensing contributes to safer urban environments, re-
inforcing the broader objectives of sustainable and inclusive VRU mobility. 
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