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Abstract

Accurate estimation of water flow dynamics poses significant challenges for

conventional frame-based vision systems due to low temporal resolution, mo-

tion blur, and extreme specular reflections. This thesis presents a novel, fully

event-based stereo vision system specifically engineered for the 3D kinematic

tracking of tracer particles and volumetric flow estimation. Leveraging the

asynchronous nature, microsecond latency, and high dynamic range of neuro-

morphic sensors, the proposed system inherently bypasses the optical saturation

issues of standard cameras. The core contribution is a robut offline perception

pipeline designed to solve the unique spatial and temporal assignment problems

of asynchronous data. Specifically, it introduces a custom dipole bond manager

for bipartite polarity matching, seamlessly integrated with a 9-state constant

acceleration Kalman filter and strict epipolar constraints. Validated through

controlled synthetic simulations and deployed over a physical hydrodynamic

setup, the system successfully reconstructs dense 3D lagrangian trajectories and

comprehensive eulerian vector fields. The results demonstrate the extreme preci-

sion of event-based stereoscopy, providing a highly robust analytical framework

for high-frequency volumetric flow measurement.





Sommario

La stima accurata della dinamica dei flussi idrici pone sfide significative per i

tradizionali sistemi di visione basati su frame, a causa della bassa risoluzione

temporale, del motion blur e dei forti riflessi. Questa tesi presenta un innovativo

sistema di visione stereo completamente event-based, ingegnerizzato specifi-

catamente per il tracciamento cinematico 3D di particelle traccianti e la stima

volumetrica del flusso. Sfruttando la natura asincrona, la latenza al microsec-

ondo e l’high dynamic range dei sensori neuromorfici, il sistema proposto aggira

intrinsecamente i problemi di saturazione ottica delle telecamere standard. Il

contributo centrale di questo lavoro è una robusta pipeline di percezione offline,

progettata per risolvere i problemi di assegnazione spaziale e temporale tipici

dei dati asincroni. Nello specifico, l’architettura introduce un modulo custom, il

dipole bond manager, per il matching bipartito delle polarità, integrato con un

filtro di Kalman a 9 stati ad accelerazione costante e con rigidi vincoli epipolari.
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1
Introduction

1.1 Beyond Traditional Vision

Artificial visual perception has traditionally relied on synchronous frame-

based sensors, which means that they are designed to acquire entire matrices of

pixels at regular predefined intervals. Although this paradigm has driven the

development of Computer Vision for decades, it does not come without struc-

tural limitations, especially when applied to highly dynamic scenarios or under

strict computational resource constraints. The synchronous nature of a standard

camera (operating, for instance, at 30 or 60 frames per second) ignores the actual

variation of visual information, implying the generation of a massive amount of

redundant data in the static areas of the scene. Simultaneously, it causes the loss

of crucial temporal information for fast-moving objects, ultimately leading to

severe motion blur. To overcome these bottlenecks, research has recently shifted

toward a radical paradigm change inspired by the functioning of the human

biological retina: neuromorphic vision. Event-based visual sensors (Dynamic

Vision Sensor, or DVS) subvert the very concept of a frame. In this architecture,

each individual pixel operates completely independently and asynchronously,

generating a signal, defined as an event, only when it detects a relative change

in light intensity that exceeds a pre-set logarithmic threshold. The output is no

longer a sequence of static images, but a continuous, temporally dense stream

of sparse data that encodes exclusively the relevant dynamics of the scene.

1



1.2. WATER FLOW ESTIMATION AND PARTICLE TRACKING

Figure 1.1: Comparison between traditional frame-based acquisition (left) and
the asynchronous, sparse output of an event-based sensor (right). Image cour-
tesy of Prophesee.

This data-driven acquisition mechanism guarantees unprecedented advan-

tages: microsecond-level latency, a High Dynamic Range (HDR) capable of han-

dling extreme illumination gradients without saturating, and a drastic reduction

in bandwidth requirements. These characteristics make event-based sensors an

enabling technology across a wide spectrum of demanding domains, ranging

from autonomous robotic navigation to ultra-high-speed industrial tracking.

Among these challenging applications, the quantitative analysis of complex fluid

dynamics represents a particularly unexplored use case, one where traditional

vision systems face severe operational hurdles, as discussed in the following

section.

1.2 Water Flow Estimation and Particle Tracking

Estimating water flow dynamics is a critical task in fluid mechanics, environ-

mental monitoring, and robotic navigation. Traditional non-intrusive measure-

ment techniques, such as Particle Tracking Velocimetry (PTV), rely on observing

the kinematics of tracer particles floating on or suspended within the fluid. How-

ever, applying frame-based computer vision to water surfaces presents severe

optical and computational challenges. The water surface is inherently reflective,

leading to specular glare and dynamic illumination changes that easily saturate

2



CHAPTER 1. INTRODUCTION

standard CMOS sensors. Furthermore, fluid kinematics often involves rapid,

unpredictable movements and micro-turbulences that require extremely high

frame rates to capture accurately. In traditional setups, this necessity exacer-

bates data redundancy and creates severe processing bottlenecks. Event-based

vision offers a compelling and natural solution to these environmental chal-

lenges. Thanks to their inherent High Dynamic Range and temporal microsec-

ond resolution, event cameras can reliably capture fast-moving floating tracer

particles while remaining exceptionally robust to the extreme lighting condi-

tions, glare, and reflections typical of fluid surfaces. Because these sensors only

report local changes in brightness, the static portions of the water are automat-

ically filtered out at the hardware level, drastically reducing the data payload

and computational burden on embedded systems. Nevertheless, transitioning

from raw asynchronous event streams to robust 3D flow estimation introduces

unique algorithmic hurdles. While the continuous event stream can be accu-

mulated into discrete temporal slices to leverage classical spatial operations and

established epipolar constraints, the resulting representations fundamentally

differ from standard optical images. As a particle moves, it does not generate

a solid spatial footprint; rather, it produces distinct spatiotemporal clusters of

positive (ON) and negative (OFF) polarity events corresponding strictly to its

leading and trailing edges. Consequently, standard template matching or direct

correlation of the particle’s entire volume is unfeasible. Solving this complex

spatial assignment problem, while filtering out sensor noise and managing the

stochastic nature of fluid motion, constitutes the primary challenge in develop-

ing a reliable, event-based stereo PTV system.

1.3 The Proposed Approach

To address the aforementioned challenges, this thesis proposed a novel fully

event-based stereo vision system designed for 3D tracking of floating parti-

cles and the estimation of volumetric water flows. The hardware architecture

comprises a custom stereo rig featuring two state-of-the-art Prophesee Genx320

event sensors, interfaced with a Raspberry Pi 5 embedded processing platform.

The stereo system is positioned facing downward toward the water surface,

optimizing the field of view to capture the fluid kinematics while minimizing

direct specular reflections. Calibrating asynchronous event sensors requires

specialized techniques, as standard static patterns do not generate events. Con-

3



1.4. CONTRIBUTIONS

sequently, the intrinsic and extrinsic parameters of the stereo rig were accurately

estimated using a custom calibration routine based on a high-frequency blinking

checkerboard displayed on a tablet. Once calibrated, the system captures and

logs the raw event streams generated by the moving tracer particles for subse-

quent offline processing. The core of this work lies in its robust software pipeline,

specifically designed to solve the spatial assignment problem described above.

Initially, the raw asynchronous data is accumulated into discrete temporal slices.

To ensure strict geometric consistency, this spatial data is immediately rectified

to perfectly align the epipolar geometry prior to any feature extraction. At this

stage, the system first addresses the inter-camera spatial assignment problem

by matching the extracted polarity clusters between the left and right views,

immediately triangulating their independent 3D spatial positions. Temporal

association and kinematic estimation are then managed by a predictive tracking

module, which ensures smooth 3D trajectory reconstruction and robust predic-

tion of the separated polarities. Following this temporal tracking, the pipeline

executes a final data fusion step: a custom matching logic associates the positive

and negative tracks to resolve the dipole configurations, successfully identifying

the true physical centroid of each particle. Finally, the processed data is analyzed

to compute velocity histograms and generate dense vector fields, providing a

clear representation of the volumetric fluid dynamics.

1.4 Contributions

Building upon the proposed architecture, this work introduces specific method-

ological advancements to solve the algorithmic challenges of asynchronous fluid

tracking. The primary novel contributions of this thesis are:

• Neuromorphic 3D PTV for Volumetric Water Flow: The formulation of
a fully event-based stereo vision approach tailored for fluid dynamics.
By leveraging the microsecond temporal resolution and High Dynamic
Range of neuromorphic sensors, the system inherently overcomes the se-
vere specular glare that typically causes standard CMOS sensors to fail
on water surfaces. Furthermore, by tracking suspended tracers at vary-
ing depths rather than relying on strict planar assumptions, the system
extracts rich 3D kinematic information for a comprehensive estimation of
volumetric flows.

• Bipartite Dipole Matching: The design of a custom matching logic (the
Dipole Bond Manager) that formulates the spatial association of positive
(ON) and negative (OFF) event clusters as a bipartite matching problem.

4



CHAPTER 1. INTRODUCTION

By applying the Hungarian algorithm, this approach robustly couples the
leading and trailing edges of a moving particle, filtering out transient noise
to identify its true unified physical centroid.

• Robust 3D Kinematic Tracking Framework: The integration of the matched
neuromorphic data with an epipolar stereo triangulation module and a 9-
state constant acceleration Kalman filter (G = [G, H, I, EG , EH , EI , 0G , 0H , 0I]

)).
This architecture ensures stable 3D trajectory reconstruction and reliable
temporal association, directly enabling the generation of accurate velocity
histograms and dense macroscopic vector fields.

1.5 Thesis Outline

The remainder of this thesis is structured as follows:

• Chapter 2 (State of the Art): Provides the theoretical background of neu-
romorphic vision and the Address-Event Representation (AER) protocol.
It explores the principles of event-based stereo vision, epipolar geometry,
and reviews the current literature on Particle Tracking Velocimetry (PTV)
applied to fluid dynamics. Finally, it introduces the mathematical foun-
dations of the tracking algorithms utilized, specifically bipartite matching
and Kalman filtering.

• Chapter 3 (System Architecture): Details the hardware and software de-
sign of the proposed stereo rig. It describes the physical characteristics
of the Prophesee GenX320 sensors, the hardware-level synchronization
and the deployment of the Raspberry Pi 5 as the embedded processing
edge node, along with the "decouple-and-store" software ecosystem used
to manage high-bandwidth asynchronous streams.

• Chapter 4 (System Calibration and Spatial Validation): Explains the cus-
tom active calibration methodology required for event cameras. It covers
the extraction of features from a high-frequency blinking checkerboard,
the optimization of the intrinsic and extrinsic parameters, and presents a
rigorous mathematical validation of the stereo system’s 3D metric depth
accuracy.

• Chapter 5 (3D Kinematics Tracking and Fluid Velocity Estimation): Con-
stitutes the algorithmic core of the research. It meticulously describes
the offline tracking pipeline, from spatial stereo rectification to predictive
kinematic tracking via 9-state constant acceleration Kalman filters. It in-
troduces the custom Dipole Bond Manager for native polarity association
and details the final generation of macroscopic eulerian vector fields.

• Chapter 6 (Experimental Setup and Results): Presents the validation of the
entire architecture. The chapter is divided into the initial benchmarking
against mathematically absolute ground truth using controlled synthetic

5



1.5. THESIS OUTLINE

simulators, followed by the description of the physical hydrodynamic de-
ployment over a water tank and the analysis of the extracted physical flow
metrics.

• Chapter 7 (Conclusions and Future Works): Summarizes the engineering
achievements of the thesis, evaluates the viability of the neuromorphic ap-
proach for fluid tracking, and proposes potential future structural expan-
sions, such as in-situ sub-aquatic deployment and real-time algorithmic
translation.

6



2
State of the Art

2.1 Neuromorphic Vision and Event-Based Sensors

2.1.1 The DVS Pixel Architecture

Figure 2.1: Schematic diagram of the independent Dynamic Vision Sensor (DVS)
pixel circuit. Adapted from Lichtsteiner et al. [19]

The fundamental element of event-based vision is the independent Dynamic

Vision Sensors (DVS) pixel circuit. As originally formalized in the foundational

works by Lichtsteiner et al. [19] and comprehensively reviewed by Gallego et al.

[9], a DVS does not integrate light over a global exposure time. Instead, each pixel

is an independent asynchronous circuit comprising three main analog stages

[15]: a logarithmic photoreceptor, a differencing circuit, and a dual-comparator

7



2.1. NEUROMORPHIC VISION AND EVENT-BASED SENSORS

stage.

• Logarithmic Photoreceptor: The incident light �(G, H, C) is continuously
transduced into a logarithmic voltage signal+;>6 ∝ ;=(�). This logarithmic
compression is the physical source of the sensor’s extreme High Dynamic
Range (HDR), allowing it to process intra-scene illuminations spanning
over 120 dB without saturation.

• Differencing Circuit: The voltage +;>6 is passed through a capacitive dif-
ferencing amplifier. This stage effectively removes the DC components
of the signal (the static background illumination) and amplifies only the
transient AC changes.

• Comparators: The amplified change is continuously evaluated by two
comparators against distinct positive and negative thresholds.

Mathematically, let !(G, H, C) = ;=(�(G, H, C)). An event is triggered at the

pixel (G, H) at time C if the change in log-intensity since the last emitted event at

CA4 5 exceeds a threshold �:

Δ! = !(G, H, C) − !(G, H, CA4 5 ) ≥ ? · � (2.1)

where ? ∈ {+1,−1} denotes the polarity of the variation (ON or OFF). Im-

mediately after an event is triggered, the local circuit reset, updating CA4 5 = C,

and the pixel returns to monitoring new variations.

2.1.2 The Address-Event Representation (AER) Protocol

When a pixel’s comparator fires, the event must be transmitted off-chip.

Because multiple pixels can trigger simultaneously in a dense spatial cluster

(e.g., the leading edge of a moving particle), the readout is managed by an

asynchronous peripheral arbitration logic [33] [1].

The data is transmitted using the Address-Event Representation (AER) pro-

tocol [3]. Instead of transmitting an array of intensity values, the sensor outputs

a highly sparse, asynchronous stream of digital tuples [35] [8]. Each event 4: is

defined as:

4: = ⟨G: , H: , C: , ?:⟩ (2.2)

Here, (G: , H:) represents the spatial address of the active pixel, C: is the

microsecond-resolution timestamp assigned by the chip’s digital logic, and ?:

is the binary polarity. This data-driven readout mechanism guarantees that the

8



CHAPTER 2. STATE OF THE ART

communication bandwidth is strictly proportional to the dynamic activity in

the scene [27] [8], effectively decoupling temporal resolution from the spatial

resolution of the array. While the AER protocol efficiently transmits raw, asyn-

chronous pixels activations, these discrete signals are confined to the sensor’s

internal 2D coordinate system. To utilize these events for physical measure-

ments, the raw temporal data must be mapped to the 3D real world. This crucial

transition from asynchronous hardware signals to metric spatial data requires a

rigorous geometric modeling of the sensor, which serves as the foundation for

any subsequent computer vision task.

2.2 Event-Based Stereo Vision

2.2.1 The Pinhole Camera Model

5G , 5H

B

/2

-2

.2

$2-F

/F

.F

$F [' | C]

(-F , .F , /F)

(2G , 2H)

D

E

(D, E)

Figure 2.2: Geometric representation of the Pinhole Camera Model.

To transform raw event addresses into metric spatial information, each sensor

must be modeled as a projective system. The standard approach follows the

Pinhole Camera Model [20], which defines the relationship between a 3D point

%F = [-F , .F , /F]
) in the world coordinate system and its 2D projection ? =

[D, E]) on the sensor array. This transformation is governed by the intrinsic
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2.2. EVENT-BASED STEREO VISION

matrix  :
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1
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(2.3)

where 5G , 5H represent the focal lengths, (2G , 2H) defines the principal point,

and ', C represent the extrinsic parameters (rotation and translation) that locate

the camera in space.

2.2.2 Lens Distortion and Active Calibration

Real-world lenses introduce geometric distortions, primarily radial and tan-

gential, that deviate from the ideal pinhole model [39]. For event-based sensors,

estimating these distortion coefficients presents a unique challenge: unlike stan-

dard CMOS sensors, DVS pixels remain largely inactive in the presence of static

scenes. Consequently, traditional static calibration patterns, such as printed

checkerboards, are ineffective for event cameras [14] [26].

Figure 2.3: Visualization of radial and tangential distortion.

Calibration for asynchronous sensors requires active or dynamic targets. The

sensors must be stimulated either by moving the camera relative to a pattern

[14] [21] or by using high-frequency flashing targets or flickering screens [37]

[41] [31], such as a tablet showing a blinking checkerboard. This ensures that

a sufficiently large number of pixels in the array are triggered, allowing for

a dense and accurate estimation of the lens’s focal properties and distortion

parameters. Once the intrinsic properties and radial distortions of individual

asynchronous sensors are accurately modeled and calibrated, the vision system

can be spatially expanded. By deploying two calibrated sensors in a known

spatial configuration, the resulting monocular tracking can be elevated to a full
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stereo system, introducing depth perception through the principles of epipolar

geometry.

2.2.3 Epipolar Constraint in Asynchronous Streams

Stereo vision aims to reconstruct 3D information by finding correspondences

between two spatially offset views. In a calibrated stereo rig, this search is

constrained by epipolar geometry [11]: for a given event in the left sensor, its

physical counterpart in the right sensor must lie along a specific line, the epipolar

line.

Figure 2.4: Geometric diagram of the standard epipolar constraint in a stereo
vision system.

In event-based systems, the correspondence problem is twofold [29]. First,

there is a spatial challenge: unlike frame-based cameras, event sensors do not

provide intensity textures, making traditional feature matching difficult. Sec-

ond, there is a temporal challenge: due to the asynchronous nature of the pixels,

a physical object may trigger events in the two sensors at slightly different times-

tamps. Therefore, a valid match must satisfy both the epipolar constraint and a

temporal coincidence constraint.

2.2.4 Event Accumulation

To overcome the sparsity and asynchronicity of the raw data, a common

approach in literature (and the one adopted in this work) is to accumulate

events over a fixed temporal window Δ) [17]. This process transforms the

11
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asynchronous event stream into a sequence of discrete spatial representations,

often referred to as "time-slices" or "event frames". During an accumulation

interval [C , C + Δ)], the events are projected onto a 2D grid to form a binary

or intensity-coded map. This representation effectively reconstructs the spatial

structure of moving objects (such as tracer particles), allowing for the application

of classical computer vision techniques.

2.2.5 Stereo Rectification and Constrained Matching

The efficiency of the matching process is significantly enhanced by stereo

rectification. This process applies a projective transformation to both event

frames so that the epipolar lines become horizontal and aligned with the image

rows [11] [22].

Figure 2.5: Geometric principle of stereo image rectification.

By ensuring that the vertical coordinate H of a particle is identical in both

the left and the right rectified frames (within a small pixel tolerance), the search

space for correspondences is reduced from a 2D area to a 1D line [11] [22].

However, in real-world applications, residual calibration errors, lens distortion

imperfections, and the discrete quantization of the sensor array prevent perfect

epipolar alignment [24]. Consequently, the ideal 1D search line is practically

implemented as a narrow 2D horizontal band, requiring a strict but non-zero

vertical tolerance to successfully match corresponding features. This constraint

is explicitly utilized in the triangulation logic to associate rectified centroids and

12
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calculate the disparity 3 = G! − G', which is inversely proportional to the depth

I [11]:

I =
5 · �

3
(2.4)

where 5 is the focal length and � is the baseline distance between the two

sensors. This mathematical framework allows for the translation of sparse edge

detections into a continuous 2D kinematic flow. The ability to consistently re-

construct 3D coordinates from sparse, asynchronous event streams forms the

core technological foundation of this work. However, the ultimate purpose of

this 3D spatial reconstruction is applied observation. Specifically, this neuromor-

phic stereo framework is designed to tackle one of the most optically demanding

tasks in environmental and engineering measurement: the quantitative analysis

of fluid dynamics [28] [13].

2.2.6 Particle Tracking Velocimetry (PTV) in Fluid Dynamics

Principle of Lagrangian Flow Measurement

In experimental fluid dynamics, flow measurement techniques are broadly

categorized into Eulerian and Lagrangian approaches. While Particle Image

Velocimetry (PIV) adopts an Eulerian perspective by correlating interrogation

windows to extract macroscopic velocity fields, Particle Tracking Velocimetry

(PTV) operates on a Lagrangian principle [40]. PTV aims to reconstruct the con-

tinuous trajectories of individual tracer particles suspended in the fluid [5] [23]

. This requires isolating each particle and tracking its position across successive

time instants [12]. Although PTV provides highly resolved kinematic data and

is strictly necessary to capture micro-turbulences, it imposes severe hardware

constraints. Traditional frame-based PTV requires extremely high-speed cam-

eras and intense laser illumination to freeze the particle motion and prevent

motion blur, leading to massive data redundancy and complex experimental

setups [40].

The Need for Volumetric 3D Tracking

The necessity for advanced tracking kinematics becomes particularly crit-

ical when analyzing real-world water flows. Unlike constrained microfluidic

channels or thin aerodynamic light sheets, open water streams exhibit highly
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complex out-of-plane motions, secondary circulations, and unpredictable vor-

tices [38]. A purely planar 2D observation would inevitably project these 3D

trajectories onto a flat sensor plane, introducing fatal perspective errors and

completely missing the depth dynamics. Therefore, capturing the true nature of

these flows inherently requires a volumetric 3D architecture capable of resolving

depth through stereoscopic constraints [32].

Event-Based PTV in Recent Literature

To overcome the limitations of traditional high-speed cameras, recent liter-

ature has increasingly explored neuromorphic vision for fluid dynamics. The

asynchronous nature of dynamic vision sensors naturally isolates moving tracer

particles while intrinsically suppressing static background illumination [6]. As

the field matured to address the need for volumetric tracking, research suc-

cessfully transitioned to multi-camera stereoscopic setups [4, 38]. To handle

extremely dense particle fields and survive the severe optical scattering typical

of fluid environments, prevalent modern approaches accumulate raw asyn-

chronous events into discrete temporal windows to form pseudo-frames [38,

40]. This temporal binning is highly effective, as it allows the deployment of

robust computer vision algorithms (such as morphological filtering and con-

nected component analysis) to extract spatial features and solve the stereoscopic

matching problem reliably. However, a significant physical detail is almost

universally lost in this standard accumulation process. The explicit signature

generated by a moving tracer, a distinct leading edge of positive (ON) events

and a trailing edge of negative (OFF) events, is typically discarded [38]. Existing

frameworks tend to work with a single polarity [34] or to merge these com-

plementary signals into a single, polarity-agnostic spatial blob [30]. Extracting

independent pseudo-frames for positive and negative activations, and treating

the moving particle natively as a polarized dynamic dipole to increase spatial

fidelity, remains an open challenge in current hydrodynamic literature, forming

the primary motivation for the perception pipeline developed in this thesis.
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2.3 Tracking Algorithms and Data Association

2.3.1 The assignment Problem and Bipartite Matching

In computer vision, particularly in multi-camera setups or complex feature

extraction, systems frequently encounter the challenge of associating distinct

sets of spatial observations taken at the exact same temporal instance. Mathe-

matically, this is formulated as the Assignment Problem, a fundamental com-

binatorial optimization challenge [25]. A standard approach to resolve these

spatial associations is to model the observations as a weighted bipartite graph

� = (U ,V , ℰ) [36]. In this formulation, U and V represent two completely

disjoint sets of vertices. In stereoscopic vision, for example, U could represent

the features extracted from the left camera, whileV represents the features from

the right camera. Alternatively, in signal processing, they could represent com-

plementary parts of a single physical phenomenon (e.g., positive and negative

signal poles). ℰ represents the set of edges connecting these sets, where each

edge is assigned a numerical weight representing the "cost" of that specific associ-

ation, typically calculated using spatial euclidean distance or specific geometric

constraints [36]. To find the optimal one-to-one assignment that minimizes the

total global cost, the standard mathematical approach is the Hungarian Algo-

rithm (also known as the Kuhn-Munkres algorithm) [25]. Given an = × = cost

matrix, the Hungarian algorithm solves the assignment problem efficiently in

polynomial time. By systematically manipulating the cost matrix to create zero-

cost connections, the algorithm mathematically guarantees a globally optimal

pairing, avoiding the sub-optimal pitfalls of simple "greedy" nearest-neighbor

approaches which often fail in dense spatial clusters [16]. In real-world practical

applications, however, this bipartite graph is rarely perfectly balanced. Due to

physical occlusions, sensor noise, or particles moving out of the field of view of

one camera, the number of nodes in set * often differs from set + . A robust

spatial assignment architecture must therefore incorporate maximum distance

constraints to handle unmatched nodes, preventing the algorithm from forcing

physically invalid, high-cost pairings [18]. Understanding this theoretical frame-

work is essential, as it provides mathematical foundation for reliably fusing split

features and resolving stereoscopic correspondences before any temporal track-

ing is applied.

15



2.3. TRACKING ALGORITHMS AND DATA ASSOCIATION

2.3.2 Kinematic State Estimation and the Kalman Filter

Prediction

(Time Update)

Correction

(Measurement

Update)

Predicted State

Corrected State (Next Time Step)

Noisy Measurement

Figure 2.6: Conceptual block diagram of the discrete Kalman Filter loop.

Once spatial coordinates are extracted and triangulated into a 3D metric

space, the system must track the particles over time. Fluid dynamics tracking is

inherently noisy due to sensor quantization, micro-turbulences, and temporary

particles occlusions or overlap. To manage this uncertainty, trajectory tracking

relies on Bayesian estimation, most prominently the Kalman Filter [7, 2]. The

Kalman Filter is an optimal recursive data processing algorithm that estimates

the internal state of a linear dynamic system from a series of noisy measurements.

It operates in a continuous two-steo loop:

1. Prediction (Time Update): The filter uses a physical state transition model
to project the current state estimate forward in time. For volumetric fluid
tracking, a high-order kinematic model is often required [10]. The state
vector G typically encapsulates position, velocity, and acceleration:

G = [G, H, I, EG , EH , EI , 0G , 0H , 0I]
) (2.5)

2. Correction (Measurement Update): When a new 3D measurement is ob-
served, the filter computes the Kalman Gain ( ), which balances the trust
between the mathematical prediction and the noisy sensor measurement.
The state G and its error covariance matrix % are then updated accordingly.

By maintaining a probabilistic belief of each particle’s kinematic state, the

Kalman filter gracefully handles missing data (e.g„ when a particle temporarily

disappears due to poor illumination or crossing trajectories), ensuring smooth,

physically plausible 3D trajectories essential for rigorous fluid flow analysis.
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3
System Architecture

The theoretical principles of neuromorphic vision and epipolar geometry

must be instantiated into a physical, highly synchronized hardware setup to

perform accurate 3D fluid kinematics. This chapter details the architectural de-

sign of the proposed event-based stereo vision system, specifically engineered

for the observation of water surface flows. The architecture is composed of two

primary modules: the neuromorphic sensory frontend, utilizing dual Proph-

esee GenX320 cameras, and the embedded processing backend, powered by a

Raspberry Pi 5. Furthermore, the physical geometry of the experimental stereo

rig and its alignment relative to the observed fluid volume are described.

3.1 The Neuromorphic Frontend: Prophesee GenX320

To capture the high-speed dynamics of water flows while remaining within

the strict power bandwidth constraints of an embedded system, the Prophesee

GenX320 was selected as the foundational imaging sensor. Representing a recent

iteration of Event-Based Vision (EBV) technology, the GenX320 is specifically

engineered for edge computing applications.

17



3.1. THE NEUROMORPHIC FRONTEND: PROPHESEE GENX320

Figure 3.1: The GenX320 utilized in the experimental setup. Image courtesy of
Prophesee.

3.1.1 Sensor Specifications and Form Factor

The sensor features a 320 × 320 pixel array with a highly compact 6.3�<

pixel pitch. This resolution provides an optimal balance: it is dense enough to

accurately resolve the spatial morphological features of millimiter-scale tracer

particles, yet compact enough to prevent the data bus from being overwhelmed

during dense fluid motion. The ultra-low power consumption of the chip (op-

erating in the milliwatt range) makes it particularly suited for the thermal and

energetic budget of a Raspberry Pi-based embedded pipeline.

3.1.2 On-Chip Event Signal Processing (ESP)

A critical advantage of the GenX320 for hydrodynamic applications is its in-

tegrated hardware-level Event Signal Processor (ESP). Water surfaces are highly

prone to generating spurious temporal noise due to microscopic surface rippling

and background light fluctuations. The ESP pipeline includes configurable dig-

ital filters applied directly to the Address-Event Representation (AER) stream

before it is transmitted to the host:

1. Background Activity Filter (BAF): This filter monitors the spatio-temporal
neighborhood of each triggered pixel. If an event is isolated and not
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corroborated by neighboring activity within a strict temporal window, it
is classified as thermal noise or dark current and discarded.

2. Anti-Flickering Filter (AFK): It detects and suppresses periodic signals
(e.g., artificial lighting flicker reflecting on the water) that do not represent
true particle translation.

By applying these filters at the silicon level, the GenX320 delivers a highly

purified data stream. This ensures that the computational resources of the

Raspberry Pi are dedicated exclusively to tracking the physical tracer particles

rather than processing environmental noise.

3.1.3 Hardware Time Synchronization

For a stereo vision system to accurately triangulate moving particles, the

temporal coincidence of event between the left and right views is just as crit-

ical as the spatial epipolar constraint. If each sensor relies exclusively on its

internal oscillator, unavoidable thermal and electronic variations will cause the

two clocks to drift apart over time. This drift destroys the microsecond-level

synchronization required for precise asynchronous matching. To solve this, the

Genx320 sensors allow strict hardware-level synchronization. In the proposed

architecture, a physical link is established between the two sensors boards us-

ing dedicated jumper wires, allowing the system to operate in a Master/Salve

configuration. The designated Master sensor generates a highly stable reference

clock signal (sync pulses), which is continuously transmitted to the synchro-

nization interface of the Slave sensor. This direct physical coupling ensures that

both sensing arrays operate on a unified temporal baseline. Consequently, the

timestamps (C) assigned to the events in both AER streams are perfectly aligned

at the hardware level, satisfying the fundamental temporal constraint required

by the offline 3D tracking pipeline.

3.1.4 Physical Rig and Camera Positioning

To capture the kinematics of the fluid, two Prophesee GenX320 sensors are

securely mounted on a custom rigid structural frame. The stability of this me-

chanical rig is of paramount importance, as any micro-vibration between the two

cameras would alter the extrinsic parameters and corrupt the epipolar geometry

required for precise 3D triangulation. The sensors are aligned horizontally with

a fixed baseline distance of � = 122 mm. The entire stereo rig is positioned
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directly above the observation area, with the camera lenses facing downwards

toward the fluid volume. This overhead perspective is optimal for monitoring

horizontal surface flows while maintaining a sufficient depth of field to capture

the vertical displacement (Z-axis) od suspended tracer particles.

3.2 The Embedded Backend: Raspberry Pi 5

3.2.1 Processing Platform and High-Speed Interfacing

Capturing dual asynchronous event streams requires a host platform capa-

ble of handling significant data throughput without introducing bottlenecks or

dropping events. To fulfill this requirement while maintaining a compact, low-

power footprint suitable for field or laboratory deployment, the Raspberry Pi 5

was selected as the embedded backend.

Figure 3.2: A Raspberry Pi 5.

Powered by a quad-core ARM Cortex-A76 processor, the Raspberry Pi 5

provides a substantial leap in I/O bandwidth compared to its predecessor. The

two Prophesee GenX320 sensors are directly connected to the board via its

dual MIPI CSI-2 (Camera Serial Interface 2) transceivers. This physical MIPI

connection is strictly necessary: while the AER protocol ensures data is sparse,
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highly dynamic fluid scenes can generate sudden bursts of millions of events per

second (MEPS). The dedicated MIPI bandwidth of the Raspberry Pi 5 ensures

that the raw event tuples generated by both the Master and Slave sensors are

ingested simultaneously and reliably at the hardware level.

3.2.2 Software Stack and Processing Framework

To manage the high-speed asynchronous data generated by the GenX320

sensors, the Raspberry Pi 5 operates as a dedicated embedded processing node.

It is configured with the Ubuntu 24.04 LTS Linux operating system, providing

a robust, stable, and widely supported environment for edge vision applica-

tions. At the core of the data acquisition layer is the Prophesee OpenEB (Open

Event-Based) software framework. This open-source suite natively handles the

low-level hardware communication, the decoding of the MIPI stream, and the

configuration of the on-chip ESP (Event Signal Processing) filters. Furthermore,

it provides the foundational APIs required to interface with the sensors and

reliably log the raw event streams to persistent storage, ensuring no data is

dropped during fluid observations. To support the computationally intensive

offline processing phase directly on the embedded board, the system architec-

ture incorporates a highly optimized Python-based software stack. Python was

selected to orchestrate the algorithmic backend due to its seamless integration

with C/C++ compiled libraries, which are crucial for maximizing performance

on a low-power ARM processor. Within this framework, OpenCV serves as the

backbone for spatial geometry and morphological operations; NumPy handles

the memory-efficient vectorized manipulation of N-dimensional event arrays;

SciPy provides the core mathematical engine for complex optimization tasks,

such as bipartite matching; and finally, Pandas and Matplotlib are integrated for

kinematic state parsing and macroscopic data visualization. This comprehen-

sive software architecture ensures that the embedded node can independently

manage both the recording phase and the heavy computational load of the

tracking pipeline, the specific implementations of which will be detailed in the

following chapters.
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3.3 External Tools

3.3.1 Active Calibration Setup

As theoretically established, standard static calibration techniques are inef-

fective with event-based sensors because stationary scenes do not trigger pixel

activity. Therefore, the geometric calibration of the stereo rig requires an active

dynamic target.

Figure 3.3: The checkerboard used on the tablet.

For this system, a Lenovo Yoga Tab 13 tablet was employed as the physical

calibration emitter. Custom HTML pages were developed to display a standard

checkerboard pattern that periodically inverts its colors at a high frequency.

This high-contrast temporal blinking forces the pixels observing the checker-

board corners to generate dense burst of events simultaneously, providing the

necessary and continuous optical stimuli required by the event cameras to prop-

erly sample the lens distortion field.

3.3.2 Controlled Validation Environment

Relying solely on real water flows makes it exceptionally difficult to obtain

reliable ground-truth kinematic data to quantify tracking errors. Therefore,
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before deploying the stereo system on actual fluid surfaces, a controlled physical

validation environment was established. The same tablet used for calibration

was repurposed to act as a synthetic dynamic target generator. Additional

HTML and JavaScript pages were developed to render artificial tracer particles

executing strictly defined kinematics profiles on the screen. These controlled

environments ranged from simple linear translations at constant velocities to

multi-particle simulated fluid flows. By placing the tablet directly beneath

the stereo rig and recording these predictable optical motions, it was possible

to create a reliable hardware baseline to quantitatively evaluate the system’s

accuracy against known mathematical ground truths.
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4
System Calibration and Spatial

Validation

4.1 Event Pre-processing and Feature Extraction

While the calibration methodology fundamentally relies on classical frame-

based computer vision algorithm (such as OpenCV’s pinhole camera models),

the asynchronous and sparse nature of the neuromorphic data necessitates criti-

cal pre-processing adaptions. To extract geometric features, specifically the inner

corners of the blinking checkerboard, the raw AER tuples must be translated

into reliable spatial representations.

4.1.1 Polarity Filtering and Temporal Accumulation

The extraction module parses the data using OpenEB (Open Event-Based),

the open-source core framework provided by Prophesee. To maximize the

signal-to-noise ratio and discard background activity, the algorithm applies a

strict polarity filter, isolating only the positive intensity changes (ON events,

? = +1) generated by the transition from black to white squares on the high-

frequency blinking tablet. If both polarities were accumulated, the simultane-

ous white-to-black transitions generating negative (OFF) events would spatially

overlap with the ON events. This superposition would obliterate the internal

grid structure, fusing the checkerboard pattern into a single solid quadrilateral

and rendering corner detection impossible. Therefore, these filtered ON-events
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are accumulated over a discrete temporal window (Δ)) to construct a binary

2D frame. The duration of this accumulation window must be chosen with

caution; it must be strictly balanced against both the blinking frequency and the

physical kinematics of the active target. If Δ) is too wide, it risks integrating

subsequent blinking cycles, reintroducing polarity superposition. Furthermore,

even if strictly constrained within a single positive phase, an excessively long

accumulation window would capture the physical translation of the hand-held

tablet. This relative motion during the integration period causes spatial smear-

ing (motion blur), thickening the structural edges and severely degrading the

sub-pixel localization accuracy of the corners. Conversely, a window that is too

narrow might not accumulate sufficient density of events to fully reconstruct

the structural lines. Consequently, Δ) is carefully tuned to capture a dense but

strictly instantaneous spatial footprint. In this work the window corresponds to

20 ms for the single camera calibration and to 30 ms for the stereo calibration.

4.1.2 Morphological Pre-processing and Corner Detection

Because the accumulated edges often present structural discontinuities due

to hardware noise and target micro-vibrations, the binary frames undergo slight

morphological closing operations to solidify the checkerboard’s structure. Fol-

lowing this spatial bridging, a crucial photometric inversion (bitwise_not) is

applied to the entire binary frame, which is necessary to bridge the gap between

event-based data and the required algorithm. In fact, the OpenCV Sector-Based

detector (findChessBoardCornersSB) is algorithmically optimized to identify

checkerboards surrounded by a continuous white margin (the standard layout

of a printed target). Since the untriggered background pixels of the event frame

naturally default to black, inverting the image artificially generates this required

white continuous border around the active grid, significantly enhancing the

robustness and success rate of the corner localization. Finally, with the image

optimally pre-processed, the corner detection is performed. The Sector-Based

algorithm evaluates local pixel neighborhoods in sectors, making it highly re-

silient to the remaining discretization noise typical of event-generated frames.

4.1.3 Automated Acquisition and Data Serialization

To streamline the acquisition process and prevent the storage of incomplete

grids, the system employs an automated capture routine. Instead of relying

26



CHAPTER 4. SYSTEM CALIBRATION AND SPATIAL VALIDATION

on manual user input, the software continuously evaluates the event stream.

Whenever the Sector-Based algorithm successfully and fully identifies the com-

plete checkerboard pattern, the script autonomously registers the spatial points.

To guarantee dataset diversity a strict temporal cooldown is enforced between

consecutive auto-captures. This ensures that the recorded frames are not redun-

dant, allowing the user sufficient time to physically reposition and rotate the

tablet. To ensure that this spatial variance comprehensively covers the entire

Field of View (FOV), the acquisition script simultaneously generates a real-time

spatial coverage heatmap. As the system autonomously registers valid poses, it

accumulates the 2D pixel coordinates of the detected corners into a persistent

visual mask.

Figure 4.1: Coverage heatmap and stream view during left camera snaps acqui-
sitions.

This live heatmap provides immediate visual feedback, allowing the oper-

ator to easily identify unsampled regions ("gaps") across the sensor area. This

human-in-the-loop guidance is crucial for intentionally repositioning the cali-

bration target to thoroughly map the extreme edges of the lenses, where radial

distortion is most severe, before the acquisition phase concludes. Once the target

number of valid snapshots is autonomously gathered, their 2D pixel coordinates

are serialized and exported to a lightweight JSON configuration file. Saving only

the extracted spatial points, rather than the entirety of the generated binary event

frames, is a deliberate architectural choice. Storing full image matrices would
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be highly inefficient and would introduce unnecessary I/O bottlenecks on the

embedded board. By retaining only the essential geometric vectors, the sys-

tem dramatically reduces its memory footprint and accelerates the subsequent

offline optimization phases.

4.2 Monocular Calibration Pipeline

To compute the definitive intrinsic matrix ( ) and distortion coefficients (�)

for each GenX320 sensor, the pipeline utilizes the entirety of the acquired dataset

(in this work 100 captures per camera). Because the global geometric accuracy

heavily relies on sub-pixel corner localization, the system must mathematically

manage systematic outliers. High reprojection errors in this context are pri-

marily caused by corrupted snapshots, where the corner detection algorithm

struggles with the low native spatial resolution of the GenX320 sensors. Oc-

casionally, the findChessBoardCornersSB algorithm misidentifies a geometric

intersection, improperly snapping a corner to an adjacent neighboring pixel.

This localization error structurally deforms the perceived checkerboard grid for

that specific frame. To mitigate this hardware-induced limitation, a preliminary

calibration is performed to evaluate the individual reprojection error of each

snapshot. Any snapshot exhibiting an error greater than a dynamic statisti-

cal threshold (defined relative to the mean reprojection error and its standard

deviation) is assumed to contain these misplaced corners and is automatically

discarded. The definitive intrinsic model is then re-calibrated using exclusively

the refined set of valid snapshots. This two-stage approach yields highly accu-

rate sub-pixel parameters, which are subsequently exported as structured JSON

files, ready to be loaded by the next modules.

4.3 Multi-Threaded Event Streaming and Hardware

Synchronization

Transitioning from monocular observation to a stereoscopic system requires

the simultaneous acquisition of two independent, highly asynchronous event

streams. In an embedded computational environment like the Raspberry Pi 5,

processing dual high-bandwidth data feeds sequentially would inevitably in-

troduce I/O blocking, leading buffer overflows and dropped events. To ensure
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robust data acquisition, a custom multi-thread streaming architecture was imple-

mented (the Event Reader Thread class). Based on the OpenEB framework, the

system allocates an independent, dedicated processing thread to each GenX320

sensor. This architecture acts as a universal hardware-interfacing engine that

manages several critical features:

• Synchronization Register Configuration: While the two sensors are physi-
cally linked via a synchronization cable, the software must explicitly con-
figure their internal timing registers to utilize this connection. The thread
designated as the Master configures its sensor to generate and broadcast
clock synchronization pulses, while the Slave thread configures its corre-
sponding sensor to receive them.

• Dual-Path Data Management (Lossless Logging vs. Anti-Latency Queue):
To solve the discrepancy between retaining all events for offline kinematic
tracking and processing data in real-time without freezing the application,
the thread implements a dual-path data strategy:

– Lossless Native Recording for Tracking: While the geometric cal-
ibration efficiently relies on the lightweight JSON coordinate files
extracted directly from the live stream, the subsequent fluid dy-
namic analysis (particle tracking) requires absolute data integrity.
Therefore, during the actual fluid experiments, the thread triggers
a background low-level native routine provided by OpenEB API
to log the native .raw data directly to persistent storage. This pro-
cess is strictly decoupled from the execution loop, guaranteeing zero
dropped events.

– Anti-Latency Live Queue: Concurrently, the thread feeds a bounded,
thread-safe queue used for live visualization and active target cal-
ibration. If the downstream processing module cannot keep pace,
the queue actively drops the oldest unread packets. This anti-latency
policy deliberately sacrifices live completeness to ensure that the ap-
plication never hangs and always operates on the most recent data.

• Configurable Hardware Parameters and on-the-fly Filtering: Rather than
hardcoding specific behaviors, the event Reader Thread acts as a highly
modular wrapper, exposing a parameterized interface to dynamically
adapt the sensor’s behavior based on the specific experimental phase.
Depending on the application’s needs, the thread can actively adjust the
sensor’s internal hardware biases to increase contrast sensitivity (a crucial
feature for capturing the checkerboard’s high-frequency blinking during
calibration). Furthermore, it provides the capability to natively apply po-
larity filtering on the fly. By selectively discarding irrelevant events (e.g.,
keeping only positive ON-events) directly at the acquisition source, the
system significantly reduces the computational load on the downstream
processing stages.
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4.4 Stereo Synchronization and Feature Extraction

Once the intrinsic parameters for the individual sensors are optimized, the

system must establish the extrinsic geometric relationship, the Rotation matrix '

and the Translation vector), between the left and right cameras. To achieve this,

the pipeline instantiates two parallel Event Reader Thread objects configured in

a Master-Slave hardware topology. Crucially, to prevent temporal initialization

drift, the startup sequence is strictly enforced; the Slave thread is always ini-

tialized and started first, entering a passive listening state. Only subsequently

the Master thread is activated to begin broadcasting the clock pulses. This pro-

cedural sequencing ensures that no initial synchronization pulses are missed.

While the hardware synchronization guarantees a shared temporal baseline, the

independent accumulation of events into discrete temporal windows (Δ)) can

introduce a structural phase shift. Because the absolute start times of the two

threads cannot be perfectly simultaneous due to OS-level scheduling, one cam-

era will inevitably complete its Δ) accumulation cycle and yield its binary frame

slightly before the other. To enforce absolute temporal coherence, the software

actively monitors the microsecond timestamps (CB! and CB'). If a misalignment

is detected, it indicates that one stream has produced an extra frame due to this

accumulation offset. By leveraging the dedicated anti-latency queues and imme-

diately dropping this out-of-phase frame, the system effectively shifts the queue

index, instantly realigning the temporal windows and restoring microsecond-

level parity between the stereo views. The deliberate discarding of intermediate

frames to force this synchronization does not negatively impact the calibration

process. Because the active target acquisition is an interactive, live-capture

procedure aimed solely at compiling a discrete dataset of valid spatial poses,

rather than recording a continuous kinematic trajectory, intermittent frame loss

is entirely inconsequential. The algorithm simply waits for the next perfectly

synchronized and structurally valid frame pair to trigger the auto-capture rou-

tine. To facilitate this interactive process and guarantee an adequate spatial

distribution of the calibration poses, the system employs a dual-sensor cover-

age mapping interface. As illustrated in Figure 4.2, this visualization acts as

a natural evolution of the single-camera tool previously introduced in Section

4.1, expanding its architecture to simultaneously monitor the live stereo streams

and track the spatial footprint of the acquired snapshots across the shared field

of view.
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Figure 4.2: Coverage heatmap (of the left view) and stereo stream view during
stereo snaps acquisitions.

Once temporal parity is established, the synchronized left and right binary

frames undergo the identical pre-processing pipeline used for monocular ex-

traction (morphological closing and photometric inversion) to ensure robust

sub-pixel corner localization. As in the monocular case, the synchronized 2D

pixel coordinates from both cameras are serialized and exported to a lightweight

JSON file.

4.5 Stereo Calibration Pipeline

Following feature extraction, the stereo dataset undergoes offline analysis. A

critical artifact in active target capture occurs when the checkerboard is partially

outside the physical Field of View of one of the sensors. In these boundary

cases, the detection algorithm may falsely validate an incomplete grid, artificially

forcing the undetected corners to "stick" to the extreme edges of the image

matrix. To prevent these severe geometric hallucinations from corrupting the

extrinsic calibration, the system automatically discards any snapshot pair where
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the detected corners fall within the range of sensitivity, as shown in Figure 4.3

Figure 4.3: Example of discarded frame pair.

Finally, the extrinsic matrices are computed through a robust two-stage op-

timization process. As previously detailed for the monocular pipeline (Section

4.2), an initial preliminary calibration is executed on the margin-filtered dataset

to compute the global reprojection errors, allowing for the automatic rejection of

statistical outliers. The Rotation and Translation matrices are then definitively

re-calibrated using exclusively this mathematically refined subset, establishing

the precise physical baseline of the stereo rig, enabling the 3D spatial recon-

struction required for the fluid dynamic tracking.

4.6 System Validation and Error Analysis

Establishing the mathematical robustness of the calibration pipeline requires

comprehensive validation across multiple domains: asymptotic convergence,

lens correction, epipolar alignment, and global 3D metric accuracy.

4.6.1 Asymptotic Convergence via Farthest Point Sampling

To mathematically prove that the chosen dataset size (100 valid snapshots) is

sufficient to reach an optimal and stable minimum reprojection error, a conver-

gence analysis was conducted. However, evaluating randomly selected subsets
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of snapshots introduces severe statistical variance, hindering the reproducibil-

ity of the convergence curve. To address this issue, the validation module

implements a Farthest Point Sampling (FPS) algorithm, which deterministically

selects the next snapshot to be added to the calibration set based on the spatial

distance of its checkerboard centroid relative to those already present in the

subset. This strategy ensures optimal spatial coverage of the field of view, even

with a reduced number of calibration frames.

(a) Left RMS plot. (b) Right RMS plot.

Figure 4.4: Comparison between left and right RMS plots.

The resulting convergence plots for the individual left and right sensors

demonstrate the exact theoretical benefit of this approach. Instead of exhibiting

stochastic spikes, the reprojection error follows a smooth, asymptotic descent

as the subset size increases, cleanly plateauing at a sub-pixel minimum. This

identical stable behavior is mirrored in the stereoscopic convergence analysis.

Figure 4.5: Stereo RMS plot, Baseline estimation and Global metric error.

The left most graph shows the stereo RMS error curve, proving that the ex-

trinsic matrices stabilize definitively well before utilizing the entire dataset. This

empirical data mathematically guarantees that the final models, computed on

the maximum available dataset, have comfortably surpassed the convergence
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knee-point and are immune to under-sampling artifacts. Furthermore, con-

fronting the gray plot (which represents the preliminar calibration) and the blue

plot (which represents the second calibration), it is easy to see that the two-stage

calibration effectively improves the quality of the calibration, consistently re-

ducing the error measure. The second graph shows the estimated stereoscopic

baseline which, similarly to the RMS convergence plot, reaches a stable plateau.

The measured distance between the two optical center is 122 mm, only 0.2 mm

far from the estimated one. The last graph shows the median and the mean

error of the reconstructed checkerboard, stabilized respectively at 0.280 mm and

0.425 mm. This behavior proves that the combination of FPS spatial distribu-

tion and standard-deviation-based outlier filtering prevents the algorithm from

overfitting to local noise, yielding a highly reliable calibration model suitable for

precise volumetric tracking.

4.6.2 Visual Validation

Beyond numerical convergence, the estimated intrinsic and extrinsic pa-

rameters require rigorous spatial verification. The estimated radial distortion

coefficients were visually validated by rendering spatial displacement heatmaps.

(a) Left displacement map (b) Right displacement map

Figure 4.6: Comparison between left and right displacement maps.

These topological mappings actively quantify the aggressive pixel-shifting

applied at the sensor’s periphery, confirming that the mathematical model cor-
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rectly compensates for the severe non-linear optical aberrations. Furthermore,

a dedicated event-based visualization tool was deployed to verify the stereo

rectification. To maximize its diagnostic utility, this script presents a dual-

modality architecture, capable of operating both offline and in real-time. The

offline mode allows for the rigorous, reproducible inspection of the previously

recorded datasets.

Figure 4.7: Zoomed view of the offline epipolar validation tool.

Conversely, the live mode leverages the multi-threaded streaming archi-

tecture detailed in Section 4.3, actively applying the stereo rectification maps

on-the-fly to the incoming synchronized Master-Slave event streams.
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Figure 4.8: View of the live epipolar validation tool.

By projecting the undistorted, temporally synchronized streams from both

cameras onto a shared canvas, horizontal epipolar lines where rendered across

the views. The visual validation successfully demonstrated that these lines pass

precisely through the corresponding identical checkerboard corners in both the

left and right frames, regardless of the chosen operational mode.

4.6.3 Global Reprojection Error Distribution and Heatmap Anal-

ysis

The statistical robustness of the converged stereo model was also quantified

through a comprehensive reprojection error analysis. This diagnostic test eval-

uates the geometric precision by re-projecting the known 3D corner coordinates

back into the 2D image planes of both cameras using the final intrinsic and

extrinsic parameters. The residual errors were statistically aggregated for the

entire refined dataset.
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Figure 4.9: Reprojection error histogram and heatmap.

A detailed analysis of the error distribution confirmed highly accurate sub-

pixel convergence. As visualized in the reprojection error heatmap (figure 4.9),

the errors are uniformly distributed across the Field of View, with no localized

artifacts near the periphery of the wide-angle lenses. Quantitatively, the system

achieved a sub-pixel Mean Absolute Error (MAE) of approximately 0.41 mm

and Root Mean Square Error (RMSE) of roughly 0.64 mm in both the left and

right views. This low reprojection error provides the definitive mathematical

validation that the stereo setup has successfully mapped the non-linear optical

aberrations, laying the groundwork for precise metric triangulation.

4.6.4 3D Metric Depth Validation

Finally, the absolute metric accuracy of the stereoscopic system was validated

by triangulating the active target at varying known distances (Z-axis). This final

validation phase transitions the error measurement from the 2D pixel domain

directly to the 3D metric domain. The stereo rig observed the checkerboard

active grid at multiple measured depths, extracting the corners, triangulating

their coordinates, and autonomously computing the physical dimensions of the

grid squares.
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Figure 4.10: Depth validation plots.

The analysis of the absolute depth (/) demonstrated a highly stable response,

yielding a Mean Absolute Error (MAE) of approximately 2.5 mm over the tested

volume. However, a detailed inspection of the residual distribution revealed a

slight, constant systematic offset in the depth calculation. This rigid translation

is inherently tied to the physical measurement methodology; the ground-truth

distances were manually measured from the external surface of the Master

camera’s lens to the active target. Conversely, the mathematical origin of the

triangulated coordinate system resides at the camera’s theoretical optical center

(the pinhole model origin), which is physically located deeper within the sensor-

lens assembly. This mechanical discrepancy between the external measurement

plane and the internal optical origin perfectly justifies the constant depth offset

observed in the experimental data. Moving from absolute positioning to relative

topology, the concurrent measurement of the checkerboard squares empirically

proved the system’s structural integrity. When comparing the 3D triangulated

lengths of the squares against their nominal physical dimensions, the error dis-

tribution exhibited a distinct parabolic trend concerning the target’s distance.

The measurement accuracy reaches its absolute peak (creating a minimum er-

ror trough in the distribution) at a specific intermediate distance. This optimal

depth corresponds to the system’s "sweet spot", tightly aligning with the spatial

volume where the majority of the calibration snapshots were acquired. As the

target moves significantly closer to the lenses, severe perspective distortions and

marginal defocusing slightly degrade sub-pixel corner localization. Conversely,

as the target moves further away, the spatial footprint of the squares decreases

(fewer pixels representing each square), naturally increasing the quantization
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error. Despite this U-shaped trend, the system maintained sub-millimiter pre-

cision near its operational center. Since the ultimate objective of the vision

system is estimating the kinematic velocity of water particles, which relies on

the differential spatial displacement (ΔB) between consecutive events, any con-

stant absolute spatial offset is mathematically neutralized. Consequently the

extremely high accuracy in the relative measurement of the squares at the oper-

ational depth definitively confirms that the stereo rig is perfectly calibrated for

high-precision fluid dynamic tracking.
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5

3D Kinematic Tracking and Fluid

Velocity Estimation

With the stereoscopic vision system fully calibrated and validated, the archi-

tecture is ready for its primary objective: the high-frequency estimation of water

flow velocity. This chapter details the complete pipeline, from raw data acqui-

sition to offline processing, responsible for transforming asynchronous event

streams into coherent 3D kinematic trajectories.
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Synchronized Event Streams (L/R)

Left View Ac-

cumulation

& Polarity Separation

Preprocessing

2D Centroid Extraction

(ON/OFF)

Right View Ac-

cumulation

& Polarity Separation

Preprocessing

2D Centroid Extraction

(ON/OFF)

Stereo Matching (ON) Stereo Matching (OFF)

3D Kalman

Tracker (ON)

3D Kalman

Tracker (OFF)

Dipole Bond Manager

Fallback:

Retain ON-

only Track

Log Kinematic Data (CSV)

Data Analysis

END

Unmatched

ON

Bonded

Figure 5.1: Architecture of the complete offline event-based stereo vision
pipeline.

5.1 Deployment of the Stereo Acquisition System

Before offline tracking can begin, the fluid dynamic events must be captured

with zero data loss. To achieve this, the recording phase directly deploys the cus-

tom multi-threaded architecture introduced in chapter 4. While the active cal-

ibration procedure utilized strict polarity filtering to isolate the checkerboard’s

positive flashes, the fluid recording phase dynamically reconfigures the hard-

42



CHAPTER 5. 3D KINEMATIC TRACKING AND FLUID VELOCITY ESTIMATION

ware wrapper to accept all polarities. This specific parameterization is crucial

for capturing the complete physical footprint (both positive and negative poles)

of the moving tracer particles. Furthermore, as detailed in Section 4.3, the sys-

tem leverages the dual-path data management strategy. The high-bandwidth

Master and Slave event streams are strictly routed into the low-level lossless

logging routines to generate pristine, synchronized .raw datasets, guaranteeing

absolute structural integrity and zero dropped frames for the subsequent offline

kinematic analysis.

5.2 Event Pre-Processing and 2D Feature Extrac-

tion

The foundational step of the kinematic pipeline involves translating the of-

fline .raw event streams into spatial 3D coordinates. Although the dual-path

recording guarantees lossless data acquisition, the absolute start times of the two

hardware threads remain subject to OS-level scheduling. Consequently, one sen-

sor inevitably completes its initial Δ) accumulation window slightly before the

other, introducing a discrete temporal phase shift at the very beginning of the

dataset. The tracking module actively monitors the microsecond timestamps

and resolves this offset by discarding the out-of-phase initial frame from the

leading camera. At the negligible cost of a single discarded frame at startup, the

discrete temporal windows are instantly realigned, ensuring the entirety of the

subsequent stream remains perfectly synchronized. Following temporal align-

ment, the events are segregated by polarity into distinct positive and negative

binary frames. Because event generation heavily depends on dynamic contrast

thresholds, these accumulated polar edges can sometimes appear sparse. To

correct this, the frames undergo a slight morphological closing operation. This

operation simply bridges internal gaps, ensuring that each detected polar edge

is mathematically represented as a cohesive, solid geometric blob. The solidi-

fied frames are then spatially undistorted and aligned using the pre-computed

stereo rectification maps. Next, Connected Components Analysis is applied to

extract the 2D spatial centroids of these polar blobs. During this extraction step,

a basic area filter is applied to discard trivially small micro-clusters associated

with background sensor noise.
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5.3 Bipartite 3D Triangulation

To triangulate these 2D centroids into 3D metric coordinates, the system

must correctly associate the features seen by the left camera with those seen

by the right camera. This is solved as a global assignment problem. The

algorithm constructs a cost matrix based on the vertical pixel disparity between

the views. The Hungarian Algorithm is then deployed to find the optimal

global matching, strictly enforcing epipolar geometry constraints (in this work

a maximum 2.0 pixels of vertical disparity) and rejecting physically impossible

assignments through a high penalty cost. Once the features are successfully

matched, the sub-pixel disparities are converted into absolute metric depth (/),

yielding independent arrays of 3D coordinates for the positive and negative

blobs.

5.4 Predictive Kinematic Tracking

After the 3D centroids of the polar blobs are independently triangulated, they

are ingested by dedicated polarity-specific tracking modules. At this stage in

the pipeline, the positive and negative poles are tracked as entirely independent

entities. Because event-based centroid extraction can be inherently noisy, relying

on raw frame-by-frame positions is insufficient. To resolve this, the system

implements a predictive tracking architecture based on discrete Kalman Filtering

before any dipole bonding occurs.

5.4.1 9-State Constant Acceleration Model

Unlike standard linear trackers, the implemented Kalman filter is initialized

with a 9-state transition matrix representing a constant acceleration kinematic

model. The state vector continuously estimates 3D position (G, H, I), 3D ve-

locity (EG , EH , EI), and 3D acceleration (0G , 0H , 0I), while receiving only the 3D

positional coordinates as the measurement input. By explicitly modeling accel-

eration within the state transition matrix, the filter can accurately predict and

follow the non-linear, curvilinear trajectories, such as fluid vortices, that are

highly characteristic of hydrodynamics.
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5.4.2 Cylindrical Gating Strategy

During the update phase, the particle tracker must match the predicted

state of existing tracks to the newly triangulated detections. To manage the

anisotropic noise inherent to stereoscopic vision, where depth estimation (/) is

noisier than planar resolution (- −.), the algorithm enforces a strict cylindrical

search volume. A detection is associated with a track only if both the euclidean

distance on the - − . plane and the absolute Z-depth discrepancy are strictly

within a 1 cm threshold. This spatial gating absorbs quantization noise without

erroneously merging adjacent streamlines.

5.4.3 Track Lifecycle as a Temporal Noise Filter

Finally, the tracker enforces a strict lifecycle policy, which serves as the pri-

mary mechanism for rejecting persistent hardware noise. Newly initialized

tracks are flagged as "tentative" and remain hidden from the downstream bond-

ing manager until they accumulate a minimum number of consecutive measure-

ment hits. This ensures that random noise spikes, which may have survived the

initial area filter, are mathematically ignored. Once promoted to "confirmed",

the predictive nature of the Kalman filter allows the track to survive temporary

target loss. If a measurement is missed due to visual occlusion, the system

increments the track’s age and utilizes the filter’s pure prediction to estimate

the particle’s hidden location. Only if the age exceeds a certain threshold is the

trajectory definitively terminated, maintaining continuous, unbroken kinematic

vectors.

5.5 Polarity Association via the Dipole Bond Man-

ager

With the independent positive and negative polarities successfully filtered

and tracked as robust kinematic states, the pipeline proceeds to reconstruct the

physical tracer particles. Depending on the photometric contrast, a moving par-

ticle generates a distinct polar signature: a dark particle produces a negative

leading edge and a positive trailing edge, while a bright particle generates the

inverse. Regardless of contrast, the entity consistently manifests as a dynamic

"dipole" of associated positive and negative spatial footprints. A deliberate ar-
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chitectural choice in this pipeline is the abstraction of these polar edges into

3D spatial centroids. In hydrodynamics, tracer particles are subjected to con-

tinuous fluid shear forces, causing their projected shapes to constantly deform

and rotate. Tracking the exact morphological contour of these deforming enti-

ties would introduce immense computational overhead without providing any

additional value to the kinematic analysis. By reducing each polar blob to its

mathematical center of mass the system dramatically lowers the computational

payload while preserving the exact spatial coordinates required for velocity

estimation. To track the true center of the particles, the system must logically as-

sociate the separated positive and negative centroids. This complex assignment

is dynamically resolved by the custom Dipole Bond Manager class. Operat-

ing within the 3D metric space, the manager evaluates the active trajectories,

constructing a bipartite cost matrix where the weights represent the absolute

X-Y planar Euclidean distance between tracked poles. For the second time in

the pipeline, the Hungarian matching algorithm is deployed to determine the

optimal global association. Crucially, the algorithm evaluates only the abso-

lute physical distance between the poles, entirely ignoring their relative spatial

orientation. This distance-only evaluation is what makes the system inherently

"contrast-agnostic": it seamlessly bonds the dipoles of both dark and bright tracer

particles without requiring prior assumptions about the photometric setup.

D1

D2

D3

ON Centroids

E1

E2

E3

E4

OFF Centroids

Unmatched
(Fallback Track)

Figure 5.2: Visual representation of the Dipole Bond Manager’s execution. The
Hungarian algorithm computes the optimal one-to-one pairing (thick black
edges) between ON and OFF centroids to reconstruct the true particles. Un-
matched entities (e.g., E4) are not discarded but safely routed to the fallback
tracking logic.
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When a valid bond is established, the manager elegantly fuses the data,

computing the spatial midpoint and the average velocity vector of the two poles.

Figure 5.3: Live visualization of the tracking interface during execution.

A visual representation of this evaluation process is provided in Figure 5.3.

The diagnostic tracking interface visually discriminates the internal state of the

assignments. The extracted centroids of positive and negative events are ren-

dered as red and blue dots, respectively. Whenever the Dipole Bond Manager

successfully associates these complementary poles, a connecting line is drawn

between them, forming a ’dumbbell’ structure. Unusually long connecting lines

(as the one in the top left) explicitly highlight highly probable erroneous asso-

ciations, visually exposing the edge cases of the bipartite assignment problem.

Crucially, the interface reflects both the temporal lifecycle and the stereoscopic

geometric constraints. Fully validated particles, those that have satisfied the

Kalman filter’s minimum frame-length threshold and have been successfully

triangulated across both camera views, are explicitly marked. Their computed

spatial midpoint is enclosed within a green circle and is always accompanied

by a persistent tracking ID. Conversely, physical entities that fail to satisfy these

strict matching conditions are completely ignored by the 3D tracking logic. For
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instance, the raw event cluster visible on the mid-left side of the frame lacks

any colored overlay or ID; this represents a particle that failed the stereoscopic

matching step, meaning it lacks a valid correspondence between the left and

right views and is therefore correctly excluded from the 3D kinematic estima-

tion. However, fluid dynamics often introduce visual occlusions or asymmetric

noise that may suppress one of the polar edges. To ensure absolute algorithmic

robustness, if a positive pole lacks a corresponding negative match, the man-

ager safely falls back to recording the independent positive trajectory. Because

the subsequent fluid analysis relies on the differential spatial displacement (ΔB
ΔC ),

tracking a single, consistent structural pole yields identical kinematic velocity

vectors to tracking the combined dipole’s center. This deliberate fallback mech-

anism ensures no valid kinematic data is arbitrarily discarded, maintaining a

high density of tracked flow vectors across the fluid volume.

5.6 Trajectory Post-Processing and Vector Field Gen-

eration

Figure 5.4: Final output of a tracking session.
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The final stage of the tracking pipeline transitions the system from raw data

processing to macroscopic fluid dynamic analysis. A dedicated post-processing

script is deployed to parse the structured CSV datasets generated by the Dipole

Bond Manager, translating the discrete, Lagrangian particle states into compre-

hensive Eulerian flow metrics.

• 3D Trajectory Reconstruction and Filtering: The analysis begins by iso-
lating the continuous kinematic paths of the individual tracer particles.
To ensure the fluid dynamic evaluation is based solely on robust data,
the script applies a final stability filter, discarding any trajectory that does
not persist for a minimum number of consecutive frames. The surviving
coordinates are chronologically sorted and plotted in a 3D spatial graph,
directly visualizing the fluid’s streamlines and revealing topological struc-
tures such as laminar currents and localized turbulent vortices.

• Velocity Distribution Analysis: To quantitatively assess the kinematic en-
ergy of the fluid, the module extracts the scalar velocity magnitudes com-
puted during the tracking phase. The script actively filters out anomalous
physical outliers (e.g., static noise below 0.001 m/s) and statistically ag-
gregates the valid data to generate a velocity histogram. This distribution
clearly identifies the dominant flow regimes, highlighting both the mean
and media speeds within the observation volume.

• 2D Flow Vector Field Mapping: While individual trajectories provide a
Lagrangian perspective of the fluid, hydrodynamic analysis often requires
an Eulerian representation of the macroscopic flow. To achieve this, the
script projects the start-to-end displacement of each valid trajectory onto
the-−. cartesian plane. This specific planar projection is used to generate
a 2D quiver plot, where each localized arrow represents the kinematic
vector of a tracked particle, color-mapped according to its absolute speed.
This provides a highly intuitive, top-down map of the fluid’s internal
dynamics.

• Mean Global Flow Metrics: Finally, the script computes the definitive
global statistics required for the experimental evaluation. By mathemati-
cally averaging the horizontal and vertical components of the entire pro-
jected vector field, the module calculates the cumulative mean velocity and
the average flow angle. These consolidated metrics are visually rendered
using a dedicated polar projection, presenting the global flow direction
as a distinct compass vector. These final quantitative outputs success-
fully demonstrate the system’s capability to extract highly accurate, high-
frequency physical measurements from asynchronous neuromorphic data.
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6
Experimental Setup and Results

The validation of the proposed event-based 3D tracking system is structured

into two distinct phases. First, a quantitative assessment is performed using syn-

thetic environments to establish a mathematical baseline for kinematic accuracy

and tracking robustness. Second, a qualitative physical validation is conducted

using a real-world fluid setup to test the system’s resilience against optical noise,

reflections, and non-linear trajectories.

6.1 Setup Configuration

6.1.1 Rig Spatial Arrangement

The stereoscopic system follows the hardware architecture detailed in Section

3.2. For the validation sessions, the two GenX320 sensors were mounted on a

rigid support to ensure mechanical stability during acquisition. The extrinsic

calibration, provided the precise spatial configuration of the rig. The system

operates with a baseline of 120.32 mm (derived from the translation magnitude).

The orientation analysis reveals a convergence angle (yaw) of 0.61°, indicating

a nearly parallel configuration optimized for the depth of the testing vessel.

Furthermore, the calibration effectively modeled a relative roll misalignment

of −6.17° and a pitch offset of −3.74°, ensuring that the subsequent epipolar

rectification and 3D triangulation (as discussed in Section 4.4) are based on an

accurate geometric model.
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6.1.2 Synthetic Validation Environments and Parameters

As introduced in Section 3.3, the system’s tracking logic was first tested

within controlled synthetic environments. To avoid relying on expensive com-

mercial 3D-PTV setups, two custom HTML5/JavaScript simulators were devel-

oped to generate ground-truth data. This allowed for the exact calculation of

the Mean Absolute Percentage Error (MAPE) and the evaluation of the tracking

robustness. The synthetic tests were divided into two specific scenarios, with

parameters carefully tuned to isolate different algorithmic components:

Linear Optical Flow Simulator

This environment generates a uniform, linear vector field to assess the base-

line metric accuracy and the stereoscopic depth reconstruction. The UI param-

eters were configured to create controlled test cases:

Figure 6.1: User interface
of the custom HTML5 fluid
simulator.

• Particle Count (#): Regulates the spa-
tial density. The tests were conducted
at varying densities to evaluate the
tracking performance during occlu-
sion events.

• Kinematic Vectors (Speed and Angle):
Set to constant values to extract pre-
cise metric errors. For instance, speeds
were varied sequentially to evaluate
the tracker’s response to different tem-
poral gradients.

• Radius: Adjusted to simulate the
physical footprint of real tracers, opti-
mizing the generation of the ON/OFF
event dipoles.

• Randomize Mode: When activated,
this toggle forces continuous trajec-
tory intersections, providing a stress-
test for the Hungarian assignment al-
gorithm.
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Turbulent Fluid Flow Simulator

The second environment mimics the complex, non-linear kinematics typical

of real-world hydrodynamics. Tracers are driven by a procedural continuous

noise field, producing localized vortices and unpredictable streamlines. This

scenario specifically validates the 9-state constant acceleration Kalman filter.

The dynamic parameters were configured as follows:

Figure 6.2: User interface
of the custom HTML5 fluid-
like simulator.

• Particle Count (#): Controls the over-
all tracer density within the simulated
vessel, as in the previous case, al-
lowing tests of the tracking limits in
densely seeded fluid flows.

• Flow Speed: Defines the baseline mo-
mentum of the fluid vectors.

• Vortex Scale: Minimized to produce
tighter, localized vortices. This forces
the tracers to undergo rapid direc-
tional changes with short radii of cur-
vature.

• Temporal Turbulence: Maximized to
induce severe centrifugal accelera-
tions and dynamic vector gradients,
replicating the chaotic nature of un-
constrained water flows.

• Particle Radius: Kept consistent with
the linear simulator to ensure the
dipole temporal signature remains
comparable across both validation
phases.

By manipulating these parameters, the synthetic suite provided a compre-

hensive and quantifiable testing ground prior to the physical deployment in the

hydrodynamic basin.

6.1.3 Physical Basin and Tracer Selection

The physical validation was conducted using a cylindrical vessel to simulate

a confined hydrodynamic environment. In this setup, the choice of tracers was

critical to satisfy the requirements of event-based sensing under ambient light-
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ing. Macroscopic organic tracers (black peppercorns) were selected for their

high-contrast optical footprint against a light-colored background. To ensure

they faithfully represent the fluid’s kinematics, the tracers were pre-soaked for

12 hours. This process removes internal air pockets and adjusts their density to

a near-neutral buoyancy state � ≈ 1.02 g/cm3, minimizing gravitational settling

and surface tension effects. The experiments utilized a bright-field configu-

ration, where the dark tracers trigger events by obstructing the light reflected

from the vessel’s background, providing a robust test case for the dipole bond

manager.

6.2 Synthetic Validation

6.2.1 Metric Definitions and Tracking Robustness

To accurately evaluate the offline particle tracker and closely simulate the

physical properties of real-world water tracers, the radius of the simulated par-

ticles was kept constant at 3 pixels. Furthermore, to provide a physically mean-

ingful evaluation of the system, the injection speed (defined in the HTML file in

pixels per frame) was converted to meters per second (m/s). A measurement of

the checkerboard used during calibration revealed that 86 pixels correspond to

16.6 mm, and considering the refresh rate of the tablet display is equal to 60 Hz,

the Ground Truth speed E is calculated as:

E</B = E?G/ 5 A0<4 ·

(
0.0166m

86px

)
· 60 (6.1)

When analyzing the tracking accuracy, the percentage error was computed

against the median particle velocity rather than the mean. The rationale behind

this choice lies in the nature of the data association pipeline. The Dipole Bond

Manager relies on the Hungarian algorithm to match positive and negative

event blobs. In densely populated or ambiguous regions, misassociations can

occur, generating a small subset of "ghost" trajectories with anomalously high

velocities or erratic directions. While a standard mean arithmetic calculation

would be heavily skewed by these outliers, especially with a low particle count,

the median acts as a robust estimator, accurately reflecting the velocity upon the

9-state Kalman filters converged for the true tracks.
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6.2.2 Linear and Brownian Flows

Table 6.1: Quantitative results of the offline particle tracker under uniform linear
flow (Input Angle = 0◦).

Particle Count GT Speed Mean Part. Vel. Median Part. Vel. Error Mean Glob. Vel. Mean Glob. Angle

(m/s) (m/s) (m/s) (%) (m/s) (◦)

10 0.058 0.079 0.061 5.2 0.06 1.8

10 0.058 0.092 0.068 17.2 0.07 -2.3

10 0.116 0.134 0.122 5.2 0.12 0.3

10 0.116 0.128 0.119 2.6 0.11 0.4

10 0.232 0.252 0.240 3.4 0.23 1.5

10 0.232 0.249 0.236 1.7 0.23 0.8

Table 6.2: Quantitative results of the offline particle tracker under Brownian
motion.

Particle Count GT Speed Mean Part. Vel. Median Part. Vel. Error Mean Glob. Vel. Mean Glob. Angle

(m/s) (m/s) (m/s) (%) (m/s) (◦)

20 0.174 0.175 0.173 0.6 0.05 229.6

41 0.174 0.172 0.172 1.1 0.02 310.6

81 0.174 0.176 0.174 0.0 0.03 6.9

102 0.174 0.178 0.172 1.1 0.02 51.4

200 0.174 0.197 0.176 1.1 0.01 229.5

The first set of synthetic evaluations analyzed uniform linear flows (Table

6.1) and chaotic Brownian motion (Table 6.2). Under linear flow, the system

accurately reconstructed the velocity vectors, maintaining the absolute kinemat-

ics of the simulation. As we can see, the angle computed by the algorithm

effectively converges to 0°. The minor angular deviation from the absolute zero

is surely related to the physical experimental setup; in fact, due to the cus-

tom manufacturing of the support structure, minor mechanical misalignment

were present. As previously confirmed by the extrinsic calibration parameters,

the camera sensors were not perfectly parallel to the tablet’s reference plane,

inevitably introducing a slight rotational offset in the spatial recording of the

horizontal flows.
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Figure 6.3: Kinematic analysis of the synthetic uniform linear flow (Input Angle
= 0ř, Input Speed = 10 px/frame).

A complete visual representation of this idealized linear behavior is provided

in Figure 6.3. The 3D particle paths (Top Left) clearly illustrate the structural

integrity of the stereo triangulation, correctly reconstructing the parallel trajecto-

ries along a flat, slightly tilted spatial plane corresponding to the tablet’s surface.

Furthermore, the sharp, leptokurtic peak in the velocity distribution histogram

(Top Right) visually confirms the minimal quantization noise at this injection

speed, with the tracked median tightly converging on the mathematical ground

truth. Regarding the magnitude of the velocity vectors, the system accurately

estimates the speeds but exhibits a noticeable degradation in performance at

lower injection rates. Specifically, at 0.058 m/s, the median-based error peaks

at 17.2%. This is primarily due to spatial quantization: at minimal displace-

ments, sub-pixel accuracy is constrained by the sensor’s grid, and a single-pixel

tracking deviation significantly inflates the relative error. Additionally, the ran-

dom spatial initialization of particles can result in merging distinct entities into

single contiguous event blobs. This occlusion challenges the Kalman filters,

occasionally corrupting individual tracks.
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Figure 6.4: Kinematic analysis of the synthetic brownian linear flow (particle
count = 41, Input Speed = 15 px/frame).

Conversely, the system demonstrated high robustness under the random-

ized multi-directional flow. The tracking error relative to the median velocity

remained minimal (dropping to 0.0% in densely seeded scenarios), and the mean

global velocity correctly approached 0 m/s, reflecting the expected vector can-

cellation in a chaotic field. However, a critical analysis of the velocity distribution

histogram reveals a distinct behavioral shift in the tracker. Unlike the uniform

linear flow, where the velocity magnitude was highly concentrated into a sin-

gle narrow peak, this scenario produces a wider, bell-shaped distribution. The

random directional vector assigned to each particle lead to continuous overlaps,

inducing temporarily optical occlusions and highly ambiguous spatial configu-

rations for the bipartite matching module. Resolving these transiently merged

dipoles introduces slight, momentary fluctuations in the frame-by-frame ve-

locity estimated by the Kalman filters, spreading the velocity distribution into

a Gaussian curve. Nevertheless, the system’s ability to maintain a perfectly

accurate median without drifting validates its resilience in high-entropy fluid

environments. Conversely, the system demonstrated high robustness under

brownian motion. The tracking error relative to the median velocity remained
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minimal (dropping to 0.0% in quite dense scenarios), and the mean global ve-

locity correctly approached 0 m/s, reflecting the expected vector cancellation in

a chaotic field.

6.2.3 Vortex and Turbulence Simulation

The second phase of the synthetic validation aimed to bridge the gap between

idealized linear motions and the chaotic nature of real-world water streams. To

achieve this, non-linear dynamic forces were introduced into the simulation en-

vironment. Rather than injecting straightforward linear trajectories, the vector

field was governed by a continuous noise function defined by spatial and tem-

poral frequencies. Specifically, the angular direction � of each simulated tracer

at coordinates (G, H) and at time C was calculated as:

�(G, H, C) = sin(H · :B + C · :C) + cos(G · :B + C · :C) + ) (6.2)

where :B acts as a vortex scale (a spatial frequency coefficient tightening

the rotational curl of the field), :C acts as a turbulence parameter (a temporal

frequency coefficient driving the chaotic evolution of the vortices over time),

and ) is a constant drift (−�
4 ) simulating a baseline diagonal current. Crucially,

while the angular direction continuously varied, the absolute scalar velocity of

each particle was constrained to the ground truth injection speed.

Table 6.3: Quantitative results of the offline particle tracker under complex flow
conditions.

Count ks kt GT Speed Mean Vel. Median Vel. Error Mean Glob. Vel. Glob. Angle

(?G−1) (frame−1) (m/s) (m/s) (m/s) (%) (m/s) (◦)

17 0.005 0.01 0.082 0.097 0.087 6.1 0.04 335.0

38 0.005 0.01 0.082 0.098 0.086 4.9 0.04 335.7

55 0.005 0.01 0.082 0.106 0.089 8.5 0.05 341.9

108 0.01 0.005 0.115 0.129 0.117 1.7 0.07 317.8

108 0.01 0.005 0.115 0.120 0.116 0.9 0.07 335.0

108 0.01 0.005 0.115 0.130 0.117 1.7 0.08 319.4

As detailed in Table 6.3, despite the high structural complexity of these

dynamic, overlapping, and non-linear event streams, the stereo vision system

maintained a remarkable degree of accuracy. Evaluated against the median

particle velocity, the tracking error ranged from 6.1% in sparser configurations

to an impressive 0.9% in densely populated scenarios (e.g., 108 particles). A

58



CHAPTER 6. EXPERIMENTAL SETUP AND RESULTS

comprehensive visual representation of this dynamic behavior is provided in

Figure 6.5, illustrating the spatial and kinematic outputs for the 38-particle test

case.

Figure 6.5: Kinematic analysis of the synthetic fluid-like flow simulation (particle
count = 38, Input Speed = 7.1 px/frame, vortex scale = 0.005 px−1, turbulence

time = 0.01 frame−1).

This performance highlights the structural robustness of the offline tracker.

Even when particle trajectories deviate sharply and continuously across tight

spatial curves due to the simulated vortices, the Hungarian algorithm effectively

manages the complex data association problem, and the 9-state Kalman filters

successfully maintain the tracks without confusing intersecting trajectories. Fur-

thermore, the global macroscopic metrics accurately reflect the simulated fluid

physics. The mean global velocity recorded by the system appropriately drops

below the baseline ground truth speed due to the vector cancellation of oppos-

ing directional components inherent in vortical fields. More importantly, the

system successfully extracts the underlying baseline current despite the heavy

turbulence: the estimated mean global angle consistently hovers between 317°

and 335°, getting close to 315° (−45°) drift of the HTML file. A critical observa-

tion must be made regarding the estimation of the mean global angle. While the
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simulator explicitly sets a baseline Eulerian drift of 315◦ (−�
4 ), the stereo tracking

system consistently measures a slightly shifted global angle, typically ranging

between 317◦ and 335◦. This deviation is not a systematic calibration error of the

vision rig, as previously proven by the near-zero angular error in the uniform

linear flow tests (Table 6.1). Instead, it highlights a profound fluid dynamic

phenomenon captured by the tracker: the discrepancy between Eulerian and

Lagrangian mean velocities. The mathematical noise function utilized in the

HTML simulator to generate the vector field is not strictly divergence-free. Con-

sequently, the simulated tracer particles do not remain uniformly distributed

across the domain; rather, they naturally cluster into local convergent regions

(sinks) generated by the non-linear coupling of the sine and cosine waves. As

the particles pool in these specific zones, they exclusively sample the localized

velocity vectors, heavily biasing the overall spatial average. This Lagrangian

clustering induces a systematic drift in the physical trajectories, shifting the

median kinematic vector toward the X-axis. The ability of the event-based track-

ing pipeline to consistently detect this subtle Lagrangian driftdifferentiating

the theoretical macroscopic current from the actual physical path of the tracer

particlesfurther validates the extreme sensitivity and high fidelity of the pro-

posed 3D architecture. These results prove that the algorithm accurately isolates

the primary fluid current from the superimposed high-frequency spatial noise.

This successful validation ensures that the pipeline is fully capable of parsing

complex 3D trajectories, laying a solid foundation for the real-world water flow

estimation tests.

6.3 Real-World Water Flow Estimation

Following the successful validation of the offline tracker in the synthetic

environment, the system was deployed to estimate real-world water flows. To

evaluate the system’s capability to capture complex non-linear flows, the fluid

was manually perturbed to induce localized, macroscopic vortical structure.
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Table 6.4: Quantitative results of the real-world water flow estimation experi-
ments.

Experiment Mean Part. Vel. Median Part. Vel. Mean Glob. Vel. Mean Glob. Angle

(m/s) (m/s) (m/s) (◦)

Test 1 0.160 0.143 0.03 33.0

Test 2 0.192 0.170 0.06 16.4

Test 3 0.145 0.132 0.05 324.2

Figure 6.6: Kinematic analysis of the real-world water flow estimation under
a manually induced vortical motion (Test 01). The layout is the same of the
simulated cases.

The quantitative results of three distinct recording sessions are summarized

in Table 6.4, demonstrating repeatability of the tracking performance. Figure

6.6 illustrates the detailed kinematic analysis of a representative trial (Test 1).

A critical observation from the real world data is the velocity distribution his-

togram (Figure 6.6, top right). The distribution exhibits a pronounced right

skew, with isolated occurrences of anomalously high velocities (exceeding 0.5

m/s). These outliers are physical manifestations of the complexities inherent to

fluid imaging: specular reflections on the water surface, bursting air bubbles,

61



6.3. REAL-WORLD WATER FLOW ESTIMATION

and overlapping tracer clusters can temporarily deceive the Hungarian match-

ing algorithm within the Dipole Bond Manager. This real-world noise definitely

validates the prior methodological decision to rely on the median particle ve-

locity (ranging from 0.132 m/s and 0.170 m/s) rather than the arithmetic mean,

as it effectively filters out transient track corruptions and robustly identifies the

true kinematic energy of the fluid surface. The 2D flow vector field (Figure

6.6, bottom left) clearly captures the rotational nature of the induced vortex.

Consequently, the mean global velocity of the field is significantly lower (0.06

m/s) than the median translational speed of the individual tracers, reflecting

the expected vector cancellation inherent to vortical flows. Furthermore, an

important hardware-specific phenomenon is observable at the physical center

of the vortex. The vector field shows a distinct lack of tracked trajectories in the

innermost region. This is perfectly consistent with the operational principles

of event-based vision. At the vortex core, tracers possess minimal translational

velocity, primarily spinning on their own vertical axes. Without sufficient spatial

displacement, these tracers do not generate the continuous cross-pixel tempo-

ral gradients required to trigger a dense event stream. As a result, they fail to

initialize a stable track within the Dipole Bond Manager or fall below the mini-

mum frame-length threshold of the Kalman filter. Additionally, the vector field

reveals a higher density of tracked particles in the upper region of the recorded

area, while the lower and extreme lateral regions exhibit significant sparsity.

The vertical discrepancy is directly attributable to the directional lighting con-

ditions. The scene was illuminated from above, leaving the lower half of the

water tank in partial shadow caused by the rig. In the well-lit upper region,

the tracers generated high-contrast edges against the water, robustly exceeding

the event generation threshold. Conversely, in the shadowed lower region, the

reduced absolute illumination dampened the relative contrast, resulting in a

sparse event stream. Finally, the lack of trajectories at the lateral edges is a

consequence of the stereo vision geometry. Three-dimensional reconstruction

inherently relies on the binocular overlapping field of view. Tracers drifting

toward the lateral margins fall within the FOV of only one camera, preventing

the necessary stereo matching via the Hungarian algorithm. Despite these envi-

ronmental and geometric constraints, the 3D particle path visualization (Figure

6.6, top left) confirms the successful execution of the epipolar geometry and

stereo triangulation pipeline. The reconstructed trajectories are not constrained

to a planar surface but exhibit realist depth variations along the Z-axis (span-
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ning approximately from 0.16 m to 0.20 m relative to the camera baseline). This

verifies that the fully integrated architecture, from event-based stereo calibra-

tion to 9-state Kalman filtering, is capable of robustly reconstructing complex,

three-dimensional fluid dynamics.
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7
Conclusions and Future Works

7.1 Conclusions

The primary objective of this thesis was to evaluate the viability of neu-

romorphic vision as a disruptive solution for hydrodynamic monitoring. The

results definitively confirm that event-based stereoscopy offers a fundamental

paradigm shift, moving beyond two-dimensional surface observation to enable

true 3D volumetric tracking of fluid flows at varying depths. By leveraging the

inherent high dynamic range and microsecond latency of the GenX320 sensors,

the system successfully neutralized the severe specular glare and motion blur

that traditionally cripple frame-based particle tracking velocimetry systems. The

transition from synchronous frames to asynchronous events proved to be a struc-

tural advantage in observing high-speed, unstructured fluid dynamics across the

three-dimensional volume. From an algorithmic perspective, the most signifi-

cant achievement of this work is the pragmatic and highly efficient exploitation

of the neuromorphic data. While the pipeline accumulates asynchronous events

into discrete temporal slices for feature extraction, it fundamentally departs from

traditional frame-based processing. Rather than reconstructing dense grayscale

intensity images to apply legacy computer vision techniques (such as cross-

correlation or block matching), the proposed architecture strictly preserves the

native differential properties of the sensor. Recognizing that a moving tracer

particle intrinsically generates a spatial "dipole" of positive and negative events,

the system maintains this polarity separation through both the stereoscopic tri-

angulation and the predictive tracking phases. The integration of independent
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9-state constant acceleration Kalman filters successfully bridged the temporal

gaps of the asynchronous stream for each polarity. These parallel trackers ef-

fectively absorbed stereoscopic quantization noise on the Z-axis, transforming

discrete, noisy event triggers into smooth, continuous 3D Lagrangian trajecto-

ries. The custom Dipole Bond Manager was then designed to directly leverage

this split-polarity signature in the three-dimensional space. By formulating the

final fusion of the independent 3D polar trajectories as a bipartite global match-

ing problem, the system efficiently abstracts deforming fluid particles into ro-

bustly tracked physical points without the immense computational overhead of

standard volumetric correlation. Ultimately, the successful deployment of this

entire pipeline on a low-power embedded edge node (Raspberry Pi 5) validates

the extreme efficiency of the proposed architecture. By reliably translating these

volumetric kinematics into comprehensive Eulerian vector fields, this thesis pro-

vides a complete, high-precision analytical framework, definitively establishing

event-based stereoscopy as a powerful and viable metrological tool for modern

fluid mechanics.

7.2 Future Developments

While the results achieved in this thesis validate the core hypothesis of

event-based stereoscopic fluid tracking, they also lay the groundwork for sev-

eral advanced research trajectories. The natural evolution of this system spans

across computational optimization, multi-modal integration, and extreme envi-

ronmental deployment.

7.2.1 Real-Time Edge Processing and Hardware Acceleration

While the current offline pipeline successfully validates the robustness of

the proposed architecture, the next crucial step involves migrating the system

to a fully online, real-time framework. Achieving low-latency performance

will require more than a straightforward translation of the Python codebase

into C/C++; it will necessitate a fundamental architectural shift. The data

structures must be optimized for concurrent, lock-free execution to handle the

highly asynchronous influx of microsecond-resolution events. Furthermore, the

intensive computational load of the bipartite global matching and the parallel

3D Kalman filters would benefit massively from hardware acceleration. Future
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iterations should target specialized Edge AI platforms, such as the NVIDIA

Jetson series, or implement the core Dipole Bond Manager directly onto an

FPGA. Once optimized, the pipeline could be encapsulated as a dedicated ROS

2 node, closing the control loop for autonomous applications.

7.2.2 Multi-Modal Sensor Fusion

A second major avenue for development is the integration of the neuromor-

phic data with complementary sensor modalities. While event cameras excel at

capturing high-speed dynamics and operating under extreme dynamic range,

they inherently lack absolute static intensity information. Fusing the asyn-

chronous event stream with synchronous frame-based CMOS sensors (or utiliz-

ing hybrid RGB-Event sensors) would allow the system to map the high-speed

kinematics onto dense contextual textures. Additionally, for mobile robotic ap-

plications, tightly coupling the event stream with an Inertial Measurement Unit

(IMU) would enable robust ego-motion compensation. This fusion would allow

the tracking pipeline to isolate the fluid’s independent motion from the cam-

era rig’s own movement, a critical requirement for deployment on autonomous

surface vessels (ASVs) or drones.

7.2.3 Sub-Aquatic Deployment and In-Situ Analysis

Finally, the ultimate operational goal for this metrological tool is true in-situ

environmental monitoring. Currently, the stereo rig observes the fluid from

above the surface. Transitioning to a sub-aquatic deployment presents signif-

icant mechanical and algorithmic challenges. Hardware-wise, it requires the

design of custom waterproof housings and synchronized active illumination

systems that do not trigger severe backscatter from suspended micro-particles.

Algorithmically, observing the fluid from within a submerged enclosure intro-

duces complex non-linear optical distortions due to the refraction at the water-

glass-air interfaces. Future work must focus on formulating underwater cali-

bration models capable of correcting these refractive index shifts, enabling the

neuromorphic stereo system to perform accurate 3D volumetric tracking directly

within ocean currents, rivers, or industrial pipelines.
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