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ABSTRACT  

If teaching quality is an important factor in learning, its systematic evaluation remains complex 

and costly, as it still relies heavily on human expertise based on classroom observation. In 

mathematics, the MQI (Mathematical Quality of Instruction) framework makes it possible to 

analyze classroom interactions in detail. This thesis explores a new direction: using large 

language models (LLMs) as raters (LLM-as-Judge paradigm) to automate the evaluation of 

classroom transcripts at scale. 

The aim was to determine whether a model from the Gemini 2.5 family could reliably reproduce 

expert human scores. Using the NCTE dataset, we also tested the influence of several 

parameters: codebook precision, the inclusion of examples, explicit reasoning (chain-of-

thought) or implicit reasoning (thinking mode), and model version. Reliability was assessed 

through non-inferiority tests based on Krippendorffôs alpha. 

The results are mixed: across the 38 MQI dimensions examined, no LLM configuration reached 

the level of reliability required to match human ratersô performance. Although prompt 

optimization improved performance, the models remained consistently below human expert 

agreement. However, the analysis also showed that LLMs were able to rank teachers and 

lessons correctly according to their overall quality. While they cannot yet match expert level 

performance, they still appear useful for the exploratory analysis of large volumes of data. More 

broadly, this study highlights how difficult it remains to delegate pedagogical evaluation to AI 

when such judgments depend on a high level of interpretation and content knowledge. 
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Teaching Quality and Student Learning  

1 INTRODUCTION  

1.1 TEACHING QUALITY AND STUDENT LEARNING  

1.1.1 The Effect of Teaching Quality 

A large body of empirical research in education economics, psychology, and education sciences 

shows that teaching quality significantly affects student learning. Despite different methods, 

these studies converge on a central finding: teachers are not interchangeable. 

Differences in teacher effectiveness result in significant differences in student progress (Nye et 

al., 2004; Rivkin et al., 2005). These studies suggest that a one standard deviation increase in 

teacher effectiveness is associated with gains of about one-tenth to one-third of a standard 

deviation in student performance. The authors indicate that teacher quality may even be a more 

important determinant of learning than the school itself. Importantly, these differences in 

quality are largely independent of the teachersô educational attainment and experience beyond 

the first years of teaching. These effects are also stronger in mathematics than in reading and 

are particularly pronounced in disadvantaged socio-economic contexts (Nye et al., 2004). 

The influence of teaching quality is not limited to instructional aspects. Blazar and Kraft (2017) 

show that teachers differ not only in their effects on achievement, but also in their effects on 

studentsô self-efficacy, happiness in class, and classroom behavior. This highlights that teaching 

quality shapes how students experience and engage with learning. Relational aspects further 

contribute to this process. Roorda et al. (2011) show in a meta-analysis that the affective quality 

of teacherïstudent relationships is positively associated with school engagement and, to a lesser 

extent, academic achievement. These effects are particularly pronounced for students from 

disadvantaged backgrounds. Taken together, these findings suggest that teaching quality 

influences learning not only through instruction, but also by supporting studentsô motivation 

and engagement, which in turn are reflected in their attitudes and behaviors. 

Over the longer term these effects accumulate and translate into broader life outcomes. Teacher 

value-added, as measured through student progress, is associated with higher probabilities for 

the students of attending higher education, accessing higher-ranked colleges, earning higher 

incomes, and experiencing improved living conditions (Chetty et al., 2014). Teaching effects 
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therefore extend beyond immediate classroom outcomes to reflect lasting influences on 

educational and socio-economic trajectories. 

However, the nature and size of these effects depend strongly on how learning is defined and 

measured. A meta-analysis by Seidel and Shavelson (2007) shows that the magnitude of 

teaching effects varies depending on the theoretical framework, the variables considered, and 

the study design. Approaches that link general teaching practices (e.g., time on task, feedback) 

to student outcomes tend to find relatively small effects of teaching quality on student learning. 

In contrast, when teaching is defined as supporting studentsô cognitive processes, especially 

through domain-specific activities (e.g., problem solving in mathematics), the observed effects 

are larger and extend across different types of learning outcomes (cognitive, motivational-

affective, and process-related). These results indicate that practices closely tied to subject 

content are generally more related to learning than more general teaching dimensions. 

Overall, these studies converge on the idea that teaching quality has a significant impact on 

student learning, both in the short and long term (Chetty et al., 2014; Nye et al., 2004). However, 

this influence is only weakly explained by factors such as experience or educational attainment 

(Rivkin et al., 2005) and cannot be reduced to a single uniform effect (Blazar & Kraft, 2017; 

Seidel & Shavelson, 2007). Rather, it depends on the specific dimensions of teaching being 

considered. 

1.1.2 Mechanisms Linking Teaching Quality to Learning 

One way to understand the mechanisms underlying teachersô effects on learning is to consider 

that teaching quality works by structuring the conditions in which students learn. It influences 

how content is presented, how tasks are designed, how errors are understood, and how 

engagement is supported. In other words, it operates through the learning experiences made 

possible in the classroom. 

A first mechanism concerns the alignment of teaching with the studentôs cognitive architecture. 

Sweller (1988) shows that some forms of instruction can hinder learning rather than support it. 

According to him, learning is not only about solving problems, but about acquiring schemas, 

that is, organized cognitive structures. However, for novices, standard problem-solving often 

relies on a means-ends analysis strategy, which overloads working memory by focusing 

attention on the immediate goal rather than on the structure of the problem (Sweller, 1988). 

Under these conditions, the mental activity required to find a solution can prevent the student 
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from understanding how the problem works. Teaching quality thus also depends on the ability 

to design tasks that are compatible with novicesô cognitive capacities. 

This idea connects with the framework proposed by Shulman (1986), who emphasizes how 

teachers transform content to make it accessible to students. According to him, research on 

teaching has long focused too much on general dimensions, such as classroom management, 

while neglecting understanding of the content being taught and its pedagogical transformation. 

He refers to this as the missing paradigm. His main contribution is the concept of pedagogical 

content knowledge (PCK), which refers to a specific knowledge of how to teach a given subject: 

selecting examples, analogies, and relevant representations, anticipating common errors, and 

responding to studentsô misunderstandings. Thus, teaching quality does not depend only on 

general pedagogical skills, but also on the ability to make disciplinary knowledge 

understandable to novices. 

The study by Baumert et al. (2010) provides empirical support for this idea. The authors 

distinguish between content knowledge (CK) and pedagogical content knowledge (PCK), and 

show that although these two dimensions are related, it is mainly PCK that is associated with 

student progress. More precisely, this effect operates through two mechanisms: cognitive 

activation, that is, the ability to propose tasks that stimulate reasoning and reflection, and 

individualized support, that is, the adjustment of help to studentsô needs. Teaching quality 

therefore affects learning by structuring cognitive opportunities for learning: it depends on how 

students are led to think about the content and how they are supported in this activity. 

Teaching quality also operates through the regulation of learning. On this point, Hattie and 

Timperley (2007) give a central role to feedback, defined as information provided to the student 

about their performance or understanding in order to reduce the gap between their current state 

and the intended goal. Effective feedback helps the student understand where they are going, 

where they currently are, and what they need to do next (Hattie & Timperley, 2007). The authors 

show in particular that the most useful feedback focuses on processes and self-regulation, as it 

helps students adjust their strategies and better control their reasoning. Teaching quality 

therefore also depends on how the teacher guides and regulates studentsô cognitive activity. 

Finally, teaching quality also has a motivational dimension. The meta-analysis by Su and Reeve 

(2011) shows that autonomy-supportive teaching promotes motivation, engagement, and the 

quality of learning. This support for autonomy includes providing reasons, acknowledging the 

studentôs perspective, offering choices, and using non-controlling language (Su & Reeve, 
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2011). Thus, high-quality teaching also operates by fostering more voluntary and sustained 

engagement in learning activities. 

Overall, these studies converge on the same idea: teaching quality affects learning by 

structuring the learning opportunities offered to students. It operates at the cognitive level, by 

proposing tasks adapted to novicesô capacities (Sweller, 1988); at the pedagogical level, by 

transforming content into understandable forms (Shulman, 1986); at the level of classroom 

processes, through cognitive activation and individualized support (Baumert et al., 2010); and 

also at the level of regulation and motivation, through feedback (Hattie & Timperley, 2007) and 

autonomy support (Su & Reeve, 2011).  

1.2 MEASURING TEACHING QUALITY  

1.2.1 The Need for Systematic Observation in Teaching Quality Research 

As previously shown by Nye et al. (2004) and Rivkin et al. (2005), Pianta and Hamre (2009) 

highlights the limitations of indirect indicators of teaching quality such as degrees, years of 

experience, or student test scores alone, as these provide limited insight into what teachers 

actually do in the classroom. Measures based on student progress, such as the teacher value-

added, provide useful information, but they do not, on their own, constitute a transparent 

measure of teaching quality. Blazar and Kraft (2017) show that while teachers influence both 

studentsô academic performance and their attitudes and behaviors, these two dimensions are 

only weakly related. Teachers who improve test scores are not necessarily those who most 

positively affect studentsô engagement or well-being. This suggests that teaching quality cannot 

be reduced to academic value-added alone. 

This value-added approach also raises questions of validity. Hill et al. (2011) show that value-

added scores, in addition to being associated with instructional quality, are also linked to 

classroom composition and statistical modeling choices. These dependencies introduce biases 

and limit their interpretation as standalone measures of teacher quality. Findings from the 

Measures of Effective Teaching project point in a similar direction, while also highlighting the 

value of a combined approach (T. J. Kane et al., 2013). The authors show that a composite index 

integrating value-added, classroom observations, and student surveys can, on average, predict 

real differences in teacher quality in a setting involving random assignment of students. This 

result supports the idea that observational measures strengthen the validity of evaluation 

systems. 
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Pianta and Hamre (2009) therefore propose shifting attention toward the direct observation of 

teacher-student interactions, insofar as these interactions constitute the very context in which 

learning conditions are constructed. From this perspective, standardized observation does not 

merely describe practices: it also makes it possible to produce theoretically grounded measures, 

examine their validity, and identify concrete levers for improvement (Pianta & Hamre, 2009). 

This focus on observed practices is even more important given that the relevance of measures 

varies depending on their proximity to learning processes. As discussed previously, the 

conclusions of Seidel and Shavelson (2007) suggest prioritizing indicators that are closely 

related to the cognitive work required of students, rather than more distal measures. The TIMSS 

1999 Video Study extends this idea by showing that video-based observation can document not 

only teaching behaviors but also the nature of the learning opportunities offered to students: 

level of content demand, conceptual coherence of lessons, and the extent to which reasoning, 

inquiry, or student participation are encouraged (NCES, 2006). The issue is therefore not only 

to observe what the teacher does, but to understand what kind of intellectual activity the 

classroom makes possible. 

Overall, this body of work leads to conceptualizing teaching quality not as an abstract property 

of the teacher, nor as a simple performance score, but as a set of observable processes that 

concretely structure learning opportunities. Systematic observation thus occupies a central role, 

as it allows for a closer articulation between the evaluation of teaching, the interpretation of 

differences in outcomes, and the identification of practices that can be improved. 

1.2.2 Observation Frameworks for Teaching Quality 

To address the need for systematic observation, educational research has progressively 

developed observation frameworks, that is, structured tools designed to measure teaching 

quality in a rigorous and comparable way. 

An observation framework is not simply a descriptive checklist. It is a structured system that 

combines a set of teaching dimensions to be observed and explicit rating rules that transform 

these observations into scores (Bell et al., 2019). These systems also include procedures to 

ensure rating quality, such as observer training, inter-rater agreement checks, and lesson 

sampling protocols. As such, an observation framework constitutes a methodological 

instrument for assessing teaching quality. However, these frameworks are not homogeneous. 

They differ substantially in their objectives, level of granularity, and underlying conception of 

teaching (Bell et al., 2019). 
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Some observation frameworks are generic, meaning they can be applied across subjects. This 

is the case for Classroom Assessment Scoring System (CLASS), which focuses on the quality 

of teacher-student interactions independently of the content being taught (Pianta & Hamre, 

2009). Such tools are particularly useful for large-scale comparisons or evaluation systems. To 

achieve this, CLASS structures classroom observation into a small number of clearly defined 

dimensions, such as emotional support, classroom organization, and instructional support, each 

assessed using standardized criteria. This reduces the complexity of classroom interactions into 

interpretable indicators. As a result, observations become comparable across classrooms, 

teachers, and contexts. Using the same dimensions and scoring rules enables the standardization 

of measures, allowing results to accumulate across studies, making it possible to build more 

robust and cumulative evidence on teaching quality. 

Other frameworks are content-specific. They focus on how knowledge is actually mobilized 

and constructed in the classroom. The MQI (Mathematical Quality of Instruction), for example, 

aims to capture the mathematical quality of teaching by assessing content accuracy, the richness 

of reasoning, and studentsô engagement in meaningful mathematical activity (Bell et al., 2019; 

Hill et al., 2008). These approaches are consistent with the findings showing that dimensions 

closest to domain-specific cognitive activity are the most strongly related to learning outcomes 

(Seidel & Shavelson, 2007). 

A central point highlighted by Bell et al. (2019) is that each framework relies on an implicit 

theory of what constitutes ñgood teaching.ò For instance, a system focused on interactions (such 

as CLASS) reflects a developmental and socioconstructivist perspective, whereas a system like 

MQI reflects a more disciplinary and cognitive view of learning. These choices are not neutral: 

they determine what is observed, what is valued, and therefore what is interpreted as teaching 

quality. Rather than being mutually exclusive, classroom observation frameworks can be seen 

as complementary, as each captures different yet valuable facets of teaching quality depending 

on its theoretical focus, level of specificity, and intended purpose (Charalambous & Praetorius, 

2022). 

Observation frameworks therefore appear as central methodological tools for operationalizing 

teaching quality. By making complex practices observable, measurable, and comparable, they 

allow a more direct link between classroom processes and student learning. However, their use 

requires careful attention to the dimensions they capture and the conceptions of teaching they 

embody. In addition, this link depends critically on how consistently these practices are 

measured. A key issue is therefore inter-rater reliability. Observation frameworks include 
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specific procedures, such as observer training, double rating, and calibration, to ensure that 

different observers produce comparable ratings for the same situation (Bell et al., 2019). 

Without such consistency, observed differences could reflect variation between raters rather 

than real differences in teaching quality. Ensuring high reliability is thus a necessary condition 

for treating these measures as scientifically valid. 

1.2.3 The MQI: A Content-Specific Framework for Mathematics Instruction 

The Mathematical Quality of Instruction (MQI) is an observation framework specifically 

designed to analyze the quality of mathematics teaching. It follows a content-specific approach, 

which assumes that teaching quality cannot be fully understood without examining how 

disciplinary content is actually used in the classroom (Charalambous & Litke, 2018). Unlike 

generic frameworks, MQI aims to capture the ñactual mathematical workò as it unfolds in 

interactions between the teacher, students, and content (Hill et al., 2008), addressing the 

limitations of frameworks that mainly assess general pedagogical aspects.  

More specifically, MQI captures four core aspects of instructions: the mathematical richness of 

instruction (conceptual depth, multiple representations, connections between ideas), the 

interactions with the students and the mathematics, the presence of errors or imprecision, and 

the studentsô cognitive engagement in reasoning and justification (Charalambous & Litke, 

2018; Hill et al., 2008; MET Project, 2010). Each of these aspects is operationalized through 

more specific indicators. For example, the mathematical richness of instruction includes 

dimensions such as Linking and Connections, teacherôs Explanations, the use of Multiple 

Procedures or Solution Methods, Developing Mathematical Generalizations, Mathematical 

Language, and Overall Richness of Mathematics. See Figure 1 for an example of detailed MQI 

codebook provided to expert raters (full PDF available on the GitHub page of Demszky & Hill, 

2023). These dimensions go beyond a purely behavioral view of teaching by explicitly 

incorporating the quality of the content and the cognitive processes involved. In this sense, MQI 

stands out for its ability to capture fine-grained, discipline-specific aspects of instruction that 

are directly related to the learning opportunities provided to students (Bell et al., 2019; Learning 

Mathematics for Teaching Project, 2011). 
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Figure 1. MQI codebook example (Mathematical Sense-Making) 
This image presents an example of a Mathematical Quality of Instruction (MQI) codebook 

dimension, ñMathematical Sense-Making,ò used to guide human raters. The upper section 

defines the construct and provides illustrative examples of how teachers and students engage 

with mathematical meaning. The lower section specifies the scoring rubric across four levels 

(Not Present, Low, Mid, High), describing increasing degrees of engagement with meaning 

during a lesson segment. This example illustrates how MQI operationalizes pedagogical 

constructs into structured rating criteria, highlighting the level of interpretation and content 

knowledge required from human raters. 

Methodologically, MQI relies on a standardized observation protocol, mainly based on the 

analysis of classroom videos (see Figure 2). Lessons are divided into time segments (7.5-

minute segments) and rated using explicit criteria by trained raters (Learning Mathematics for 

Teaching Project, 2011; Measures of Effective Teaching (MET) Project, 2010). To ensure 

reliability, multiple independent raters evaluate the same segments, and their scores are 

aggregated. This process produces comparable indicators across teachers and contexts while 

capturing the fine-grained dynamics of classroom interactions. Empirical studies show that 

these measures have satisfactory reliability and are correlated with Mathematical Knowledge 

for Teaching (MKT), that is, the mathematical knowledge specifically mobilized in the work 

of teaching, beyond general disciplinary knowledge. In this respect, MKT can be seen as closely 
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related to, though more fine-grained than, the notion of pedagogical content knowledge (PCK, 

Baumert et al., 2010; Shulman, 1986). Together, these perspectives support the idea that 

subject-specific professional knowledge is a key foundation of high-quality mathematics 

instruction and support the validity (Charalambous & Litke, 2018; Hill et al., 2008). 

 

Figure 2. MQI scoring process for a lesson segment 
This figure schematically illustrates the MQI scoring procedure applied to a short (7.5-

minute) classroom segment. The left panel represents the video-based observation of the 

lesson, while the right panel depicts the assignment of ratings across multiple MQI 

dimensions, each receiving a separate rating. Scores are shown for illustrative purposes only. 

The layout is illustrative and does not necessarily reflect the exact format of the original rating 

materials. 

1.2.4 H uman Annotation as a Scalability Bottleneck 

The fine-grained rating of observation protocols such as the MQI relies on specialized human 

expertise that is difficult to match in practice. These instruments, which are content-specific, 

require interpretive judgments about subtle aspects of mathematics instruction. This implies 

extensive training for raters and strong familiarity with the subject matter being taught (Hill et 

al., 2011). More broadly, teaching observation systems require rigorous training and calibration 

procedures to ensure a shared understanding of rating criteria and to reduce the ambiguity 

inherent in interpreting instructional practices (Bell et al., 2019; Pianta & Hamre, 2009). 

This requirement results in high methodological costs. Large-scale observational studies, such 

as those conducted for the MET project or the NCTE dataset, rely on complex designs involving 

many trained observers, the rating of multiple lessons per teacher, and ongoing monitoring of 

rating quality (Demszky & Hill, 2023; T. Kane et al., 2015; T. J. Kane et al., 2013). More 

generally, the literature highlights that video rating of teaching practices is time-consuming and 

resource-intensive, requiring substantial human effort and limiting the scale of analyzable 
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datasets (Mantzicopoulos et al., 2018). As a result, the production of large-scale observational 

data remains constrained by time, funding, and the availability of expert raters. 

Moreover, despite these efforts in training and standardization, human annotations remain 

subject to non-negligible inter-rater variability. In the specific case of the MQI, research shows 

that reliability strongly depends on the number of observations and raters involved, often 

requiring multiple rated units to reach acceptable reliability levels (Hill et al., 2012). More 

specifically, Hill et al. (2012) show that rating precision depends on the rater pool (with a need 

for experienced raters), while reliability depends on the observation design (number of lessons, 

number of raters, full lesson vs. partial observation). In addition, generalizability theory 

analyses indicate that some MQI dimensions struggle to reach satisfactory reliability thresholds, 

even with several lessons and multiple raters (Mantzicopoulos et al., 2018). 

Taken together, the combination of high expertise requirements, substantial workload, and 

imperfect reliability constitutes a major methodological bottleneck in measuring teaching 

quality. These structural limitations help explain the growing interest in automated approaches 

capable of reproducing, at least partially, expert judgments at lower cost and larger scale, paving 

the way for the use of language models in educational evaluation. 

1.3 LARGE LANGUAGE MODELS AS EVALUATION TOOLS 

1.3.1 Foundations and Architecture of Large Language Models 

The development of large language models (LLMs) follows a historical trajectory spanning 

several decades, moving from simple statistical approaches to complex neural architectures 

capable of simulating aspects of human understanding (Peykani et al., 2025). An LLM is 

fundamentally defined as an artificial neural network model, typically based on the Transformer 

architecture, pre-trained on massive text corpora to predict the probability of a sequence of 

words or tokens. The distinction between a ñstandardò language model and a ñlargeò one lies 

not only in the volume of training data, but primarily in the number of parameters, which often 

reach hundreds of billions (Peykani et al., 2025). 

Natural Language Processing (NLP) has evolved through four major waves leading to current 

LLMs (Peykani et al., 2025). The first wave, based on statistical models, relied on Shannonôs 

information theory and n-gram models. These models predicted the next word based on the 

frequency of short sequences, but were limited in capturing long-range dependencies. The 

second wave introduced recurrent neural networks (RNNs) and long short-term memory 
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(LSTM) models, which improved context handling but remained constrained by their sequential 

processing, limiting large-scale parallelization. The third wave was marked by the emergence 

of pre-trained language models (PLMs), such as BERT and early versions of GPT. A key 

breakthrough was the introduction of the Transformer architecture by Vaswani et al. (2017), 

which replaced recurrence with an attention mechanism, allowing the model to process entire 

sequences simultaneously. The fourth wave corresponds to LLMs themselves, with models 

such as GPT-3, PaLM, and LLaMA, demonstrating that scaling up leads to qualitatively new 

capabilities (Peykani et al., 2025). 

The performance of LLMs relies on a multi-stage training process (Peykani et al., 2025). Pre-

training is the most computationally intensive phase, during which the model learns linguistic 

structures and broad statistical regularities from large-scale unlabeled data. This is followed by 

instruction tuning, in which the model is refined on promptïresponse pairs to better follow task-

specific instructions. Finally, an alignment stage, often implemented through reinforcement 

learning from human feedback (RLHF), aims to make model outputs more consistent with 

human preferences and intended behavior (Peykani et al., 2025). This stage can help steer the 

model toward responses that are safer, more acceptable, and better aligned with the evaluation 

context, depending on the feedback data, reward design, and optimization procedure used. 

1.3.2 Cognitive Capabilities and Emergent Properties 

A key interest in LLMs lies in their so-called ñemergentò capabilities. These properties, absent 

in smaller models, appear unpredictably when model size and computational scale exceed a 

critical threshold (Wei et al., 2022). Emergence is defined as a phenomenon where quantitative 

changes in a system lead to qualitative shifts in behavior. In practice, this means that large-scale 

models can handle abstract concepts that smaller models could only approach through surface-

level pattern recognition. 

One of the key properties is in-context learning (ICL). Unlike traditional models that require 

retraining (fine-tuning) for each new task, LLMs can learn to perform complex tasks by 

observing a small number of examples directly within the prompt (Naveed et al., 2024). This 

ñfew-shot learningò capability is particularly useful for repeated or structured tasks, as it allows 

the model to adapt its outputs in real time based on minimal guidance (Brown et al., 2020; 

Naveed et al., 2024). 

Another important capability is chain-of-thought (CoT) reasoning (see Figure 3). This approach 

encourages the model to break down a complex problem into intermediate logical steps before 
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providing a final answer (Wei et al., 2022, 2023). Empirical results show that this significantly 

improves performance on tasks requiring multi-step reasoning, such as arithmetic or symbolic 

reasoning, with or without ñfew-shot promptingò (Kojima et al., 2023). More recent models 

extend this principle through thinking, that is, by allocating additional inference-time compute 

to reasoning before answering. In the Gemini 2.5 report, thinking models are described as being 

trained to use extra computation at inference time in order to arrive at more accurate answers, 

sometimes performing tens of thousands of forward passes during a dedicated thinking stage 

before responding (Comanici et al., 2025). Rather than immediately producing an answer after 

the user query, the model is therefore allowed to spend more computation on the problem itself, 

thereby improving accuracy on complex tasks. 

 

Figure 3. Standard vs chain-of-thought prompting 
This figure compares standard prompting and chain-of-thought prompting on an arithmetic 

task. While standard prompting produces a direct (and here incorrect) answer, chain-of-

thought prompting includes intermediate reasoning steps, leading more often to a correct 

result. Adapted from Wei et al., (2023, Figure 1). 

However, these capabilities come with limitations since LLMs may still produce hallucinated 

outputs (Peykani et al., 2025). Despite this, their ability to process large volumes of data in a 

consistent manner, beyond human biological limits, makes them valuable tools for large-scale 

research applications. 

1.3.3 The òLLM-as-judgeó Paradigm: Toward Automated Evaluation 

The LLM-as-judge paradigm is part of the broader context of the rapid development of large 

language models (LLMs) and their use not only as generation tools but also as evaluation 

instruments. This approach consists of using advanced language models as reference evaluators 

to assess the quality of textual outputs, including student responses, instructional materials, or 

outputs generated by other AI systems (Gu et al., 2026). This paradigm has gained traction in 
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response to the limitations of traditional automatic metrics (such as BLEU or ROUGE), which, 

although efficient, fail to capture coherence, relevance, or the depth of an argument (Gu et al., 

2026). 

In this context, the LLM-as-judge paradigm involves using a language model to evaluate the 

quality of a given output (text, response, rating, explanation) based on explicitly defined 

criteria. In practice, the LLM receives an evaluation instruction (prompt) specifying the task, 

the criteria, and sometimes a rating scale, and then produces a structured judgment (score, 

ranking, justification) (Zheng et al., 2023). This approach builds on prior work on model 

alignment through reinforcement learning from human feedback (RLHF), where human 

annotations are used to train models to reproduce human preferences (L. Ouyang et al., 2022). 

Several recent studies have formalized and evaluated this paradigm. For instance, Zheng et al. 

(2023), through the LMSYS Chatbot Arena platform, show that LLMs can produce comparative 

evaluations (pairwise ranking) that are relatively consistent with human judgments, particularly 

when comparing responses generated by different models. Similarly, Liu et al. (2023) introduce 

the G-Eval framework, in which an LLM is guided by a chain of reasoning (chain-of-thought) 

to produce more stable and interpretable evaluations. These approaches suggest that LLMs can 

approximate human judgments at a very low marginal cost, enabling scalable evaluation of 

generative AI systems. 

However, this paradigm also raises several methodological issues. The reliability of evaluations 

depends strongly on the prompting and the formulation of the criteria, which raises concerns 

about validity and reproducibility (Gu et al., 2026). Finally, the absence of a stable ñgold 

standardò makes it difficult to interpret the scores produced, especially when the evaluating 

model and the evaluated model share similar architectures or training data (Zheng et al., 2023). 

1.3.4 Applications of LLMs in the Educational Landscape 

The use of LLMs in education extends beyond simple grading. It directly impacts pedagogical 

interactions and offers potential solutions to long-standing scalability challenges in assessment. 

While automated essay scoring (AES) systems have existed for decades, LLMs enable the 

analysis of not only surface-level features (such as grammar or length), but also argumentative 

quality and semantic coherence in studentsô work (Huang & Wilson, 2025).  

Classroom observation is one of the areas where the potential of LLMs faces the most technical 

challenges. Frameworks such as CLASS or MQI require fine-grained analysis of discourse. 

Wang and Demszky (2023) were among the first to use GPT-3.5 to rate segments of 
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mathematical classroom transcripts following the MQI framework. Their initial findings 

showed that, although the model was able to identify ñkey moments,ò its overall alignment with 

human expert ratings remained limited. The authors attribute this limitation to the nature of 

MQI, which is highly content-dependent. Evaluating aspects such as the ñprecision of 

mathematical languageò or the ñrichness of explanationsò requires domain-specific expertise 

that general-purpose models do not always possess. 

More recent studies on CLASS evaluations suggest that integrating explicit analytical rubrics 

(e.g., Bag-of-Words approaches) and using more advanced models can improve agreement 

levels, bringing them closer to human reliability (Whitehill & LoCasale-Crouch, 2024). 

1.4 RESEARCH GAP 

1.4.1 MQI as a Challenging Evaluation Task 

Automating the evaluation of teaching quality does not pose the same challenges across 

instruments. In the case of the Mathematical Quality of Instruction (MQI), the task is 

particularly demanding because it is a content-specific framework. MQI does not simply aim 

to identify general pedagogical behaviors; rather, it evaluates the quality of mathematical work 

as it unfolds in classroom interactions, including the precision of mathematical language, the 

conceptual richness of explanations, the handling of errors, and the extent to which students 

engage in substantive mathematical reasoning (Charalambous & Litke, 2018). 

This specificity makes evaluation difficult for at least two reasons. First, MQI dimensions are 

highly inferential: they require going beyond a literal reading of transcripts to produce an 

interpretative judgment about the mathematical quality of interactions. Second, they rely on 

both disciplinary and pedagogical expertise, allowing one to distinguish between a 

mathematically rigorous explanation and one that is only superficially plausible. Recent work 

on automated measurement of teaching quality shows that model performance decreases when 

target variables require greater inference and expertise, while it is higher for more discrete and 

directly observable dimensions (P. Xu et al., 2024). 

Moreover, even on the human side, MQI evaluation is not a trivial task. Methodological studies 

on observation protocols emphasize that inter-rater reliability alone is not sufficient to guarantee 

score quality, as scores also depend on the observation design, the number of lessons, the 

number of raters, and multiple sources of variance related to the observed situation (Hill et al., 

2012; Mantzicopoulos et al., 2018). In other words, MQI is already a complex task for human 
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experts. This increases the methodological requirements when assessing whether an LLM can 

reproduce such judgments. 

1.4.2 Remaining Gaps in the Literature 

Prior work suggests that LLMs can approximate human judgments in some evaluation settings, 

but evidence remains limited and mixed in educational, domain-specific tasks. In particular, 

performance appears to decline when annotation requires substantial inference and specialized 

expertise, as in MQI-based classroom evaluation. As a result, it remains unclear whether recent 

LLMs can achieve a level of agreement sufficient to serve as reliable substitutes for expert 

human annotators in such a demanding framework (Wang & Demszky, 2023; P. Xu et al., 2024; 

Zheng et al., 2023). 

Many existing studies rely on indicators that are insufficient to answer this question. A positive 

correlation or moderate agreement is not enough to conclude that an LLM generated ratings 

can match human ratings in a real rating setting. Recent work emphasizes the need for explicit 

statistical frameworks when assessing the substitution of human annotation with LLMs 

(Calderon et al., 2025). In the more specific domain of mathematics teaching observation, 

Foster et al. (2025) also stress that the relevant question is not only the overall similarity of 

scores, but their interchangeability within a double-rating design. 

Moreover, it remains unclear to what extent LLM performance depends on configuration 

factors such as prompting strategies, the level of detail in the codebook, the model used, or the 

amount of reasoning allowed. Review papers on the LLM-as-judge paradigm emphasize that 

reliability strongly depends on system design, procedural standardization, and control of biases 

(Gu et al., 2026; Zheng et al., 2023). It is therefore necessary to determine not only whether an 

LLM can approximate human judgment, but also under which conditions this approximation 

becomes methodologically acceptable. 

In this context, the main gap in the literature can be formulated as follows: there is currently no 

sufficiently rigorous validation establishing whether, and under which configurations, an LLM 

can achieve a level of agreement with human annotators that is compatible with replacing an 

expert rater in an MQI rating task based on mathematical transcripts. The present study aims to 

address this question by evaluating, in the MQI context, whether LLM-generated scores are 

sufficiently close to human scores to consider such substitution, and by examining how this 

performance varies depending on prompting and model configurations. 
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1.5 RESEARCH QUESTION AND STUDY OBJECTIVES 

The ability of large language models (LLMs) to process thousands of classroom transcripts at 

low cost could open, for instance, the possibility of near real-time formative feedback systems. 

In such a scenario, a teacher could submit a recording of a lesson and receive a structured 

analysis of instructional strengths (e.g., high cognitive activation) and areas for improvement 

(e.g., lack of precision in mathematical language), grounded in specific excerpts from their own 

discourse. For this application to be viable, it is essential to establish that LLM-generated 

ratings are sufficiently aligned with expert human ratings. 

Against this background, and building on the existing literature, the present study addresses the 

following research question: Can a large language model reliably reproduce expert human 

ratings of mathematical classroom transcripts? More specifically, do LLM -generated 

MQI ratings achieve a level of agreement with expert human ratings that is statistically 

non-inferior to that observed between human raters? 

To answer this question, our primary confirmatory analysis tested whether LLM-generated 

MQI ratings achieved non-inferior agreement with expert human ratings, such that the model 

could plausibly substitute for one human rater in MQI scoring tasks. We explored whether 

agreement with human ratings was influenced by explicit chain-of-thought prompting, implicit 

reasoning through thinking settings (thinking), the use of examples (with or without a posteriori 

explanations), the level of detail in the codebook, and model version. In particular, we examined 

whether a prompt configurationïmodel combination optimized on a subset of MQI dimensions 

would yield improved performance, relative to a baseline configurationïmodel combination. 

We additionally explored whether LLM-based ratings preserve the relative ranking of lessons 

and teachers compared to human evaluations, as assessed by rank-order correlation, in an 

extreme-case design intended to maximize between-teacher variance.  
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2 MATERIALS &  METHODS  

2.1 MATERIALS  

2.1.1 Dataset 

This study used the fourth version of the NCTE Classroom Transcript Analysis dataset 

(Demszky & Hill, 2023; T. Kane et al., 2015), which contains transcripts of 4th- and 5th-grade 

U.S. elementary mathematics lessons lasting approximately 45ï60 minutes. These transcripts 

originate from classroom observations collected as part of the National Center for Teacher 

Effectiveness (NCTE) Main Study between 2010 and 2013, a large-scale, multi-method 

research program designed to investigate the determinants of teaching effectiveness in 

mathematics. The data were collected within four school districts serving predominantly 

historically marginalized student populations (Demszky & Hill, 2023). The NCTE dataset 

metadata combines multiple sources of information at the student, classroom, and teacher 

levels, including standardized student achievement gains (value-added measures), teacher 

knowledge assessments such as Mathematical Knowledge for Teaching (MKT), structured 

classroom observation protocols (notably the Mathematical Quality of Instruction, MQI, and 

the Classroom Assessment Scoring System, CLASS), as well as student surveys capturing 

perceptions of instructional quality.  

Table 1. Example excerpts from classroom transcripts 
This table presents short illustrative excerpts from two lesson transcripts (Lessons 2370 and 

2681). The excerpts were selected at random and represent a small portion of the full 

classroom interactions. Each column corresponds to a different lesson and displays the 

dialogic discourse between the teacher and the students as it appears in the transcripts. The 

transcripts were produced by transcription experts and have been fully anonymized (e.g., 

ñStudent Xò). 

Lesson 2370 Lesson 2681 

teacher: Okay, today's math lesson, what have we been 
learning about in math?  What is our topic been 
recently?  In math what have we been talking about?  
Student X? 
student: Division. 
teacher: Division, we've been talking about division.  
What else have we been talking about? 
student: Cluster problems. 
teacher: Cluster problems.  What else? 
student: Multiplication.  
teacher: Multiplication.  And have we just been writing 
equations for these problems or have been working on 
a different type of problem? 
[вѐ 

ƣĲċĦőĲƖаШìĲќƖĲШŊŸŔŰŊШƣŸШŊŸШŸƻĲƖШŸƨƖШŉŔƻĲ-question jump 
starter real 
student: You have to т like 30,000 and then. 
teacher: Before that. 
student: Read the problem twice. 
teacher: Then what do I need to do, Student C? 
student: Highlight the special words. 
ƣĲċĦőĲƖаШìőċƣШŔŉШǃŸƨШĬŸŰќƣШőċƻĲШċШőŔŊőũŔŊőƣĲƖе 
teacher: Then what do I need to do? 
student: Do the problem. 
teacher: Then what should I do after I solve the 
problem? 
student: First you need to check the operation. 
[вѐШ 
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The transcripts were obtained from the publicly available classroom transcript analysis 

repository released by Demszky and Hill (2023). Examples of transcript excerpts are provided 

in Table 1. Instructional quality ratings based on the MQI framework were not included in this 

repository and were therefore obtained separately from the metadata available through the 

ICPSR release (T. Kane et al., 2015). The transcript data and MQI ratings were subsequently 

aligned to construct the dataset used for analysis. Following the recommendations, two 

transcripts were removed due to speaker assignment errors (Demszky & Hill, 2023).  

As shown in Table 2, the dataset comprises a very large number of transcripts whose substantial 

length, together with the high number of MQI dimensions to be rated, makes processing the full 

dataset prohibitively resource-intensive; accordingly, LLM-generated ratings are restricted to 

subsets of the data. 

Table 2. Dataset descriptive statistics 
Descriptive summary of the reconstructed NCTE transcript-based dataset used in this study, 

including the number of transcripts, raters, teachers, utterances, MQI variables, and the mean 

number of utterances per transcript. 

Number of transcripts 1,658 

Number of raters 63 

Number of teachers 317 

Number of utterances 387,175 

MQI dimensions 50 

Mean utterances/transcript 234 

2.1.2 Programming Language 

All analyses and data processing were conducted in Python (version 3.12.4). Initial 

experimentation with the LLMs was carried out through API access and supported by the 

LLM4Humanities tool developed by Olivier Clerc and released as open-source on the Flowers 

AI & CogSci Lab GitHub repository (Clerc, 2025). The tool is designed to support LLM-as-

judge approaches in humanities research. The codebase was subsequently extended and 

systematized through direct interaction with the models using the Google Vertex AI Python 

SDK, enabling large-scale rating runs and more controlled prompting procedures. 

The full pipeline and implementation details are available in the GitHub repository associated 

with this thesis.1 

 
1 Available at: https://github.com/lampedepoche/LLM-as-Judges_on_MQI  

https://github.com/lampedepoche/LLM-as-Judges_on_MQI
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2.1.3 LLM Model Selection 

Experiments were conducted using three models from the same generation of Gemini, a family 

of large language models (LLMs) developed by Google and accessible either via an API key or 

through the Vertex AI platform. Gemini models are designed for a range of reasoning and 

language-processing tasks and are released in several capability tiers that differ in performance, 

latency, and computational cost. 

In this study, three models from the same generation were used: gemini-2.5-flash-lite, gemini-

2.5-flash, and gemini-2.5-pro. This ensures comparability while systematically varying model 

capacity and cost. More advanced models were not considered due to substantially higher 

computational costs, whereas smaller or earlier models were excluded because of concerns 

regarding reliability. Within the Gemini 2.5 family, gemini-2.5-pro is described as a thinking 

model, gemini-2.5-flash as a hybrid reasoning model with a controllable thinking budget, and 

gemini-2.5-flash-lite as an optimized model for speed and cost (Comanici et al., 2025). More 

generally, Gemini thinking models are trained to allocate additional inference-time compute to 

a dedicated thinking stage before producing an answer. The thinking budget corresponds to a 

constraint on the amount of internal computation the model is allowed to use during this stage, 

thereby making it possible to trade off reasoning depth against cost and latency. In this study, 

configurations varied in whether such a budget was enabled, allowing us to examine its impact 

on agreement with human ratings. 

2.2 STATISTICAL ANALYSES 

2.2.1 Human Inter -Rater Agreement Metrics 

2.2.1.1 Krippendorffõs Alpha 

In the present dataset, 63 raters contributed annotations overall, but each item was rated by at 

most three raters, resulting in a highly incomplete and partially overlapping rating structure. In 

addition, the different dimensions of the MQI present different levels of measurement (nominal: 

0-1; ordinal: 1-3, 1-4, 1-5). To quantify inter-rater agreement under these conditions, 

Krippendorffôs Ŭ was the most relevant. 

Krippendorffôs alpha (Ŭ) is defined as ña general statistical measure of variable-specific 

agreement among observersò by the SAGE Encyclopedia of Research Design (ñKrippendorffôs 

Alpha,ò 2022). The coefficient quantifies the extent to which multiple raters assign the same 
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labels to the same items beyond what would be expected by chance (Krippendorff, 2011). It is 

defined as: 

‌ ρ
Ὀ

Ὀ
 

where Ὀ  represents the observed disagreement among raters and Ὀ  the disagreement 

expected by chance. When observed disagreement equals the disagreement expected by chance 

(Ὀ Ὀ ), agreement is equivalent to chance and Ŭ = 0. Perfect agreement corresponds to 

Ŭ = 1, whereas negative values indicate systematic disagreement among raters. 

Krippendorffôs Ŭ was selected because it accommodates unequal numbers of raters, partially 

overlapping sets of raters, missing observations, and different levels of measurement (Hayes & 

Krippendorff, 2007). Accordingly, Krippendorffôs Ŭ was computed using an ordinal metric for 

MQI dimensions with ordinal scales (1ï3, 1ï4, and 1ï5) and a nominal metric for MQI 

dimensions with dichotomous scales (0ï1). 

2.2.1.2 Gwetõs AC2 

Initial inspection of the MQI ratings revealed substantial variability in inter-rater agreement 

across dimensions when assessed using Krippendorffôs Ŭ (see Appendix Figure A 2 and Table 

A 1). In addition, several dimensions exhibited highly imbalanced label distributions (see 

Appendix Figure A 1). 

A known limitation of chance-corrected agreement coefficients is the so-called prevalence 

paradox. Under strong prevalence imbalance, the expected agreement by chance becomes very 

large, which can substantially reduce the value of these coefficients even when observed 

agreement is high (Feinstein & Cicchetti, 1990). To address this issue, Gwetôs Agreement 

Coefficient (AC) was developed as a chance-corrected agreement coefficient that is less 

sensitive to prevalence imbalance (Gwet, 2008). It is defined as: 

ὃὅ
ὖ ὖ

ρ 0
 

where ὖ represents the observed agreement and ὖ represents expected agreement by chance. 

The key distinction with Krippendorffôs Ŭ lies in the estimation of the chance model. In 

Krippendorffôs Ŭ, expected disagreement is computed from all possible pairs of ratings derived 

from the marginal frequencies of the categories. Consequently, the coefficient becomes strongly 

dependent on the observed distribution of categories. When category distributions are highly 
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unbalanced, the expected disagreement Ὀ tends to decrease. As a result, the ratio  increases, 

which ultimately leads to lower values of Ŭ. By contrast, Gwetôs AC estimates expected 

agreement directly from the prevalence of each category in the dataset. Because this calculation 

relies on category proportions rather than all possible rating pairs, the coefficient is less affected 

by imbalances in the marginal distribution. 

Figure 4 illustrates this phenomenon by showing the evolution of Krippendorffôs Ŭ (lower 

curve) and Gwetôs AC (upper curve) across varying prevalence levels for a similar percent 

agreement (70ï80 %). As prevalence becomes increasingly skewed, Krippendorffôs Ŭ decreases 

markedly, whereas Gwetôs AC remains comparatively stable. 

 

Figure 4. Agreement coefficients as a function of prevalence. 
The figure illustrates that, despite similar levels of observed agreement (70-80%), the two 

coefficients vary differently as a function of category prevalence, with Krippendorffôs Ŭ 

showing a stronger sensitivity to prevalence imbalance than Gwetôs AC. Reproduced from 

Vial et al., 2019 (Figure Supplementary, Figure A1), licensed under CC BY 4.0. 

Figure 5 further illustrates how imbalanced label distribution can affect inter-rater agreement 

metrics under the present conditions of the MQI expert human ratings. One dimension displays 

an extremely skewed distribution (1: 95.4%, 2: 3.9%, 3: 0.6%) and the corresponding 

Krippendorffôs Ŭ is very low (Ŭ = .14), whereas Gwetôs AC22 reaches .97. To aid interpretation 

under these conditions, Gwetôs AC2 was therefore computed as a complementary agreement 

 
2  Gwetôs AC2 refers to the weighted version of Gwetôs AC, designed for ordinal ratings where partial 

disagreements are weighted. 
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index, using quadratic weights for ordinal rating scales and identity weights for dichotomous 

dimensions (see Appendix Table A 1 and Figure A 3 for Gwetôs AC2 values of every MQI 

dimensions).  

 

Figure 5. Prevalence imbalance in MQI ratings (WCDISS) 
This figure illustrates the distribution of MQI ratings for the WCDISS dimension. Most ratings 

are concentrated in category 1 (95.4%), with very few observations in categories 2 (3.9%) and 

3 (0.6%). In this highly skewed distribution, Krippendorffôs Ŭ is low (Ŭ = 0.14), whereas 

Gwetôs AC2 remains very high (AC2 = 0.97), highlighting how agreement coefficients can 

lead to markedly different conclusions under extreme prevalence imbalance. 

2.2.2 Krippendorff Non-Inferiority Test 

Each MQI dimension was evaluated using a non-inferiority test based on Krippendorffôs Ŭ, in 

order to assess whether LLM ratings achieved a level of agreement comparable to that of human 

raters. This procedure was adapted from the procedure developed in the LLM4Humanities 

project (Clerc, 2025). A bootstrap procedure was applied to estimate the sampling distribution 

of the agreement statistics. For computational efficiency, the number of bootstrap iterations was 

adjusted according to dataset size: 500 iterations if ὲ σπππ , 1000 if ὲ ρπππ, 2000 if ὲ

ρππ, and 5000 otherwise. 

For each bootstrap iteration, Krippendorffôs Ŭ was first computed for the human-only rater 

group. Then, Ŭ was computed for all possible rater groups in which one human rater was 

substituted by the LLM (i.e., (ÕÍÁÎρ ,,-). The Ŭ values obtained from these LLM-

substituted rater groups were averaged. The difference between the mean Ŭ of the LLM-

substituted rater groups and the human-only Ŭ was then recorded for each bootstrap sample 

(ɝ ‌ ‌ ), allowing the construction of a 90% confidence interval (CI) for this 

difference. 

Non-inferiority was concluded when the lower bound of the 90% confidence interval for the 

difference in Krippendorffôs Ŭ remained above the prespecified non-inferiority margin: 

ὅὍ πȢπυ. This margin indicates that a decrease in agreement of up to 0.05 relative to 
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the human-only group was considered acceptable and corresponds to the default value 

implemented in the LLM4Humanities codebase (Clerc, 2025). 

Because this procedure requires repeated computation of agreement metrics across many 

bootstrap samples, computational efficiency was a key consideration. In this context, 

Krippendorffôs Ŭ can be computed substantially faster than Gwetôs AC2, particularly with 

incomplete rating matrices and varying numbers of raters. Consequently, the main analyses 

relied on Krippendorffôs Ŭ. In parallel, Gwetôs AC2 was examined to aid interpretation in the 

presence of prevalence effects, and the difference between human-only AC2 and the mean AC2 

across LLM-substituted groups (without bootstrapping) was computed as a complementary 

descriptive indicator. 

2.2.3 Overall Rating Order (Kendallõs ǲ-b) 

To examine whether the ordering of ratings produced by the LLM was consistent with those 

produced by human raters, the ordinal association between the two sets of ratings was assessed 

using Kendallôs Ű-b. 

Kendallôs Ű is a non-parametric measure of association which evaluates how similar two 

rankings are by comparing all possible pairs of observations: a pair is concordant if the two 

rankings agree on their relative order, and discordant if they disagree (De Raadt et al., 2021). 

The coefficient reflects the balance between these concordant and discordant pairs, providing 

an interpretable measure of ranking consistency. 

The Ű-b variant adjusts for the presence of ties, which are common in rating scales with a limited 

number of categories. Formally, Kendallôs Ű-b is defined as: 

†
ὲ ὲ

ὲ ὲ ὲ ὲ
 

where: 

¶ ὲ and ὲ  denote the number of concordant and discordant pairs, 

¶ ὲ  is the total number of unit pairs, 

¶ ὲ and ὲ represent the number of tied pairs for each rater. 

Values of Ű range from ī1 to 1, where positive values indicate that higher ratings from one rater 

tend to correspond to higher ratings from the other. Because the MQI scores are measured on 

an ordinal scale, Kendallôs Ű-b is appropriate for evaluating whether the LLM preserves the 

relative ordering of instructional quality judgments made by human raters, independently of 

exact agreement on category labels. 
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2.2.4 Complementary Analyses 

Additional descriptive analyses (group means and Pearson correlations) were computed to 

explore relationships between metrics and outputs. 

2.3 DATA PREPARATION  

2.3.1 Transcript Cleaning and Formatting for LLM Input 

To preserve information about speaker roles in the textual input provided to the language model, 

each utterance was prefixed with its corresponding speaker label (e.g., ñteacher:ò, ñstudent:ò 

ñmultiple studentsò). Utterances were then concatenated in chronological order to form a single 

text block representing the full content of the lesson or segment. Individual utterances were 

separated by newline characters. This formatting preserves the dialogic structure of classroom 

discourse while allowing the full transcript to be processed as a single textual input by the LLM.  

2.3.2 Segmentation of Transcripts into Lesson Segments 

Thirty MQI dimensions are rated on video segments corresponding to fixed temporal intervals 

of 7.5 minutes, whereas twenty dimensions are evaluated at the level of the entire lesson. This 

distinction is reflected in the MQI annotation dataset, where segment-level dimensions are 

associated with specific lesson segments. Given that a typical lesson lasts between 45 and 60 

minutes, one would expect approximately 6 to 8 segments per lesson; however, in practice, the 

number of segments varies from 2 to 13 (M = 7.42, SD = 1.46; median = 8; see Figure 6). In 

contrast, the publicly available transcript data are provided only at the level of complete lessons, 

without any segmentation into comparable intervals. As a result, the two data sources are not 

directly aligned: some MQI ratings refer to specific portions of a lesson, while transcripts 

provide a continuous, unsegmented record. An alignment procedure was therefore required to 

approximate the correspondence between the full transcript text and the rated lesson segments. 

Previous work using the same transcript corpus approximated chapter segmentation using 

utterance counts (Wang & Demszky, 2023). In contrast, the present study used a word-count-

based segmentation. Because lesson segments correspond to approximately fixed time 

intervals, word counts were considered a more stable proxy for discourse length than utterance 

counts, which can vary substantially depending on conversational dynamics (e.g., rapid short 

exchanges between students versus extended teacher explanations). 
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Figure 6. Distribution of segments per lesson 
This figure shows the distribution of the number of segments per lesson in the NCTE dataset. 

The x-axis represents the number of segments (approximately 7.5 minutes each) per lesson, 

and the y-axis indicates the number of corresponding lessons. The distribution is centered 

around 7ï8 segments per lesson, consistent with typical lesson durations of approximately 45ï

60 minutes, with fewer observations at both lower and higher segment counts. 

For each lesson, the total number of words was computed and divided into n sequential 

windows, where n corresponds to the number of lesson segments associated with that lesson in 

the MQI annotations. These windows were constructed to cover the full transcript and to 

distribute words as evenly as possible across segments. Each utterance was then assigned to a 

chapter segment based on the midpoint of its word span, ensuring that utterances were not split 

across segments. This procedure provides an approximate alignment between transcript text 

and MQI-rated segments for computational analysis. 

2.3.3 High -Human-Agreement Subset 

Because the objective of the study was to evaluate whether large language model (LLM) ratings 

could reach non-inferiority relative to human raters it was necessary to ensure that the human 

reference ratings themselves exhibited sufficient agreement. To this end, subsets of the data 

were constructed for each MQI dimension according to two criteria: a minimum human inter-

rater reliability threshold, and a minimum number of available ratings 

A greedy selection algorithm with manual flexibility was used to construct a high-human-

agreement subset by iteratively selecting human rater pairs with the highest pairwise 

Krippendorffôs Ŭ while ensuring that the global Ŭ remained above a predefined threshold. The 

target threshold was Ŭ Ó 0.80, following Krippendorffôs recommendation for acceptable 
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reliability (Krippendorff, 2004). However, to preserve a broad range of rated dimensions, scale 

types, and rating units, including both segment-level and whole-lesson measures, this threshold 

was relaxed when necessary. In the most permissive case, dimensions were retained with Ŭ as 

low as 0.50 provided that at least 50 items were available. 

After applying these filtering criteria, 40 MQI dimensions remained and were included in 

subsequent analyses (see Appendix Table A 2). The resulting subsets contained, on average, 

476 items. Krippendorffôs Ŭ across dimensions ranged from Ŭ = 0.51 to Ŭ = 0.85, and the Gwetôs 

AC2 ranged from AC2 = 0.66 to AC2 = 0.99 (see Table 3). Based on visual inspection, the 

distribution of labels appeared similar between the original dataset and the subsets (see 

Appendix Figure A 7). 

Table 3. Descriptive statistics of high-human-agreement subset 
The table reports, across MQI dimensions, the mean, standard deviation, minimum, and 

maximum values for the number of items per dimensions (lesson segments or whole lesson), 

Krippendorffôs Ŭ, and Gwetôs AC2 of inter-human agreement. 

 Number of items Krippendorffôs Ŭ Gwetôs AC2 

Mean 476.0 0.77 0.91 

SD 769.8 0.08 0.08 

Min 52 0.51 0.66 

Max 4378 0.85 0.99 

2.3.4 Teacher-Level Subset Construction 

To examine whether LLM ratings were consistent with human evaluations at higher levels of 

aggregation, an additional teacher-level subset had to be constructed. This was necessary 

because such an analysis required a dataset in which each lesson was represented across all 

MQI dimensions and in which all lesson segments were available. The high-human-agreement 

subset was not suitable for this purpose: it did not preserve continuity at the lesson level, and 

even less at the teacher level. Its aim was only to select the items, whether a segment or a lesson 

depending on the MQI dimension, that showed the highest agreement among human raters. 

Teachers were therefore included if they had been rated in at least three lessons within a given 

year between 2011 and 2013, ensuring a sufficient number of at least 9 observations per teacher 

(Praetorius et al., 2014). This criterion resulted in a subset of 48 teachers. Because the set of 

MQI dimensions differed across years a composite score was computed for each lesson using 

the following procedure: 

1. For each dimension, ratings were first averaged across segments (when present) and 

then aggregated at the lesson level. 
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2. Minïmax scaling was applied to each rating based on the theoretical range of the 

dimensionôs scale. 

3. Scales were reversed for dimensions measuring negative instructional qualities. 

4. The normalized scores were then averaged across dimensions to obtain a lesson-level 

composite score. 

This composite score has no intrinsic interpretation, but it served as a proxy indicator of overall 

instructional quality. 

Teachers were then divided into quantiles based on their composite scores. In the context of an 

extreme-case analysis designed to maximize between-teacher variance, teachers were selected 

from the lowest value and highest value, as well as from intermediate points within the quantile 

distribution. Due to cost constraints, no more than ten teachers out of the 48 pre-selected were 

included, yielding a total of 92 lessons. Their composite scores ranged from 0.175 to 0.315 (see 

Table 4). 

Table 4. Composite MQI scores by teacher 
The table reports, for each teacher, the mean composite MQI score across dimensions and 

lessons, the corresponding standard deviation, and the number of lessons included. Scores are 

derived from min-max scaled MQI dimension ratings, aggregated first at the lesson level and 

then at the teacher level. 

Teacher ID Mean SD N lessons 

11043 0.315 0.051 9 

12024 0.265 0.067 9 

12025 0.256 0.048 9 

14043 0.249 0.056 9 

14093 0.245 0.069 9 

11058 0.241 0.045 9 

14098 0.235 0.041 11 

14085 0.227 0.074 9 

14079 0.209 0.039 9 

14012 0.175 0.048 9 

 

Figure 7 illustrates the distribution of composite scores for the selected teachers. While the 

overall pool of 48 teachers showed relatively small differences in composite scores (see 

Appendix Figure A 4), this subset of 10 teachers was intentionally constructed to increase 

between-teacher differences. This design, by amplifying variation in instructional quality, 

enhances the ability to detect differences between teachers when comparing LLM-based and 

human rankings. 
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Figure 7. Distribution of lesson composite scores by teacher 
This figure displays the distribution of lesson-level composite MQI scores for the 10 selected 

teachers, shown as boxplots and ordered by mean score. Boxes represent the interquartile 

range (IQR), horizontal lines indicate medians, whiskers extend to 1.5 × IQR, and points 

denote outliers; green triangles indicate mean scores. The x-axis shows composite scores 

(theoretically ranging from 0 to 1), and the y-axis lists teacher IDs. Scores are derived from 

minïmax scaled MQI dimensions, aggregated at the lesson level. The figure highlights both 

the proximity of composite scores across teachers and the relative magnitude of within-teacher 

variability (across lessons) compared to between-teacher differences. 

2.4 PROMPTING FRAMEWORK 

2.4.1 Codebook Construction 

For each of the retained MQI dimensions (see Section 2.3.3, High-Human-Agreement Subset), 

a dedicated codebook was constructed based on the official MQI documentation describing 

each construct and its rating scale (available on the GitHub page of Demszky & Hill, 2023). 

However, two of the initially 40 selected dimensions did not provide sufficiently detailed 

documentation to allow reconstruction of a usable codebook (MKT3, MKT5). Consequently, 

38 MQI dimensions were included in the subsequent analyses. 

Each codebook included a definition of the construct and the corresponding rating scale. 

Because the level of documentation varied across dimensions, some codebooks contained more 

extensive descriptions with examples illustrating typical cases corresponding to different rating 

levels and interpretation of scale points. Four dimensions had names that did not exactly match 

those reported in the official documentation. However, after careful examination of the 
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construct descriptions and rating criteria, these dimensions could be linked to corresponding 

MQI constructs, suggesting that their names may have changed between the 2011 version of 

the instrument and the documentation currently available (2014). For seven dimensions, 

however, no corresponding description could be located in the available MQI documentation. 

In these cases, the codebooks were limited to the construct title and its rating scale, using the 

information available in the NCTE metadata (see Table 5). 

Table 5. MQI dimensions by codebook documentation type 
This table classifies MQI dimensions into three categories based on the level of available 

codebook documentation: fully documented codebooks (including construct definitions, rating 

scales, and illustrative examples), name-matched codebooks (dimensions aligned to existing 

MQI constructs despite discrepancies in naming, likely due to changes between instrument 

versions), and minimal metadata codebooks (dimensions for which no corresponding 

documentation was found, limited to construct title and rating scale based on NCTE 

metadata). 

Fully Documented Codebooks 
Name-Matched 

Codebooks 

Minimal Metadata 

Codebooks 

CWCM 

EXPL 

LANGIMP 

LCP 

LESSEFFIC 

LINK  

MAJERR 

MATCON 

MGEN 

MLANG 

MMETH  

MMSM 

MQI3 

MQI5 

OERR 

OERR4 

ORICH 

ORICH4 

OSPMMR4 

OWWS 

OWWS4 

REMED 

SMQR 

STEXPL 

STUCON 

TASKDEVMAT 

TSTUDEA 

ETCA 

LLC 

SMALDIS 

USEPROD 

 

APLPROB 

DIFFINST 

DIRINST 

MQI_CHECK 

ORIENT 

SUMM 

WCDISS 

2.4.2 Selection of Representative Examples 

To support few-shot prompting of LLMs, representative transcript excerpts were extracted from 

the dataset. Depending on the MQI dimension, these excerpts corresponded either to full 

transcripts or to transcript segments, each associated with the rating assigned by human raters. 

These excerpts were later used as examples in the prompting procedure. Examples were 

selected according to two criteria: 

1. High inter-rater agreement (Krippendorffôs Ŭ): preference was given to cases where the 

three human raters assigned the same rating. If no such case was available, excerpts with 

agreement between two raters were considered. However, no excerpt was included 

when raters disagreed on the rating level. In such cases, no example for that rating level 

was provided to the LLM. 

2. Earliest segment in the transcripts: when the dimension was rated at the segment level, 

and given the uncertainty introduced by transcript segmentation, excerpts were 

preferentially drawn from earliest segments, where the correspondence between 

transcript content and the original segmentation was expected to be more reliable. 
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When multiple excerpts met these criteria for a given rating level, one was randomly selected. 

The resulting set, paired with agreed human ratings, was used to illustrate the rating process to 

the LLM during prompting. 

2.4.3 Generation of Reasoning Explanations 

To provide richer instructional context to the LLM, reasoning explanations were generated for 

the selected examples. Using the constructed codebooks, the transcript segment, and the 

corresponding human rating, a large language model (ChatGPT; GPT 5.1, OpenAI, 2025) was 

prompted to produce a post-hoc explanation justifying the assigned rating. These explanations 

were intended to simulate the reasoning process that a trained human rater might follow when 

applying the MQI rubric. Further details on the interaction structure are provided in 

Appendix B. 

The explanations were not considered as ground truth; rather, they served as instructional 

guidance illustrating how MQI criteria could be applied during rating. They were not manually 

verified. The generated explanations were then used as part of the prompting material provided 

to the evaluation models.  

2.4.4 Instruction Prompt Design 

Initial exploratory experiments were conducted on a single MQI dimension (MATCON) using 

approximately 90 rated instances with gemini-2.5-flash-lite, gemini-2.5-flash, and 

gemini-2.5-pro, with three runs per model. During these tests, the LLMs tended to assign ratings 

that were systematically more lenient than those provided by human raters (M humans = 2.0, 

M flash-lite  = 2.59, M flash = 2.40, M pro = 2.77). To counteract this tendency, the following 

instruction was added to the prompt: ñYou are a strict and precise annotator who avoids any 

unnecessary leniency.ò This instruction was kept unchanged in all subsequent experiments. 

2.4.5 Prompting Pipeline 

For each MQI dimension, the pipeline loads the corresponding dataset, constructs a structured 

prompt according to the experimental configuration being tested, defines a dimension-specific 

JSON response schema, and sends the request to the model through the Vertex AI client. To 

ensure comparability across experiments, some parameters are kept fixed across runs in order 

to ensure comparability: temperature set to 0, a predefined maximum output token budget, a 

fixed system instruction enforcing strict annotation behavior, and a JSON-only response format 

with constrained rating values (see Table 6). Depending on the experimental configuration, both 

the input prompt and the expected output format were adapted (e.g., rating only vs. rating with 
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reasoning, presence or absence of provided examples). Full details of these variations are 

provided in Appendix C. 

Table 6. Fixed parameters of the prompting pipeline 
This table summarizes the configuration parameters held constant across all rating 

generations. The models were run with a temperature of 0 and a fixed system instruction. 

Outputs were constrained to a JSON-only format. All requests were executed in the europe-

west1 Vertex AI region. In case of malformed outputs, a dedicated JSON repair step was 

performed using gemini-2.5-flash-lite, with a maximum output budget of 500 tokens. 

Parameter Value 

Temperature 0 

System instruction You are a strict and precise annotator who 

avoids any unnecessary leniency 

Output format JSON-only response 

Vertex AI region Europe-west1 

JSON repair model gemini-2.5-flash-lite 

Max output tokens (repair step) 500 

Error handling operates at two levels. First, when the model output does not conform the 

expected JSON schema, the pipeline attempts a dedicated JSON repair step using gemini-2.5-

flash-lite, regardless of which model is currently being evaluated. This repair step avoids 

providing the full content (codebook and examples) and therefore reduces additional costs.  

Table 7. Retry parameters across attempts 
This table reports the evolution of parameters across successive retry attempts following 

formatting or API errors. The maximum output token limit was progressively increased (from 

500 to 1100 tokens) to reduce truncation-related errors, while the delay between attempts was 

incrementally extended (from 0 to 0.675 seconds) to mitigate transient API issues such as rate 

limits or temporary unavailability. 

Attempt 0 1 2 3 

Max output tokens 500 700 900 1100 

Time delay (s) 0.000 0.300 0.450 0.675 

Second, API-level failures are classified into transient versus non-transient errors based on the 

returned message. Transient failures such as quota issues, overload, or service unavailability 

trigger a limited retry procedure with exponential backoff and a progressively increased token 

allowance (see Table 7). Non-transient errors result in the corresponding row being skipped. If 

all attempts fail, the script records a missing value (None), preserving the integrity of the output 

dataset while maintaining traceability of unsuccessful generations. 
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Based on informal observation, the proportion of unresolved errors typically ranged around 1-

2% of the dataset and never exceeded 10%, including both missing outputs and cases handled 

through the JSON repair procedure. 

2.5 EXPERIMENTAL  METHODOLOGY  

2.5.1 Large-Scale Evaluation Across Dimensions 

A first run of rating generation was conducted using gemini-2.5-flash-lite, selected for its low 

computational cost, on the high-human-agreement subset (see Section 2.3.3, High-Human-

Agreement Subset). For each transcript segment, the model was prompted to produce a concise 

reasoning followed by a rating in a constrained JSON format. 

The prompt was designed based on established prompting strategies shown to improve LLM 

performance. It included the most complete codebook for each dimension, as well as few-shot 

examples paired with reasoning explanations generated a posteriori using ChatGPT (see 

Section 2.4.3 Generation of Reasoning Explanations), to support in-context learning (Brown et 

al., 2020). In addition, a brief chain-of-thought step was explicitly requested (Wei et al., 2022), 

whereby the LLM was instructed to first generate a concise reasoning grounded in the codebook 

and examples, and then output the corresponding rating in a single JSON object. 

The primary evaluation criterion was non-inferiority relative to human raters, assessed using 

bootstrapped mean difference in Krippendorffôs Ŭ between human-only and LLM-substituted 

groups. Gwetôs AC2 difference, computed without bootstrapping, was also reported as a 

complementary indicator. 

This initial generation step established a baseline assessment of LLM performance relative to 

human raters for each dimension, serving as a reference point for subsequent experiments, 

model comparisons, and prompt refinements. A one-tailed paired t-test was used to evaluate the 

difference in the bootstrapped mean difference in Krippendorffôs Ŭ between the baseline 

generation and the generation obtained with the best configurationïmodel combination, under 

the directional hypothesis that the latter would yield higher agreement. Another on-tailed paired 

t-test was used to evaluate the same difference in Gwetôs AC2. All assumptions were verified. 
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2.5.2 Prompt Configuration Experiments 

2.5.2.1 Dimensions Selection 

To investigate the impact of prompt structure on model performance, a second set of 

experiments evaluated multiple prompting configurations. To allow comparisons across several 

configurations while limiting costs, only three dimensions were selected for this analysis. 

First, these dimensions were required to meet three criteria: the availability of detailed 

codebooks, at least 250 transcripts for rating, and a human Krippendorffôs Ŭ Ó 0.8. Twenty-

seven dimensions met the criterion of having a detailed codebook (see Table 5). Among these, 

17 also satisfied the criteria of having at least 250 transcripts and a human Krippendorffôs Ŭ Ó 

0.8 (see Appendix Table A 2): CWCM, EXPL, LANGIMP, LCP, LINK, MAJERR, MGEN, 

MLANG, MMETH, OERR, OERR4, ORICH, ORICH4, REMED, SMQR, STEXPL, 

STUCON. 

Second, three dimensions were selected from this subset based on the preliminary differences 

in Krippendorffôs Ŭ between human-only and LLM-substituted rating groups. The objective 

was to evaluate configurations across dimensions with different levels of baseline agreement 

loss when introducing the LLM. Specifically, one dimension was selected among those with 

the smallest absolute Ŭ differences (i.e., the most promising dimensions, where LLM 

substitution produced either an increase or only a limited decrease in agreement), one with 

intermediate differences, and one among those with the largest decreases in agreement (i.e., 

dimensions where LLM substitution produced a substantial drop in agreement). While the main 

selection was primarily guided by the absolute Ŭ difference, the difference in Gwetôs AC2 was 

also taken into account. 

This selection allowed testing configurations that could potentially improve agreement both for 

dimensions where the LLM already performs close to human raters and for those where the gap 

with human ratings is larger. 

2.5.2.2 Design of Experimental Configurations 

Thirteen prompt configurations were tested across the three LLM models. The configurations 

varied in explicit reasoning requirements, the level of codebooks detail, and the inclusion of 

examples and their reasoning explanations (see Table 8). 

Configurations requiring explicit reasoning (2 and 4), configurations enabling additional 

internal reasoning through a thinking budget (1, 3, 6, 8, 10, and 12), and configurations 
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including neither mechanism (5, 7, 9, 11, and 13) together allow comparison between explicit 

chain-of-thought processes, internal thinking, and the absence of additional reasoning, while 

controlling for similar codebooks. 

Configurations providing examples (3, 4, and 5) allow comparison of few-shot learning with 

configurations providing no examples (6 and 7), representing zero-shot learning, again using a 

similar codebook. 

Finally, different levels of detail in the codebook allow analysis of their impact. Four codebook 

versions were used: a complete codebook including all possible details (1, 2, 3, 4, 5, 6, and 7), 

a simplified codebook with fewer details about the scale (8, 9), a minimal codebook including 

only essential elements (10, 11), and a codebook without the scale (12, 13). Refer to Appendix 

C for details on the prompt designs, codebook structures and JSON output format. 

Table 8. Prompting configurations overview 
This table presents the 13 prompting configurations evaluated for each model, defined by 

combinations of key components: use of the thinking mode, reasoning explicitly requested 

(chain-of-thought approach), level of codebook detail (detailed, simplified, simplest, or none), 

inclusion of examples with or without a posteriori reasoning explanations. Each column 

represents a configuration, and each row indicates whether a component is included (marked 

by ñXò). Configurations marked with an asterisk (*) were not evaluated with gemini-2.5-pro, 

as its thinking budget cannot be disabled. 

Configurations 1 2*  3 4*  5*  6 7*  8 9*  10 11*  12 13*  

Thinking mode X  X   X  X  X  X  
Reasoning requested  X  X          

Detailed codebook X X X X X X X       
Simplified codebook        X X     

Simplest codebook          X X   
No scale codebook            X X 

Examples provided X X X X X         
Explanations provided X X            

*  indicates configurations not tested with gemini-2.5-pro because its thinking budget cannot be disabled 

Since the models did not have the same minimum thinking credits, the minimum thinking 

budget was used for gemini-2.5-flash-lite (Gemini Thinking | Gemini API, 2026). To avoid both 

excessive computational cost with the other models and a large discrepancy in thinking credits 

across models, the thinking budget for gemini-2.5-flash and gemini-2.5-pro was set to half of 

this value (see Table 9). Finally, because the thinking budget cannot be disabled for 

gemini-2.5-pro, configurations 2, 4, 5, 7, 9, 11, and 13 could not be evaluated with this model.  
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Table 9. Thinking budget across models and configurations 
This table summarizes the thinking budget parameter used for each model under different 

configurations. It reports the allocated thinking credits for no-thinking and thinking modes 

across gemini-2.5-flash-lite, gemini-2.5-flash, and gemini-2.5-pro. The no-thinking 

configuration is not applicable to gemini-2.5-pro, as its thinking budget cannot be disabled. 

Model 

Configuration 

2.5-flash-lite 2.5-flash 2.5-pro 

No-thinking mode 0 0 - 

Thinking mode 512 256 256 
    

2.5.2.3 Output Stability Evaluation 

Even with temperature set to 0, LLM inference may still exhibit non-deterministic behavior (S. 

Ouyang et al., 2025). Therefore, to assess output stability, the gemini-2.5-flash-lite model was 

selected due to its lower cost and faster generation speed. A repetition procedure was 

implemented to evaluate the consistency of the bootstrapped estimates based on the modelôs 

responses. The analysis focused on experimental configurations 2, 4, 5, 7, 9, 11, and 13, which 

correspond to the setups without thinking credits, allowing faster generations. Each of these 

configurations was executed five times. The stability check was conducted on a single 

dimension and focused specifically on the results on the non-inferiority test, namely the mean 

difference between LLM -substituted rater groups and the human-only Ŭ, as well as the 

associated 90% CI of this estimate. 

2.5.2.4 Selection of the Most Appropriate Configuration 

To identify the most robust configuration, performance across dimensions was summarized 

using a weighted mean, where each configurationôs contribution was weighted by the inverse 

of its variance. Specifically, the variance used for weighting was derived from the bootstrap 

distribution of the Krippendorff non-inferiority test for each dimension (see Section 2.2.1, 

Krippendorff Non-Inferiority Test). 

For theses analyses, the number of bootstrap replications was set to 1000. This approach gives 

greater weight to configurations that produce more stable performance across dimensions. 

ά#ÏÎÆÉÇ  -ÏÄÅÌ
В

В
       with  ύ  

Where ά  is the mean difference from the bootstrap replications for dimension Ὥ, and  „  is 

the bootstrap variance associated with ά . 

The configurationïmodel combination with the best trade-off between robustness and cost was 

then used to generate a second set of ratings on the high-human-agreement subset, enabling 
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comparison with the first run (baseline). Differences between the two rating runs were evaluated 

through paired comparisons across MQI dimensions, under the hypothesis that the newly 

identified optimal configuration would produce improved results (one-sided hypothesis). 

This configurationïmodel combination was also applied to the teacher-level subset in order to 

examine similarities in the resulting rankings between the LLM and human experts using the 

most robust configuration (see 2.3.4, Teacher-Level Subset Construction). Ranking order was 

evaluated using Kendallôs Ű. 

2.5.3 Comparison of Rankings in the Teacher-Level Subset 

Based on the generations produced for the teacher-level subset, Kendallôs Ű-b coefficient was 

computed between composite scores from human ratings and LLM ratings at two levels of 

aggregation: teacher level and lesson level. While Krippendorffôs Ŭ assesses agreement between 

raters on individual scores, Kendallôs Ű-b evaluates the similarity in the ordering of 

observations, making it suitable for examining whether LLM and human evaluations produce 

comparable ranking structures across lessons, and teachers. 

For the teacher level aggregation, because the number of ranked observations was small (N = 

10), the statistical significance of the association between the two rankings was additionally 

assessed using a permutation test. The null distribution of Kendallôs Ű was generated by 

randomly permuting one of the rankings while keeping the other fixed. This procedure was 

repeated 10,000 times, and the empirical p-value was computed as the proportion of permuted 

Ű values equal to or more extreme than the observed Ű. 

The visualizations of the Kendallôs Ű follows the transformation proposed by Edwards et al. 

(2025) for representing the pairwise comparisons underlying Kendallôs Ű. For two ranked 

variables ὼ and ώ with ὲ observations, all pairwise differences (ɝὼȟɝώ) are computed for pairs 

(ὭȟὮ) with Ὥ  Ὦ, where ɝὼ ὼ ὼ and ɝώ ώ ώ. Each pairwise segment is translated 

so that the observation with the smaller x-value (or, in case of a tie, the smaller y-value) is 

placed at the origin. The resulting vector is expressed in polar coordinates with length ὶ 

ɝὼ ɝώ  and angle ʃ  ÔÁÎ Ȣ A rigid transformation is then applied by doubling the 

angle (—ᴂ ς—), yielding transformed endpoints (ὶÃÏÓς—ȟὶÓÉÎς—). In the resulting plot, 

concordant pairs (ÓÉÇÎɝὼ ÓÉÇÎɝώ) appear above the horizontal axis and discordant pairs 

below it, allowing a direct visual representation of the structure underlying Kendallôs Ű. The 
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dissimilarity between rankings, defined as ȿɝὼ ɝώȿ, is not equivalent to the vector length but 

depends on the relative difference between the two rank differences. 

2.5.4 Summary 

Four experimental blocks were considered: 

¶ Confirmatory analyses: evaluation of non-inferiority tests on the high-human-

agreement subset including 38 dimensions (Section 2.3.3, High-Human-Agreement 

Subset), based on LLM ratings generated using the most promising configuration and 

the lowest-cost model, which serve as a baseline.  

¶ Exploratory analyses (configuration testing): a phase conducted on three dimensions 

drawn from the high-human-agreement subset, in which different configuration-model 

combinations were evaluated (13 configurations across 3 models). 

¶ Exploratory analyses (optimized setting): the best-performing configurationïmodel 

combination (labeled as ñmost appropriateò in Figure 8), identified during the 

configuration testing phase (Block 2), was applied to the high-human-agreement subset 

and compared to the baseline LLM ratings to assess performance improvements. 

¶ Exploratory analyses (teacher-level): an analysis on the teacher-level subset (see 

Section 2.3.4 Teacher-Level Subset Construction) designed to assess the similarity in 

the overall ranking of teachers between LLM and human evaluations. 

An overview of the study design is provided in Figure 8. 
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Figure 8. Overview of the study design 
This figure summarizes the study design and the sequence of analytical steps. Starting from 

the full NCTE dataset (50 MQI dimensions), a high-human-agreement subset (38 dimensions) 

is constructed and used for confirmatory analyses (1) based on LLM ratings generated with a 

baseline configuration (most promising configuration with the lowest-cost model). 

Exploratory analyses are then conducted: (2) configuration testing on three selected MQI 

dimensions, identified based on LLM performance, comparing multiple configuration-model 

combinations; (3) application of the best-performing configuration-model combination to the 

full high-human-agreement subset to assess performance improvements; and (4) teacher-level 

analyses on a subset of 92 lessons from 10 teachers to evaluate ranking consistency. The four 

experimental blocks (red) represent these stages, while prompting configurations and models 

are indicated in orange. Evaluation relies on multiple agreement metrics, including 

Krippendorffôs alpha (non-inferiority framework), Gwetôs AC2 (mean differences), and 

Kendallôs tau (ranking consistency). 
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3 RESULTS 

Figures and tables labeled with the prefix ñAò refer to materials presented in the Appendix. 

3.1 LARGE-SCALE EVALUATION ACROSS DIMENSIONS ð BASELINE  

The ratings generation was conducted on the high-human-agreement subset containing 38 

preselected MQI dimensions, using Configuration 2 (which requires explicit reasoning before 

the rating and provides a detailed codebook with examples and their a posteriori explanations) 

with the gemini-2.5-flash-lite model. 

3.1.1 Non-Inferiority Krippendorffõs ǟ Test 

We evaluated whether the LLM could substitute for a human rater by comparing Krippendorffôs 

Ŭ computed for all human raters with Ŭ computed after replacing one human rater with the 

LLM, using a bootstrap-based non-inferiority test (hereafter, ȹboot Ŭ). To aid interpretation in 

the presence of prevalence paradoxes, we also report the difference in Gwetôs AC2 computed 

without bootstrapping between the mean AC2 across all LLM-substitution panels and the AC2 

of the full human panel (hereafter, ȹAC2). Differences were consistently expressed as LLM-

substituted minus human-only values. Negative values therefore indicate lower agreement 

when the LLM was included. 

Table 10. Non-inferiority results summary (flash-lite) 
This table summarizes the results of the non-inferiority analyses for ratings generated by 

gemini-2.5-flash-lite across MQI dimensions. It reports, for each statistic (mean, standard 

deviation, minimum, maximum), the agreement among human raters, the agreement between 

LLM and human panels, the bootstrap-estimated difference in Krippendorffôs alpha (ȹboot Ŭ), 

the lower bound of the confidence interval, and the corresponding differences in Gwetôs AC2 

(ȹAC2). 

 Human Ŭ LLM Ŭ  ȹboot Ŭ CI lower ȹAC2 

Mean 0.766 0.382 -0.384 -0.478 -0.164 

SD 0.081 0.170 0.183 0.203 0.121 

Min 0.511 -0.036 -0.847 -0.928 -0.568 

Max 0.846 0.602 -0.012 -0.084 0.028 

 

None of the MQI dimensions satisfied the non-inferiority criterion, as all lower bounds of the 

90% confidence intervals were below the predefined margin of -0.05; the highest lower bound 

reached -0.0844. ȹboot Ŭ was consistently negative, indicating lower agreement when the LLM 

was included (see Table 10). In addition, a descriptive inspection showed that, for 35 

dimensions, the entire 90% confidence interval lay below the predefined margin of -0.05. One 
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dimension had a 90% confidence interval that included -0.05 but not 0, whereas two dimensions 

had 90% confidence intervals that included 0 (see Figure 9 and Appendix Table A 3). 

 

Figure 9. Non-inferiority results across MQI dimensions 
This figure presents the bootstrap estimates of the difference in Krippendorffôs alpha (LLM 

minus human) with 90% confidence intervals across the 38 MQI dimensions. Blue points and 

horizontal bars indicate mean differences (ȹboot Ŭ) and their confidence intervals, while green 

stars represent corresponding differences in Gwetôs AC2. Most estimates are negative, with 

confidence intervals lying largely below zero, indicating a systematic decrease in agreement 

when the LLM is introduced and a lack of non-inferiority across dimensions. 

On average, ȹAC2 values were higher than the corresponding differences in Krippendorffôs Ŭ 

(see Table 10) and two ȹAC2 values were above zero (see Figure 9). This remains consistent 

with the results of the non-inferiority Krippendorffôs Ŭ test. 

3.1.2 Complementary Analyses 

The Pearson correlation between ȹAC2 and ȹboot Ŭ was r = 0.625, indicating a moderate positive 

association between the two agreement difference metrics. The correlation between the absolute 

ȹboot Ŭ and the human Krippendorffôs Ŭ was r = 0.374, indicating that smaller absolute ȹboot Ŭ 

were associated with lower human inter-rater agreement. 
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3.2 PROMPT CONFIGURATION EXPERIMENTS  

3.2.1 Selection of the Three Dimensions 

Among the 17 pre-selected MQI dimensions meeting the predefined criteria (availability of 

detailed codebooks, at least 250 transcripts available for rating, and a inter-human 

Krippendorffôs Ŭ Ó 0.8) STUCON showed the smallest absolute ȹboot Ŭ. MLANG was randomly 

selected among the dimensions showing an intermediate range of differences. Although MGEN 

exhibited the largest absolute ȹboot Ŭ, its higher ȹAC2 compared with LCP, the dimension 

showing the second-largest ȹboot Ŭ, led to LCP being selected instead (see Table 11). 

Table 11. Characteristics of selected MQI dimensions 
This table summarizes the main characteristics of the MQI dimensions selected for 

configuration analyses. For each dimension, it reports the number of items, the bootstrap-

estimated difference in Krippendorffôs alpha (ȹŬ), the corresponding difference in Gwetôs AC2 

(ȹAC2), a brief description of the construct, and its rating scale level. The dimension MGEN 

is shown for comparison with LCP but was not retained in subsequent analyses. 

Dimension N items ȹboot Ŭ ȹAC2 Description Level 

STUCON 961 -0.28 -0.06 Student Work with Contextualized Problems 4 

MLANG  272 -0.32 -0.15 Mathematical Language 3 

LCP 399 -0.80 -0.47 
Lack of Clarity in Presentation of 

Mathematical Content 
3 

MGEN 873 -0.85 -0.22 Developing Mathematical Generalizations 3 

3.2.2 Stability Check 

Before performing the configuration comparisons across the 3 preselected MQI dimensions, a 

stability check was conducted on the randomly chosen STUCON dimension, to assess the 

impact of potential non-deterministic behavior in the LLMs. All bootstrap estimates were 

identical across 7 different configurations, resulting in a standard deviation of zero (see Table 

12 and Figure 10). This indicates that even if slight non-deterministic behavior occurred, the 

resulting estimates would likely remain unchanged. 
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Figure 10. Stability of agreement across prompting configurations (STUCON) 
This figure presents the bootstrap estimates of the difference in Krippendorffôs alpha (LLM 

minus human) with 90% confidence intervals for the STUCON dimension across the tested 

prompting configurations. Blue points and horizontal bars indicate mean differences and their 

confidence intervals, while green stars represent corresponding differences in Gwetôs AC2. 

Estimates are identical across runs of the same configuration, resulting in zero variance, 

which suggests that potential non-deterministic behavior of the LLM does not materially affect 

the results. 

Table 12. Stability of bootstrap estimates across configurations (STUCON) 
This table reports the mean bootstrap difference in Krippendorffôs alpha (ȹboot Ŭ) and the 

associated standard deviation for the STUCON dimension across the seven tested 

configurations. 

Configuration # Config. Mean ȹboot Ŭ SD ȹboot Ŭ 

no-scale 13 -0.254 0.000 

CoT_cbk_ex-explain 2 -0.263 0.000 

simplest 11 -0.322 0.000 

simplified 9 -0.549 0.000 

cbk_ex-no-explain 5 -0.588 0.000 

cbk 7 -0.593 0.000 

CoT_cbk_ex-no-explain 4 -0.656 0.000 
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3.2.3 Evaluate the Optimal Configuration-Model Combination 

To identify the optimal configuration-model combination, performance across the three MQI 

dimensions was summarized using a weighted mean, in which the ȹboot Ŭ values were weighted 

by the inverse of their variance (hereafter, Mw(ȹboot Ŭ)). As shown in Table 13, the three best-

performing configurationïmodel combinations were: 

1. Configuration 1 and gemini-2.5-pro (Mw(ȹboot Ŭ) = -0.141, tkg_cbk_ex-explain), 

2. Configuration 12 and gemini-2.5-pro (Mw(ȹboot Ŭ) = -0.168, tkg_no-scale), 

3. Configuration 2 and gemini-2.5-flash (Mw(ȹboot Ŭ) = -0.174, CoT_cbk_ex-explain). 

Table 13. Weighted mean performance by configuration and model  
This table reports the weighted mean differences in Krippendorffôs alpha (Mw(ȹboot Ŭ)) for 

each configuration-model combination. Values are averaged across MQI dimensions using 

inverse-variance weighting of bootstrap estimates. Results are presented for gemini-2.5-flash-

lite, gemini-2.5-flash, and gemini-2.5-pro, allowing comparison of performance across 

configurations and models. 

Configurations # Config. 2.5-flash-lite 2.5-flash 2.5-pro 

tkg_cbk_ex-explain 1 -0.346 -0.216 -0.141 

CoT_cbk_ex-explain 2 -0.339 -0.174  

tkg_cbk_ex-no-explain 3 -0.507 -0.258 -0.175 

CoT_cbk_ex-no-explain 4 -0.682 -0.381  

cbk_ex-no-explain 5 -0.602 -0.178  

tkg_cbk 6 -0.498 -0.332 -0.180 

cbk 7 -0.628 -0.203  

tkg_simplified 8 -0.420 -0.308 -0.214 

simplified 9 -0.626 -0.193  

tkg_simplest 10 -0.418 -0.257 -0.186 

simplest 11 -0.431 -0.191  

tkg_no-scale 12 -0.388 -0.255 -0.168 

no-scale 13 -0.348 -0.214  

 

To limit computational costs, gemini-2.5-flash was preferred over gemini-2.5-pro. Therefore, 

the configuration-model combination retained for subsequent analyses was Configuration 2 

(CoT_cbk_ex-explain) and gemini-2.5-flash. This combination provides the LLM with a detailed 

codebook and human expert examples together with a posteriori explanations, and explicitly 

requires the LLM to generate reasoning before assigning the rating. This configuration 

corresponds to the one previously used for the baseline; therefore, the only difference lies in 

the model (going from gemini-2.5-flash-lite  to gemini-2.5-flash). 
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Figure 11. Weighted mean agreement differences across configurations and models 
This figure displays a heatmap of weighted mean differences in Krippendorffôs alpha for each 

configuration-model combination (Mw(ȹboot Ŭ)). Values closer to zero indicate smaller 

decreases in agreement relative to human raters and thus better performance. The heatmap 

highlights systematic differences across models and configurations, with some combinations 

consistently yielding higher agreement (i.e., less negative ȹŬ) than others. 

3.2.4 Exploratory Analyses 

3.2.4.1 Thinking  Mode Comparisons 

For clarity, since all weighted means, in which the ȹboot Ŭ values were weighted by the inverse 

of their variance (hereafter, Mw(ȹboot Ŭ)) are negative, the following analyses are conducted in 

terms of absolute values. Therefore, a decrease in the absolute Mw(ȹboot Ŭ) suggests that, from 

a simplified perspective, LLM ratings are becoming closer to human ratings, whereas an  

increase indicates greater divergence from human ratings. 

3.2.4.1.1 Against no-thinking configurations 

Figure 11 highlights an opposite pattern between configurations using the thinking mode and 

their corresponding configurations not using the thinking mode. For gemini-2.5-flash-lite, 

configurations using the thinking mode yield smaller absolute Mw(ȹboot Ŭ), than their 

corresponding configurations not using the thinking mode. For example, the absolute 

Mw(ȹboot Ŭ) decreases from 0.626 (no thinking mode) to 0.498 (thinking mode) for 

configurations providing a detailed codebook (Configurations 6 and 7), and from 0.626 (no 
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thinking mode) to 0.420 (thinking mode) for configurations providing the simplest codebook 

(Configuration 10 and 11).  

In contrast, for gemini-2.5-flash, configurations using the thinking mode yield greater absolute 

Mw(ȹboot Ŭ). For instance, the absolute Mw(ȹboot Ŭ) is 0.193 (no thinking mode) versus 0.308 

(thinking mode) for configurations with the simplified codebook, and 0.203 (no thinking mode) 

versus 0.332 (thinking mode) for configurations providing a detailed codebook. 

3.2.4.1.2 Against chain-of-thought configurations 

For the four configurations allowing a direct comparison between providing thinking credits or 

explicitly requiring the LLM to generate reasoning the results differ depending on whether a 

posteriori explanations of the human expert ratings were provided. Configurations 1 and 3 use 

the thinking mode, whereas Configurations 2 and 4 require explicit reasoning (chain-of-

thought); these are displayed in the same order on the x-axis of  Figure 12. Configurations 1 

and 2 provide human expert examples with a posteriori explanations, whereas Configurations 

3 and 4 provide examples without explanations.  

 

For gemini-2.5-flash-lite, configuration 1 yields a slightly larger absolute Mw(ȹboot Ŭ) 

(|Mw(ȹboot Ŭ)| = 0.346) than configuration 2 (|Mw(ȹboot Ŭ)| = 0.339), whereas configuration 3 

yields a smaller absolute Mw(ȹboot Ŭ) (|Mw(ȹboot Ŭ)| = 0.507) than configuration 4 

(|Mw(ȹboot Ŭ)| = 0.682). A similar pattern is observed for gemini-2.5-flash: configuration 1 

yields a larger absolute ȹboot Ŭ (|Mw(ȹboot Ŭ)| = 0.216) than configuration 2 

(|Mw(ȹboot Ŭ)| = 0.174), whereas configuration 3 yields a smaller absolute Mw(ȹboot Ŭ) 

(|Mw(ȹboot Ŭ)| = 0.258) than configuration 4 (|Mw(ȹboot Ŭ)| = 0.381). 

Overall, when a posteriori explanations accompany the examples, configurations using the 

thinking mode yield greater absolute Mw(ȹboot Ŭ) than the corresponding configurations 

explicitly requiring reasoning (chain-of-thought approach). In contrast, when no explanations 

are provided, configurations using the thinking mode yield smaller absolute Mw(ȹboot Ŭ) than 

the corresponding configurations explicitly requiring a reasoning. 

3.2.4.2 Model Comparison 

To examine the main effect of the model on the bootstrap estimates, the mean per model was 

calculated using only configurations that use the thinking mode. Since gemini-2.5-pro does not 

operate without thinking credits, and because the effect of thinking credits remains unclear at 

Figure 12. Focus on selected configuration-model combinations 
This figure reproduces the heatmap of weighted mean differences in Krippendorffôs alpha 

(Mw(ȹboot Ŭ)) shown in Figure 11, with two red frames highlighting a subset of configuration-

model combinations emphasized in the following analysis. The highlighted region shows that 

the relative effectiveness of thinking mode (tkg) versus explicit reasoning (CoT) depends on the 

presence of a posteriori explanations provided with the examples: thinking mode leads to 

larger agreement drops when explanations are provided, but to smaller drops when they are 

absent 
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this stage, restricting the comparison to thinking configurations avoids introducing an 

additional source of bias. Accordingly, the model-level weighted mean was computed across 

the three MQI dimensions and the 6 remaining configurations as follows: 

ά-ÏÄÅÌ
Вύɝ ‌

Вύ
ȟ  ×ÉÔÈ ύ

ρ

„
 

Where ɝ ‌ is the ɝ ‌ for a given dimension-configuration combination Ὥ, and  „  is the 

bootstrap variance associated with ɝ ‌. 

As for Mw(ȹboot Ŭ), all weighted means are negative, so the following analyses are conducted in 

terms of absolute values. Therefore, a decrease in the absolute ά-ÏÄÅÌ suggests that, from a 

simplified perspective, LLM ratings are becoming closer to human ratings, whereas an  increase 

indicates greater divergence from human ratings. 

 

Figure 13. Mean agreement differences by model 
This figure presents raw and weighted mean (ά-ÏÄÅÌ) differences in Krippendorffôs alpha 

across the three MQI dimensions and the thinking configurations for each model. Bars 

represent mean differences (blue: raw mean; orange: weighted mean), with error bars 

indicating the corresponding standard errors. Weighted means are consistently closer to zero 

than raw means, with weighted estimates being largely driven by the higher (i.e., less negative) 

and more stable values for the STUCON dimension. The figure suggests that agreement 

improves progressively from gemini-2.5-flash-lite to gemini-2.5-pro, indicating better overall 

performance for more reasoning-oriented models. 

Figure 13 shows that gemini-2.5-pro yields the smallest model-level absolute weighted mean 

(ȿά-ÏÄÅÌȿ πȢρχφ, ὛὉ πȢππφ), followed by gemini-2.5-flash (ȿά-ÏÄÅÌȿ πȢςφψ, ὛὉ

πȢππχ) and gemini-2.5-flash-lite (ά-ÏÄÅÌπȢτςυ, ὛὉ πȢππχ). Descriptives statistics are 

reported in Table 14. 
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Table 14. Weighted mean differences across thinking configurations by model 
This table reports summary statistics of weighted mean differences in Krippendorffôs alpha 

across thinking configurations for each model (ά-ÏÄÅÌ. For each model, it provides the 

standard deviation, raw mean difference and standard error, as well as the inverse-variance 

weighted mean difference and corresponding standard error, computed across configurations. 

N represents the number of thinking configurations (6) multiplied by the number of MQI 

dimensions (3). 

Model SD Raw Mean Diff Raw SE ά-ÏÄÅÌ Weight SE N 

2.5-flash-lite 0.232 -0.584 0.055 -0.425 0.007 18 

2.5-flash 0.280 -0.503 0.066 -0.268 0.007 18 

2.5-pro 0.264 -0.414 0.062 -0.176 0.006 18 

 

Figure 14 provides a view of the model effect across dimensions by plotting the ȹboot Ŭ for each 

MQI dimension and configuration. To follow the direction of the plot, the following analysis is 

conducted using the raw ȹboot Ŭ (i.e., not the absolute difference). Therefore, a decrease in the 

absolute ά-ÏÄÅÌ suggests that, from a simplified perspective, LLM ratings are becoming more 

divergent from human ratings, whereas an  increase indicates greater similarity with human 

ratings. 

For LCP, the evolution across configurations is heterogeneous: some configurations appear to 

improve with higher model levels, whereas others show a decrease. Notably, the two best 

performances are almost equal and observed with Configurations 11 and 13, which are the two 

least detailed and reasoning-oriented configurations, both combined with gemini-2.5-flash-lite, 

which is the least reasoning-oriented model. For MLANG, nearly all configurations (with one 

exception) show a roughly linear increase as the model version improves. The best performance 

is observed with Configuration 5, which is a detailed codebook with examples provided without 

explanations, combined with gemini-2.5-flash, which is the hybrid reasoning model. Finally, 

STUCON exhibits a marked increase across all configurations between gemini-2.5-flash-lite 

and gemini-2.5-flash. This improvement continues from gemini-2.5-flash to gemini-2.5-pro, but 

at a reduced rate, suggesting diminishing returns and the possible emergence of a performance 

plateau. The best performance is observed with Configuration 1, which is a detailed codebook 

with examples provided with explanations as well as the activation of the thinking mode, 

combined with gemini-2.5-pro, which is the most thinking-oriented model. 
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Figure 14. Model effects across MQI dimensions 
This figure shows the evolution of ȹboot Ŭ across models for each configuration and MQI 

dimension. Patterns differ by dimension: LCP exhibits heterogeneous trends with no consistent 

improvement across models, MLANG shows a general increase in agreement with more 

reasoning-oriented model, and STUCON displays a clear improvement from flash-lite to flash 

followed by a more moderate gain toward pro. 

Figure 15 details the impact of the model main effect on STUCON rating distributions under 

the same configuration (Configuration 6: thinking mode activated and detailed codebook 

provided). The ratings produced by gemini-2.5-flash-lite (orange, column 1) are more evenly 

distributed than the human ratings, which are skewed toward lower ratings. As a result, the two 

distributions are visually quite dissimilar. The gemini-2.5-flash distribution is somewhat closer 

to the human ratings, while gemini-2.5-pro visually provides the closest match. 

 

Figure 15. STUCON rating distributions across models 
This figure compares STUCON rating distributions between human (blue) and LLM (orange) 

ratings across models under a fixed configuration (Configuration 6: thinking more and 

detailed codebook provided). While gemini-2.5-flash-lite produces a more evenly distributed 

pattern than the human ratings, gemini-2.5-flash shows improved alignment, and gemini-2.5-

pro provides the closest match, illustrating a progressive convergence toward the human 

ratings distribution. 

3.2.4.3 Configuration Comparison 

To examine the main effect of configuration on the bootstrap estimates, the weighted mean per 

configuration was calculated after excluding gemini-2.5-pro. This model does not operate 
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without thinking credits and appears to strongly reduce the absolute ɝ ‌ in the data. 

Including it could therefore introduce an additional source of bias by confounding the 

configuration effect with both the use of thinking credits and the specific behavior of the 

gemini-2.5-pro model. Accordingly, a configuration-level weighted mean was computed across 

the three MQI dimensions and the two remaining models: 

ά#ÏÎÆÉÇÕÒÁÔÉÏÎ
Вύɝ ‌

Вύ
ȟ  ×ÉÔÈ ύ

ρ

„
 

Where ɝ ‌  is the ɝ ‌ for a given dimension-model combination Ὥ, and  „  is the 

bootstrap variance associated with ɝ ‌. 

As for Mw(ȹboot Ŭ) and ά-ÏÄÅÌ, all weighted means are negative, so the following analyses are 

conducted in terms of absolute values. Therefore, a decrease in the absolute ά#ÏÎÆÉÇÕÒÁÔÉÏÎ 

suggests that, from a simplified perspective, LLM ratings are becoming closer to human ratings, 

whereas an  increase indicates greater divergence from human ratings. 

Configurations 2 and 4 (chain-of-thought) yielded respectively the smallest and the largest 

absolute configuration-level weighted mean (respectively ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢςσω and 

ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢυρφ. The only difference between these two configurations is that 

Configuration 2 provides examples with a posteriori explanations, whereas Configuration 4 

provides examples only. A similar pattern is observed when using the thinking mode instead of 

explicitly asking for reasoning (chain-of-thought). Configuration 1 (providing examples with a 

posteriori explanations) produced a smaller absolute configuration-level weighted mean 

ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢςχς than Configuration 3, which provides examples without a posteriori 

explanations ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢσυυ. 

Regarding the use of the thinking mode in conditions without examples, none of the 

configurations using the thinking mode yielded a smaller absolute ά#ÏÎÆÉÇÕÒÁÔÉÏÎ than their 

equivalent configuration without thinking credits (see Table 15). 

Concerning the effect of providing examples (few-shot learning), the configuration using the 

same codebook with examples (Configuration 5, ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢσςσ) produced a slightly 

smaller absolute configuration-level weighted mean than the configuration without examples 

(Configuration 7, ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢσυς; see Table 15). 
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Table 15. Performance summary by configuration 
This table reports summary statistics of agreement differences for each prompting 

configuration. For each configuration, it includes the number of contributing estimates (N), 

the standard deviation (SD), raw mean difference and standard error (Raw SD), as well as the 

inverse-variance weighted mean difference (άConfiguration and corresponding standard error 

(Weight SE) of ɝ ‌, computed across MQI dimensions. N = number of MQI dimensions 

(3) multiplied by number of non-thinking models (2). 

Configuration # SD 

Raw 

Mean Diff.   Raw SE ά#ÏÎÆÉÇÕÒÁÔÉÏÎ Weight SE N 

CoT_cbk_ex-no-explain 4 0.246 -0.647 0.100 -0.516 0.013 6 

tkg_cbk 6 0.263 -0.593 0.107 -0.405 0.013 6 

tkg_simplified 8 0.273 -0.558 0.111 -0.360 0.012 6 

tkg_cbk_ex-no-explain 3 0.266 -0.550 0.108 -0.355 0.012 6 

simplified 9 0.252 -0.531 0.103 -0.354 0.012 6 

cbk 7 0.257 -0.565 0.105 -0.352 0.012 6 

tkg_simplest 10 0.278 -0.536 0.114 -0.329 0.012 6 

cbk_ex-no-explain 5 0.322 -0.533 0.132 -0.323 0.012 6 

tkg_no-scale 12 0.282 -0.535 0.115 -0.315 0.012 6 

simplest 11 0.227 -0.447 0.093 -0.292 0.012 6 

no-scale 13 0.196 -0.408 0.080 -0.274 0.012 6 

tkg_cbk_ex-explain 1 0.290 -0.489 0.118 -0.272 0.011 6 

CoT_cbk_ex-explain 2 0.281 -0.434 0.115 -0.239 0.011 6 
 

To compare levels of codebook detail, only configurations that did not involve reasoning, 

thinking, or examples were considered. The least detailed codebook (Configuration 13, no-

scale) yielded the smallest absolute configuration-level weighted mean 

ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢςχτ. The second smallest value was obtained with the second least 

detailed version (Configuration 11, simplest, ά#ÏÎÆÉÇÕÒÁÔÉÏÎπȢςως). In contrast, the 

Simplified (Configuration 9, simplified) and Detailed codebooks (Configuration 7, cbk) yielded 

the largest absolute configuration-level weighted mean ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢσυτand 

ȿά#ÏÎÆÉÇÕÒÁÔÉÏÎȿ πȢσυς, respectively; see Table 15). 

As shown in Figure 16, several values reported above, particularly the intermediate ones, are 

very similar. For most estimates, the standard error is approximately ὛὉ πȢπρς, resulting in 

overlapping standard errors. 
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Figure 16. Agreement differences across prompting configurations 
This figure compares raw and weighted mean differences in Krippendorffôs alpha 

(ά#ÏÎÆÉÇÕÒÁÔÉÏÎ) across prompting configurations. Most configurations yield similar weighted 

estimates with overlapping standard errors, indicating limited differentiation in performance. 

 

STUCON MLANG LCP 

   

Figure 17. Rating distributions across MQI dimensions (no-scale configuration) 
This figure compares human (blue) and LLM (orange) rating distributions across the three 

MQI dimensions using gemini-2.5-flash under the no-scale configuration (Configuration 13). 

Despite the absence of examples, explicit reasoning, or thinking mode, LLM-generated 

distributions are generally close to human ratings across dimensions. While differences 

remain visible for MLANG, this configuration yields one of the closest matches overall, and 

simpler codebook settings appear to better approximate human distributions than more 

detailed alternatives. 

Figure 17 provides a view of the rating distributions produced by the model gemini-2.5-flash 

across the three dimensions under Configuration 13 (no scale). Without any examples provided 

and without requiring reasoning or using the thinking mode, the gemini-2.5-flash model 
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generated ratings whose distribution was close to that of human experts for all three MQI 

dimensions. It is important to note that, although the MLANG distribution in Figure 17 appears 

quite different from the human rating distribution, it remains one of the closest among the tested 

configurations (see Appendix Figure A 8 for the rating distributions across all configurations 

and dimensions). Furthermore, for LCP, the rating distributions resulting from configurations 

with more detailed codebook are further from the human distribution than those obtained with 

the two least detailed codebooks (see Appendix Figure A 8). 

3.3 LARGE-SCALE EVALUATION ACROSS DIMENSIONS ð OPTIMAL 

CONFIGURATION  

The rating generation was conducted on the high-human-agreement subset, comprising 38 

preselected MQI dimensions, using the most appropriate configurationïmodel combination, as 

previously defined. Specifically, Configuration 2 was used again (requiring reasoning and a 

detailed codebook with examples and their a posteriori explanations) together with the 

gemini-2.5-flash model. 

3.3.1 Non-Inferiority Krippendorffõs ǟ Test 

We evaluated whether the LLM could substitute for a human rater by comparing Krippendorffôs 

Ŭ computed for all human raters with Ŭ computed after replacing one human rater with the 

LLM, using a bootstrap-based non-inferiority test (hereafter, ȹboot Ŭ). To aid interpretation in 

the presence of prevalence paradoxes, we also report ȹAC2, defined as the difference in Gwetôs 

AC2 computed without bootstrapping between the mean AC2 across all LLM-substitution 

panels and the AC2 of the full human panel (hereafter, ȹAC2). Differences were consistently 

expressed as LLM-substituted minus human-only values. Negative values therefore indicate 

lower agreement when the LLM was included. 

None of the dimensions satisfied the non-inferiority criterion, as all lower bounds of the 90% 

confidence intervals were below the predefined margin of -0.05; the highest lower bound 

reached -0.0922. ȹboot Ŭ was consistently negative, indicating lower agreement when the LLM 

was included (see Table 16). In addition, a descriptive inspection showed that, for 32 

dimensions, the entire 90% confidence interval lay below the predefined margin of -0.05. Three 

dimensions had a 90% confidence interval that included -0.05 but not 0, whereas three 

dimensions had 90% confidence intervals that included 0 (see Figure 9 and Appendix Table A 

4). 
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Table 16. Non-inferiority results summary (flash) 
This table summarizes the results of the non-inferiority analyses for ratings generated by 

gemini-2.5-flash across MQI dimensions. It reports, for each statistic (mean, standard 

deviation, minimum, maximum), the agreement among human raters, the agreement between 

LLM and human panels, the bootstrap-estimated difference in Krippendorffôs alpha (ȹŬ), the 

lower bound of the confidence interval, and the corresponding differences in Gwetôs AC2. 

 Human Ŭ LLM Ŭ  ȹboot Ŭ CI lower ȹAC2 

Mean 0.766 0.434 -0.333 -0.423 -0.157 

SD 0.081 0.196 0.210 0.218 0.125 

Min 0.511 -0.017 -0.818 -0.915 -0.571 

Max 0.846 0.716 -0.030 -0.092 -0.025 

 

On average, ȹAC2 values were higher than the corresponding ȹboot Ŭ (see Table 16). However, 

unlike the results obtained with gemini-2.5-flash-lite, none of the ȹAC2 values exceeded zero 

(see Figure 18). 

 

Figure 18. Non-inferiority results with optimal configuration (flash) 
This figure presents the bootstrap estimates of the difference in Krippendorffôs alpha (LLM 

minus human) with 90% confidence intervals across the 38 MQI dimensions using the optimal 

configuration-model combination. Blue points and horizontal bars indicate mean differences 

(ȹboot Ŭ) and their confidence intervals, while green stars represent corresponding differences 

in Gwetôs AC2 (ȹAC2). All estimates remain negative, indicating that agreement with human 

raters is not sufficient to achieve non-inferiority. 
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3.3.2 Paired t-test Between Baseline Run and Best Configuration Run 

The top 10 and bottom 10 dimensions from both generation runs (gemini-2.5-flash-lite and 

gemini-2.5-flash) show substantial overlap. In the top 10, 8 dimensions are common to both 

runs: LESSEFIC, MMSM, OWWS4, SMALDIS, STUCON, TASKDEVMAT, TSTUDEA, 

and USEPROD. A similarly strong overlap is observed in the bottom 10, where 8 dimensions 

are also shared between the two model generations: LANGIMP, LCP, MAJERR, MGEN, 

MQI3, MQI_CHECK, OERR, and WCDISS. 

Normality of the Ŭ paired differences was assessed using a Shapiro-Wilk test (W = 0.98, 

p = .78), indicating no deviation from normality. Therefore, a one-tailed paired-samples t-test 

was conducted, which indicated that the mean change in ȹboot Ŭ between the two models was 

significantly greater than zero (t(37) = 2.92, p = .003). The estimated effect size was Cohenôs 

dz = 0.47, indicating a moderate effect. On average, this change in ȹboot Ŭ from gemini-2.5-

flash-lite to gemini-2.5-flash was 0.052 (SD = 0.109; range: -0.218 to 0.357, see Figure 19). 

Descriptively, ten dimensions showed a negative change (change in ȹboot Ŭ < -0.001), twenty-

three showed a positive (change in ȹboot Ŭ > 0.001), and five had values close to zero (-0.001 < 

change in ȹboot Ŭ < 0.001; see Figure 20 and Appendix Table A 5). Overall, these results suggest 

that gemini-2.5-flash produced significantly higher ȹboot Ŭ values than gemini-2.5-flash-lite 

across the MQI dimensions. 
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Figure 19. Change in agreement between baseline and optimized models 
This figure compares ȹboot Ŭ across MQI dimensions, with the Configuration 2 (providing 

reasoning, detailed codebook, and examples with a posteriori explanations) between the 

baseline model gemini-2.5-flash-lite and the gemini-2.5-flash. Points represent mean 

differences of agreement (ȹboot Ŭ), shaded areas indicate 90% confidence intervals, and black 

segments show the change in agreement between the two models. While most dimensions 

exhibit improved agreement (i.e., shifts toward zero), the magnitude of improvement varies 

substantially across dimensions. 
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Figure 20. Change in ȹAC2 between baseline and optimal model 
This figure compares ȹAC2 across MQI dimensions, with the Configuration 2 (providing 

reasoning, detailed codebook, and examples with a posteriori explanations) between the 

baseline model gemini-2.5-flash-lite and the gemini-2.5-flash. Points represent mean 

differences of agreement (ȹAC2), and horizontal segments show the change in agreement 

between the two models. While some dimensions exhibit improved agreement (i.e., shifts 

toward zero), the magnitude of improvement varies substantially across dimensions. 

The same paired-samples comparison was then conducted using ȹAC2 to examine whether the 

improvement observed with ȹboot Ŭ was also reflected in this alternative agreement metric. 

Normality of the ȹAC2 paired differences was assessed using a Shapiro-Wilk test (W = 0.95, 

p = .11), indicating no strong deviation from normality. Therefore, a one-tailed paired-samples 

t-test was conducted, which indicated that the mean difference between the two model 

generations was not significantly greater than zero (t(37) = 0.42, p = .34, d = 0.07). On average, 

this change in ȹAC2 from gemini-2.5-flash-lite to gemini-2.5-flash was 0.007 (SD = 0.107, 
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range: -0.313 to 0.277). Thirteen dimensions showed a negative change 

(change in ȹAC2 < -0.001), twenty-two showed a positive change (0.001 < change in ȹAC2), 

and three had values close to zero (-0.001 < change in ȹAC2 < 0.001; see Figure 20 and 

Appendix Table A 5). Overall, these results do not replicate the significant difference between 

gemini-2.5-flash-lite and gemini-2.5-flash observed with ȹboot Ŭ across the MQI dimensions 

3.3.3 Complementary Analyses: Correlations 

The correlation between the absolute ȹboot Ŭ and the human Krippendorffôs Ŭ was r = 0.360, 

indicating that smaller absolute ȹboot Ŭ were associated with lower human inter-rater agreement. 

This result is very similar to the one with gemini-2.5-flash-lite (r = 0.374). 

The Pearson correlation between ȹAC2 and ȹboot Ŭ was r = 0.822, indicating a large positive 

association between the two agreement difference metrics. Notably, this correlation is stronger 

than that observed with the 2.5-flash-lite model (r = 0.625). 

 

Figure 21. Change in inter-rater agreement between models 
This figure shows the change in inter-rater agreement between the gemini-2.5-flash-lite and 

gemini-2.5-flash across MQI dimensions, using Krippendorffôs alpha (ȹboot Ŭ, x-axis) and 

Gwetôs AC (ȹAC2, y-axis). Each point represents a MQI dimension. Most dimensions fall in 

the upper-right or the lower-left quadrants, indicating same direction changes in both 

agreement metrics. 
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Figure 21 illustrates the relationship between the change in ȹboot Ŭ and the change in ȹAC2. 

The bottom-left quadrant contains dimensions for which the change in both ȹboot Ŭ and ȹAC2 

is negative from one run to the other (10 dimensions), whereas the top-right quadrant contains 

dimensions for which both metrics show positive changes (24 dimensions). The two remaining 

quadrants represent dimensions for which the two metrics change in opposite directions. 

Notably, four dimensions fall into this situation, where the change is positive for ȹboot Ŭ but 

negative for ȹAC2. Conversely, no dimensions exhibit a negative change in ȹboot Ŭ together 

with a positive change in ȹAC2. 

3.4 COMPARISON OF RANKINGS IN THE TEACHER SUBSET 

3.4.1 Teacher Level Aggregation 

Kendallôs Ű was used to evaluate the similarity between the rankings of the teachersô composite 

scores from ratings produced by the LLM and those obtained from human experts. A Kendall 

rank correlation indicated a moderate to strong positive association between the two rankings 

(Ű = 0.56, N = 10). A permutation test (N = 10,000 permutations) confirmed that this association 

was statistically significant (p = .03). This result indicates that teachers with higher composite 

scores according to human experts also tended to receive higher ratings from the LLM. It also 

indicates that approximately 78% of the pairwise comparisons were concordant, while about 

22% were discordant (see equation below, assuming no ties in the data). 

†
ὅ Ὀ

ὅ Ὀ
πȢυφ 

Let Ὕ ὅ Ὀ. Then ὅ Ὀ πȢυφẗὝ. Solving the system 
ὅ Ὀ πȢυφẗὝ
ὅ Ὀ Ὕ

 yields: 

ὅ πȢχψẗὝȟ Ὀ πȢςςẗὝ 

Visual inspection of the rigid transformed Kendall Ű plot (see Figure 22) suggests that, for many 

pairwise comparisons, differences between pairwise teachers composite scores appear larger in 

the LLM scores (y-axis) than in the human scores (x-axis). This pattern where most of the point 

are gathered on the top left quadrant may indicate that the LLM produces sharper between-

teacher differentiation. However, this observation should be interpreted cautiously, as amplified 

differences do not necessarily imply reduced noise or improved ranking accuracy. 
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Figure 22. Pairwise ranking differences in teacher-level scores 
This figure visualizes the pairwise comparisons underlying Kendallôs tau using a rigid 

transformation of teacher-level composite scores for human (x-axis) and LLM (y-axis) ratings 

(Edwards et al., 2025). Each segment represents a pairwise comparison, with its orientation 

reflecting agreement or disagreement in relative ranking. The concentration of points in the 

upper-left quadrant suggests that differences between teachers are often more pronounced in 

LLM ratings than in human ratings, indicating sharper between-teacher differentiation. 

However, such amplification should be interpreted cautiously, as larger differences do not 

necessarily reflect improved ranking accuracy. 

3.4.2 Lesson Level Aggregation 

Kendallôs Ű was used to evaluate the similarity between the rankings of the lessonsô composite 

scores from ratings produced by the LLM and those obtained from human experts. A Kendall 

rank correlation indicated a moderate positive association between the two rankings (Ű = 0.30, 

p < .001, N = 92). This result indicates that lessons rated with higher composite scores according 

to human experts also tended to receive higher ratings from the LLM. It also indicates that 

approximately 65% of the pairwise comparisons were concordant, while about 35% were 

discordant (assuming no ties in the data). 

The plot in Figure 23 was constructed using the same framework as Figure 22, with the addition 

of the dissimilarity coefficient defined as ȿɝὼ ɝώȿ (Edwards et al., 2025). The 65% 

concordant pairwise comparisons appear on the upper part of the plot, while 35% discordant 

pairwise comparisons are in the lower part of the plot, allowing for a clearer visualization of 

their proportions. A few points located at the periphery of the lower-left quadrant show large 

dissimilarity values (around 0.40),  indicating that the composite scores derived from the LLM 

and human raters diverge strongly for these lesson pairs. This pattern suggests opposite 
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composite score differences: when the LLM assigns a relatively higher or lower composite 

score to one lesson compared to another one, the expert humans tends to assign the opposite 

difference. 

The spread of the points also reveals a slight shift to upper the left, as for the teacher-level 

ranking (Figure 22), suggesting that the LLM tends to widen the differences between paired 

scores. This observation should be interpreted cautiously, however, as larger differences do not 

necessarily indicate reduced noise or improved ranking accuracy. 

  

Figure 23. Lesson-level pairwise differences and dissimilarity 
This figure displays the transformed pairwise comparisons underlying Kendallôs tau at the 

lesson level for human (x-axis) and LLM (y-axis) ratings. Each point represents a pairwise 

comparison, with color indicating the dissimilarity measure ῳ᷄ὼ ῳώ᷄ (Edwards et al., 

2025). The distribution shows a slight shift toward the upper-left quadrant, suggesting that the 

LLM tends to also amplify differences between paired scores relative to human ratings at the 

lesson level. 
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4 DISCUSSION 

4.1 GENERAL SUMMARY AND INTERPRETATION OF RESULTS 

4.1.1 Non-Inferiority and Substitutability of LLMs 

The central objective of this study was to determine whether large language models (LLM s) 

could achieve a sufficient level of agreement with human experts to justify replacing a human 

rater within the Mathematical Quality of Instruction (MQI) framework. Non-inferiority 

analyses conducted on 38 MQI dimensions clearly indicate that this objective has not yet been 

achieved for direct substitution, neither with the baseline configuration nor with the 

configuration and model ultimately retained as the best-performing configuration within 

reasonable costs constraints. In both cases, the differences in Krippendorffôs Ŭ between fully 

human panels and panels in which one human was substituted by the model remained negative, 

indicating a systematic decrease in agreement when the LLM was introduced. In other words, 

even under the most favorable conditions examined here, the scores produced by the model 

were not statistically close enough to human ratings to justify replacing an expert. In addition, 

a majority of dimensions showed 90% confidence intervals entirely below the predefined non-

inferiority margin. Although inferiority was not formally tested as a preregistered hypothesis, 

this pattern is consistent with a possible inferiority of the LLM relative to human raters. 

However, replacing gemini-2.5-flash-lite with gemini-2.5-flash led to a significant 

improvement in LLMïhuman agreement, as confirmed by a paired-samples t test, t(37) = 2.92, 

p = .003, dz = 0.47, conducted on the bootstrapped mean differences between the human-only 

groups and the groups in which the LLM substituted for one human rater. This result suggests 

that, on average, the LLMôs ratings moved closer to human rating patterns when switching to a 

more reasoning-oriented model. However, this improvement was not uniform across 

dimensions: the LLM actually moved further away from human ratings on 10 dimensions, 

representing approximately one quarter of the dimensions tested. Moreover, this difference was 

not observed with Gwetôs AC2, for which the change from gemini-2.5-flash-lite to gemini-2.5-

flash did not reach statistical significance, suggesting that this improvement is not absolute and 

does not generalize across all agreement metrics. 
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4.1.2 Sensitivity to Prompt Configuration 

The exploratory analyses, however, provide a more nuanced picture. First, they show that model 

performance is not entirely fixed: it varies depending on the dimensions, the models, and the 

prompting configurations. Some configurations reduced the gap with human ratings compared 

to others, suggesting that part of the performance depends on how the task is formulated. In 

particular, the most favorable combination relied on a detailed codebook, rated examples 

accompanied by explanations generated a posteriori, and explicit instructions encouraging 

reasoning. This pattern is descriptively consistent with prior work highlighting the benefits of 

few-shot learning (Brown et al., 2020) and chain-of-thought prompting (Wei et al., 2022). 

However, these improvements remain relative: they mainly reduced the degradation observed 

in some conditions, without reaching the substitutability threshold targeted in the confirmatory 

analysis. 

The exploratory analyses also suggest that the effects of the tested parameters are neither 

homogeneous nor consistently oriented in the same direction. For instance, providing examples 

to elicit in-context learning also show mixed effects. When accompanied by explanations, even 

though these were generated a posteriori by another LLM, examples are often associated with 

better agreement between LLM and human ratings. In contrast, when examples are provided 

without such explanations, performance tends to decrease markedly and can, in some 

configurations, become among the lowest observed. This effect appears particularly 

pronounced for chain-of-thought instructions, which seem more sensitive to the absence of 

explanations than configurations relying on thinking credits. In addition, the use of thinking 

credits appears to be associated with improvements for some models (e.g., gemini-2.5-flash-

lite) but with degradation for others (e.g., gemini-2.5-flash), which does not support a simple, 

stable, and generalizable benefit. 

Furthermore, there is no clear evidence that increasing the level of detail in the codebook alone 

is sufficient to approach non-inferiority. In fact, when varying the level of detail, the descriptive 

trend suggested that lower levels of detail was associated with ratings that are closer to those of 

human raters. Codebooks with minimal explanations, which are limited to the dimension name, 

few words about it and the level labels, tended to yield better performance than more detailed 

versions. Taken together, these results call for a cautious interpretation: prompting optimization 

may be associated with some performance variations, but the exploratory analyses do not reveal 

a sufficiently robust, consistent, and generalizable improvement to alter the main conclusion. 
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Finally, although comparisons between models suggested improvements in non-inferiority 

when moving from less reasoning-oriented to more reasoning-oriented versions, this trend 

remains highly dependent on the type of MQI dimension considered. For the dimension ñStudent 

Work with Contextualized Problemsò (STUCON), performance increases markedly from gemini-

2.5-flash-lite to gemini-2.5-flash, and continues to improve with gemini-2.5-pro across all 

configurations, albeit more modestly. Although gemini-2.5-pro consistently outperforms 

gemini-2.5-flash, these smaller gains indicate diminishing returns and do not enable the LLM 

to match human ratings. In contrast, for the dimension ñLack of Clarity in Presentation of 

Mathematical Contentò (LCP), no clear improvement is observed across models. The average 

difference between LLM-generated and human ratings remains relatively large and uniform, 

with no discernible trend across models. 

These patterns are consistent with Hardy & Kim (2026), who, using the same NCTE dataset 

and classroom observation ratings (e.g., MQI), show that variations in prompts and model 

choice account for only a small proportion of variance (1% and 4.8%, respectively) when 

considered individually in alignment outcomes between expert humans and LLMs. This 

suggests that neither prompt design nor model choice alone is sufficient to resolve the observed 

misalignment. Importantly, however, when considering all variance components involving 

these factors, including their interactions with other facets such as transcripts and instructional 

dimensions, their combined contribution increases substantially (up to approximately 50% of 

the total variance). This indicates that while these factors do play a role, their effects are 

distributed across complex interactions rather than driven by strong, isolated main effects. 

This may also help explain the patterns observed in the present study, where a given prompt 

yielded better performance with one model but worse with another. 

4.1.3 Agreement metrics: Krippendorffõs ǟ vs. Gwetõs AC2 

The joint examination of Krippendorffôs Ŭ and Gwetôs AC2 suggests that the two indices 

capture, in part, a similar signal, while not leading to exactly the same conclusions. In the 

complementary analysis, the moderate positive correlation between ȹAC2 and ȹboot Ŭ 

(r = 0.625) indicates that, overall, dimensions showing greater degradation in agreement 

between gemini-2.5-flash-lite and gemini-2.5-flash according to Ŭ also tend to show degradation 

according to AC2. Moreover, both metrics converge on the general trend: the introduction of 

the LLM is associated with a decrease in agreement relative to fully human panels. However, 

this convergence is incomplete, reflecting the fact that the two coefficients rely on different 

models of chance. Krippendorffôs Ŭ is more sensitive to highly imbalanced label distributions, 
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whereas Gwetôs AC2 was specifically used here as a complementary index less affected by 

prevalence issues. It is therefore not surprising that AC2 values are, on average, higher than Ŭ 

values. Thus, moving to an Ŭ-optimized configuration with gemini-2.5-flash reduces some 

discrepancies in human-LLM agreement observed with Ŭ, without producing a sufficiently clear 

improvement to generate a comparable signal in AC2. Overall, these findings suggest that Ŭ 

and AC2 tell a broadly consistent story but are not interchangeable. Optimizing a configuration 

based on one metric, in this case Ŭ, does not guarantee a parallel improvement in another metric, 

here AC2. 

4.1.4 Ranking Analyses 

Finally, the ranking analyses provide a more encouraging, yet still limited, signal. At the teacher 

level, the ranking of composite scores produced by the LLM shows a moderate positive 

association with that of human experts, with a Kendallôs Ű of 0.56, significant under a 

permutation test. At the lesson level, the association remains positive but weaker, with Ű = 0.30. 

These results suggest that the model partially captures the overall structure of human 

evaluations, particularly when scores are aggregated. However, this ability to partially 

reproduce relative ordering should not be conflated with the ability to replicate expert human 

judgment for individual scoring: as shown in this study, a model can preserve a general ranking 

trend while remaining insufficiently reliable to serve as a substitute rater in an MQI protocol. 

Moreover, the model appears to amplify differences between composite scores, both at the 

teacher and lesson levels. One possible interpretation is that the LLM differentiates profiles 

more sharply. However, this tendency should be treated with caution, as it may also reflect 

increased noise rather than improved discriminative sensitivity: units that are actually similar 

could be assigned artificially more distant scores. It should also be noted that the observed rank 

correlation relies on a relatively favorable situation, in which the distances between composite 

teacher scores, as derived from human ratings, were artificially amplified. The strength of the 

observed association therefore likely represents an upper bound of what can be expected in a 

comparable setting. It is thus plausible that, in a context where between-teacher variance is not 

artificially increased, the rank correlation would decrease substantially. 

4.2 GENERAL DISCUSSION AND IMPLICATIONS  

The results suggest that current LLM remain limited in their ability to approximate the 

professional judgment of experts in mathematics pedagogy when evaluating transcripts of 

mathematics lessons. This systematic underperformance highlights the intrinsic complexity of 
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the MQI instrument. Unlike standard text classification tasks, MQI evaluation is highly 

inferential, requiring the evaluator to go beyond a literal reading of transcripts and to assess 

conceptual depth, mathematical rigor, and the quality of instructional support for student 

learning. In this context, LLMs appear to encounter a form of psychometric ceiling. This 

interpretation is further supported by the observation that the average alignment with human 

ratings tends to improve for more reasoning-oriented models, suggesting that MQI scoring 

depends on deep interpretative capabilities. This finding is consistent with Hardy and Kim 

(2026), who show that, although LLMs are relatively consistent with one another, they remain 

weakly aligned with expert judgments. The authors suggest that LLMs may capture surface-

level regularities without fully accessing the underlying inferential dimensions of teaching 

quality. 

Although differences between configurations were not formally assessed using inferential 

statistical tests, it is noteworthy that one of the configurations achieving the closest alignment 

with human ratings is also among the simplest (relying only on a brief task definition and 

omitting in-context examples, chain-of-thought prompting, and detailed scoring rubrics). This 

pattern suggests that prompts offering additional guidance does not necessarily stabilize model 

behavior and may instead shift the modelôs interpretation of the task. A possible interpretation 

is that these pre-trained models already encode general patterns consistent with human 

evaluative judgments, allowing them to produce reasonable approximations under minimal 

instruction. In this context, additional prompting elements would then be redundant and, in 

some cases, would interfere with this baseline behavior. This effect may be particularly 

pronounced for models with stronger reasoning capabilities (e.g., gemini-2.5-pro). 

In addition, no single prompt configurationïmodel combination consistently improved 

alignment across all MQI dimensions. While some configurations performed better on average, 

these improvements were not uniform and varied across dimensions. This pattern suggests that 

there is no single optimal prompt or model capable of reliably approximating expert judgment 

across the full range of MQI constructs. Instead, these findings support a shift away from a 

ñone-size-fits-allò paradigm toward a more differentiated approach, in which prompt and 

configurations may need to be tailored to specific dimensions. This interpretation is consistent 

with the fact that prompt and model effects primarily emerge with the MQI ratings through 

interactions with task-specific factors (Hardy & Kim, 2026). 

Finally, the observed gap between LLM-generated and human ratings should not be taken as 

evidence that LLMs are not informative in this context. While exact agreement on individual 
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labels remains limited, the preservation of rank ordering across lessons and teachers, under 

conditions of large between-teachers differences, is noteworthy. This indicates that LLMs 

ratings still converge toward human ratings on relative levels of teaching quality. Consequently, 

LLMs could be used as supportive tools to help prioritize teachers who may benefit most from 

additional support in mathematics instruction. However, such use should be approached with 

caution. A potential risk is that the measure itself becomes the target of optimization, which 

may undermine its validity. An issue commonly referred to as Goodhartôs law, whereby a 

measure ceases to be a good measure once it becomes a target. 

4.3 L IMITATIONS  

The failure to demonstrate non-inferiority of LLMs should not be interpreted solely as a 

performance deficit of these models. It also reflects a complex evaluation framework, 

combining technical constraints, an imperfectly reliable human reference, and methodological 

choices that can strongly influence the results. 

A first limitation, of a technical nature, concerns the interpretation of the effect of the thinking 

budget across models. The reasoning budgets allocated to gemini-2.5-flash and gemini-2.5-pro 

were approximately half that of gemini-2.5-flash-lite (256 vs. 512). An insufficient budget 

relative to task complexity may limit the modelôs ability to engage in deeper reasoning 

strategies. This could explain the absence of improvement observed with thinking mode in 

gemini-2.5-flash, compared to the improvement observed with gemini-2.5-flash-lite. This 

observation is consistent with the Gemini 2.5 technical report  that the effectiveness of 

reasoning mechanisms depends directly on the computational resources available (Comanici et 

al., 2025). In addition, the report indicates that performance gains become significant at much 

higher thinking budgets (e.g., 8192 tokens), which are orders of magnitude above those used in 

this study. It is therefore likely that the thinking mode was strongly constrained within the 

experimental setup. 

A second technical limitation concerns the nature of the data. The NCTE transcripts do not 

allow precise reconstruction of the temporal segmentation used in human rating (7.5-minute 

segments). The adopted procedure, which is segmenting transcripts based on word count, 

constitutes an approximation of this temporal structure. While this approach may be acceptable 

for relatively continuous discourse, it is more problematic in mathematics classrooms, which 

are characterized by strong interactional variability over time. This mismatch between temporal 

and textual segmentation may introduce alignment errors, especially when key elements occur 
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at segment boundaries. Moreover, transcripts only partially capture essential aspects of 

classroom interaction, such as tone of voice, pauses, gestures, or classroom dynamics. This loss 

of information creates another structural difference between human rating conditions, which 

rely on video, and LLM-based rating conditions, which rely on text. 

A third limitation, of a methodological nature, concerns the construction of the high-human-

agreement subset. This subset was motivated by the observation that most MQI dimensions 

show low inter-human agreement (Ŭ < 0.6). In such conditions, a non-inferiority test would not 

allow one to distinguish true similarity to human behavior from a simple tendency to produce 

consensus-like ratings. To obtain a more reliable baseline, subsets of items with converging 

human ratings were selected a posteriori. However, as previously explain, in order to preserve 

broad coverage across MQI dimensions, the resulting inter-rater agreement Ŭ within this subset 

still spans a relatively wide range (Ŭ å 0.5ï0.8). As a result, this imperfect selection induces a 

mechanical dependency between baseline agreement and the main evaluation metric, namely 

the bootstrapped difference observed when replacing one human rater with the LLM. This is 

why a positive correlation emerges between inter-human agreement and this bootstrapped 

LLMïhuman difference: dimensions with lower initial agreement (Ŭ between 0.50 and 0.70 

within the high-human-agreement subset) tend to show relatively smaller differences. This 

effect is mechanical, as when baseline agreement is low, the additional degradation introduced 

by the LLM is necessarily bounded. Consequently, part of the variability in bootstrapped LLMï

human differences reflects this constraint rather than genuine differences in model performance, 

meaning that the ranking of dimensions is partly driven by their initial level of inter-human 

agreement and is therefore noisier. However, these dimensions remain a minority (5 out of 38), 

and none were selected for prompt configuration analyses, suggesting a limited overall impact 

on the results. 

Furthermore, although the item selection was performed at the level of groups of items shared 

across raters (rather than item by item), it introduces a selection bias that artificially and 

substantially reduces intrinsic inter-human variability of each dimension. Moreover, it does not 

guarantee that the selected examples are closer to an objective truth. As a result, the observed 

agreement levels in the high-human-agreement subset do not necessarily reflect the true 

difficulty of the task under ecological conditions. Introducing a new rater, whether human or 

artificial, mechanically reintroduces dimension intrinsic variability and limits the ability to 

reach the non-inferiority threshold.  
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The choice of the agreement threshold Ŭ Ó 0.8 for a majority of the MQI dimensions (33 out of  

38) follows standard recommendations (Krippendorff, 2004), which consider this level 

indicative of satisfactory reliability, while acknowledging that a threshold of 0.667 may be 

acceptable depending on context. However, for some variables, such as WCDISS (ñWhole 

Class Discussionò), one dimension level may account for more than 95% of ratings. In this 

context, as few as 7 inter-human disagreements out of 231 rating pairs represent the maximum 

compatible with an Ŭ Ó 0.8. Therefore, applying a non-inferiority test based on Krippendorffôs 

Ŭ in a setting with strong class imbalance is a significant limitation. Notably, analysis of LLM-

generated rating distributions shows that some closely match human rating distributions, with 

few overall errors, while still yielding degraded Ŭ values. This phenomenon aligns with the 

prevalence paradox, where small disagreements on minority classes can lead to substantial 

decreases in Krippendorffôs alpha. Under such conditions, achieving a similarly high Ŭ when 

adding an LLM requires near-perfect agreement on minority classes, leaving very little margin 

for error. 

Furthermore, the critical threshold used to conclude non-inferiority was set arbitrarily, 

following the default value proposed by Clerc (2025). A more robust methodological alternative 

would have been to define this threshold based on observed inter-human variability. For 

example, one could use items rated by three human experts within the NCTE reliability 

framework and estimate the variability of an ñaverageò rater using a leave-one-out approach. A 

non-inferiority threshold proportional to this variability would allow for a more contextualized 

and interpretable evaluation. In the present setup, the chosen threshold was likely substantially 

lower than the variability observed among human experts, resulting in a particularly stringent 

criterion. In the absence of such an adjustment, the chosen protocol, while aiming for 

robustness, may have increased the risk of Type II error, i.e., falsely concluding the absence of 

non-inferiority. 

Finally, an additional limitation concerns both the granularity of the analysis and its limited 

theoretical grounding. The study covers a relatively large number of MQI dimensions (n = 38), 

spanning heterogeneous constructs, different scales, and highly variable sample sizes (from a 

few dozen to several thousand items). Moreover, the selection of dimensions is entirely data-

driven, based solely on inter-human agreement, without explicit grounding in MQI theoretical 

considerations. While this choice enables broad coverage, it limits the depth and systematicity 

of the analyses. A more restricted and theoretically grounded selection of MQI dimensions 
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would allow for more structured analyses, improve inferential robustness, and lead to clearer 

theoretical implications. 

4.4 FUTURE DIRECTIONS 

Several avenues for future research emerge from these findings. 

A first direction would consist in deepening the analysis by adopting a structured approach 

based on MQI categories. Rather than considering each dimension independently, it would be 

useful to examine model performance across broader types of constructs (e.g., mathematical 

richness, error management, quality of interactions). Such an approach would help identify 

whether certain larger categories are consistently better captured than others by LLMs. It would 

also be important to further characterize the properties of the dimensions with the highest 

performance, in order to clarify what they measure: are they more directly observable in the 

text, less dependent on interactional context, or less sensitive to non-verbal cues? Conversely, 

dimensions with lower performance could help highlight current limitations of LLMs, 

particularly when evaluation relies on implicit, dynamic, or multimodal elements that are 

difficult to access from transcripts alone. In this perspective, a structured analysis would move 

beyond a global assessment of performance and provide a more fine-grained understanding of 

the conditions under which LLMs can be considered reliable tools. 

A second perspective concerns the role of prompting strategies. The fact that minimal 

prompting strategies achieve comparable, or even higher, levels of alignment than more 

complex prompts suggests differences in how humans and LLMs respond to instructions. In 

human rating contexts, detailed guidelines and scoring rubrics are typically used to direct ratersô 

attention toward specific aspects of instructional practice, with the goal of improving 

consistency and alignment with the target construct. However, the results presented here 

suggest that LLMs do not necessarily benefit from this type of explicit guidance in the same 

way. One possible interpretation is that instructions have different effects on human raters and 

models. As a result, prompting strategies effective for humans are likely not directly 

transferable to LLMs and may even introduce unintended biases in model outputs. This 

highlights the need to design guidance specifically adapted to LLMs, rather than assuming 

equivalence with human raters protocols. 

Beyond agreement-based analyses, another promising direction would be to adopt a latent truth 

modeling framework. In such models, observed ratings are treated as noisy realizations of an 
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unobserved latent variable, while each rater (human or LLM) is characterized by an individual 

error profile (Y. Xu & Jurgens, 2026). In the present study structure would allow for the joint 

estimation of rater reliability and latent transcript-level labels. A key advantage of this approach 

is that it enables a direct comparison between human and LLM reliability, without relying solely 

on pairwise agreement metrics. It could also be extended through sensitivity analyses exploring 

different modeling assumptions (e.g., symmetric or weakly informative priors). 

While latent truth models typically treat disagreement as noise, recent work suggests a different 

perspective. Yue Xu and Jurgens (2026) highlights that some agreement metrics, such as 

Krippendorffôs alpha, may conflate intrinsic data ambiguity with a lack of annotator reliability. 

In their review, they distinguish different sources of disagreement related to the data, the task, 

or the annotator, and propose a typology of major annotation model families, including latent 

truth and annotator reliability models. However, they argue that disagreement should not be 

viewed solely as noise, but also as a source of information about the diversity of human 

interpretations. Extending latent truth models in this direction would involve explicitly 

incorporating disagreement as meaningful information, allowing for a better representation of 

the interpretative variability inherent in human judgments. 
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5 CONCLUSION  

This study aimed to determine whether a large language model (LLM) could reproduce expert 

human judgments with sufficient accuracy in evaluating the teaching quality using the 

Mathematical Quality of Instruction (MQI) framework, to the point of replacing a human rater 

in a rating procedure. Overall, the results provide a negative answer to this question. Across the 

38 MQI dimensions examined, no tested configuration met the non-inferiority criterion required 

to justify direct substitution, and introducing the model into a rating panel consistently led to a 

decrease in agreement compared to fully human panels. Under the conditions tested here, LLMs 

cannot yet be considered reliable substitutes for human experts in MQI rating. 

Exploratory analyses show that LLM performance varies depending on the dimensions being 

evaluated, the model used, and how the task is formulated. Moving from a cost-efficient model 

to a hybrid reasoning model was associated with a significant average improvement in 

agreement with human judgments, although this improvement was neither consistent across 

dimensions nor sufficient to reach the desired level of substitutability. Similarly, some prompt 

configurations, particularly those combining a detailed codebook, annotated examples with 

explanations, and an explicit reasoning instruction, helped reduce the gap with human ratings. 

These effects should be interpreted with caution, as prompt configurations with much less 

information sometimes produced comparable results. 

The study highlights a central point: in the case of MQI, the requirements associated with a 

non-inferiority framework are particularly demanding. This instrument relies on fine-grained 

inferences, an understanding of mathematical content, and the interpretation of sometimes 

subtle interactional elements. The results therefore suggest that the LLM-as-judge paradigm, 

while promising in other contexts, faces a particularly challenging task here, where apparent 

similarity to human judgments is not sufficient to ensure valid substitution. 

Beyond item-level agreement analyses, the observed rank correlations indicate that models can, 

to some extent, preserve the relative ordering of aggregated scores at both the lesson and teacher 

levels. This finding points to more modest but potentially useful applications: as exploratory 

tools, as aids for the initial identification of teachers who may benefit from support or training, 

or as support for large-scale analyses, provided they are not treated as substitutions for expert 

raters. In this perspective, their value lies less in direct substitution and more in assisting, pre-

screening, or complementing existing human-based processes. 
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Finally, several limitations call for caution in interpreting these results. The use of textual 

transcripts rather than videos removes important cues used in human rating; lesson 

segmentation had to be reconstructed approximately; and the non-inferiority test based on 

Krippendorffôs Ŭ is particularly demanding in the presence of imbalanced label distributions. 

In addition, the non-inferiority threshold was not calibrated based on observed inter-human 

variability. These factors do not invalidate the main conclusion, but they indicate that the 

absence of non-inferiority should not be interpreted as a complete lack of potential. Rather, it 

suggests that future work should therefore focus less on demonstrating a general equivalence 

and more on identifying which dimensions, under which conditions, and for which uses LLMs 

can become methodologically acceptable tools. 
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APPENDICES 

APPENDIX A: DESCRIPTIVES STATISTICS OF TH E NCTE DATASET 

Entire Dataset 

 

Figure A 1. Distribution of Human Ratings and Krippendorffôs Ŭ for Each MQI Dimension (part 1) 
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Figure A 1. Distribution of Human Ratings and Krippendorffôs Ŭ for Each MQI Dimension (part 2) 
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Figure A 1. Distribution of Human Ratings and Krippendorffôs Ŭ for Each MQI Dimension (part 3)
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Figure A 2. Krippendorff's Ŭ per MQI dimension 
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Figure A 3. Gwet's AC2 per MQI dimension  
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Table A 1. Krippendorffôs Ŭ and Gwetôs AC2 of human MQI ratings across 50 dimensions 
DIMENSIONS  N ITEMS  AVG ITEM UTT . N RATERS KRIPP ALPHA  GWETôS AC2 RATING UNIT  

DIRINST 9,716 47.7030 56 0.357188 0.76526 Segment level 

WCDISS 12,292 47.1737 63 0.140214 0.97088 Segment level 

APLPROB 9,716 47.7030 56 0.685273 0.83536 Segment level 

CWCM 12,292 47.1737 63 0.436133 0.93559 Segment level 

LINK 12,292 47.1737 63 0.412130 0.83189 Segment level 

EXPL 12,292 47.1737 63 0.269303 0.84959 Segment level 

MMETH 12,292 47.1737 63 0.468354 0.94014 Segment level 

MGEN 12,292 47.1737 63 0.179407 0.97822 Segment level 

MLANG 12,292 47.1737 63 0.323336 0.74051 Segment level 

ORICH 9,716 47.7030 56 0.353039 0.83545 Segment level 

ORICH4 7,238 43.6708 47 0.404494 0.76641 Segment level 

REMED 12,292 47.1737 63 0.322541 0.78776 Segment level 

USEPROD 9,716 47.7030 56 0.275027 0.88425 Segment level 

MATCON 2,576 45.1774 36 0.451786 0.84481 Segment level 

OWWS 9,716 47.7030 56 0.319040 0.81810 Segment level 

OWWS4 7,238 43.6708 47 0.334852 0.75343 Segment level 

MAJERR 12,292 47.1737 63 0.277107 0.96598 Segment level 

LANGIMP 12,292 47.1737 63 0.275953 0.92546 Segment level 

LCP 12,292 47.1737 63 0.210157 0.94814 Segment level 

OERR 9,716 47.7030 56 0.323277 0.88167 Segment level 

OERR4 7,238 43.6708 47 0.390155 0.91504 Segment level 

STEXPL 12,292 47.1737 63 0.392858 0.91756 Segment level 

SMQR 12,292 47.1737 63 0.288509 0.88926 Segment level 

ETCA 12,292 47.1737 63 0.295329 0.82991 Segment level 

OSPMMR 9,716 47.7030 56 0.354584 0.86692 Segment level 

OSPMMR4 7,238 43.6708 47 0.404252 0.82264 Segment level 

STUCON 2,576 45.1774 36 0.689581 0.93362 Segment level 

STUCOM 2,576 45.1774 36 0.459747 0.78368 Segment level 

SMALDIS 2,576 45.1774 36 0.630505 0.86282 Segment level 

MMSM 2,576 45.1774 36 0.327755 0.63766 Segment level 

ORIENT 1,312 353.3552 56 0.318692 0.48422 Lesson level 

SUMM 1,312 353.3552 56 0.468446 0.62937 Lesson level 

MQI_CHECK 1,312 353.3552 56 0.161924 0.16820 Lesson level 

DIFFINST 1,312 353.3552 56 0.277501 0.64714 Lesson level 

LLC 615 324.7350 39 0.417171 0.94497 Lesson level 

MQI3 1,312 353.3552 56 0.367733 0.90293 Lesson level 

MKT3 1,312 353.3552 56 0.424112 0.90325 Lesson level 

MQI5 1,658 349.8064 63 0.501446 0.90258 Lesson level 

MKT5 1,658 349.8064 63 0.494571 0.89441 Lesson level 

TSTUDEA 346 336.3497 36 0.366808 0.74995 Lesson level 

TREMSTU 346 336.3497 36 0.272832 0.89872 Lesson level 

STUENG 346 336.3497 36 0.272127 0.86093 Lesson level 

CLMATINQ 346 336.3497 36 0.351941 0.82929 Lesson level 

LESSEFFIC 346 336.3497 36 0.374624 0.80092 Lesson level 

DENSMAT 346 336.3497 36 0.368482 0.86691 Lesson level 

LATASK 346 336.3497 36 0.192939 0.93870 Lesson level 

LESSCLEAR 346 336.3497 36 0.196258 0.72504 Lesson level 

TASKDEVMAT 346 336.3497 36 0.357892 0.90434 Lesson level 

ERRANN 346 336.3497 36 0.228049 0.90962 Lesson level 

WORLD 346 336.3497 36 0.393829 0.47176 Lesson level 

MEAN 5,951 164.7850 50.8 0.357185 0.82303  

SD 5,031 144.9825 11.34 0.116224 0.14472  

MIN 346 43.6708 36 0.140214 0.16820  

MAX 12,292 353.3552 63 0.689581 0.97822  
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Figure A 4. Boxplots of lessons composite scores for teachers who were rated in at least three lessons per year 
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Appendix A: Descriptives Statistics of the NCTE Dataset 

 

Figure A 5. Density of Lesson Composite Scores for teachers who were rated in at least three lessons per 

year 

 

Figure A 6. Density of Lesson Composite Scores of the selected 10 teachers 
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High -Human-Agreement Subsets 

 

Figure A 7. Comparison of label distributions between the original dataset and the 

high-human-agreement subset across MQI dimensions. 
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Table A 2. Krippendorffôs Ŭ and Gwetôs AC2 of human MQI ratings of each high-human-agreement subset  

DIMENSION  N ITEMS  KRIPP ALPHA  GWETôS AC2 DESCRIPTION 

APLPROB 4378 0.80 0.86 Working on Applied Problems 

CWCM 2194 0.80 0.97 Classroom Work is Connected to Mathematics 

DIFFINST 57 0.69 0.84 Differentiated Instruction 

DIRINST 277 0.81 0.89 Mode of Instruction - Direct Instruction 

ETCA 292 0.85 0.96 Enacted Task Cognitive Activation 

EXPL 293 0.80 0.94 Explanations 

LANGIMP 316 0.81 0.97 Imprecision in Language or Notation 

LCP 399 0.80 0.98 Lack of Clarity in Presentation of Mathematical Content 

LESSEFFIC 55 0.56 0.83 Lesson Time is Used Efficiently 

LINK 965 0.80 0.92 Linking and Connections 

LLC 52 0.68 0.97 Lesson-Level Classroom Work is Connected to Mathematics 

MAJERR 1196 0.80 0.98 Major Mathematical Errors 

MATCON 100 0.81 0.96 Teacher uses Student Mathematical Contributions 

MGEN 873 0.81 0.99 Developing Mathematical Generalizations 

MKT3 106 0.82 Not calculated due 
to later removal MKT5 69 0.79 

MLANG 272 0.80 0.92 Mathematical Language 

MMETH 1143 0.81 0.96 Multiple Procedures or Solution Methods 

MMSM 73 0.75 0.85 Mathematical Meaning and Sense-Making 

MQI3 74 0.73 0.97 Whole-Lesson Mathematical Quality of Instruction 

MQI5 78 0.80 0.97 
Whole-Lesson Mathematical Quality of Instruction (5-Point 
Scale) 

MQI_CHECK 56 0.63 0.66 Checking Broadly for Understanding 

OERR4 389 0.80 0.96 Overall Errors and Imprecision (4-Point Scale) 

OERR 419 0.80 0.95 Overall Errors and Imprecision 

ORICH4 263 0.81 0.90 Overall Errors and Imprecision (4-Point Scale) 

ORICH 322 0.80 0.90 Overall Richness of Mathematics 

ORIENT 63 0.62 0.68 Orienting 

OSPMMR4 243 0.80 0.93 
Overall Student Participation in Meaning-Making and 
Reasoning (4-Point Scale) 

OWWS4 99 0.80 0.89 Overall Working with Students and Mathematics (4-Point Scale) 

OWWS 105 0.82 0.93 Overall Working with Students and Mathematics 

REMED 256 0.80 0.93 Remediation of Student Errors and Difficulties 

SMALDIS 773 0.81 0.90 Small Group/Pair Discussion (4-pt SPMMR) 

SMQR 344 0.80 0.97 Student Mathematical Questioning and Reasoning 

STEXPL 852 0.80 0.96 Students Provide Explanations 

STUCON 961 0.80 0.93 Student Work with Contextualized Problems (4-pt SPMMR) 

SUMM 73 0.79 0.86 Summarization 

TASKDEVMAT 52 0.51 0.93 Tasks and Activities Develop Mathematics 

TSTUDEA 55 0.57 0.79 Teacher Uses Student Ideas 

USEPROD 222 0.80 0.90 
Responding to Student Mathematical Productions in 
Instructions 

WCDISS 231 0.84 0.98 Mode of Instruction - Whole Class Discussion 

MEAN 476.0 0.768 0.913  

SD 769.8 0.080 0.077  

MIN 52 0.51 0.66  

MAX 4378 0.85 0.99  
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APPENDIX B: GENERATION OF EXAMPLES EXPLANATIONS USING CHAT GPT 

Project-level instruction prompt used to generate reasoning explanations with ChatGPT: 

One of the task of the MQI (Mathematical Quality of Instruction) is to annotate a segment of a classroom transcript 
focusing on one dimension. 
 
__To note__:  
- "[inaudible]" indicates that the audio quality was insufficient for accurate transcription. Any other words in 
brackets represent terms inferred by the transcriber. 
- When a student speaks, their pseudonym isn't specified 
 
Your task is to explain in a very concise way why the given text got a given rating in the given dimension of the MQI 
based on the given scale. 
*Always give your explanation in a code window, and never mention the rating.* 

Structure of the promptðresponse interaction: 

[ é ] indicates portions of the text that have been omitted for readability. 

dimension: ώ Χ ϐ. It describes, on a five point scale ώ Χ ϐ 
 
**Here is the scale along with the reasoning behind it:** 
- 1 = ώ Χ ϐ 
- 2 
- 3 = ώ Χ ϐ 
- 4 
- 5 = ώ Χ ϐ 
 
Transcript 
ǘŜŀŎƘŜǊΥ !ƭƭ ǊƛƎƘǘΣ ǎƻ ƭŜǘΩǎ Ǝƻ ŀƘŜŀŘ ŀƴŘ ƎŜǘ ǎǘŀǊǘŜŘ ǿƛǘƘ ƳŀǘƘ ǘƻŘŀȅΦ wŜƳŜƳōŜǊΣ ǿŜ ŀǊŜ ŦƛǊǎǘ ƎƻƛƴƎ ǘƻ 
be working ς ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ ŦƛǊǎǘ ǊŜǾƛŜǿ ŀƴŘ Ǝƻ ƻǾŜǊ ƻǳǊ ŀǎǎƛƎƴƳŜƴǘ ώ Χ ϐ 
 
Rating: 1 

Student contributions are almost entirely short answers (reading numbers, giving decimal values, 
ǎǘŀǘƛƴƎ άϷмΦтрΣέ ŜǘŎΦύ ƻǊ ƭƻƎƛǎǘƛŎŀƭ ǉǳŜǎǘƛƻƴǎΦ ¢ƘŜǊŜ ŀǊŜ ώ Χ ϐ 

teacher: All right, I would like to have Student W, J, K, and A take their things and their chairs back to 
Ms. H's table. You're going to work on halving and doubling. ώ Χ ϐ 
 
Rating: 2 

Several students offer potentially rich ideas (e.g., using doubling/halving, arrays, and word problems 
to relate two multiplication equations), and the teacher ώ Χ ϐ 

ǘŜŀŎƘŜǊΥ ²ŜΩǊŜ Ǝƻƴƴŀ ƳŀƪŜ ǎǳǊŜ ǿŜ ǳƴŘŜǊǎǘŀƴŘ ǿƘŀǘ ŀ ƳƛȄŜŘ ƴǳƳōŜǊ ƛǎΦ CƛǊǎǘ ƻŦ ŀƭƭΣ ƛŦ ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ 
be adding mixed numbers, we know what adding is. So what did I ώ Χ ϐ 
 
Rating: 3 

Students contribute some substantive pieces (e.g., giving examples of mixed numbers, listing factors, 
ƛŘŜƴǘƛŦȅƛƴƎ ŎƻƳƳƻƴ ŦŀŎǘƻǊǎΣ ǎǳƎƎŜǎǘƛƴƎ άƎǊŜŀǘŜǎǘ ŎƻƳƳƻƴ ŦŀŎǘƻǊέ ώ Χ ϐ 

multiple students: [Students singing]. teacher: All right, you may stand for the last chorus for the song 
of the week. student: [Inaudible]. teacher: Yep, you can do ώ Χ ϐ 
 
Rating: 4 
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Students regularly contribute substantive mathematical ideas (e.g., suggesting arrays to model 
multiplication, explaining how to draw rows/columns, correcting ώ Χ ϐ 

APPENDIX C: PROMPT STRUCTURE AND COMPONENTS  

Table 8 is simply reported below for clarity. 

Table 8. Prompting configurations overview 

Configurations 1 2*  3 4*  5*  6 7*  8 9*  10 11*  12 13*  

Thinking budget x  x   x  x  x  x  
Reasoning requested  x  x          

Detailed codebook x x x x x x x       
Simplified codebook        x x     

Simplest codebook          x x   
No scale codebook            x x 

Examples provided x x x x x         
Reasoning provided x x            

*  indicates configurations not tested with gemini-2.5-pro because its thinking budget cannot be disabled 

Prompt Design 

No reasoning requested, examples provided. The prompt design below applies to configurations  1, 3, and 5. 

=== CODEBOOK === 
{codebook} 
 
=== EXAMPLES === 
{examples} 
 
=== INSTRUCTIONS === 
- Evaluate the next content according to the codebook and examples previously given. 
- Your response must be a valid JSON object with exactly this key: 
  - "rating" must respect the values allowed 
- Do not include any explanations, greetings, or additional text. 
 
=== CONTENT TO ANNOTATE === 
<<< 
{transcript} 
>>> 

Reasoning requested, examples provided. The prompt design below applies to configurations 2 and 4. 

=== CODEBOOK === 
{codebook} 
 
=== EXAMPLES === 
{examples} 
 
=== INSTRUCTIONS === 
- Evaluate the next content according to the codebook and examples previously given. 
- Your response must be a valid JSON object with exactly these keys: 
  - "your_reasoning" must be single-line text, sentences separated by spaces only, no line breaks, no bullet points 
  - "rating" must respect the values allowed 
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- Do not include any explanations, greetings, or additional text. 
 
=== CONTENT TO ANNOTATE === 
<<< 
{transcript} 
>>> 

No reasoning requested, no example provided. The prompt design below applies to configurations  6-13. 

=== CODEBOOK === 
{codebook} 
 
=== INSTRUCTIONS === 
- Evaluate the next content according to the codebook previously given. 
- Your response must be a valid JSON object with exactly this key: 
  - "rating" must respect the values allowed 
- Do not include any explanations, greetings, or additional text. 
 
=== CONTENT TO ANNOTATE === 
<<< 
{transcript} 
>>> 

Codebooks structure 

For simplicity, only the codebooks for the dimension STUCON are presented below. The same logic was 

applied to the two other dimensions (MLANG and LCP). 

Detailed Codebook ï Reasoning Requested 

You are an annotator for the MQI (Mathematical Quality of Instruction), and your task is to accurately annotate a 
segment of a classroom transcript. For this annotation, you will focus on the dimension "Students Work with 
Contextualized Problems" which captures, on a four-point scale (Not Present, Low, Mid, High), the extent to which 
students work with contextualized problems (e.g., story problems, real-world applications, experiments that 
generate data). This includes solving such problems; discussing solutions to such problems; writing expressions or 
equations to represent contextualized situations; making sense of contextualized relationships through tables, 
graphs or other representations; or creating contextualized problems/situations to match expressions/equations. 
 
__To note__: 
- "[inaudible]" indicates that the audio quality was insufficient for accurate transcription. Any other words in 
brackets represent terms inferred by the transcriber. 
- When a student speaks, their pseudonym isn't specified 
- 5ƻ ƴƻǘ Ŏƻǳƴǘ ǿƘŜƴ ǘƘŜ ǘŜŀŎƘŜǊ ƻǊ ǎǘǳŘŜƴǘ ƳŜƴǘƛƻƴǎ ŀ ŎƻƴǘŜȄǘǳŀƭƛȊŜŘ ŜȄŀƳǇƭŜ ŦƻǊ ƛƭƭǳǎǘǊŀǘƛǾŜ ǇǳǊǇƻǎŜǎ όŜΦƎΦΣ άȅƻǳ 
Ŏŀƴ ǘƘƛƴƪ ƻŦ мκп ŀǎ ŀ ǉǳŀǊǘŜǊ ŀƴŘ м ǿƘƻƭŜ ŀǎ ŀ ŘƻƭƭŀǊ ǿƘŜƴ ȅƻǳ ŀǊŜ ŎƻƴǾŜǊǘƛƴƎ ŦǊŀŎǘƛƻƴǎ ǘƻ ŘŜŎƛƳŀƭǎά ƻǊ άǊŜƳŜƳōŜǊ 
yesterday when we solved thŜ Ƙŀǘ ǇǊƻōƭŜƳΚέύΣ ōǳǘ ǘƘŜ ǎǘǳŘŜƴǘǎ Řƻ ƴƻǘ ǿƻǊƪ ƻƴ ƛǘΦ 
- This is not a duration code; the difference between a Low, Mid, and High is amount of teacher scaffolding, not 
length. In the case of two or more different tasks with different levels, score to the highest level. 
 
**Here is the scale along with the reasoning behind it:** 
- 1 = Not Present 
   - Students do not work with contextualized problems or a contextualized problem is mentioned but not worked 
on. 
- 2 = Low 
   - The contextualized problems are executed as mostly rote/routine exercises. Teacher heavily scaffolds the 
presentation, for example, by telling students which procedure is to be applied, helping them write out the 
expression or equation, and so forth. 
   - Also include here times where there is data collection without reference to the underlying relationships or shape 
of the data. For instance, students may be collecting and marking down ice cream preferences in preparation for 
later plotting the graph and discussing. 
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- 3 = Mid 
   - Some student reasoning about contextualized problems is required for at least a portion of the problem 
execution; however, solution paths may be co-constructed or scaffolded by teacher to some extent. For instance: 
      - Students play some role in deciding how to solve the problem 
      - The problem starts off as non-routine but teacher hints at a solution method 
- 4 = High 
   - Students are allowed significant opportunities to think and reason mathematically about contextualized 
problems. Students might need to choose which operation to apply, decide which kind of graph is appropriate for 
their data, or figure out how to write an expression that represents a pattern. The characterizing feature of this 
segment is that the teacher will not be doing much of the cognitive work of solving the problem. 
 
Provide a very concise reasoning and the integer corresponding to the score (1-4) 

Detailed Codebook ï No Reasoning Requested 

You are an annotator for the MQI (Mathematical Quality of Instruction), and your task is to accurately annotate a 
segment of a classroom transcript. For this annotation, you will focus on the dimension "Students Work with 
Contextualized Problems" which captures, on a four-point scale (Not Present, Low, Mid, High), the extent to which 
students work with contextualized problems (e.g., story problems, real-world applications, experiments that 
generate data). This includes solving such problems; discussing solutions to such problems; writing expressions or 
equations to represent contextualized situations; making sense of contextualized relationships through tables, 
graphs or other representations; or creating contextualized problems/situations to match expressions/equations. 
 
__To note__: 
- "[inaudible]" indicates that the audio quality was insufficient for accurate transcription. Any other words in 
brackets represent terms inferred by the transcriber. 
- When a student speaks, their pseudonym isn't specified 
- 5ƻ ƴƻǘ Ŏƻǳƴǘ ǿƘŜƴ ǘƘŜ ǘŜŀŎƘŜǊ ƻǊ ǎǘǳŘŜƴǘ ƳŜƴǘƛƻƴǎ ŀ ŎƻƴǘŜȄǘǳŀƭƛȊŜŘ ŜȄŀƳǇƭŜ ŦƻǊ ƛƭƭǳǎǘǊŀǘƛǾŜ ǇǳǊǇƻǎŜǎ όŜΦƎΦΣ άȅƻǳ 
Ŏŀƴ ǘƘƛƴƪ ƻŦ мκп ŀǎ ŀ ǉǳŀǊǘŜǊ ŀƴŘ м ǿƘƻƭŜ ŀǎ ŀ ŘƻƭƭŀǊ ǿƘŜƴ ȅƻǳ ŀǊŜ ŎƻƴǾŜǊǘƛƴƎ ŦǊŀŎǘƛƻƴǎ ǘƻ ŘŜŎƛƳŀƭǎά ƻǊ άǊŜƳŜƳōŜǊ 
yesterday when we solved thŜ Ƙŀǘ ǇǊƻōƭŜƳΚέύΣ ōǳǘ ǘƘŜ ǎǘǳŘŜƴǘǎ Řƻ ƴƻǘ ǿƻǊƪ ƻƴ ƛǘΦ 
- This is not a duration code; the difference between a Low, Mid, and High is amount of teacher scaffolding, not 
length. In the case of two or more different tasks with different levels, score to the highest level. 
 
**Here is the scale along with the reasoning behind it:** 
- 1 = Not Present 
   - Students do not work with contextualized problems or a contextualized problem is mentioned but not worked 
on. 
- 2 = Low 
   - The contextualized problems are executed as mostly rote/routine exercises. Teacher heavily scaffolds the 
presentation, for example, by telling students which procedure is to be applied, helping them write out the 
expression or equation, and so forth. 
   - Also include here times where there is data collection without reference to the underlying relationships or shape 
of the data. For instance, students may be collecting and marking down ice cream preferences in preparation for 
later plotting the graph and discussing. 
- 3 = Mid 
   - Some student reasoning about contextualized problems is required for at least a portion of the problem 
execution; however, solution paths may be co-constructed or scaffolded by teacher to some extent. For instance: 
      - Students play some role in deciding how to solve the problem 
      - The problem starts off as non-routine but teacher hints at a solution method 
- 4 = High 
   - Students are allowed significant opportunities to think and reason mathematically about contextualized 
problems. Students might need to choose which operation to apply, decide which kind of graph is appropriate for 
their data, or figure out how to write an expression that represents a pattern. The characterizing feature of this 
segment is that the teacher will not be doing much of the cognitive work of solving the problem. 
 
Provide the integer corresponding to the score (1-4) 

Simplified Codebook 
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You are an annotator for the MQI (Mathematical Quality of Instruction), and your task is to accurately annotate a 
segment of a classroom transcript. For this annotation, you will focus on the dimension "Students Work with 
Contextualized Problems" which captures, on a four-point scale (Not Present, Low, Mid, High), the extent to which 
students work with contextualized problems (e.g., story problems, real-world applications, experiments that 
generate data). This includes solving such problems; discussing solutions to such problems; writing expressions or 
equations to represent contextualized situations; making sense of contextualized relationships through tables, 
graphs or other representations; or creating contextualized problems/situations to match expressions/equations. 
 
__To note__: 
- "[inaudible]" indicates that the audio quality was insufficient for accurate transcription. Any other words in 
brackets represent terms inferred by the transcriber. 
- When a student speaks, their pseudonym isn't specified 
 
**Here is the scale:** 
- 1 = Not Present 
- 2 = Low 
- 3 = Mid 
- 4 = High 

Simplest Codebook 

You are an annotator for the MQI (Mathematical Quality of Instruction), and your task is to accurately annotate a 
segment of a classroom transcript. For this annotation, you will focus on the dimension "Students Work with 
Contextualized Problems" which captures, on a four-point scale (Not Present, Low, Mid, High), the extent to which 
students work with contextualized problems. 
 
**Here is the scale:** 
- 1 = Not Present 
- 2 = Low 
- 3 = Mid 
- 4 = High 

Simplest Codebook with No Scale 

You are an annotator for the MQI (Mathematical Quality of Instruction), and your task is to accurately annotate a 
segment of a classroom transcript. For this annotation, you will focus on the dimension "Students Work with 
Contextualized Problems" which captures, on a four-point scale (Not Present, Low, Mid, High), the extent to which 
students work with contextualized problems. 

Structures of Provided Examples 

Examples with A Posteriori Reasoning Explanations. The structure below applies to configurations 1 and 2. 

[ é ] indicates portions of the text that have been omitted for readability. 

teacher: Okay.  We are going to be doing popcorn fractions today.  What I want you to do first is you should have a 
napkin at your desk.  Go ahead and unfold your napkin so it is completely out.  Okay.  Student M and Student S are 
bringing you a bag of popŎƻǊƴΦ  ²Ƙŀǘ ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ Řƻ ǿƛǘƘ ǘƘƛǎ ώ Χ ϐ 
{ 
    "your_reasoning": "Students handle popcorn as a concrete manipulative to represent fractions, but they never 
actually solve or discuss a real-world or story problem about popcorn (e.g., sharing, comparing amounts, 
interpreting a situation). The teacher directs every step (count 24, make groups of 8 or 6, move groups to the bag) 
purely as a structured exercise in forming denominators and equal groups. Popcorn functions only as counters, not 
as a contextual situation to be mathematically modeled or reasoned about, so students are not working with 
contextualized problems in the sense required by this dimension." 
    "rating": 1 
} 
 



  On the Use of Large Language Modelsé 

APPENDICES XVI  

Appendix C: Prompt Structure and Components 

ǘŜŀŎƘŜǊΥ hƪŀȅΦ  {ƻ ǘƻŘŀȅ ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ ŎƻƴǘƛƴǳŜ ƻǳǊ ŘƛǎŎǳǎǎƛƻƴ ǿƛǘƘ {ǘǳŘŜƴǘ [Κ  {ƻ ƛŦ LΩƳ ǘǊȅƛƴƎ ǘƻ ŦƛƴŘ ŀƴ ŜǉǳƛǾŀƭŜƴǘ 
ŦǊŀŎǘƛƻƴΣ ǿƘŀǘ Řƻ ȅƻǳ tƭŜŀǎŜ ŎƻƳŜ ōŀŎƪ ǘƻ ȅƻǳǊ ǎŜŀǘΦ  ¢Ƙŀƴƪ ȅƻǳΦ  LŦ LΩƳ ǘǊȅƛƴƎ ǘƻ ŦƛƴŘ ǘƘŜ 
student: Find an equal fraction. 
ώ Χ ϐ 
{ 
    "your_reasoning": "Students encounter one contextualized cookie problem, but they do not actually solve it. The 
ǘŜŀŎƘŜǊ ǇǊŜǎŜƴǘǎ ǘƘŜ ǎŎŜƴŀǊƛƻ ŀƴŘ ƛƴǎǘǊǳŎǘǎ ǎǘǳŘŜƴǘǎ ƳŜǊŜƭȅ ǘƻ άǘƘƛƴƪ ŀōƻǳǘ ƛǘ ǿƘƛƭŜ ǿŜ ǿƻǊƪ ǘƻŘŀȅΣέ ǇƻǎǘǇƻƴƛƴƎ 
any reasoning. The subsequent activity shifts entirely to highly scaffolded, decontextualized fraction examples with 
apples, where the teacher directs every step. Students do not independently interpret, represent, or reason through 
the contextualized situation, so the work with context remains limited and procedural." 
    "rating": 2 
} 
 
teacher: All right.  Good morning.  How is everybody? 
multiple students: Good. 
ώ Χ ϐ 
{ 
    "your_reasoning": "The pizza story provides a genuine real-world context that students actively interpret: they 
ŘŜǘŜǊƳƛƴŜ Ƙƻǿ ƳǳŎƘ ǇƛȊȊŀ ǘƘŜ ǘŜŀŎƘŜǊ άŀǘŜΣέ ǊŜǇǊŜǎŜƴǘ ƛǘ ŀǎ ŀ ƳƛȄŜŘ ƴǳƳōŜǊ ŀƴŘ ŀƴ ƛƳǇǊƻǇŜǊ ŦǊŀŎǘƛƻƴΣ ŀƴŘ ŜȄǇƭŀƛƴ 
their reasoning. Students propose their own representations (e.g., seven fourths), make sense of the situation using 
the context, and justify equivalence. Although the teacher guides the discussion, students still engage in contextual 
reasoning rather than following a rote procedure, yielding meaningful but moderately scaffolded work within a 
contextualized problem." 
    "rating": 3 
} 
 
teacher: Boys and girls, this morning you were supposed to solve this morning math problem.  Who would like to 
read the problem? Student M? 
student: Ms. T used an equal amount apples in each of six pies. She used 30 apples in all.  How many apples did she 
use in each pie. 
ώ Χ ϐ 
{ 
    "your_reasoning": "Students work directly on a real-world, contextualized situation (apples divided among six 
pies). They independently choose operations, justify interpretations of quantities, propose multiple solution paths, 
and explain why their methods make sense in the context. The teacher facilitates but does not determine the 
reasoning; students select strategies (division, multiplication, skip-counting), interpret what numbers represent in 
the scenario, and articulate contextual meaning in complete sentences. This reflects substantial student-driven 
mathematical reasoning within a contextualized problem." 
    "rating": 4 
} 

Examples without A Posteriori Reasoning Explanations. The structure below applies to configurations 3, 

4 and 5. 

teacher: Okay.  We are going to be doing popcorn fractions today.  What I want you to do first is you should have a 
napkin at your desk.  Go ahead and unfold your napkin so it is completely out.  Okay.  Student M and Student S are 
bringing you a bag of popŎƻǊƴΦ  ²Ƙŀǘ ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ Řƻ ǿƛǘƘ ǘƘƛǎ ώ Χ ϐ 
{ 
    "rating": 1 
} 
 
ǘŜŀŎƘŜǊΥ hƪŀȅΦ  {ƻ ǘƻŘŀȅ ǿŜΩǊŜ ƎƻƛƴƎ ǘƻ ŎƻƴǘƛƴǳŜ ƻǳǊ ŘƛǎŎǳǎǎƛƻƴ ǿƛǘƘ {ǘǳŘŜƴǘ [Κ  {ƻ ƛŦ LΩƳ ǘǊȅƛƴƎ ǘƻ ŦƛƴŘ ŀƴ ŜǉǳƛǾŀƭŜƴǘ 
ŦǊŀŎǘƛƻƴΣ ǿƘŀǘ Řƻ ȅƻǳ tƭŜŀǎŜ ŎƻƳŜ ōŀŎƪ ǘƻ ȅƻǳǊ ǎŜŀǘΦ  ¢Ƙŀƴƪ ȅƻǳΦ  LŦ LΩƳ ǘǊȅƛƴƎ ǘƻ ŦƛƴŘ ǘƘŜ 
student: Find an equal fraction. 
ώ Χ ϐ 
{ 
    "rating": 2 
} 
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teacher: All right.  Good morning.  How is everybody? 
multiple students: Good. 
ώ Χ ϐ 
{ 
    "rating": 3 
} 
 
teacher: Boys and girls, this morning you were supposed to solve this morning math problem.  Who would like to 
read the problem? Student M? 
student: Ms. T used an equal amount apples in each of six pies. She used 30 apples in all.  How many apples did she 
use in each pie. 
ώ Χ ϐ 
{ 
    "rating": 4 
} 

JSON Output Format 

No reasoning requested. The JSON output format below applies to configurations 1, 3, 4-13. 

{  

   "type": "OBJECT",  
   "properties": {  

"rating": rating_schema  
},  

   "required": ["rating"]  

}  

Reasoning requested. The JSON output format below applies to configurations 2 and 4. 

{  

   "type": "OBJECT",  
   "properties": {  

"your_reasoning": {  
       "type": "STRING",  

"nullable": False  

},  
"rating": rating_schema  

   },  
   "required": ["your_reasoning", "rating"]  
}  

APPENDIX D: GENERATION STATISTICAL RESULTS 

Large-Scale Evaluation across dimensions - Baseline 
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Table A 3. Non-Inferiority Ŭ  test for each 38 MQI dimensions ï Configuration 2, gemini-2.5-flash-lite 

model 

DIMENSION 
HUMAN 
ALPHA 

MODEL 
ALPHA 

DIFF 
ALPHA 

CI LOWER CI UPPER NON-
INFERIOR  

DIFF AC2 

MGEN 0.8117 -0.0357 -0.8474 -0.9276 -0.7686 0 -0.2209 

LCP 0.8005 -0.0026 -0.8031 -0.8853 -0.7191 0 -0.4729 

MAJERR 0.8010 0.1084 -0.6925 -0.7470 -0.6404 0 -0.2023 

WCDISS 0.8405 0.1494 -0.6910 -0.8220 -0.5628 0 -0.2115 

MQI3 0.7328 0.1047 -0.6281 -0.8355 -0.3856 0 -0.1812 

LLC 0.6782 0.0918 -0.5864 -0.8589 -0.2974 0 -0.1230 

MQI_CHECK 0.6290 0.0870 -0.5420 -0.7416 -0.3351 0 -0.5681 

OERR 0.8015 0.2765 -0.5250 -0.5903 -0.4585 0 -0.2572 

REMED 0.8008 0.3217 -0.4792 -0.5630 -0.3973 0 -0.2733 

LANGIMP 0.8121 0.3379 -0.4742 -0.5513 -0.3997 0 -0.123 

OERR4 0.8037 0.3335 -0.4702 -0.5373 -0.4012 0 -0.1673 

APLPROB 0.8001 0.3640 -0.4361 -0.4523 -0.4177 0 -0.4477 

STEXPL 0.8012 0.3660 -0.4352 -0.4832 -0.3905 0 -0.2403 

MQI5 0.8026 0.4011 -0.4015 -0.5390 -0.2731 0 -0.0846 

ORICH4 0.8071 0.4121 -0.3950 -0.4586 -0.3331 0 -0.1202 

MMETH 0.8125 0.4319 -0.3806 -0.4198 -0.3396 0 -0.164 

DIFFINST 0.6861 0.3245 -0.3616 -0.5728 -0.1361 0 -0.1256 

ORICH 0.8011 0.4513 -0.3499 -0.4100 -0.2893 0 -0.0819 

EXPL 0.8026 0.4585 -0.3441 -0.4181 -0.2729 0 -0.2095 

LINK 0.8012 0.4628 -0.3384 -0.3762 -0.3006 0 -0.2089 

MLANG 0.8034 0.4809 -0.3224 -0.3898 -0.2577 0 -0.1481 

SMQR 0.8003 0.4870 -0.3133 -0.3903 -0.2431 0 -0.0699 

SUMM 0.7948 0.4828 -0.3120 -0.4761 -0.1592 0 -0.2212 

CWCM 0.8001 0.4900 -0.3101 -0.3509 -0.2684 0 -0.0582 

OWWS 0.8167 0.5073 -0.3095 -0.4261 -0.1900 0 -0.0943 

ETCA 0.8464 0.5386 -0.3078 -0.3820 -0.2409 0 -0.1105 

DIRINST 0.8067 0.5000 -0.3067 -0.3753 -0.2401 0 -0.1654 

ORIENT 0.6228 0.3180 -0.3048 -0.4867 -0.1315 0 -0.2093 

MATCON 0.8056 0.5040 -0.3017 -0.4199 -0.1913 0 -0.1515 

OWWS4 0.7992 0.5049 -0.2942 -0.4021 -0.1888 0 -0.1064 

OSPMMR4 0.8040 0.5188 -0.2852 -0.3483 -0.2204 0 -0.0743 

STUCON 0.8039 0.5273 -0.2766 -0.3125 -0.2403 0 -0.0591 

SMALDIS 0.8053 0.5738 -0.2315 -0.2686 -0.1952 0 -0.0855 

USEPROD 0.8001 0.5925 -0.2076 -0.2852 -0.1386 0 -0.0866 

TASKDEVMAT 0.5110 0.3590 -0.1520 -0.2442 -0.0633 0 -0.0206 

MMSM 0.7477 0.6024 -0.1453 -0.2527 -0.0449 0 -0.1167 

TSTUDEA 0.5687 0.5341 -0.0346 -0.0921 0.0215 0 0.0277 

LESSEFFIC 0.5613 0.5498 -0.0115 -0.0844 0.0560 0 0.0086 

MEAN 0.7664 0.3820 -0.3844 -0.0844 0.0560  -0.1638 

SD 0.0814 0.1698 0.1825 -0.4783 -0.2909  0.1208 

MIN 0.5110 -0.0357 -0.8474 0.2028 0.1769  -0.5681 

MAX 0.8464 0.6024 -0.0115 -0.9276 -0.7686  0.0277 
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Figure A 8. Human (blue) and LLM (orange) rating distributions across dimensions and models (part 1) 
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Figure A 9. Human (blue) and LLM (orange) rating distributions across dimensions and models (part 2) 

 



  On the Use of Large Language Modelsé 

APPENDICES XXI  

Appendix D: Generation Statistical Results 

 

Figure A 10. Mean human vs. LLM ratings per MQI dimension; each point is an item (segment or lesson 

depending on the dimension), with the dashed line indicating perfect agreement (y = x) and titles 

reporting average modelïhuman differences (red: LLM more severe; green: more lenient) (part 1) 
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Figure A 11. Mean human vs. LLM ratings per MQI dimension; each point is an item (segment or lesson 

depending on the dimension), with the dashed line indicating perfect agreement (y = x) and titles 

reporting average modelïhuman differences (red: LLM more severe; green: more lenient) (part 2) 
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Three Dimensions Comparisons 

STUCON 

 

Figure A 12. Krippendorffôs Ŭ differences (model ī human) of the dimension STUCON, across 

configurations and models with 90% CIs; points show estimates for flash-lite, flash, and pro 

(with/without thinking credits), alongside ȹ Gwetôs AC (green), and the dashed line marking zero 

(no difference between LLM substituted groups and Human groups). 
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Figure A 13. Distribution of ratings across configurations and models (2.5-flash-lite, 2.5-flash, 2.5-pro) for 

STUCON; bars compare human (blue) vs. LLM (orange) percentages per category, with 

corresponding Krippendorffôs Ŭ reported in each panel. 
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Figure A 14. Mean human vs. LLM ratings across configurations and models for STUCON; each point is 

a lesson segment, with the dashed line indicating perfect agreement (y = x) and titles reporting 

average modelïhuman differences (red: LLM more severe; green: more lenient) 

MLANG  




































