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Abstract

Forecasting commodity prices from news is challenging because the information contained in
textual sources is often partially reflected in market prices. This thesis investigates whether text
embeddings extracted from news can improve the prediction of the direction of Brent crude oil
futures returns when combined with historical price information.

The work first examines CrudeBERT as a standalone predictor, analysing its behaviour across
different prediction horizons, market conditions and input languages. The results show
that much of its apparent predictive power is explained by class imbalance in the return
distribution rather than by genuine semantic understanding, while also highlighting the im-
portance of language normalization and correct temporal alignment between news and market data.

A forecasting pipeline combining price-derived features with both sentiment-based and
embedding-based textual representations is then developed and evaluated using multilayer
perceptron (MLP) and long short-term memory (LSTM) models. The experiments distinguish
between an ideal setting, where same-day news is available, and a realistic forecasting
scenario that uses only previously available information. Embedding-based features
achieve about 60% directional accuracy in the former setting, while the best deployable con-
figuration reaches approximately 53% average accuracy with balanced performance across classes.

The results indicate that sentence embeddings provide more useful predictive information than
sentiment probabilities and that the best performance is obtained only by combining textual
and price-derived features. Beyond the forecasting results, the thesis provides a systematic
methodology for evaluating news-based commodity price prediction systems under realistic
operating conditions.
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Abstract - Italiano

La previsione dei prezzi delle materie prime a partire dalle notizie è un problema complesso,
poiché l’informazione contenuta nelle fonti testuali è spesso già parzialmente riflessa nei prezzi
di mercato. Questa tesi indaga se gli embedding estratti dal testo dalle notizie possano migliorare
la previsione della direzione dei rendimenti dei futures sul petrolio greggio Brent quando
vengono combinati con l’informazione storica dei prezzi.

Il lavoro esamina dapprima CrudeBERT come predittore a sé stante, analizzandone il
comportamento su diversi orizzonti di previsione, condizioni di mercato e lingue in ingresso.
I risultati mostrano che gran parte del suo apparente potere predittivo è spiegata dallo
sbilanciamento delle classi nella distribuzione dei rendimenti piuttosto che da una reale
comprensione semantica, evidenziando al contempo l’importanza della normalizzazione
linguistica e di un corretto allineamento temporale tra notizie e dati di mercato.

Viene quindi sviluppata una pipeline di previsione che combina le feature derivate dai prezzi
con rappresentazioni testuali sia basate sul sentiment sia basate sugli embedding, implementata
mediante modelli percettrone multistrato (MLP) e long short-term memory (LSTM). Gli
esperimenti distinguono tra uno scenario ideale, in cui sono disponibili le notizie del giorno
stesso, e uno scenario di previsione realistico che impiega soltanto le informazioni disponibili
in precedenza. Le feature basate sugli embedding raggiungono circa il 60% di accuratezza
direzionale nel primo scenario, mentre la migliore configurazione applicabile raggiunge
un’accuratezza media di circa il 53% con prestazioni bilanciate fra le classi.

I risultati indicano che i sentence embedding forniscono informazioni predittive più utili rispetto
alle probabilità di sentiment e che le prestazioni migliori si ottengono soltanto combinando
l’informazione testuale con quella derivata dai prezzi. Oltre ai risultati previsionali, la tesi
propone una metodologia sistematica per valutare sistemi di previsione dei prezzi delle materie
prime basati sulle notizie in condizioni operative realistiche.
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Chapter 1

Introduction

Forecasting the future direction of commodity prices is a long-standing problem at the
intersection of econometrics, quantitative finance, and ML. The central idea is to augment
the historical return series with numerical features extracted from news text, and then use the
combined representation for prediction. This formulation is not tied to any single commodity
and applies, in principle, to any traded good for which both a liquid price series and a sufficient
volume of news coverage are available. The approach is developed and evaluated here on crude
oil, chosen because it ranks among the most economically significant commodities in the world
[1], with deep and actively traded futures markets and a large, continuous flow of dedicated news
coverage.

Crude oil price dynamics are difficult to model and to predict. Prices are jointly determined by
global supply and demand conditions, by the production decisions of major exporting countries,
and by geopolitical events and exogenous shocks such as armed conflicts and natural disasters
[2, 3]. Even with a substantially improved understanding of these mechanisms, unexpected
price movements remain the norm rather than the exception [4], and the heightened geopolitical
instability of recent years has reinforced this difficulty [5]. In this setting, predicting even
the sign of the next price movement is a demanding task on which simple baselines are hard to beat.

A working hypothesis underlies this thesis: a meaningful part of the information that drives
oil prices is disseminated through news, and at least some of this information can be extracted
from text and exploited for prediction. The premise that news content carries signal relevant
to financial markets is well supported in the empirical finance literature [6, 7], and a number
of studies have applied this idea specifically to the crude oil market [8, 9]. Recent progress
in NLP makes it possible to convert unstructured text into dense numerical features, and this
thesis considers two distinct ways of doing so. The first repurposes CrudeBERT [8], a sentiment
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classifier fine-tuned on crude oil headlines, by extracting its class probability vector as a feature
representation. The second relies on sentence embeddings [10], fixed-size vectors designed
to represent the semantic content of a text, computed over headlines and articles drawn from
GDELT and Ultimora. Whether either kind of feature carries signal strong enough to improve
prediction for Brent crude oil is the central question this thesis sets out to test.

A further consideration concerns redundancy: under even a weak form of market efficiency,
publicly available news is expected to be reflected in prices quickly [11], so news-derived features
may add little beyond what is already encoded in the recent return series. Establishing whether
news-derived features help at all, and which representation is the more effective, motivates the
experimental design of this thesis.

The investigation is structured around several complementary contributions:

• A standalone analysis of CrudeBERT that shows most of its reported accuracy comes from
its class bias matching the prevailing return distribution, rather than genuine predictive
skill. The only signal that survives every robustness check is its same-day GDELT spike.
Separately, the model performs poorly on non-English input and is sensitive to temporal
misalignment between news and returns.

• A reproducible forecasting pipeline that combines lagged price returns with news-derived
features, namely CrudeBERT sentiment probabilities and sentence embeddings, to predict
the sign of Brent returns.

• An incremental, validation-driven evaluation of each feature family across the MLP and
LSTM architectures, isolating what each one actually contributes.

• A clear separation between horizons: the same-day signal is diagnostic only, while the
next-day signal is deployable. This distinction quantifies how much of the accessible signal
survives into predictions that can actually be used.

• Evidence that the predictive gain is carried by sentence embeddings, not sentiment
probabilities, and that it only emerges when news-derived and price-derived features are
combined.

The same-day versus next-day separation runs as a primary axis through the experimental
analysis. Throughout, all modelling decisions are made exclusively on a validation set, with the
test set reserved for final evaluation.
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The remainder of this thesis is organised as follows. Chapter 2 reviews the related literature on
financial sentiment analysis, sentence embedding techniques, and deep learning for oil price
forecasting. Chapter 3 introduces the crude oil market and the price-formation mechanisms that
motivate the forecasting problem. Chapter 4 presents the machine learning background for the
MLP and LSTM architectures used in this work. Chapter 5 describes the price and news data, the
sources used (GDELT, Ultimora, and WorldNews), and the preprocessing and feature-extraction
pipeline. Chapter 6 analyses the CrudeBERT signal in isolation, characterising its behaviour as a
standalone classifier. Chapter 7 details the forecasting methodology, from target construction
and news retrieval to feature assembly, data splitting, and model training. Chapter 8 reports the
experiments, evaluating feature families incrementally across both prediction horizons. Chapter 9
outlines directions for future work, and Chapter 10 draws the findings together and answers the
guiding question.
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Chapter 2

Related Works

The prediction of crude oil prices has attracted considerable attention in both the econometrics and
machine learning literature. Oil price dynamics are inherently complex, being jointly determined
by supply and demand conditions, geopolitical events, and exogenous shocks such as armed
conflicts and natural disasters. The heightened geopolitical instability of recent years, including
the Russia-Ukraine conflict and ongoing tensions in the Middle East, has further amplified oil
price volatility and renewed the urgency of accurate forecasting methods. This chapter reviews
the most relevant contributions across three areas: sentiment analysis models applied to financial
text, sentence embedding techniques, and deep learning architectures for oil price forecasting.

2.1 Sentiment Analysis for Financial Markets

The use of NLP for extracting sentiment signals from financial news has been extensively
studied. [12] introduced FinBERT, a model based on the BERT architecture fine-tuned on
financial corpora. FinBERT demonstrated that domain-specific fine-tuning significantly improves
sentiment classification accuracy on financial text compared to general-purpose language models.
The model extends BERT through two sequential adaptation steps: further pre-training on a
subset of the Thomson Reuters Text Research Collection (TRC2) to specialise the language
model to the domain of financial news, followed by task-specific fine-tuning on the Financial
Phrase Bank dataset for three-class sentiment classification. However, FinBERT was designed
for the broad financial domain and does not capture the commodity-specific language and the
supply-demand dynamics that are characteristic of the crude oil market.
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2.1.1 CrudeBERT

To address this limitation, [8] proposed CrudeBERT, a sentiment analysis model fine-tuned
specifically for crude oil news headlines. The model is publicly available and has been extensively
used in this work.

Dataset construction. The labelling methodology is grounded in Adam Smith’s price theory of
supply and demand. The authors first performed a frequency analysis of oil-related headlines to
identify ten recurrently occurring topic categories, including accidents, oil discoveries, changes
in imports and exports, pipeline constraints, and OPEC production decisions. These topics
were then used as search queries against the RavenPack news database [13]. RavenPack is a
leading provider of structured financial news analytics, offering a large repository of tagged and
timestamped news events widely used in quantitative finance and academic research. Headlines
retrieved from this source were automatically labelled according to the detected topic and the
polarity of the associated event. A positive label (+1) was assigned to headlines signalling
a potential crude oil price increase, such as supply shortages or rising demand. A negative
label (−1) was assigned to those signalling a price decrease, such as supply surpluses or falling
demand. A neutral label (0) was assigned to headlines with no directional price implication.
This procedure yielded the so-called silver standard dataset1, containing approximately 14,000
negative, 500 neutral, and 15,000 positive labelled headlines. The dataset was partitioned into
training (60%), validation (20%), and test (20%) sets, preserving the class distribution across
splits.

Figure 2.1: Process of Fine-tuning FinBERT to Crude-
BERT. [8]

Model architecture. CrudeBERT
is obtained by fine-tuning FinBERT
(Figure 2.1) on the silver standard
dataset for a three-class classification
task corresponding to the three price
directions: up, down, and no change.
The classification head follows stan-
dard practice for BERT-based mod-
els. A dense linear layer is appended

on top of the [CLS] token representation produced by the final transformer encoder layer. The

1It is worth noting that this labelling strategy assigns sentiment based on keyword-matched topics and directional
polarity rules, rather than on observed market movements. As a consequence, the silver standard labels reflect the
expected price impact of an event according to economic theory, not the actual price change that followed. A model
trained exclusively on these labels is therefore upper-bounded in its predictive performance by the quality of the
keyword rules themselves, a limitation that is not explicitly discussed by the original authors.
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[CLS] token is a special input token prepended to every sequence, whose final hidden state
serves as an aggregate representation of the entire input, and is therefore used as the input
to the classification layer. This dense layer maps the 768-dimensional contextual embedding
to a three-dimensional output, which is passed through a softmax activation to produce class
probabilities.

Performance. On the silver standard test set, CrudeBERT achieves a macro F1 score of 0.97
and a macro accuracy of 0.98, compared to values of 0.29 and 0.59 for the unmodified FinBERT
on the same data. These results confirm that domain-specific fine-tuning yields substantial
improvements over a general-purpose financial sentiment model. On the real-world evaluation
task, which consisted of predicting the direction of next-day WTI crude oil futures returns over a
nine-year period from January 2012 to April 2021, covering 3,376 trading days, CrudeBERT
obtains a macro accuracy of 52.5% and a macro F1 score of 0.53. It outperforms both a random
baseline and FinBERT at the 0.05 significance level as assessed by Pearson’s chi-square test.
Notably, CrudeBERT also outperforms the proprietary RavenPack Event Sentiment Score (ESS),
a commercial lexicon-based sentiment index developed and refined through years of expert
curation, though this improvement is only statistically significant at the 0.10 significance level.

CrudeBERT is employed in this thesis both as a benchmark and as an instrument for generating
predictive signals.

2.1.2 Other forecasting news-based systems

Beyond CrudeBERT, other works have explored news-derived signals for oil price forecasting
more broadly. [9] investigated the predictive power of news-derived signals on the direction of
crude oil price volatility. Their ensemble framework combines multiple sentiment and embedding
techniques, including FinBERT and FastText, and evaluates them against the HAR model using
the McNemar statistical test. A notable finding is that raw news word counts constitute a robust
predictor, outperforming sentiment-based indicators in several experimental settings. This work
highlights both the potential and the limitations of NLP-based approaches in oil price forecasting.

2.2 Sentence Embedding Techniques

Beyond sentiment classification, the representation of textual information as dense numerical
vectors has become a standard component of text-based forecasting pipelines. In the present
setting, where inputs consist of full news articles or headlines, a single fixed-size embedding per
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document works better than a sequence of per-token representations. Transformer models such
as BERT produce one contextual vector per token, so a headline composed of 𝑛 tokens yields 𝑛
distinct vectors. Using these directly as features in a downstream model requires either additional
sequence-handling architectures or an arbitrary aggregation choice. A sentence-level embedding,
by contrast, aggregates the semantic content of the entire text into a single compact vector
of fixed dimensionality, which can be used directly as a feature without further architectural
complexity. This is particularly convenient when processing large collections of news articles, as
in this thesis.

[10] introduced Sentence-BERT (SBERT), a modification of the BERT architecture that enables
efficient computation of semantically meaningful fixed-size sentence embeddings. Standard
BERT is not designed to produce independent sentence embeddings: comparing the similarity
of two sentences requires passing them jointly through the model as a concatenated pair, an
approach that scales quadratically with the number of sentence pairs and becomes computationally
prohibitive for large corpora. SBERT addresses this by adopting a siamese network structure.
Two BERT networks with tied weights process the two input sentences independently and in
parallel. A pooling operation is then applied to the sequence of token-level output vectors to
produce a single fixed-size sentence embedding.

Figure 2.2: SBERT architecture for
classification task. [10]

The default pooling strategy is mean pooling, which
computes the element-wise mean of all token repre-
sentations and was found empirically to outperform
both max pooling and the use of the [CLS] token alone.
Let 𝑢 and 𝑣 denote the resulting sentence embeddings
for two input sentences. For classification tasks, the
concatenation (𝑢, 𝑣, |𝑢−𝑣 |) is passed through a trainable
softmax layer and optimised with cross-entropy loss
(Figure 2.2) . For regression tasks, the cosine similarity
between 𝑢 and 𝑣 is computed and optimised with mean
squared error. SBERT is fine-tuned on the Stanford
Natural Language Inference (SNLI) dataset and the
Multi-Genre NLI dataset, which together provide over
one million sentence pairs annotated with entailment,
contradiction, or neutral labels. Fine-tuning on these
datasets induces a geometric structure in the embedding

space such that semantically similar sentences are mapped to nearby vectors, enabling the use
of cosine similarity for downstream comparison. On seven Semantic Textual Similarity (STS)
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benchmarks, SBERT achieves significant improvements over both InferSent and the Universal
Sentence Encoder while reducing inference time for large-scale similarity search from hours to
seconds.

[14] proposed a simpler but competitive alternative. Sentences are represented as a weighted
average of pre-trained word vectors, where the weights are derived from Smooth Inverse
Frequency (SIF) scores that downweight common, uninformative words. A single principal
component is subsequently removed from the resulting sentence vectors via PCA, to eliminate
a dominant direction shared across sentences that is thought to capture syntactic rather
than semantic variation. Despite its simplicity, this method achieves strong performance on
semantic textual similarity benchmarks, often matching or exceeding more complex supervised
approaches, and constitutes a useful reference point for assessing the marginal contribution of
more sophisticated embedding models.

The geometric and structural properties of sentence embedding spaces have been further studied
in the literature. [15] proposed a method to decompose SBERT embeddings into interpretable
semantic features grounded in Abstract Meaning Representation, demonstrating that neural
sentence embeddings encode structured semantic information beyond surface-level patterns. [16]
examined the extent to which sentence embedding spaces exhibit regularities analogous to those
observed in word embedding spaces, finding substantial variation across different embedding
methods. These works provide theoretical grounding for the use of sentence embeddings as
structured feature representations in downstream predictive tasks.

2.3 Deep Learning for Oil Price Forecasting

Several deep learning architectures have been applied to the problem of oil price forecasting.
Among these, Long Short-Term Memory (LSTM) networks (Figure 2.3), discussed in [17], have
emerged as a natural choice for financial time series, owing to their ability to capture long-range
temporal dependencies that standard Recurrent Neural Networks (RNNs) fail to learn due to the
vanishing gradient problem. The vanishing gradient problem arises during training when error
signals are propagated backward through many time steps, causing them to decay exponentially
and preventing the network from learning dependencies over longer horizons. LSTM networks
address this through a gating mechanism that allows relevant information to be selectively retained
or discarded over arbitrarily long sequences. A comprehensive treatment of the theoretical
foundations and evolution of LSTM networks is provided by [18], whose unified formulation and
notation are adopted in the dedicated architectural description presented later in this thesis.
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Figure 2.3: High level representation of an LSTM unit. [19]

The suitability of LSTM for oil price modelling is supported by several empirical contributions.
[20] proposed a multivariate LSTM model for WTI crude oil price forecasting, incorporating
Mahalanobis and Z-score input transformations to decorrelate features and improve the
conditioning of the learning problem. Five financially relevant predictors are considered,
including the crude oil spot price, natural gas price, and equity index returns. Six model
variants are evaluated across different combinations of features and transformations, with the
best-performing variant achieving an 𝑅2 score of 0.954 and an RMSE of 0.212 on the test set.
This result outperforms several benchmark models, including ensemble methods and Empirical
Mode Decomposition-based neural networks, providing strong evidence for the predictive
capacity of LSTM in the oil price domain. The work also highlights the importance of input
preprocessing as a component of the modelling pipeline, a consideration that is directly relevant
to the feature engineering choices made in this thesis.

[21] introduced a more complex hybrid architecture that combines mixed-frequency convolutional
and bidirectional LSTM networks with a GARCH volatility component. The oil price signal is
first decomposed into frequency-specific components, each of which is modelled separately before
the outputs are reintegrated for the final prediction. The model further incorporates low-frequency
macroeconomic variables alongside high-frequency price data, and hyperparameter optimisation
is performed via a Sparrow Search Algorithm. This work illustrates the growing complexity of
state-of-the-art forecasting architectures and demonstrates the advantage of jointly modelling
price dynamics at multiple temporal scales. At the same time, the architectural sophistication of
such approaches comes at the cost of interpretability and reproducibility, motivating the use of
simpler, well-understood architectures as baselines in the financial field.

Taken together, the reviewed literature supports the use of LSTM networks as a well-established
and empirically validated architecture for oil price forecasting. Combined with domain-specific
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sentiment signals from CrudeBERT and sentence-level embeddings, LSTM and MLP architectures
form the core predictive framework of this thesis.
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Chapter 3

Crude Oil Markets: Benchmarks,
Derivatives, and Price Formation

Crude oil is one of the most traded commodities in the world [1] and a fundamental driver of the
global economy. Understanding the structure of the oil market, its pricing mechanisms, and its
financial dynamics is a necessary prerequisite for motivating and contextualizing the forecasting
problem addressed in this thesis.

3.1 Introduction to Crude Oil as a Commodity

Crude oil occupies a unique position in the global economy. It serves simultaneously as a primary
energy source, a key industrial input, and a macroeconomic indicator whose price movements
propagate across sectors and national economies [1]. Unlike financial assets such as equities
or bonds, crude oil is a physical commodity whose value is intrinsically tied to supply and
demand conditions in the real economy, to geopolitical stability, and to the physical infrastructure
required for its extraction, transportation, and refining. These characteristics make crude oil
prices particularly sensitive to a heterogeneous set of factors, ranging from OPEC production
decisions to armed conflicts, and from macroeconomic cycles to natural disasters [2]. As a
consequence, crude oil is one of the most volatile and closely monitored markets in the world. A
broad range of stakeholders, including policymakers, central banks, energy firms, hedge funds,
and individual investors, track its price movements closely, as these influence risk management
strategies, fiscal planning, and investment decisions [22].
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3.2 Price Drivers and Volatility

Crude oil prices are determined by the interaction of a broad set of structural and contingent
factors, which can be organised into supply-side drivers, demand-side drivers, and exogenous
shocks [2].

On the supply side, the most influential actor is the Organization of the Petroleum Exporting
Countries (OPEC), whose member states collectively control a substantial share of global proven
reserves. Production quotas set by OPEC and its allies, collectively referred to as OPEC+,
directly affect the volume of oil available on international markets and constitute one of the
primary sources of price variation [22]. Beyond coordinated production decisions, supply is also
affected by the available production capacity of individual countries, by the state of extraction
and pipeline infrastructure, and by geopolitical instability in major producing regions. Armed
conflicts, economic sanctions, and political crises in oil-producing countries have historically
produced sharp and sustained price dislocations [3].

On the demand side, crude oil consumption is closely linked to the global business cycle.
Industrial activity, manufacturing output, and transportation demand are the principal drivers of
oil consumption, and their fluctuations across economic expansions and contractions translate
directly into changes in demand [2]. Seasonal patterns further modulate demand at shorter time
scales, with consumption typically increasing during winter months in the Northern Hemisphere
due to heating requirements and during summer months due to increased road travel.

In addition to these structural drivers, crude oil prices are subject to exogenous shocks that are
by nature difficult to anticipate. The COVID-19 pandemic constitutes a recent and extreme
example, having caused an unprecedented collapse in global demand in 2020, which contributed
to the brief occurrence of negative WTI futures prices in April of that year [23]. Natu-
ral disasters affecting production infrastructure represent a further source of supply-side disruption.

The combined effect of these heterogeneous and partially unpredictable drivers results in
crude oil being among the most volatile of all actively traded financial assets. This inherent
unpredictability motivates the use of machine learning methods capable of capturing complex,
nonlinear relationships between predictive signals and price movements, as pursued in this thesis
[17].
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3.3 Global Benchmarks

Given the physical heterogeneity of crude oil and the geographical dispersion of production and
consumption, the global oil market relies on a system of reference prices known as benchmarks.
A benchmark is a standardized price for a specific grade of crude oil, assessed at a specific
location and point in time, that serves as the anchor for a much broader set of commercial
transactions. The vast majority of physical oil trade is not conducted at a fixed negotiated price,
but rather as a differential to a benchmark. A cargo of Angolan crude, for instance, may be priced
as Dated Brent plus a fixed premium or discount reflecting its specific physical characteristics
and delivery location [22]. Benchmarks therefore perform a critical price discovery function,
reducing the transaction costs associated with negotiating the value of millions of physically
distinct barrels daily.

Three benchmarks dominate international crude oil trade. WTI, produced in the Permian Basin
and delivered at Cushing, Oklahoma, serves as the primary reference for North American
markets. Brent crude, originally sourced from the North Sea and now underpinned by a broader
basket of Atlantic Basin grades, serves as the dominant global benchmark and is used as the
reference price for approximately two-thirds of internationally traded crude oil [22]. The
Dubai/Oman benchmark serves as the primary reference for crude flows into Asian markets,
particularly for Middle Eastern sour grades.

The physical characteristics of crude oil are quantified along two principal dimensions. The first
is density, expressed as API gravity: lighter crudes, with higher API gravity values, yield a
greater proportion of high-value refined products such as gasoline and jet fuel, and are therefore
more valuable. The second is sulfur content: crudes with low sulfur content are classified as
sweet, while those with higher sulfur content are classified as sour. Sweet crudes command a
premium as they require less intensive and costly refining. Brent is a light, sweet crude, with
an API gravity of approximately 38 degrees and a sulfur content of around 0.37% by weight
[24]. WTI is similarly light and sweet, with a slightly higher API gravity of approximately 39.6
degrees, making the two grades broadly comparable in quality. Dubai/Oman, by contrast, is a
medium sour grade, reflecting the physical characteristics of Middle Eastern production.

The dominance of Brent as the global reference benchmark derives from several structural factors.
Its geographic position in the North Sea grants it natural exposure to Atlantic Basin trade flows
connecting Europe, West Africa, and the Americas. Following the inclusion of WTI Midland
into the Dated Brent assessment in 2023, the Brent complex now incorporates a broader and
more liquid set of underlying grades, further consolidating its role as the most representative
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global price signal [25]. It is for these reasons that Brent crude futures are used as the prediction
target in this thesis.

3.4 Price Reporting Agencies and Assessment Methodologies

In the absence of a centralized exchange for physical crude oil, price discovery is performed by
specialized private entities known as PRAs (Price Reporting Agencies). These agencies collect
transaction data, bids, and offers from market participants and apply structured methodologies to
produce a single daily assessed price for each benchmark grade. The assessments published by
PRAs serve as the contractual reference prices for a large share of global physical oil trade and
are therefore of fundamental importance to the entire oil market [22].

The dominant PRA in the global crude oil market is S&P Global Platts, whose assessments
underpin the pricing of the majority of internationally traded crude oil. The Platts methodology
is grounded in the MOC process, commonly referred to as the Window. The core principle of
this approach is that price is a function of time: the relevant market value of a commodity is its
tradable value at the close of the trading day, rather than an average across the entire session
[26]. This philosophy reflects the requirement of financial market participants for a standardized
closing value suitable for mark-to-market accounting and derivative settlement.

The MOC process is conducted through an electronic platform known as the eWindow, operated
in partnership with the ICE. During a defined period at the end of the trading day, market
participants submit firm bids and offers, meaning that any bid hit or offer lifted by a counterparty
results in a legally binding transaction. Strict incrementability rules govern the process,
preventing disorderly price movements in the final minutes of the session. The assessed price
is derived from the most competitive bid and offer at the close of the window, reflecting the
marginal value of the commodity at that point in time [22].

Argus Media, the principal competitor to Platts, adopts a contrasting philosophy. Rather than
focusing on a closing snapshot, Argus assessments are typically based on a VWAP computed
over a defined portion of the trading session. This approach prioritises robustness to short-term
liquidity distortions at the expense of the precise end-of-day reference value provided by the
MOC methodology [27].
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3.5 The Futures and Derivatives Market

A futures contract is a standardised legal agreement to buy or sell a specified quantity of a
commodity at a predetermined price on a specified future delivery date. Crude oil futures are
traded on organised exchanges, principally the ICE for Brent and the CME for WTI. Futures
contracts serve two primary functions in commodity markets. First, they allow producers and
consumers to hedge against adverse price movements by locking in a future transaction price,
thereby transferring price risk to other market participants. Second, they provide a vehicle for
speculators and financial investors who seek exposure to commodity price movements without
any intention of physical delivery [28].

A natural question for forecasting purposes concerns the relationship between the futures price
and the spot price of crude oil. At any point prior to expiry, the futures price and the spot
price may diverge. However, as the delivery date approaches, this divergence is eliminated
by arbitrage. The cost of carry, which encompasses storage costs, financing costs, and the
convenience yield associated with holding physical inventory, sets the boundary for this
arbitrage. If the futures price were to exceed the spot price by more than this cost, a risk-free
profit could be obtained by purchasing the commodity in the spot market and simultaneously
selling the futures contract. Competitive arbitrage forces ensure that this opportunity is
rapidly eliminated, such that at expiry the futures price converges to the spot price [28]. As
a consequence, the front-month futures price, which refers to the contract closest to expiry,
constitutes a reliable and liquid proxy for the current market price of crude oil. This property jus-
tifies the use of futures prices, rather than assessed spot prices, as the prediction target in this thesis.

The set of futures prices across all available delivery dates defines the forward curve. The shape
of the forward curve encodes important information about market expectations and physical
supply and demand conditions. When futures prices for distant delivery dates exceed near-term
prices, the market is said to be in contango, a situation typically associated with oversupply or
elevated inventory levels. Conversely, when near-term prices exceed those for distant delivery,
the market is in backwardation, generally reflecting tight physical supply or strong immediate
demand [22].

Beyond futures, the crude oil derivatives landscape includes options and swaps. Options on crude
oil futures grant the holder the right, but not the obligation, to buy or sell a futures contract at a
specified strike price, and are widely used for hedging asymmetric price risk. Swaps are bilateral
over-the-counter agreements in which two parties exchange cash flows based on the difference
between a fixed and a floating oil price over a defined period, and are commonly employed by
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producers and refiners to manage revenue and cost uncertainty [28].

3.6 Key Performance Indicators

Several quantitative indicators are closely monitored by market participants as measures
of the supply and demand balance in the crude oil market. While these indicators are
not used as features in the forecasting model developed in this thesis, they represent a
natural candidate set for feature enrichment, as their informational content is directly
relevant to price formation. Familiarity with them is therefore useful both for contextu-
alising oil price dynamics and for motivating potential extensions of the framework presented here.

Crude oil inventory levels are among the most closely watched indicators in the market. In the
United States, the EIA publishes a Weekly Petroleum Status Report every Wednesday, providing
data on crude oil and refined product stocks held at Cushing and across the broader US storage
system [29]. In Europe, inventory levels at the ARA (Amsterdam-Rotterdam-Antwerp) storage
hub, serve as the primary reference for Atlantic Basin supply conditions. Unexpected increases
in inventory levels generally signal oversupply and exert downward pressure on prices, while
inventory draws signal tightening supply conditions and tend to support prices.

The Brent-WTI spread measures the price differential between the two principal benchmarks.
Although Brent and WTI are physically similar grades, their prices diverge due to differences
in transportation costs, regional supply and demand balances, and infrastructure constraints.
The spread is monitored as an indicator of relative market tightness between Atlantic Basin and
North American markets [22].

The crack spread measures the difference between the price of crude oil and the price of refined
petroleum products, most commonly gasoline and heating oil. It serves as a proxy for refining
margins and provides an indication of downstream demand conditions. A widening crack spread
reflects strong product demand or constrained refining capacity, while a narrowing spread
indicates the opposite [29].

OPEC spare capacity refers to the volume of production that member states could bring online
within a short period, typically defined as thirty days, and sustain for an extended duration. It
represents the effective buffer available to the market in the event of a supply disruption. Low
spare capacity increases the market’s vulnerability to supply shocks and is generally associated
with elevated price volatility [3].
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3.7 Returns as the Prediction Target

In financial markets, practitioners are primarily concerned with returns rather than absolute
prices. The absolute price of an asset carries limited actionable information in isolation, as it
depends on arbitrary historical starting conditions and varies across assets with different price
scales. Returns, defined as the relative change in price over a given time interval, provide a
normalised and directly comparable measure of market movement that is consistent with how
trading performance and risk are evaluated in practice [11].

From a statistical perspective, raw price series of financial assets are typically non-stationary,
exhibiting trends and time-varying moments that violate the assumptions of many modelling
frameworks. Returns, by contrast, are substantially more stationary, making them a more suitable
target for machine learning models [11].

In this thesis, the prediction target is primarily the next-day return (or the direction of the return
in case of classification task) of the front-month Brent crude futures contract. This formulation
reduces the forecasting problem to a binary classification task, in which the model is required to
predict whether the price will increase or decrease over the following trading day. This framing
has direct financial interpretability: a correct directional prediction is a necessary condition for
a profitable trading decision, and directional accuracy is a standard evaluation criterion in the
financial forecasting literature [30].
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Chapter 4

Machine Learning Background

The selection of an appropriate machine learning architecture is a critical step in the design of any
predictive framework. This chapter provides the theoretical background necessary to motivate
and understand the two architectures employed in this thesis: the MLP and the LSTM network.
For each model, the architectural principles are described and their suitability for the forecasting
task at hand is discussed.

4.1 Why Neural Network Models for Oil Price Forecasting

Classical econometric models such as ARIMA and GARCH have long constituted the standard
approach to financial time series forecasting [31]. These models are grounded in well-understood
statistical theory and offer interpretable parameter estimates. However, they rely on restrictive
assumptions, including linearity, stationarity, and a fixed functional form, that limit their capacity
to capture the complex dynamics of crude oil prices [2]. Furthermore, classical econometric
models are not designed to incorporate high-dimensional heterogeneous feature sets, such as the
combination of price-derived indicators and text-based signals employed in this thesis.

Machine learning models offer a more flexible alternative. Rather than imposing a fixed
functional form, these models learn the mapping between inputs and outputs directly
from data, and are capable of approximating complex nonlinear relationships [32]. This
property is particularly valuable in the context of oil price forecasting, where the relationship
between predictive signals and price movements is unlikely to be linear or stationary over time [23].

The MLP is the foundational neural network architecture. It operates on fixed-size input vectors
and is well-suited to settings where the predictive features are dense and tabular, as is the case
when sentiment scores, sentence embeddings, and price-derived indicators are concatenated into
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a single feature vector. Its capacity as a universal function approximator [33] makes it a natural
and interpretable baseline for the forecasting task.

The LSTM network extends this framework to sequential data. Financial time series exhibit
temporal dependencies, meaning that past observations carry information relevant to future price
movements. The LSTM architecture is specifically designed to capture such dependencies over
extended horizons, making it a well-established choice for financial forecasting tasks [20]. Its
suitability for oil price modelling in particular is supported by several empirical contributions
reviewed in Chapter 2.

4.2 Neural Networks and the Multilayer Perceptron

Figure 4.1: Representation of a neuron with sigmoid
activation function. [18]

The basic computational unit of a
neural network is the artificial neu-
ron (Figure 4.1). A neuron computes
a weighted sum of its inputs, adds a
scalar bias term, and applies a nonlin-
ear function to the result. This non-
linear function is referred to as the
activation function. Formally, given
an input vector x ∈ R𝑛, a weight vec-
tor w ∈ R𝑛, and a bias 𝑏 ∈ R, the
output of a single neuron is:

𝑎 = 𝑓 (w⊤x + 𝑏) (4.1)

where 𝑓 (·) denotes the activation function. Common choices include the rectified linear unit,
defined as 𝑓 (𝑧) = max(0, 𝑧), the sigmoid function, and the hyperbolic tangent. The choice
of activation function affects the expressive capacity of the network and the behaviour of
gradient-based optimisation [32].

The MLP is constructed by arranging multiple neurons into layers and connecting them
sequentially. The first layer receives the input features, the final layer produces the output,
and any intermediate layers are referred to as hidden layers. Each neuron in a given layer
receives as input the outputs of all neurons in the preceding layer, a connectivity pattern
known as the fully connected or dense layer. The number of layers determines the depth
of the network, while the number of neurons per layer determines its width. Greater
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depth allows the network to learn increasingly abstract representations of the input, while
greater width increases the capacity to represent complex functions at each level of abstraction [32].

Training an MLP consists of finding the set of weights and biases that minimises a predefined loss
function over the training data. The loss function quantifies the discrepancy between the model
predictions and the true target values. Minimisation is performed iteratively using gradient-based
optimisation algorithms, most commonly variants of stochastic gradient descent. The gradients
of the loss with respect to each parameter are computed efficiently via the backpropagation
algorithm, which applies the chain rule of calculus to propagate error signals from the output
layer back through the network [34]. No further detail on the derivation of backpropagation is
provided here, as this would go beyond the scope of this work.

4.3 Recurrent Neural Networks

The MLP architecture described in the previous section operates on fixed-size input vec-
tors and treats each input independently. It has no mechanism for retaining information
across successive inputs, and is therefore not suited to tasks where the order and temporal
context of observations carry predictive information. Financial time series constitute
precisely such a setting: the return of an asset on a given day is not independent of its recent
history, and the predictive signals derived from news sentiment are likewise temporally structured.

RNNs are designed to address this limitation. At each time step 𝑡, an RNN receives the current
input x𝑡 and a hidden state h𝑡−1 carried forward from the previous time step. The hidden state is
updated according to:

h𝑡 = 𝑓 (Wℎh𝑡−1 + W𝑥x𝑡 + b) (4.2)

where Wℎ and W𝑥 are learnable weight matrices, b is a bias vector, and 𝑓 (·) is a nonlinear
activation function. This recurrence allows the network to maintain a form of memory across
time steps, making RNNs a natural architecture for sequential data [32].

In practice, however, standard RNNs suffer from a critical limitation known as the vanishing
gradient problem. During training, error signals are propagated backward through each time
step. Over long sequences, these signals decay exponentially, preventing the network from
learning dependencies that span more than a few time steps [17]. This limitation makes standard
RNNs suboptimal for financial time series, where relevant patterns may span extended temporal
windows. The LSTM network, introduced in the following section, was specifically designed to
overcome this problem.
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4.4 Long Short-Term Memory Networks

The LSTM network was introduced by [17] as a solution to the vanishing gradient problem that
affects standard RNNs. The architectural innovation of the LSTM consists in the introduction of
a dedicated memory component, the cell state, and a set of learnable gating mechanisms that
regulate the flow of information through the network. A comprehensive treatment of the LSTM
formulation adopted in this thesis is provided by [18].

4.4.1 Architecture

An LSTM unit maintains two state vectors at each time step: the cell state C𝑡 and the hidden
state h𝑡 . The cell state constitutes the long-term memory of the unit, carrying information
across arbitrarily long sequences with minimal transformation. The hidden state constitutes the
short-term output of the unit at each time step and is passed both to the next time step and to the
output layer. The two states are updated at each time step through three gating mechanisms: the
forget gate, the input gate, and the output gate. A representation of the LSTM unit is provided in
Figure 4.2.

Figure 4.2: Representation of an LSTM unit. [35]

The forget gate determines what fraction of the previous cell state is retained. It produces a vector
of values in the interval (0, 1) by applying a sigmoid activation to a linear combination of the
current input x𝑡 and the previous hidden state h𝑡−1:

f𝑡 = 𝜎(W 𝑓 h𝑡−1 + U 𝑓 x𝑡 + b 𝑓 ) (4.3)
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A value close to zero causes the corresponding memory component to be discarded, while a
value close to one causes it to be preserved.

The input gate controls what new information is written into the cell state. It consists of two
components: a sigmoid gate that selects which components to update, and a tanh activation that
produces the candidate values to be written:

i𝑡 = 𝜎(W𝑖h𝑡−1 + U𝑖x𝑡 + b𝑖) (4.4)

C̄𝑡 = tanh(W𝑐h𝑡−1 + U𝑐x𝑡 + b𝑐) (4.5)

The cell state is then updated by combining the retained portion of the previous state with the
new candidate values:

C𝑡 = f𝑡 ⊙ C𝑡−1 + i𝑡 ⊙ C̄𝑡 (4.6)

where ⊙ denotes element-wise multiplication.

The output gate determines what portion of the updated cell state is exposed as the hidden state:

o𝑡 = 𝜎(W𝑜h𝑡−1 + U𝑜x𝑡 + b𝑜) (4.7)

h𝑡 = o𝑡 ⊙ tanh(C𝑡) (4.8)

4.4.2 Gradient Flow and Long-Range Dependencies

The cell state update in Equation (4.6) is the key to understanding why LSTMs overcome the
vanishing gradient problem. The additive nature of this update ensures that gradients can flow
backward through time without being multiplied repeatedly by a weight matrix. Information
that is deemed relevant by the forget gate is preserved in the cell state with minimal attenuation,
allowing the network to learn dependencies over sequences of arbitrary length [17].

4.4.3 Suitability for Financial Time Series

The architectural properties of the LSTM make it particularly well-suited for financial time series
forecasting. Asset price dynamics exhibit temporal dependencies that may span days or weeks,
and the relevance of past observations is not fixed but varies with market conditions. The gating
mechanism allows the LSTM to learn, from data, which historical information is worth retaining
and which can be discarded, without requiring this to be specified a priori. In the context of this
thesis, the LSTM is further required to integrate heterogeneous input signals, including both
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price-derived and news-based features, across a sequence of past trading days. Its capacity to
selectively retain relevant information across time makes it a principled choice for this setting
[20].
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Chapter 5

Data

The forecasting framework developed in this thesis relies on two categories of data: price data,
which constitutes the prediction target, and news data, from which the dense features are extracted.
This chapter describes the acquisition, coverage, and characteristics of each source.

5.1 Price Data

The price series used to construct the prediction target consists of daily closing prices of the
front-month Brent crude oil futures contract, downloaded via the Yahoo Finance API [36] using
the ticker symbol BZ=F. The data covers the period from January 1, 2017 to January 1, 2026. As
discussed in Section 3.5, the front-month futures price constitutes a reliable and liquid proxy
for the spot price of Brent crude oil, owing to the convergence of futures and spot prices as
the delivery date approaches. The use of futures prices as the basis for the prediction target is
therefore well-motivated both theoretically and practically.

Yahoo Finance was selected as the data source for two reasons. First, assessed spot prices
published by PRAs such as S&P Global Platts are proprietary and not freely accessible. Second,
Yahoo Finance provides free, programmatic access to exchange-traded futures prices, ensuring
full reproducibility of the data acquisition step. Only closing prices are stored at this stage; how
they are used to construct the prediction target is discussed in detail in Chapter 7.

5.2 News Data

Two primary news sources are used in this thesis: GDELT, a large-scale open news aggregation
database, and Ultimora.net, a breaking news outlet. A third source, WorldNews, is used
exclusively in the CrudeBERT signal analysis of Chapter 6 and is described in Section 5.2.3.
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The two primary sources are deliberately complementary: GDELT provides topically filtered,
oil-specific articles, while Ultimora.net provides general breaking news with no topic restriction,
offering a broader and more forward-looking signal.

5.2.1 GDELT

GDELT is a free, open-access database that monitors broadcast, print, and web news media from
nearly every country in the world, in over 100 languages, updated every fifteen minutes [37].
Supported by Google Jigsaw [38], it continuously extracts structured information from news
articles, identifying people, locations, organisations, themes, and tone, and makes all of this
available as an open data platform for research over global society [37]. For the purposes of this
thesis, GDELT is used as a source of news article URLs, which are subsequently fetched via
HTTP requests to retrieve the full article text.

Access to GDELT data is possible through two main interfaces: a public API and Google
BigQuery. The API is free but subject to strict rate limits, making large-scale data collection
extremely slow. Google BigQuery offers faster and more flexible querying but incurs costs that
made it impractical for sustained use in this work. Data collection therefore relied primarily on
the API.

Given the enormous volume of articles indexed by GDELT, a keyword filter was applied to restrict
the retrieved articles to those relevant to the forecasting task. The query term "brent oil"
was used for this purpose. While this filter effectively reduces the search space, it introduces a
potential limitation: articles matching a specific commodity keyword may disproportionately
describe past price movements or recent events rather than providing forward-looking information.
This characteristic motivates the complementary use of Ultimora.net, whose general breaking
news coverage is not subject to the same topical bias. The GDELT dataset covers the period from
January 1, 2017 to January 1, 2026 and comprises 83,974 articles.

5.2.2 Ultimora.net

Ultimora.net [39] is an Italian breaking news outlet founded in 2016, operating across multiple
distribution channels with a combined subscriber base exceeding 600,000 users. Its editorial
principles are centred on speed, reliability, and editorial independence. Breaking news items
are published in Italian and cover national and international events across political, economic,
and social domains, with no topical restriction. The outlet’s breaking news feed was accessed
programmatically via the Telegram API. The dataset covers the period from January 1, 2017 to
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January 1, 2026 and comprises 5,289 items. As the content is published in Italian, translation to
English is required before any downstream processing, as described in Section 5.3.

5.2.3 WorldNews

WorldNews is a Telegram-based news channel that aggregates breaking news from international
sources. Its content is natively in English and covers a broad range of international events
at higher volume than Ultimora.net. The dataset covers the period from January 1, 2018 to
January 1, 2026 and comprises 68,223 items. WorldNews is not used in the main neural network
experiments. It is included exclusively as an additional data point in the CrudeBERT signal
analysis presented in Chapter 6, where its signal properties are compared against those of GDELT
and Ultimora.net on a common date range. Its inclusion was motivated primarily by practical
convenience: once the data acquisition pipeline based on the Telegram API had been developed
for Ultimora.net, extending it to an additional channel required minimal additional effort.

5.3 Preprocessing Pipeline

Before any feature extraction could be performed, the raw text collected from all news sources
was subjected to a uniform preprocessing pipeline. The pipeline consists of two sequential steps:
text sanitization and translation to English.

Text sanitization was applied to remove artifacts introduced by the Telegram distribution format.
These include placeholder tokens for embedded hyperlinks, formatting characters, and other
non-informative elements that do not contribute semantic content. After sanitization, the cleaned
text was used as input for all subsequent processing steps.

Translation to English was performed using pretrained Helsinki-NLP neural machine translation
models [40]. This step was required for Ultimora.net, whose content is published in Italian,
and for a subset of GDELT articles, which are sourced from multilingual news outlets. All
downstream feature extraction operates exclusively on English-language text. The translation
step was computationally intensive: processing a single year of GDELT articles required up
to 27.5 hours on the available hardware, with the exact duration depending on the volume of
non-English content in that year.
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5.4 Feature Extraction

All features were precomputed offline prior to the experimental runs. Runtime extraction was not
feasible given the computational cost involved: as a reference, computing sentence embeddings
for the full GDELT dataset using the all-mpnet-base-v2 model required approximately 72
hours of uninterrupted execution on the available hardware.

Two categories of features were extracted from each news item.

(i) The first category consists of CrudeBERT outputs. For each news item, the per-class
probabilities for the three sentiment classes (positive, negative, and neutral) were stored
alongside the predicted class, defined as the class with the highest probability. CrudeBERT
outputs were computed for all three sources: GDELT, Ultimora.net, and WorldNews.

(ii) The second category consists of sentence embeddings, produced by five pretrained models:

a) all-distilroberta-v1

b) all-MiniLM-L6-v2

c) all-MiniLM-L12-v2

d) all-mpnet-base-v2

e) multi-qa-mpnet-base-dot-v1

All five models are available through the Sentence Transformers library [41]. Sentence
embeddings were computed for GDELT and Ultimora.net only. WorldNews was excluded
from this step as it is not used in the main neural network experiments. The use of multiple
embedding models allows the experimental framework to assess whether the choice of
embedding architecture has a measurable effect on downstream predictive performance,
without committing to a single model a priori.

In addition to the five Sentence Transformer models, a sixth embedding was extracted
from CrudeBERT itself: rather than retaining only the three-class probability output of the
classification head, the last hidden layer of the encoder was mean-pooled over non-padding
tokens to obtain a single 768-dimensional dense vector per article. This representation
provides a commodity-domain-specific embedding of the input text and was computed for
GDELT and Ultimora.net alongside the Sentence Transformer embeddings.
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Chapter 6

CrudeBERT Signal Analysis

6.1 Overview

CrudeBERT [8] is a transformer-based sentiment classifier fine-tuned specifically for crude
oil news headlines, as described in Section 2.1.1. For each input text, the model produces a
probability distribution over three sentiment classes, corresponding to predicted price directions:
positive (+1), negative (−1), and neutral (0). The class with the highest probability is taken as
the predicted label.

Beyond justifying the design choices adopted later in this thesis, characterising CrudeBERT’s
signal is a contribution in its own right: the analysis that follows subjects the model to a battery
of robustness checks, spanning language, timing, market regime, and entry-exit configuration,
considerably more extensive than the evaluation reported in the original CrudeBERT paper
[8]. This characterisation matters because a signal that appears informative in aggregate may
in fact reflect class imbalance rather than genuine predictive content, or may be stable only
within specific market regimes; embedding such a signal into a learning pipeline without prior
characterisation risks introducing noise or spurious patterns into the feature representation.

This chapter presents a systematic analysis of CrudeBERT’s predictive signal in isolation, across
multiple dimensions. Section 6.2 examines whether the model generalises reliably to non-English
input, a relevant concern given that two of the news sources used in this thesis publish content in
non-English languages. Section 6.3 investigates the temporal structure of the signal, characterising
prediction accuracy as a function of return horizon and news offset, and diagnosing whether
observed accuracy peaks reflect genuine predictive content or are explained by class imbalance.
Section 6.4 assesses the robustness of these findings across three distinct market sub-periods.
Section 6.5 extends the analysis to a two-dimensional sweep over news-to-entry and entry-to-exit
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timing combinations. Section 6.6 provides a trading simulation as a practical illustration of the
signal properties identified in Section 6.3. Section 6.7 compares signal properties across the
three available news sources on a common date range. Section 6.8 restricts the analysis to the
test period of the main forecasting system, establishing a standalone baseline for the comparison
drawn in the Conclusions chapter. Finally, Section 6.9 synthesises the findings into concrete
design choices adopted in the Methodology chapter.

6.2 Language Sensitivity

CrudeBERT was trained exclusively on English-language financial news headlines. Its behaviour
on non-English input is therefore not guaranteed by design. This is a practically relevant
concern for the present thesis for two reasons. First, the Ultimora.net news outlet publishes
content exclusively in Italian. Second, GDELT aggregates news from outlets spanning over 100
languages, meaning that a substantial fraction of the retrieved articles are not in English. In
both cases, submitting raw text directly to CrudeBERT without prior language normalisation
risks systematic misclassification. To quantify this degradation, a controlled experiment was
conducted using a set of synthetic headlines with known directional labels.

Experimental setup. A set of 30 headlines was constructed across three expected sentiment
classes: up, down, and stable (10 headlines each). Each headline was manually composed in
English and translated into six additional languages: Italian, French, German, Spanish, Arabic,
and Chinese. Translations were produced to be semantically equivalent to the English original,
preserving all directional cues. The same headline was submitted to CrudeBERT in each
language, and the predicted class and associated confidence were recorded. Two evaluation
criteria are reported: accuracy against the ground-truth expected label, and agreement with
the English prediction. The former measures absolute classification performance; the latter
measures cross-lingual consistency independently of the model’s correctness on any given
headline. Table 6.1 reports three representative headlines, one per direction, shown in English,
Italian, and French as illustrative examples of the translations used in the experiment.

Results. Table 6.2 reports two metrics for each language: (i) accuracy relative to ground
truth labels, and (ii) agreement with predictions from the English model. On English input,
CrudeBERT achieves an overall accuracy of 67% (20/30), with per-direction accuracies of 80%
on up, 70% on down, and 50% on stable. These figures constitute the reference baseline
against which non-English performance is assessed.
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Table 6.1: Representative headlines used in the language sensitivity experiment, shown in
English, Italian, and French for each expected direction. German, Spanish, Arabic, and Chinese
translations were also tested; results are discussed in the text.

Dir. Lang. Headline

up
EN US imposes new sanctions on Iranian oil exports
IT Gli USA impongono nuove sanzioni sulle esportazioni di petrolio iraniano
FR Les États-Unis imposent de nouvelles sanctions sur les exportations de

pétrole iranien

down
EN China reports weakest industrial demand in a decade
IT La Cina registra la domanda industriale più debole in un decennio
FR La Chine enregistre la demande industrielle la plus faible depuis dix ans

stable
EN Saudi Arabia signals no immediate change to output policy
IT L’Arabia Saudita segnala nessun cambiamento immediato alla politica

di produzione
FR L’Arabie saoudite ne prévoit aucun changement immédiat à sa politique

de production

Table 6.2: Language sensitivity analysis reporting accuracy against ground truth and agreement
with English predictions for each language.

EN IT FR DE ES AR ZH
Direction 𝑛 Acc. Acc. Agr. Acc. Agr. Acc. Agr. Acc. Agr. Acc. Agr. Acc. Agr.
Up 10 80% 30% 50% 0% 10% 20% 40% 10% 20% 10% 20% 10% 20%
Down 10 70% 50% 70% 60% 70% 50% 60% 40% 50% 60% 70% 60% 70%
Stable 10 50% 30% 10% 20% 10% 30% 30% 20% 20% 30% 20% 30% 20%
Overall 30 67% 37% 43% 30% 30% 30% 43% 20% 30% 33% 37% 33% 37%

Accuracy drops sharply for all non-English languages. Overall accuracy falls from 67% in
English to a range of 20%–37% across the six languages tested. French, German, Spanish,
Arabic, and Chinese all achieve accuracy at or below 33%, with Spanish performing worst at
20%. Italian is the least degraded language at 37%. The down class is the most cross-lingually
stable, with accuracy ranging from 40% to 60% and agreement with English between 50%
and 70%. This pattern is partly attributable to CrudeBERT’s inherent bearish1 prediction
bias on non-English input: a model that tends toward the negative class will naturally agree
with the English prediction more often when that prediction is itself negative. The up class
shows the largest absolute degradation relative to its English baseline of 80%, with French
achieving 0% accuracy and most languages falling below 20%. The stable class achieves
comparable or slightly higher accuracy than up in several languages, yet its agreement rates are

1In financial markets, a bearish outlook denotes the expectation of falling prices, as opposed to a bullish outlook,
which denotes the expectation of rising prices. A bearish-biased classifier is one that predicts price decreases more
frequently than the true distribution of outcomes warrants.
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the lowest of all three classes, dropping as low as 10%. This distinction is meaningful: while
up headlines are misclassified consistently toward −1, stable headlines receive inconsistent
directional assignments across languages, with no systematic preference for either +1 or −1.
Both classes are therefore severely affected by non-English input, though through different failure
mechanisms. The relatively stronger performance on down headlines is best interpreted not as
genuine cross-lingual robustness, but as a consequence of the model’s tendency to assign the
negative class regardless of input language, which happens to coincide with the correct label for
that direction.

The pattern of misclassification is directionally systematic and often highly confident. For up
headlines, non-English translations are predominantly assigned class −1 rather than +1. As a
representative example, the headline “OPEC+ announces unexpected production cut of 1.5
million barrels per day” is assigned class +1 in English with 97.60% confidence, while all six
non-English translations receive class −1, with confidences ranging from 62.93% to 90.11%.
The model does not produce uncertain outputs on non-English input; it misclassifies confidently.
For the stable class, non-English inputs are almost universally assigned to either up or down,
indicating a complete failure to recognise neutral sentiment outside English.

These results confirm that CrudeBERT does not generalise reliably to non-English input.
Severe performance degradation is observed across all six languages tested. This pattern holds
regardless of whether the language uses a Latin, Arabic, or logographic writing system, and
regardless of its grammatical structure. A simple script-based or morphological explanation can
therefore be ruled out.

Design implication. All downstream experiments in this thesis use English text as input to
CrudeBERT. Italian content from Ultimora.net and non-English articles retrieved from GDELT
are translated to English prior to model inference, as described in Section 5.3. This translation
step is a necessary condition for obtaining reliable sentiment predictions from CrudeBERT across
both sources.

6.3 Temporal Optimality

CrudeBERT was designed and trained to predict the direction of next-day crude oil price
movements from news headlines [8], which is also the primary prediction target of the forecasting
framework developed in this thesis. The experiments presented in this section broaden the
analysis to a wider range of return horizons, with the purpose of characterising how the predictive
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signal behaves across time. Section 6.3.1 sweeps the cumulative return horizon from 0 to 150
trading days while holding the news date fixed. Section 6.3.2 diagnoses whether observed
accuracy peaks reflect genuine predictive content or are attributable to class imbalance in the
true return distribution. Section 6.3.3 applies a negative control by shifting the news offset one
day into the future. Section 6.3.4 assesses temporal stability via a rolling accuracy analysis over
the full nine-year sample. Finally, Section 6.3.5 investigates whether news takes multiple days to
be reflected in single-day returns by sweeping the news offset at a fixed one-day return window.

Experimental setup. All experiments in this section are conducted over the full available date
range, from 2017-01-01 to 2026-01-01. Two implementation details apply uniformly across all
analyses. First, on days where multiple news articles are available, CrudeBERT produces one
probability triplet (𝑝−1, 𝑝0, 𝑝+1) per article; these are averaged across all articles on that day to
yield a single consolidated feature vector. Second, news may be published on non-trading days
such as weekends or public holidays, for which no corresponding return observation exists. In
such cases, the probability vectors generated for all articles published between two consecutive
trading days must be assigned to the nearest preceding trading day. Four aggregation strategies,
referred to as squishing functions, are defined for this purpose:

• None: non-trading-day news is discarded entirely.

• Last: only the articles from the final non-trading day in the gap are retained.

• Avg: a simple average of all probability vectors across the gap, including the trading day
itself, is computed.

• EMA: an exponential moving average with 𝛽 = 0.5 is computed forward from the trading
day through each successive non-trading day; the final value is retained.

Unless otherwise stated, results are reported under the Avg squishing function, which preserves
all available information. An exception applies when the return horizon ends on the same day as
the news publication, in which case None is used to exclude any news published after the current
day, preventing forward-looking leakage.

6.3.1 Accuracy vs Return Horizon

Figure 6.1 reports CrudeBERT prediction accuracy against the sign of the 𝑘-day cumulative
return, for 𝑘 ranging from 0 (same-day) to 150 trading days. For each value of 𝑘 , the predicted
label is compared against the sign of the cumulative return computed from day 𝑑 to day 𝑑 + 𝑘 ,
where 𝑑 is the date of the news article.
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Figure 6.1: CrudeBERT prediction accuracy as a function of cumulative return horizon 𝑘 , for
GDELT and Ultimora (range 2017–2026). The shaded blue area indicates the number of available
samples at each horizon (right axis).

The two sources exhibit markedly different accuracy profiles. GDELT shows a pronounced
spike at 𝑘 = 0, reaching 54.81%, before falling below the random baseline for most of the
range 𝑘 ∈ [1, 80], with a minimum at 𝑘 = 42 at approximately 47%. Beyond 𝑘 = 95, accuracy
recovers gradually and approaches 54% from below by 𝑘 = 135, without establishing a clear
peak. Ultimora, by contrast, remains consistently above the random baseline across the entire
horizon range. Accuracy begins at approximately 52% at 𝑘 = 0 and rises to a broad peak in
the range 𝑘 ∈ [60, 120], where it reaches values approaching 58%, before declining modestly
toward 𝑘 = 150. The best-𝑘 horizon is defined as the argmax of each accuracy curve: 𝑘 = 0 for
GDELT and 𝑘 = 96 for Ultimora. These values are used as reference horizons in the remainder
of the chapter.

6.3.2 Bias Diagnostic: Genuine Signal vs Class Imbalance

A classifier with a strong prediction bias can achieve above-chance accuracy without possessing
any genuine understanding of the input, provided that the true label distribution is similarly skewed.
Assessing whether the accuracy profiles observed in Section 6.3.1 reflect genuine predictive
content requires characterising both the prediction bias of CrudeBERT and the distribution of
true return labels across horizons.
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Figure 6.2: Predicted versus true class fractions
across horizons for GDELT and Ultimora. The
dotted vertical line marks the best-𝑘 .

Prediction bias. The predicted class fractions
for both sources are shown in Figure 6.2.
Across the full 2017–2026 range, GDELT
assigns the bearish label (−1) approximately
60% of the time and the bullish label (+1)
approximately 40% of the time. The neutral
class (0) is predicted in fewer than 1% of
cases and is effectively absent from the output
distribution. Ultimora exhibits a substantially
more pronounced bias: the bullish label (+1)
is assigned in approximately 77% of cases,
with the bearish label (−1) accounting for the
remaining 23% and the neutral class again
absent. A small discontinuity in the predicted
class fractions is visible at 𝑘 = 0 for both
sources, which is attributable to the change in
squishing function described in Section 6.3: at
𝑘 = 0, the None function is applied, whereas
Avg is used at all positive horizons. Neither

source produces meaningful neutral predictions at any horizon.

True return distribution across horizons. Figure 6.3 reports the fraction of positive and
negative true returns as a function of horizon 𝑘 , with CrudeBERT accuracy overlaid on the right
axis. The true return distribution is identical across both panels, as it reflects market outcomes
independently of the news source. The up class (+1) dominates consistently from 𝑘 = 0 to
approximately 𝑘 = 115, ranging between 50% and 56%. Beyond 𝑘 ≈ 115, the two fractions
converge and invert, with the down class becoming more frequent. The zero-return fraction is
negligible (< 1%) across all horizons and is omitted from the figure.

The two sources differ substantially in how their accuracy relates to the shared true return
distribution. For GDELT, the relationship varies across horizon ranges. In the range 𝑘 ∈ [1, 45],
accuracy decreases while the negative class fraction increases. This pattern is counterintuitive
for a bearish classifier. A model that predicts predominantly −1 would be expected to benefit
from an increase in the true frequency of the down class. The observed inverse relationship
therefore suggests that any signal carried by GDELT at these horizons is dominated by other
factors. In the range 𝑘 ∈ [45, 70], accuracy starts to grow while the negative class fraction
declines, indicating a different regime in which the two curves are decoupled. Beyond 𝑘 ≈ 70,
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Figure 6.3: True return distribution and CrudeBERT accuracy across horizons, for GDELT and
Ultimora.

both quantities increase jointly until the end of the observed range. The most notable feature
remains the isolated spike at 𝑘 = 0. The biases of the classifier and the market are most strongly
opposed at this horizon, since the model predicts predominantly −1 while the true distribution is
most skewed toward +1. The accuracy spike therefore cannot be explained by class frequency
matching and constitutes the strongest candidate genuine signal observed in the analysis. A
class-level analysis of the confusion matrix at 𝑘 = 0 confirms this: despite predicting the bearish
label in approximately 60% of cases, GDELT achieves a recall of 46% on the positive class and a
precision of 51% on the negative class, indicating that correct predictions are not concentrated
on a single dominant class. This anomaly is further studied in Section 6.3.3.

For Ultimora, the accuracy curve tracks the positive class fraction closely in the initial range
𝑘 ∈ [0, 30]. A class-level analysis of the confusion matrix at 𝑘 = 0 (and with similar results for
𝑘 = 1) supports this interpretation quantitatively. Ultimora achieves a recall of 73.5% on the
positive class but only 27.6% on the negative class, with a precision on the positive class of
54.6%, marginally above the empirical base rate of positive returns at this horizon (≈54%). This
pattern is consistent with a near-degenerate strategy that assigns the bullish label the majority of
the time: high recall on the dominant class is obtained at the cost of near-complete failure on the
minority class, with no meaningful lift in precision. This asymmetry reinforces the interpretation
that Ultimora’s same-day accuracy does not reflect genuine directional signal. In the range
𝑘 ∈ [30, 70], the two curves diverge in level but remain similar in shape, indicating that the
relationship persists. The most interesting behaviour is observed at longer horizons. Beyond
the peak near 𝑘 ≈ 70, the positive class fraction declines steeply while accuracy decreases at a
comparatively slower rate. This decoupling indicates that the relationship between Ultimora
accuracy and the true class distribution is not purely mechanical. The classifier appears to retain
some predictive content beyond what is explained by alignment with the prevailing return regime.
Nevertheless, the practical relevance of accurate predictions at horizons of several months is
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limited, since CrudeBERT was designed and trained for next-day directional prediction. The
same caveat applies to all medium- and long-horizon results reported in this chapter.

In summary, the bias diagnostic identifies two distinct phenomena. The GDELT same-day spike
is the clearest candidate for genuine semantic-driven signal, as it occurs in direct opposition to the
model’s bearish bias. Ultimora exhibits a more nuanced pattern. Its medium-horizon accuracy is
partially attributable to alignment with the bullish return regime, although the partial decoupling
at long horizons suggests residual signal beyond class frequency matching. Taken together, these
findings suggest that the observed accuracy profiles may be driven by the underlying distribution
of returns rather than by genuine extraction of directional information from news content, with
the exception of GDELT at 𝑘 = 0.

6.3.3 Negative Control

The same-day accuracy spike observed for GDELT at 𝑘 = 0 raises the question of whether the
elevated performance persists when news is shifted to the following day. Specifically, if the
return on day 𝑑 is predicted using news published on day 𝑑 + 1 (offset 𝑘 = −1), any accuracy
above chance indicates that next-day news carries information about the previous day’s return.
This is operationally a form of leakage: future news cannot be used in a real forecasting setting.
Nevertheless, the magnitude and structure of the result are informative about the nature of the
signal. Figure 6.4 reports the confusion matrices for GDELT and Ultimora at offset 𝑘 = −1, with
the return horizon fixed at one day step (ret𝑡 = 𝑝𝑡−𝑝𝑡−1

𝑝𝑡−1
).

The two sources exhibit markedly different behaviour. Ultimora at offset 𝑘 = −1 achieves
an accuracy of 52.10%, closely matching its performance at 𝑘 = 0 reported in Section 6.3.1.
Since the return horizon and the true label distribution are identical in both cases, this result is
consistent with the interpretation developed in Section 6.3.2: Ultimora’s accuracy at this horizon
is largely explained by the alignment between its bullish prediction bias and the dominance of
positive returns in the dataset.

GDELT at offset 𝑘 = −1 achieves an accuracy of 56.39%, substantially higher than the accuracy
of 54.81% at 𝑘 = 0, and the highest figure observed for GDELT over the full sample. The
elevated accuracy is consistent with the spike observed at 𝑘 = 0: both results suggest that
GDELT news is structurally aligned with single-day returns, whether published on the same day
or the day after.
Two explanations are plausible. First, a portion of GDELT articles published on day 𝑑 + 1 may
describe price movements that already occurred on day 𝑑: articles retrieved by the "brent

39



(a) (b)

Figure 6.4: Confusion matrices at offset 𝑘 = −1 (future news used as input) for GDELT and
Ultimora.

oil" keyword often contain retrospective language such as “Brent crude rose today” or “oil
prices fell on concerns over demand”. Second, the market may respond to underlying events
faster than news coverage, so that the same information surfaces in returns before it is reported in
text. In either case the result is not exploitable in a forecasting context, but the distinction matters
for interpreting CrudeBERT’s capabilities.

To discriminate between these two hypotheses, a filtering experiment is conducted on GDELT.
Articles containing any keyword from a predefined set of retrospective price-movement phrases
are removed before CrudeBERT inference. The keyword list comprises 80 phrases covering four
commodity terms (oil, crude, brent, wti) combined with directional verbs (rose, dropped, surged,
plunged, and others). Representative examples are reported in Table 6.3, while the full list can
be inspected in Appendix A. The filter removes 7,649 articles, corresponding to 9.19% of the
GDELT corpus. Results are reported in Table 6.4.

Table 6.3: Representative price-description keywords used to filter GDELT articles.

Direction Example phrases

Upward oil rose, crude climbed, brent gained, wti surged, oil rebounded
Downward oil dropped, crude slipped, brent plunged, wti skidded, crude tumbled

Removing retrospective articles has a negligible effect on accuracy at both offsets. At 𝑘 = 0
accuracy increases marginally from 54.81% to 55.34%, and at offset = −1 it decreases slightly
from 56.39% to 55.94%. The filtered corpus, from which all articles explicitly describing price

40



Table 6.4: Accuracy of CrudeBERT on GDELT at 𝑘 = 0 and 𝑘 = −1, before and after removing
retrospective price-description articles.

𝑘 = 0 𝑘 = −1

Unfiltered 54.81% 56.39%
Filtered 55.34% 55.94%

movements have been removed, continues to yield elevated accuracy. This result supports the
interpretation that the market responds to underlying events faster than news coverage rather than
that retrospective reporting is the primary driver.

This result tentatively suggests a positive implication for CrudeBERT’s semantic capabilities. If
the accuracy observed on the filtered corpus were driven purely by retrospective price descriptions,
removing the identified keywords would be expected to substantially reduce performance. The
modest change observed instead leaves open the possibility that the model extracts directional
signal from event-driven language rather than from explicit statements of price movement. Under
this interpretation, the limitation would not be the model’s understanding but the timeliness of the
news: the relevant information may reach the market before it is captured in the articles available
to the classifier. However, this conclusion should be treated with caution. The keyword list, while
comprehensive, cannot be considered exhaustive. Price movements may be described through
paraphrase, indirect language, or domain-specific constructions not captured by the filter. Given
that CrudeBERT is a transformer-based model with semantic understanding, it may correctly
classify articles that describe price directions without using any of the listed phrases. The filtering
experiment is therefore best interpreted as a suggestive diagnostic rather than conclusive evidence
of genuine event-driven predictive signal.

6.3.4 Rolling Accuracy Over Time

The analyses presented in the preceding subsections yield aggregate accuracy figures computed
over the full date range 2017–2026. Aggregate accuracy, however, hides whether the signal
is temporally stable or concentrated in specific market periods. To assess this, a rolling
accuracy is computed for each source at two horizons: the best-𝑘 identified in Section 6.3.1
and the next-day horizon 𝑘 = 1. In all figures, green and red shading indicate windows in
which rolling accuracy is above and below the random baseline, respectively; the thin green
and red lines report the local fraction of positive and negative true returns within the same window.

Computation. A sliding window of 180 trading days is moved forward one day at a time across
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the sample. At each position, the accuracy is computed as the fraction of days within the window
for which CrudeBERT’s predicted direction matches the realised direction of the 𝑘-days return.
The fraction of positive and negative true returns within the same window is computed in
parallel. A minimum of 90 observations is required for a value to be reported, to avoid unreliable
estimates at the boundaries of the series.

Figure 6.5: Rolling 180-day accuracy for GDELT at 𝑘 = 0.

GDELT at 𝑘 = 0.
(Figure 6.5) The rolling
accuracy for GDELT at the
same-day horizon fluctuates
between approximately 50%
and 62% across the entire
nine-year sample, remaining
above the random baseline in
the large majority of windows.
No pronounced regime
dependence is observed:
performance does not col-
lapse during the COVID-19
pandemic of 2020 or the 2022
European energy crisis.2 The local return distribution oscillates without a clear trend, and the
accuracy curve shows no systematic co-movement with it. One exception is visible toward the
end of 2021, where a minimum in the down-return fraction coincides with a modest reduction in
accuracy, suggesting a transient sensitivity to the return distribution at this horizon. Overall, the
temporal stability of the same-day GDELT signal is consistent with the interpretation developed
in Section 6.3.2: the 𝑘 = 0 spike constitutes the most robust candidate for genuine semantic
signal in this analysis, though this conclusion remains theoretical given the non-exploitable
nature of same-day news.

GDELT at 𝑘 = 1.
(Figure 6.6) At the next-day horizon, the rolling accuracy is substantially more volatile,
oscillating between approximately 40% and 55% across the sample. Performance above
the random baseline is observed in 2017–2019, 2022–2023, and portions of 2025.

2The 2022 European energy crisis refers to the sharp rise in natural gas and electricity prices across Europe,
driven by supply disruptions following the Russian invasion of Ukraine. Brent crude prices reached multi-year highs
during this period [42].
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Figure 6.6: Rolling 180-day accuracy for GDELT at 𝑘 = 1.

Extended windows below
random occur from mid 2019
to 2021 and again in 2024. No
consistent association with
the local return distribution
is apparent, suggesting that
accuracy at this horizon is not
mechanically driven by class
imbalance.

Figure 6.7: Rolling 180-day accuracy for Ultimora at 𝑘 = 96.

Ultimora at 𝑘 = 96.
(Figure 6.7) The rolling
accuracy for Ultimora at
its best-𝑘 horizon exhibits
extreme regime dependence.
Accuracy exceeds 90% in the
2018 period and again during
2021–2022, approaching
100% in the latter window.
Outside these two periods,
performance collapses
sharply: accuracy falls
below random in 2019–2020,
reaches a minimum near 25%
around mid-2023, and remains near or below random through 2024–2026. The local fraction
of positive returns provides a strong explanation for this pattern. Periods of elevated accuracy
correspond closely to windows in which positive returns dominate, this is consistent with the
strong bullish prediction bias of Ultimora. While the relationship is not perfectly monotone
across the full sample, the correspondence between accuracy and the positive-return fraction
is sufficiently close to conclude that Ultimora’s medium-horizon accuracy is driven primarily
by alignment between prediction bias and the prevailing return regime rather than by stable
directional signal. The aggregate accuracy peak at 𝑘 = 96 reported in Section 6.3.1 is therefore
attributable to specific historical windows and should not be interpreted as evidence of consistent
predictive capability.
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Figure 6.8: Rolling 180-day accuracy for Ultimora at 𝑘 = 1.

Ultimora at 𝑘 = 1.
(Figure 6.8) At the next-day
horizon, Ultimora’s rolling ac-
curacy oscillates between ap-
proximately 45% and 65%,
with several windows above
random, most notably 2017–
mid 2018, 2019, and the 2021–
2022 period. The accuracy
curve tracks the local positive-
return fraction more closely
than the GDELT curve does
at the same horizon. This co-
movement indicates that accu-

racy at 𝑘 = 1 for Ultimora is again partially driven by alignment between the bullish prediction
bias and the prevailing return regime, rather than by stable directional signal.

6.3.5 Single-Day Return with Offset Sweep

The experiments in Section 6.3.1 fix the news date and sweep the return horizon 𝑘 , always
computing the return over 𝑘 cumulative days. This subsection addresses a complementary
question: does the single-day return at day 𝑡 (ret𝑡 = 𝑝𝑡−𝑝𝑡−1

𝑝𝑡−1
) carry a systematic association with

news published at a fixed offset from 𝑡? To investigate this, the return window is fixed to one
trading day, and the news offset is swept from −150 to +150 days. At offset 𝑘 , the CrudeBERT
prediction derived from news published on day 𝑡 − 𝑘 is compared against the return at day 𝑡.

Interpretation of the offset. A positive offset 𝑘 > 0 corresponds to using news published
𝑘 days before day 𝑡 to predict the return at 𝑡. A systematic accuracy peak at a specific
positive offset would indicate that the market reacts to certain events with a delay of
approximately 𝑘 days after those events are covered in the news. Conversely, a negative
offset 𝑘 < 0 corresponds to news published |𝑘 | days after day 𝑡. A systematic accuracy peak
at a specific negative offset would indicate that price movements anticipate news coverage
by approximately |𝑘 | days. A single isolated accuracy peak is not sufficient evidence of a
systematic lag. The relevant signature would be a structured curve: accuracy rising toward
a specific offset, reaching a clear maximum, and declining away from it, indicating that a
well-defined delay exists between the event and its news coverage or market reaction. A
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curve that oscillates irregularly around the average, with no such structure, is consistent with noise.

Figure 6.9: Overall accuracy vs news offset for fixed single-day return.

Results. The accuracy curves for both sources are reported in Figure 6.9. Across the full range
of offsets, both GDELT and Ultimora exhibit no structured pattern. The GDELT curve oscillates
around 49% throughout, with two localised exceptions: a spike to 54.81% at 𝑘 = 0 and to 56.39%
at 𝑘 = −1. Outside these two points, no meaningful elevation above the mean is observed and no
particular structure around any offset is discernible. Ultimora floats near 52% across the entire
range, consistent with its bullish prediction bias, and exhibits no spike or structured variation at
any offset. The absence of any pattern in either curve leads to the conclusion that there is no
evidence of a systematic delayed market reaction to news, nor of a systematic anticipation of
news by price movements, over the range of offsets tested. The GDELT spikes at 𝑘 = 0 and
𝑘 = −1 are consistent with the same-day signal identified in Section 6.3.3.

6.4 Sub-Period Robustness

The accuracy-vs-horizon curves presented in Sections 6.3.1 and 6.3.2 are computed over the
full sample, from 2017-01-01 to 2026-01-01 (all date ranges in this section refer to the first
day of the stated year). Aggregate results of this kind may conceal substantial variation across
market regimes. To assess whether the findings are robust, the analysis is repeated on three
non-overlapping sub-periods of approximately equal length: 2017–2020, 2020–2023, and
2023–2026. For each sub-period, the same two-panel figure as Figure 6.3 is reproduced on the
restricted date range: accuracy versus horizon 𝑘 is plotted alongside the fraction of positive,
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negative, and zero true returns, both for GDELT and Ultimora datasets. The dashed vertical line
in each panel marks the best-𝑘 for that source and sub-period. Two questions are addressed. First,
is the accuracy-vs-horizon curve consistent across sub-periods? Second, does accuracy within
each sub-period track the local return distribution, suggesting that performance is regime-driven
rather than reflecting stable predictive signal?

Sub-period 2017–2020.
(Figure 6.10) Positive returns dominate at short and medium horizons, with the positive fraction
near 60%, before declining toward 45% beyond 𝑘 ≈ 100. For GDELT, accuracy follows the
shape of the negative-return fraction, consistent with its bearish prediction bias identified in Sec-
tion 6.3.2. Accuracy remains near or below 50% across most horizons, with the best-𝑘 identified
at 𝑘 = 0 (accuracy 54.98%). The same-day spike is visible, confirming the pattern observed
on the full sample. For Ultimora, accuracy tracks the positive-return fraction closely in both
shape and magnitude, rising steadily to approximately 64% at the best-𝑘 = 101 (accuracy 64.31%).

Figure 6.10: True return distribution and accuracy vs horizon. Sub-period 2017–2020.

Sub-period 2020–2023.
(Figure 6.11) This sub-period is characterised by a strongly positive return distribution: the
positive fraction grows steadily with 𝑘 , reaching above 80% at long horizons, while the negative
fraction declines correspondingly. For Ultimora, accuracy tracks the positive-return fraction with
notable precision in both shape and magnitude, reaching 78.39% at the best-𝑘 = 142. This is
the highest sub-period accuracy observed for either source and is directly attributable to the
alignment between the bullish prediction bias and the prevailing return regime. For GDELT, the
picture is more nuanced. Accuracy rises from approximately 50% at short horizons to 57.24% at
the best-𝑘 = 81, with the rise concentrated between 𝑘 ≈ 60 and 𝑘 ≈ 140. Crucially, this increase
occurs while the negative-return fraction is monotonically decreasing, which means it cannot be
explained by alignment between GDELT’s bearish bias and a growing negative-return class. This
is the one sub-period in which GDELT’s medium-horizon accuracy cannot be fully accounted for
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by class imbalance alone. The same-day spike at 𝑘 = 0 is again visible, consistent with the
full-sample result.

Figure 6.11: True return distribution and accuracy vs horizon. Sub-period 2020–2023.

Sub-period 2023–2026.
(Figure 6.12) This sub-period presents an inverted return distribution relative to the preceding
two: the negative fraction grows steadily with 𝑘 , reaching above 80% at long horizons, while
the positive fraction declines. For GDELT, accuracy remains near 50% up to approximately
𝑘 = 100, then rises gradually to approximately 60% as the negative fraction accelerates. The
near-random performance for 𝑘 < 100 is notable: despite GDELT’s bearish bias, accuracy
does not immediately follow the growing negative-return fraction, suggesting that at short
to medium horizons predictions are not simply tracking the dominant return class. Only at
longer horizons, where the negative fraction becomes sufficiently large, accuracy begins to rise.
The best-𝑘 is identified at 𝑘 = 127 (accuracy 61.48%). The same-day spike at 𝑘 = 0 is again
present, providing further confirmation that this behaviour is independent of the sub-period. For
Ultimora, the regime inversion is clearly damaging: accuracy falls to approximately 40–45%
at long horizons, with the best-𝑘 collapsing to 𝑘 = 3 (accuracy 54.47%). Ultimora continues
to predict bullish movement while the market has turned predominantly bearish, producing
systematic misclassification at medium and long horizons.

To conclude, the sub-period analysis confirms that CrudeBERT’s accuracy-vs-horizon curve
is not stable across market regimes. The best-𝑘 shifts substantially across sub-periods: for
GDELT, from 𝑘 = 0 to 𝑘 = 81 to 𝑘 = 127; for Ultimora, from 𝑘 = 101 to 𝑘 = 142 to
𝑘 = 3. For Ultimora, performance is consistently explained by alignment between its bullish
prediction bias and the prevailing return distribution: accuracy is high when positive returns
dominate and collapses when they do not. For GDELT, the picture is less uniform. In two
of the three sub-periods, accuracy tracks the local return distribution in a manner consistent
with class-bias-driven performance. The exception is 2020–2023, where a medium-horizon

47



Figure 6.12: True return distribution and accuracy vs horizon. Sub-period 2023–2026.

accuracy rise cannot be attributed to class imbalance alone. The one finding that holds without
exception across all three sub-periods is the same-day spike at 𝑘 = 0 for GDELT, reinforcing the
interpretation developed in Section 6.3.2 that this signal is genuine and regime-independent. All
other accuracy peaks identified in Section 6.3 should be treated as potentially regime-dependent
and interpreted with corresponding caution.

6.5 Entry-Timing Analysis

The experiments in Section 6.3 fix the entry point at the same day as the news and sweep the
holding period 𝑘 . A complementary question concerns whether delaying entry after the news
date affects predictive accuracy. This section extends the analysis to a two-dimensional sweep
over pairs (𝑑, 𝑘), where 𝑑 is the total horizon in days from the news date to the exit day, and
𝑘 ≤ 𝑑 is the holding period, so that entry occurs at day 𝑑 − 𝑘 after the news. The return measured
is the 𝑘-day return ending at day 𝑑. When 𝑘 = 𝑑, entry is taken immediately on the news date;
smaller values of 𝑘 correspond to delayed entry. For each pair (𝑑, 𝑘), accuracy is computed as
the fraction of days on which CrudeBERT’s predicted direction matches the realised 𝑘-day return.
All experiments are conducted over the full date range 2017–2026.

6.5.1 Full-Sample Heatmaps

Figures 6.13 and 6.14 report the accuracy heatmaps over the (𝑑, 𝑘) grid for GDELT and Ultimora
respectively. The colour scale encodes accuracy: green cells indicate accuracy above the random
baseline of 50%, yellow cells indicate accuracy near 50%, and red cells indicate accuracy below
50%.

For GDELT, the heatmap is dominated by values at or below the random baseline across
virtually the entire grid. The single exception is the cell at 𝑑 = 0, 𝑘 = 0, which corresponds to
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same-day entry and same-day return, yielding 54.81%. This is precisely the spike identified
in Section 6.3.1 and is the only cell that clearly exceeds the random baseline. All other cells,
including those close to the diagonal 𝑘 = 𝑑 and those with delayed entry, fall in the yellow-to-red
range. Overall, no region of sustained above-baseline accuracy is present. This result confirms
that GDELT’s predictive content, such as it is, is entirely concentrated at the same-day hori-
zon and does not extend to any combination of total horizon and holding period beyond 𝑑 = 𝑘 = 0.

Figure 6.13: Accuracy heatmap over (𝑑,𝑘) pairs for GDELT.

For Ultimora, the heatmap presents a markedly different picture. Accuracy is above the random
baseline across the entire (𝑑, 𝑘) grid, with no red cells visible. The deepest green is concentrated
in the right region of the grid, corresponding to large values of 𝑘 regardless of 𝑑. This pattern is
consistent with the findings of Section 6.3.1: Ultimora accuracy rises with the holding period 𝑘 ,
and this property persists across total horizons 𝑑. The absence of any below-baseline region is
consistent with the interpretation developed in Section 6.3.2: Ultimora’s bullish prediction bias
produces above-chance accuracy whenever positive returns are sufficiently frequent, which holds
broadly across the range of 𝑑 considered.
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Figure 6.14: Accuracy heatmap over (𝑑,𝑘) pairs for Ultimora. Full date range 2017–2026.

6.5.2 Optimal Entry Timing

Figure 6.15: Optimal holding period 𝑘∗ as a function of total horizon
𝑑, for GDELT and Ultimora.

Figure 6.15 reports,
for each total horizon
𝑑, the optimal hold-
ing period 𝑘∗(𝑑) =

arg max𝑘 acc(𝑑, 𝑘), that
is, the value of 𝑘 that
maximises accuracy for a
given exit day. The dashed
diagonal marks the 𝑘 = 𝑑

boundary, corresponding
to immediate entry.

For GDELT, 𝑘∗(𝑑) tracks
the diagonal closely across
most values of 𝑑, indicat-
ing that immediate entry is
generally optimal or near-optimal. Three downward spikes are visible at 𝑑 = 7, 𝑑 = 9, and
𝑑 = 20, where 𝑘∗ drops to zero, these isolated departures from the diagonal are not interpreted as
evidence of a systematic delayed-entry advantage.

50



For Ultimora, 𝑘∗(𝑑) grows broadly with 𝑑 up to approximately 𝑑 = 13, remaining slightly below
the diagonal and indicating a preference for entering a few days after the news arrival rather than
immediately. Beyond 𝑑 = 13, the curve becomes less regular and no longer tracks 𝑑 closely.

6.5.3 Best Achievable Accuracy

Figure 6.16 reports, for each total horizon 𝑑, the best accuracy achievable at 𝑘∗(𝑑), i.e.
acc(𝑑, 𝑘∗(𝑑)). This curve represents the upper bound on accuracy that entry-timing optimisation
can yield for a given exit horizon.

For GDELT, best achievable accuracy collapses from 54.81% at 𝑑 = 0 to below 50% at 𝑑 = 1
and 𝑑 = 2, then oscillates near 50% for 𝑑 ≥ 5, never recovering above ≈ 51%. This profile is
consistent with all prior findings: the only meaningful signal for GDELT is at 𝑑 = 𝑘 = 0, and
optimising entry timing does not recover any additional signal at other horizons.

For Ultimora, best achievable accuracy rises steadily from approximately 52% at 𝑑 = 0 to
approximately 56–57% at 𝑑 ≥ 15. The monotone increase in best achievable accuracy with 𝑑 for
Ultimora is consistent with the 1D finding of Section 6.3.2, where accuracy grows for 𝑘 ∈ [0, 20].
The entry-timing sweep shows that this behaviour is not an artefact of always entering immediately:
even when entry is delayed to the optimal 𝑘∗, accuracy continues to improve with the total horizon.

Figure 6.16: Best achievable accuracy at 𝑘∗(𝑑) as a function of total horizon 𝑑, for GDELT and
Ultimora.
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6.5.4 Accuracy Slices at Fixed Horizons

Figures 6.17a, 6.17b, and 6.17c report accuracy as a function of 𝑘 for three fixed total horizons:
𝑑 = 5, 𝑑 = 10, and 𝑑 = 20. These slices correspond to horizontal cuts through the heatmaps of
Section 6.5.1.

(a) Accuracy vs 𝑘 at 𝑑 = 5. (b) Accuracy vs 𝑘 at 𝑑 = 10.

(c) Accuracy vs 𝑘 at 𝑑 = 20.

Figure 6.17: Accuracy vs holding period 𝑘 at fixed total horizons.

Across all three horizons, the qualitative pattern is consistent with the heatmap findings. GDELT
remains below or near the random baseline at every value of 𝑘 , with no consistent peak structure.
Ultimora remains above the random baseline at all values of 𝑘 tested, with accuracy increasing
with 𝑘 at 𝑑 = 10 and 𝑑 = 20, suggesting a benefit in longer exposure to market. At 𝑑 = 5, the
Ultimora curve is relatively flat after 𝑘 = 2, suggesting that entry-timing optimisation provides
limited additional gain once a short delay is applied.
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6.5.5 Sub-Period Analysis

The full-sample heatmaps of Section 6.5.1 aggregate results over nine years of heterogeneous
market conditions. As demonstrated in Section 6.4, the accuracy profiles of both sources are
sensitive to the prevailing return regime. The sub-period heatmaps reported here confirm that the
full-sample results should not be interpreted as evidence of stable, regime-independent predictive
structure.

(a) GDELT accuracy heatmap 2017–2020. (b) GDELT accuracy heatmap 2020–2023.

(c) GDELT accuracy heatmap 2023–2026.

Figure 6.18: GDELT accuracy heatmaps over (𝑑,𝑘) for sub-periods 2017–2020, 2020–2023, and
2023–2026.

GDELT
Figure 6.18 reports the GDELT heatmaps for the three sub-periods. Across all three, the same-day
cell at 𝑑 = 𝑘 = 0 retains a clearly elevated accuracy, reproducing the full-sample spike.Beyond
this single cell, the behaviour of the grid varies across sub-periods. In 2017–2020 and 2020–2023,
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the matrix is predominantly yellow to orange, with scattered green cells that carry no interpretable
structure. In 2023–2026, the grid is the most aggressively red of the three sub-periods, with
accuracy falling as low as 44% across broad regions. As shown in Section 6.4, GDELT accuracy
in this sub-period is already slightly below the random baseline when entry is fixed at 𝑘 = 𝑑.
The entry-timing sweep reveals that relaxing this constraint by allowing 𝑘 < 𝑑 does not recover
performance but deteriorates it further, pushing accuracy well below 50% across large portions
of the grid. The full-sample near-randomness is therefore not a stable property but the average of
varying regimes, none of which exhibit meaningful predictive structure beyond the same-day cell.

(a) Ultimora accuracy heatmap 2017–2020. (b) Ultimora accuracy heatmap 2020–2023.

(c) Ultimora accuracy heatmap 2023–2026.

Figure 6.19: Ultimora accuracy heatmaps over (𝑑,𝑘) for sub-periods 2017–2020, 2020–2023,
and 2023–2026.

Ultimora
Figure 6.19 reports the Ultimora heatmaps for the three sub-periods. The variation across
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periods is substantially larger than for GDELT and directly tracks the prevailing return regime, as
established in Section 6.4. In 2020–2023, the entire grid is deeply green, reaching accuracies
above 60% in the large-𝑘 region. This is the strongest sub-period result observed in this
chapter and is attributable to the alignment between Ultimora’s bullish prediction bias and the
strongly positive return regime of that period, rather than to genuine directional signal. In
2017–2020, the grid remains green throughout but at lower levels, with accuracy deepening
toward larger 𝑘 consistently with the full-sample pattern. In 2023–2026, the picture inverts
substantially. Red cells dominate the lower portion of the grid, particularly at larger 𝑑 and larger
𝑘 , while only small-𝑑 cells retain above-baseline accuracy. This collapse is again consistent
with Section 6.4: Ultimora’s bullish bias is systematically penalised in a regime where negative
returns prevail. Taken together, the three sub-period heatmaps demonstrate that the full-sample
Ultimora result, which shows uniformly above-baseline accuracy across the (𝑑,𝑘) grid, is not a
reliable characterisation of the source’s predictive properties. It is instead the aggregate of one
strongly favourable regime, one moderately favourable regime, and one adverse regime, and
should be interpreted accordingly.

6.6 Trading Simulation

The experiments in Section 6.3 characterise CrudeBERT’s signal properties in terms of prediction
accuracy. This section translates those properties into a practical illustration by simulating a
simple directional trading strategy driven exclusively by CrudeBERT predictions. The simulation
is presented as a diagnostic tool, not as a claim about trading viability. Its purpose is to assess
what would have happened if CrudeBERT had been used naively as a standalone trading signal
at the horizons identified in Section 6.3.1.

Strategy. At each trading day, a position is taken according to the CrudeBERT predicted label:
long if the predicted class is +1, short if −1, and flat if 03. The position is held for 𝑘 days and the
realised 𝑘-day return is recorded as the trade return. Wealth is initialised at 1.0 and updated
multiplicatively with each trade return. Four scenarios are evaluated: GDELT at 𝑘 = 0 and
𝑘 = 1, and Ultimora at 𝑘 = 1 and 𝑘 = 96. The 𝑘 = 1 scenario is included for both sources
because it corresponds to the operationally intended use of CrudeBERT, namely predicting the
next-day return from today’s news. The 𝑘 = 0 and 𝑘 = 96 scenarios correspond to the best-𝑘
horizons identified for GDELT and Ultimora respectively in Section 6.3.1. For 𝑘 > 1, trades
cannot be taken daily without overlapping positions. The wealth curve is therefore computed

3A long position consists of buying the asset with the expectation that its price will rise, generating a profit equal
to the percentage increase over the holding period. A short position consists of selling a borrowed asset with the
expectation that its price will fall, generating a profit equal to the percentage decrease over the holding period [28].
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over 𝑘 non-overlapping chains, where chain 𝑠 consists of trades at positions 𝑠, 𝑠 + 𝑘, 𝑠 + 2𝑘, . . .
for 𝑠 = 0, 1, . . . , 𝑘 − 1. The bold curve shown in Figure 6.23 reports the mean wealth across all
chains. Thin lines in the background show individual chain trajectories and are provided for
reference only. Two additional curves, corresponding to the hypothetical wealth obtained by
trading only on correct predictions and only on incorrect predictions, are included as theoretical
upper and lower bounds; these are not exploitable in practice since the correctness of a prediction
is not known at the time of trading.

GDELT at 𝑘 = 0. The all-trades wealth curve grows substantially over the sample period,
eventually reaching approximately 1500 times the initial wealth by 2026 (not visible in
the figure). This result is consistent with the elevated accuracy identified at 𝑘 = 0 in
Section 6.3.1 and confirmed as a genuine signal candidate in Section 6.3.2. However,
this scenario is not operationally exploitable: trading on the same-day return requires
that the news be received and acted upon before the market closes on the same day, a
condition that cannot be satisfied in a realistic forecasting setting. The result is therefore re-
ported as a confirmation of the signal’s presence at this horizon, not as evidence of practical utility.

Figure 6.20: Cumulative wealth from the trading simulation for GDELT at 𝑘 = 0.

GDELT at 𝑘 = 1. The all-trades wealth curve oscillates near break-even from 2017 through
mid-2019, after which it falls persistently below 1.0 and ends the sample period near 0.6. No
sustained profitability is observed at any point in the nine-year window. This outcome is
consistent with the near-random accuracy of GDELT at 𝑘 = 1 reported in Section 6.3.1 and with
the temporal instability observed in the rolling accuracy analysis of Section 6.3.4.
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Figure 6.21: Cumulative wealth from the trading simulation for GDELT at 𝑘 = 1.

Ultimora at 𝑘 = 1. The all-trades wealth curve remains near break-even from 2017 through
2021. A sharp increase is observed in 2022, bringing wealth to approximately 2.7, before
a sustained decline returns the curve to near 1.0 by 2026. This spike is attributable to the
favourable alignment between Ultimora’s bullish prediction bias and the strongly positive return
regime observed during the 2022 period, as characterised in Section 6.4. No stable profitability
is maintained outside this regime window.

Figure 6.22: Cumulative wealth from the trading simulation for Ultimora at 𝑘 = 1.

Ultimora at 𝑘 = 96. The mean all-trades wealth curve grows from 1.0 to approximately 2.5
by mid-2020–2023 and remains elevated through 2026. This is the strongest apparent result
across the four scenarios. As established in Section 6.4, however, the 2020–2023 sub-period
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is characterised by a strongly positive return regime in which Ultimora’s bullish bias is
systematically rewarded. The apparent gain is therefore attributable to regime alignment rather
than to stable predictive signal. No meaningful improvement in wealth is observed after 2023,
which is consistent with the breakdown of accuracy identified in the 2023–2026 sub-period.

Figure 6.23: Cumulative wealth from the trading simulation for Ultimora at 𝑘 = 96. Bold lines
show the mean wealth across 96 non-overlapping chains.

Taken together, the four simulation scenarios confirm the conclusions drawn from the accuracy
analysis. The GDELT same-day signal is genuine but non-exploitable. At the next-day horizon
of 𝑘 = 1, neither source produces consistent profitability. Apparent gains at longer horizons for
Ultimora are regime-dependent and do not persist across the full sample.

6.7 Multi-Source Comparison

The three news sources available in this thesis, GDELT, Ultimora, and WorldNews, differ in origin,
language, and editorial scope. To assess whether these differences translate into distinct signal
properties, their accuracy curves are compared on a common date range. WorldNews is available
from 2018 onward; all results in this section are therefore computed over the range 2018–2026,
with GDELT and Ultimora restricted to the same period for comparability. Figure 6.24 reports
overall CrudeBERT accuracy as a function of horizon 𝑘 for all three sources, with the fraction of
positive and negative true returns overlaid. The best-𝑘 horizons on this common range are 𝑘 = 0
for GDELT, 𝑘 = 12 for Ultimora, and 𝑘 = 13 for WorldNews, the latter achieving 56.24%.
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Figure 6.24: Overall CrudeBERT accuracy vs horizon for GDELT, Ultimora, and WorldNews on
a common date range (2018-2026).

The behaviour of GDELT and Ultimora is consistent with the findings reported in Section 6.3
and Section 6.3.2, to which the reader is referred for a full discussion. WorldNews is the primary
object of analysis in this section.

WorldNews accuracy begins at approximately 54% at 𝑘 = 0 and tracks the positive return fraction
with high precision across the full horizon range. At short horizons, the co-movement between
the accuracy curve and the positive return fraction is nearly exact. As 𝑘 increases, the gap
between the two curves widens slightly, but the shape of the accuracy curve continues to mirror
that of the positive return fraction throughout. From approximately 𝑘 = 70 onward, accuracy
falls definitively below the random baseline of 50% and continues to decline, reaching values
near 45% by 𝑘 = 150. This behaviour is a direct consequence of CrudeBERT’s prediction bias
on WorldNews. Inspection of confusion matrices at representative horizons, omitted here for
brevity, reveals that CrudeBERT assigns the bullish label (+1) in the large majority of cases on
this source. The positive return fraction declines with horizon 𝑘 , as established in Section 6.3.2,
and the accuracy curve tracks this decline accordingly. The mechanism is therefore identical to
that identified for Ultimora, differing only in the degree of bias and the rate at which accuracy
deteriorates.

WorldNews does not introduce a qualitatively distinct signal relative to Ultimora. Both sources
exhibit a bullish prediction bias and derive their above-baseline accuracy from alignment with
the prevailing positive return regime at short to medium horizons.

59



6.8 CrudeBERT Signal on the Test Period

All experiments reported in Sections 6.3 through 6.7 are conducted over the full available date
range, spanning 2017-01-01 to 2026-01-01. To enable a direct comparison with the results
reported in Chapter 8, this section reports CrudeBERT accuracy at 𝑘 = 0 and 𝑘 = 1 restricted to
the test period of the main forecasting system: 2024-09-03 to 2026-01-01 (𝑛 = 335 trading days).
Results are reported for all four squishing functions across both GDELT and Ultimora.

Table 6.5 reports the results.

Table 6.5: CrudeBERT classification accuracy on the test period (2024-09-03 to 2026-01-01,
𝑛 = 335 trading days) at 𝑘 = 0 and 𝑘 = 1, broken down by squishing function and news source.

GDELT Ultimora

Squishing 𝑘 = 0 𝑘 = 1 𝑘 = 0 𝑘 = 1

Avg 58.81% 47.90% 51.04% 47.60%
Last 56.42% 47.90% 48.36% 48.50%
None 57.31% 50.00% 51.34% 48.20%
EMA 58.21% 48.50% 50.75% 47.90%

The GDELT figures are broadly consistent with the full-sample findings. The 𝑘 = 0 spike
is preserved across all squishing functions, with accuracy ranging from 56.42% to 58.81%,
confirming that the same-day signal identified in Section 6.3.1 persists in this period. At 𝑘 = 1,
accuracy falls to the range 47.90%–50.00%, consistent with the near-random behaviour observed
at short positive offsets in the full sample. The choice of squishing function has limited impact at
𝑘 = 0, with avg performing best and last worst; at 𝑘 = 1 avg and last tie at worst accuracy
while none reaches the maximum.

The Ultimora figures are also consistent with expectations given the sub-period context.
As established in Section 6.4, the 2023–2026 sub-period is characterised by bearish return
dominance, which is adverse for Ultimora’s bullish classifier. The test period falls within this
sub-period. Accordingly, 𝑘 = 0 accuracy ranges from 48.36% to 51.34%, with none and
avg marginally above 50% and last falling below it. At 𝑘 = 1, all squishing functions yield
accuracy in the range 47.60%–48.50%, uniformly below chance. No squishing function produces
a notably better result than the others for Ultimora.

These figures establish a reference baseline for CrudeBERT’s standalone predictive signal over
the test period. In Chapter 8, the results of the main forecasting models are reported on the
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same period, allowing a direct comparison. Specifically, it will be possible to assess whether
combining CrudeBERT predictions with price-derived features improves over this baseline, and
whether richer representations, such as sentence embeddings derived from the same news sources,
yield further gains.

6.9 Design Implications

The analyses presented in this chapter lead to four concrete design choices adopted in Chapter 7.

Language. CrudeBERT degrades severely on non-English input, producing confident
misclassifications across all six languages tested (Section 6.2). All downstream experiments
therefore use English text as input. Italian content from Ultimora.net is translated to English
prior to CrudeBERT inference, and the same translation step is applied to all non-English articles
retrieved from GDELT, using the Helsinki-NLP machine translation models [40].

News offset. The most informative alignment between news and returns is same-day (𝑘 = 0),
where GDELT exhibits a genuine signal not explained by class imbalance: the accuracy spike
occurs despite the model’s bearish bias and in opposition to the positive-return dominance at
short horizons (Section 6.3.2). This offset will be tested in selected experimental configurations,
with the explicit acknowledgement that it constitutes an unrealistic setting.

Source selection. Among the three sources examined, GDELT is the one that shows the least
tight coupling to the returns distribution. Its same-day accuracy spike occurs when the classifier
bias and the return distribution are directionally opposed: the model predicts predominantly −1
while positive returns dominate at 𝑘 = 0 (Section 6.3.2) making it the strongest candidate for
genuine semantic signal in this analysis. Ultimora’s accuracy is more closely tied to the prevailing
return regime, particularly at medium horizons, and collapses in the 2023–2026 sub-period when
the bullish bias becomes misaligned with the market (Section 6.4). Both sources are nonetheless
included in the main experiments, as their contribution as features within a learning framework
remains an empirical question that cannot be resolved prior to testing. WorldNews is excluded:
its accuracy tracks the positive return fraction with near-perfect precision across all horizons
(Section 6.7), providing no signal beyond what is already encoded in the return distribution itself.

Temporal stability and evaluation protocol. The rolling accuracy and sub-period analyses
show that CrudeBERT’s signal varies materially across market regimes (Section 6.4).
To ensure that no future information contaminates the evaluation, the main forecasting
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experiments follow the standard practice in financial time-series research of partitioning the
data into non-overlapping, sequentially ordered train, validation, and test sets [11]. The test
period falls within the 2023–2026 sub-period, which is adverse for Ultimora and relatively
more favourable for GDELT; results from Chapter 8 should be interpreted with this context in mind.

These four choices are implemented in the experimental design described in Chapter 7.

Beyond these downstream design choices, the analysis in this chapter stands as a result in its own
right. It shows that CrudeBERT’s widely cited accuracy is, for the most part, an artefact of class
imbalance rather than of semantic understanding, that the model’s apparent competence collapses
outside English, and that only one signal, the GDELT same-day spike, survives every robustness
check applied. Characterising these limitations before any feature enters the forecasting pipeline
is what allows the system-level results of Chapter 8 to be interpreted with confidence.
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Chapter 7

Methodology

This chapter describes the end-to-end forecasting pipeline developed in this thesis, from raw
data ingestion to model training and evaluation. The pipeline stages are presented in the
order of execution, with each section motivating the design choices adopted and detailing the
corresponding implementation.

7.1 Implementation Overview

The forecasting pipeline is implemented in Python, managed through a dedicated virtual
environment to ensure dependency isolation and reproducibility. The primary libraries used
are: pandas for tabular data manipulation; PyTorch for neural network definition and training;
Sentence Transformers for computing dense text embeddings from news articles; gdeltdoc
for querying the GDELT API; newspaper3k for article parsing; the Helsinki-NLP translation
models for machine translation of non-English content to English; and Transformers to access
the CrudeBERT model [43].

The entry point of the pipeline is general_run.py, which orchestrates execution from raw data
acquisition to model evaluation. All pipeline behaviour is governed by a single configuration file,
settings.json, which is loaded as a Python dictionary at runtime. Every parameter of a run,
including data range, feature selection, model architecture, training hyperparameters, and output
options, is specified in this file. This design provides two practical properties: full reproducibility,
since the configuration file constitutes a complete record of any given experiment; and support for
automated sweeps, since the dictionary can be modified programmatically at runtime to iterate
over parameter grids without altering any source code.
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The pipeline is organised into the following sequential
stages, each detailed in the remainder of this chapter
and illustrated in Figure 7.1:

1. prediction target construction from closing
prices (Section 7.2);

2. news retrieval and caching from GDELT and
Ultimora (Section 7.3);

3. embedding computation and optional PCA di-
mensionality reduction (Section 7.4);

4. additional feature construction: CrudeBERT
sentiment scores, day-of-week encoding, and
EMA of returns (Section 7.5);

5. lag table construction, offsets, and feature ma-
trix assembly (Section 7.6);

6. chronological train/validation/test split and stan-
dardisation (Section 7.7);

7. model instantiation and training (Section 7.8);

8. evaluation and run artifact saving (Section 7.9).

Yahoo Finance
(BZ=F)

GDELT
(gdeltdoc)

Ultimora
(Telegram API)

settings.json

(controls all pipeline behaviour)

Returns &
Target

News Retrieval
(cache)

Sanitisation &
Translation

Embeddings
(cache)

CrudeBERT
Sentiment

(cache)

Day-of-week |
EMA of Returns

Lag Tables | Offset

Feature Ma-
trix Assembly

Chronological Split
& Standardisation

MLP or LSTM
Training

Evaluation &
Run Artifacts

Figure 7.1: End-to-end pipeline dia-
gram.

7.2 Prediction Target Construction

The closing price series for Brent crude oil front-month futures is retrieved via the BZ=F ticker
on Yahoo Finance, as described in Chapter 5. The pipeline uses closing prices as the sole price
input; the acquisition and caching procedure is not repeated here.

Return computation. From the sequence of daily closing prices 𝑝𝑡 , daily percentage returns are
computed as the primary prediction target:

ret𝑡 =
𝑝𝑡 − 𝑝𝑡−1
𝑝𝑡−1

(7.1)

Raw price levels are non-stationary and therefore unsuitable as direct learning targets, as
discussed in Chapter 3. Returns, by contrast, represent relative daily changes and exhibit the
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stationarity properties required for reliable model training. The use of returns as the forecasting
target is standard practice in the financial machine learning literature [21].

Task formulation. The pipeline supports two forecasting formulations: classification and
regression. In the regression formulation, ret𝑡 is used directly as a continuous target. In the
classification formulation, the return series is discretised into classes by applying a user-defined
list of threshold boundaries, specified in settings.json. Each threshold value partitions
the real line into adjacent intervals, and each day is assigned to the class corresponding to the
interval in which its return falls. An arbitrary number of classes can be defined in this way by
supplying the appropriate number of boundaries. In this thesis, a single threshold of zero is used
throughout, yielding two classes: days on which the return is negative, and days on which it is
non-negative. Both formulations predict the return on day 𝑡 given information available in input
to the model.

EMA smoothing of training targets. An exponential moving average (EMA) of returns is
computed at this stage according to:

˜ret𝑡 = 𝛽 · ret𝑡 + (1 − 𝛽) · ˜ret𝑡−1 (7.2)

where 𝛽 ∈ (0, 1) is a configurable decay parameter. This smoothed series can optionally replace
the raw returns as the training target, with the intent of reducing the influence of high-frequency
noise on gradient updates. When this option is enabled, validation and test targets remain the
original unsmoothed returns ret𝑡 , so that evaluation is always performed against true market
movements. The effect of EMA target smoothing is examined in a limited number of experiments
in Chapter 8.

Asset agnosticism. The ticker symbol is specified as a parameter in settings.json, making
the pipeline applicable to any asset listed on Yahoo Finance without code modification. In this
thesis, all experiments use the BZ=F Brent crude oil futures contract.

7.3 News Retrieval

News retrieval is conditionally triggered at the start of each pipeline run. If no news-dependent
feature is enabled in settings.json, this stage is skipped entirely, allowing non-news-based
experiments to execute without any text processing overhead.

When news features are required, the pipeline follows one of two distinct paths depending on the
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configured data source: GDELT or Ultimora.net. Both paths share a common two-level caching
architecture. At the first level, article identifiers or message records are cached per date. At the
second level, the associated text content is cached per item. On each run, the pipeline inspects
the cache and fetches only the data missing for the requested date range. The same retrieval
functions can also be invoked in a standalone pre-caching mode prior to full pipeline execution,
so that subsequent experimental runs operate entirely from disk without any network requests. If
data is found to be missing during a live pipeline run, it is fetched on-the-fly without interrupting
execution.

7.3.1 GDELT Path

Article URLs for GDELT are retrieved via the GDELT DOC API using the Python gdeltdoc
library. A keyword filter is applied at query time; the term "brent oil" was used throughout
this thesis, though the filter is configurable via settings.json. The implications of this
keyword choice for the resulting corpus composition are discussed in Chapter 5. The API returns
a maximum of 250 results per request; the pipeline automatically partitions the requested date
range into sub-intervals to respect this constraint. Google BigQuery was also supported as an
alternative URL source, as described in Chapter 5.

Once the URL list for a given date is available, article text is retrieved via HTTP requests. The
primary method uses the newspaper3k library to download and parse the HTML of each article
into plain text. A fallback method based on browser impersonation via the curl_cffi library
is applied to articles whose host servers reject standard programmatic requests. Both the URL
retrieval step and the article content fetching step are parallelised using ThreadPoolExecutor,
reducing wall-clock time for large date ranges.

7.3.2 Ultimora Path

Messages from Ultimora.net are retrieved directly from the Telegram API without an intermediate
URL step. The target channel is configurable in settings.json; the channel @ultimora was
used in this thesis. Text sanitization and translation from Italian to English, which are required
before any further processing, were described in Section 5.3.

7.4 Sentence Embeddings

Sentence embeddings are computed from the article texts retrieved in the preceding step. The
pipeline uses pretrained Sentence Transformer models [41] (or CrudeBERT) to map each article
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text to a fixed-length dense vector. The choice of model is configurable via settings.json;
the five models evaluated in this thesis are listed in Section 5.4.

Per-article computation and caching. Each article is embedded individually. Two distinct
types of dense embedding features are available in the pipeline. The first consists of sentence
embeddings produced by the Sentence Transformer models described above. The second consists
of hidden-state representations extracted from the CrudeBERT model itself: rather than using
only the class probabilities output by the classification head, the last hidden layer of the encoder
is mean-pooled over non-padding tokens to produce a single 768-dimensional dense vector per
article, providing a commodity-domain-specific embedding of the input text. Both feature types
are available for GDELT and Ultimora independently. Computed embeddings are cached on disk
under a model-specific subdirectory, keyed by source-specific identifiers. On subsequent runs,
cached embeddings are retrieved directly; only articles without a cached entry are forwarded
to the model. A standalone pre-caching script can be executed independently before the main
pipeline run, making subsequent runs more efficient. If an embedding is not present in the cache
at pipeline execution time, it is computed on-the-fly without interrupting execution.

Missing-date handling. When no articles are available for a given date, the pipeline generates a
placeholder embedding by encoding a configurable fixed string (default: "No relevant news
for this date"). This design choice is motivated by the observation that the absence of news
is itself an informational state: days with no coverage differ systematically from days with active
reporting, and this distinction may carry predictive value [7]. Encoding a fixed placeholder rather
than propagating a missing value or forward-filling from the previous day preserves this distinc-
tion as a potentially informative signal, while ensuring that the embedding series contains no gaps.

Daily aggregation. The aggregation procedure operates in two distinct stages. In the first stage,
when multiple articles are available for the same calendar day, their individual embeddings are
averaged element-wise to produce a single representative vector for that day. This mirrors the
aggregation applied to CrudeBERT probability vectors, described in Chapter 6, where per-article
outputs are likewise averaged before any further processing. In the second stage, news may be
published on non-trading days (weekends and public holidays) for which no return observation
exists. The daily embedding assigned to such a non-trading day must be consolidated into the
feature vector of the nearest preceding trading day. The same four squishing strategies defined
and analysed in Chapter 6 apply here: None, Last, Avg, and EMA. The reader is referred to that
chapter for a full description of each strategy.
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PCA dimensionality reduction. When enabled, an optional PCA reduction step projects
the full-dimensional daily embedding vectors onto a lower-dimensional subspace. The
number of retained components is configurable in settings.json. This reduction
serves two purposes: it mitigates the curse of dimensionality that arises from the large
number of raw embedding dimensions relative to the available training observations, and
it reduces noise by discarding directions of low variance that are unlikely to carry predictive signal.

The PCA transformation is fit exclusively on the training split. The mean vector and princi-
pal components computed from the training dates are then applied without modification to
the validation and test splits, preventing any leakage from future observations. The fitted
transformation is cached on disk, so that repeated runs with identical configuration reuse the
same transformation. When PCA reduction is enabled, the reduced embeddings replace the
full-dimensional embeddings in all subsequent pipeline stages.

7.5 Additional Features

Three additional feature types are constructed at this stage of the pipeline: CrudeBERT sentiment
scores, a day-of-week encoding, and an EMA of returns. Each is independently configurable in
settings.json.

CrudeBERT Sentiment Features. CrudeBERT [8] is applied to the text of each article from
the enabled news source, either GDELT or Ultimora.net (or both). For each article, the model
outputs a probability distribution over three sentiment classes: positive (+1), neutral (0), and
negative (−1). The aggregation of per-article outputs within a single day, and the consolidation of
non-trading-day news into the nearest preceding trading day, follow the exact two-stage procedure
described in Chapter 6. The three class probabilities are retained as separate input features
rather than collapsing to the argmax class label: this choice preserves the model’s confidence
information, allowing the learning algorithm to exploit not only the predicted direction but also
the degree of certainty with which CrudeBERT assigns it.
Per-article predictions are cached on disk using the same architecture as the embedding cache:
each article is identified by a unique key, and predictions are read from the cache on subsequent
runs.

Day-of-Week Feature. The calendar day of the week for each trading date is included as an
optional input feature. Four encoding strategies are available, configurable via settings.json:
none (raw integer in [0, 6]), one-hot (seven binary indicator columns), cyclical (a sine and
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cosine pair encoding the normalized day index), and both (the union of one-hot and cyclical
representations). The raw integer encoding is generally inadvisable: it imposes a spurious
ordinal relationship between days, implying for instance that Sunday (index 6) is in some sense
“larger” than Monday (index 0) rather than adjacent to it. Cyclical encoding avoids this by
mapping the day index to a point on the unit circle, ensuring that the representation of Sunday is
geometrically close to that of Monday. The encoding method is selected in settings.json and
applied uniformly across all splits without any fitting step, as the mapping is deterministic.

EMA Feature. An exponential moving average of the returns series is computed as an additional
input feature, distinct from the optional EMA target described in Section 7.2. The recursion is:

ema𝑡 = 𝛽 · ret𝑡 + (1 − 𝛽) · ema𝑡−1 (7.3)

where 𝛽 ∈ (0, 1) is a configurable smoothing factor. The motivation for this feature is noise
reduction: the EMA recursion is equivalent to a first-order infinite impulse response low-pass
filter [44], which attenuates high-frequency fluctuations in the returns series while preserving its
lower-frequency trend. The EMA feature is included in the set of features possibly subject to
z-score standardisation, as discussed in Section 7.7.

7.6 Lag Tables and Feature Matrix Construction

Each feature in the pipeline can operate in one of two temporal modes, configured per feature
in settings.json. In lagged mode, a window of the past 𝑛 values is extracted, producing 𝑛

columns for scalar features or 𝑛 × 𝑑 columns for embedding features of dimension 𝑑. This is the
standard autoregressive input format, in which the model receives a fixed-length history of the
signal. In offset mode, a single snapshot at a fixed displacement relative to the prediction date is
used instead. For a scalar feature this yields one column; for a 𝑑-dimensional feature it yields
𝑑 columns. An offset of zero retrieves the same-day value; a negative offset retrieves a value
from a prior day. In the main pipeline, only non-positive offsets are used: positive offsets would
introduce data leakage by referring to future observations.

MLP Path. For the MLP architecture, the feature matrix is a two-dimensional tensor of shape
(𝑁dates, 𝑁features). Scalar lagged features (returns, EMA) contribute 𝑛 columns each. Embedding
features in lagged mode contribute 𝑛 × 𝑑 columns, where 𝑑 is the embedding dimension or the
number of PCA components if dimensionality reduction is applied. CrudeBERT scores in
lagged mode contribute 𝑛 × 3 columns, since the model outputs three class probabilities per day.
In offset mode the same logic applies without the lag multiplier: a 𝑑-dimensional embedding
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feature adds 𝑑 columns and CrudeBERT adds 3 columns. Day-of-week columns depend on the
chosen encoding (one column for raw integer, two for cyclical, seven for one-hot), and each is
treated as an independent scalar column. All columns are concatenated horizontally, producing
one flat vector per prediction date.

LSTM Path. For the LSTM architecture, the primary input is a three-dimensional tensor of
shape (𝑁dates, 𝑛, 𝑁seq), where 𝑛 is the number of lags. The lag ordering is configurable: by
default, the oldest observation appears at timestep zero and the most recent at timestep 𝑛 − 1, so
that the sequence flows chronologically into the recurrent layer.

Static Features in the LSTM Path. Features in offset mode produce a single snapshot per
prediction date rather than a temporal sequence, so they cannot be placed on the temporal axis of
the LSTM input. Instead, they are held in a separate two-dimensional tensor and concatenated
with the last-timestep hidden state of the LSTM before the output dense head, allowing the
network to condition its prediction on both the sequential history and instantaneous context
signals such as the day of the week. The MLP path has no such distinction: offset features are
simply appended as additional columns to the flat feature vector.

7.7 Data Split and Standardisation

The assembled feature matrix is partitioned into three non-overlapping, chronologically ordered
subsets: training, validation, and test. Temporal order is strictly preserved throughout; no
shuffling is applied at any stage. The default partition used in the experiments reported in this
thesis is 70/15/15, assigning the first 70% of trading days to training, the next 15% to validation,
and the final 15% to test; the fractions are configurable.

Z-score standardisation. Return-based features and the EMA feature are standardised by
subtracting the mean and dividing by the standard deviation. Crucially, both statistics are
estimated exclusively on the training split and then applied without modification to the validation
and test splits, ensuring that no information from future observations leaks into the model during
training.

Regression target scaling. When working in a regression formulation, the target ret𝑡 can
optionally be normalised using the training-set mean and standard deviation. The resulting scaler
is stored so that model outputs can be inverse-transformed to the original return scale before
metric computation at evaluation time.

70



7.8 Model Instantiation and Training

Both the MLP and LSTM architectures share a common interface: the model type is selected
through the configuration file, and the rest of the pipeline, covering the training loop, loss
computation, scheduling, and evaluation, is entirely agnostic to which architecture is in use.
Only the model object differs between the two paths.

MLP architecture. The MLP is a fully connected feedforward network composed of a stack of
linear transformation, activation, and dropout blocks, followed by a final linear output layer.
The number of hidden layers and the number of neurons per layer are configurable; the default
configuration used at the start of the MLP experiments consists of two hidden layers with shapes
[32, 8]. The activation function is Leaky ReLU, chosen over standard ReLU to mitigate the
dying-neuron problem, and over Tanh to avoid saturation. A dropout rate of 0.1 is applied after
each hidden layer as a regularisation mechanism. For classification, the output layer produces
one logit per class; for regression, it produces a single scalar.

LSTM architecture. The LSTM consists of a recurrent layer followed by a dense head of linear,
activation, and dropout blocks, and a final output layer. The number of recurrent layers and the
hidden size are configurable; the default configuration used at the start of the LSTM experiments
sets the hidden size to 40 memory cells and a single recurrent layer. The dense head follows
the same [32, 8] shape as the MLP. When more than one recurrent layer is used, dropout is
applied between layers. The activation function for the dense head is Tanh, a choice consistent
with standard practice for recurrent architectures [17]. The last-timestep hidden state serves as
the sequence representation: when static features are present, they are concatenated with this
hidden state before the dense head, as described in Section 7.6. To mitigate the risk of exploding
gradients, gradient clipping is applied during training with a maximum norm of 1.0, a standard
precaution for recurrent networks [18].

Shared training setup. Both architectures are trained with the Adam optimiser [45], with an
initial learning rate of 1e-3 and a weight decay of 1e-5. The loss function is configurable based
on the task formulation: cross-entropy is used for classification, while Huber loss (𝛿 = 1.0) or
mean squared error are available for regression. A ReduceLROnPlateau scheduler monitors
the validation loss and halves the learning rate whenever no improvement is observed for 20
consecutive epochs, down to a minimum of 1e-6. Training is initially capped at 500 epochs,
with early stopping halting training if the validation loss does not improve for a configurable
patience window: the default patience is 100 epochs for the MLP and 200 epochs for the LSTM.
Mini-batches of size 32 are used throughout. A fixed random seed of 42 ensures reproducibility
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across runs.

These values constitute the starting point from which hyperparameters are progressively tuned
through the experimental procedure described in Chapter 8.

7.9 Evaluation and Run Artifacts

Evaluation metrics. After training concludes, the model is evaluated on both the validation
and test sets. The set of metrics computed depends on the task formulation. For classification,
accuracy, macro-averaged 𝐹1, and per-class precision, recall, 𝐹1, and support are reported,
together with a confusion matrix. For regression, mean absolute error (MAE), mean squared
error (MSE), root mean squared error (RMSE), and directional accuracy are computed; the
latter measures the fraction of days on which the predicted sign of the return matches the
true sign. When the regression target has been scaled prior to training, model outputs are
inverse-transformed to the original return scale before any metric is computed.
Not every metric listed above is necessarily reported in every experiment of Chapter 8: this
section describes what the pipeline computes, while Chapter 8 selects the subset most informative
for each analysis.

Run artifacts. When artifact saving is enabled, every completed run produces a uniquely
identified output folder.
The folder contains the following items. A settings snapshot file records the exact configuration
used for that run; re-running the pipeline with this file and the same fixed random seed
reproduces the run identically. A metrics file collects all computed metrics for both the validation
and test splits. A plots subdirectory stores task-specific diagnostic figures: for regression, a
predicted-versus-true time series and a scatter plot; for classification, a confusion matrix and
class-probability plots; all figures are produced for both the validation and the test split. A data
subdirectory stores the standardised input arrays for each split, including any static feature tensor
required by the LSTM path. A predictions subdirectory stores one CSV file per split, each
containing the true label and the model output for every sample; these files enable post-hoc
analysis and custom metric computation outside the pipeline.

Run summary. In addition to the per-run folder, a global summary CSV file is maintained
across all runs. Each completed run appends one row to this file, recording the key validation and
test metrics alongside the run identifier. This provides a compact, machine-readable record that
facilitates comparison across many experiments without the need to open individual run folders.
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Chapter 8

Experiments

This chapter reports the empirical investigation of the forecasting pipeline developed in Chapter 7.
Experiments are conducted first on the MLP architecture and subsequently carried forward to the
LSTM architecture, following the iterative enhancement strategy described in Section 8.1.

8.1 Experimental Strategy and Scope

Objective. The aim of this chapter is to empirically investigate the system built throughout
this thesis: a forecasting pipeline that combines price-derived features with news-derived
features, namely CrudeBERT probabilities and sentence embeddings from the sources
described in Chapter 5. The pipeline supports both regression and classification of ret𝑡; as
further discussed below, all experiments in this chapter use the classification formulation. A
price-only baseline, built from lagged returns alone, constitutes the natural starting point:
feature families are then introduced one at a time, and each addition is evaluated against
the current best configuration on the validation set to determine whether it should be retained or not.

Iterative enhancement methodology. Experiments follow a greedy iterative strategy: a baseline
model is first established using only lagged return features, its hyperparameters are then tuned,
and subsequently one feature family is introduced at a time. A feature family is retained only if
it produces a measurable improvement over the validation set, otherwise it is discarded. Each
experiment follows directly from the one preceding it, so that the chapter as a whole constitutes an
ordered path. This strategy does not guarantee globally optimal configurations, and in particular
it cannot rule out that two individually weak feature families might combine effectively, but an
exhaustive search over the full configuration space is infeasible at the scale explored here.
Task scope. The pipeline supports both regression and binary classification, as described
in Chapter 7. All experiments in this chapter use binary classification, predicting the
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sign of ret𝑡 . Two reasons motivate this choice. First, CrudeBERT is itself a classifier,
and using the same task formulation keeps the configurations on common ground. Sec-
ond, over 250 experimental runs were conducted across architectures, feature families, and
configurations, making it impractical to duplicate the entire search under a regression formulation.

Architecture order. Experiments proceed first on the MLP architecture, which is computationally
cheaper and allows rapid evaluation of which feature families and hyperparameter ranges are
promising. The configurations that yield the strongest validation results, together with those
particularly well suited to the sequential nature of time series, are subsequently carried forward
to the LSTM architecture.

8.2 MLP Experiments

8.2.1 Default Configuration

Before any experiment is run, a set of parameters is initialised to the default values reported in
Table 8.1. These constitute the starting configuration from which all tuning and feature additions
proceed. For a description of each parameter and its role in the pipeline, the reader is referred to
Chapter 7. The targeted hyperparameter search in Section 8.2.3 departs from this configuration,
revising selected values where a measurable improvement on the validation set is obtained.

Parameter Value Parameter Value

Date range 2017–2026 Weight decay 10−5

Batch size 32 Dropout 0.1
Max epochs 500 Hidden layers [32, 8]
Early stopping patience 100 Task classification
Random seed 42 Loss function cross-entropy
Optimizer Adam Scheduler patience 20
Activation function Leaky ReLU Scheduler reduction factor 0.5
Learning rate 10−3 Scheduler min. learning rate 10−6

Table 8.1: Default configuration for the MLP experiments.

8.2.2 Baseline

The baseline model is trained on z-standardised lagged returns exclusively, using a lag window
of 30 days and the fixed configuration from Table 8.1. No news-derived or calendar feature is
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included. The validation accuracy obtained is reported below. This value defines the reference
against which all subsequent feature additions are evaluated.

Model Configuration Val. accuracy

MLP Lagged returns, 30 lags 52.84%

8.2.3 Hyperparameter Search

A targeted search over a subset of hyperparameters is conducted to identify robust defaults before
any news feature is introduced. Five hyperparameters are varied one at a time, holding all others
at the default values in Table 8.1. The candidates and selected values are reported in Table 8.2.

Hyperparameter Candidates Selected

Activation function Leaky ReLU, ReLU, Tanh Leaky ReLU
Batch size 5, 10, 20, 32 32
Learning rate 10−4, 10−3, 10−2 10−3

Early stopping patience 100, 200, 300, 500 200
Lag window 20, 30, 50 30

Table 8.2: MLP hyperparameter search: candidates and selected value.

All three activation functions yield equivalent validation accuracy; Leaky ReLU is therefore
retained on architectural grounds, as it mitigates the dying-neuron problem inherent to ReLU
without introducing the saturation effects associated with Tanh, as discussed in Chapter 4. For
batch size, learning rate, and lag window, the alternative candidates produce lower validation
accuracy, and the default values of 32, 10−3, and 30 are retained respectively. For early stopping
patience, all candidates yield equivalent results; 200 is adopted as a balance between convergence
stability and training efficiency.

8.2.4 Calendar Feature: Day of Week

The day-of-week encoding is added to the baseline lagged returns as an auxiliary input. Six
encoding and temporal-alignment combinations are evaluated, as listed in Table 8.3. None of the
six configurations exceeds the baseline accuracy of 52.84%. The combined cyclic and one-hot
encoding at offset 0 is the only configuration to clear 50%, reaching 51.40%. The day-of-week
feature is accordingly discarded from the feature set.
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Encoding Alignment Val. accuracy

Cyclic Offset 0 < 50%
Cyclic Offset −1 < 50%
One-hot Offset 0 < 50%
Numeric Offset 0 < 50%
Cyclic and one-hot Offset 0 51.40%
Cyclic Lagged < 50%

Table 8.3: MLP validation accuracy for each day-of-week encoding and alignment configuration.

8.2.5 EMA of returns.

The EMA of the returns series is evaluated as a replacement for lagged returns, with decay
factor 𝛽 ∈ {0.3, 0.4, 0.5, 0.6, 0.7}. The best result is obtained with 𝛽 = 0.3, yielding a validation
accuracy of 51.04%, with 𝛽 = 0.5 the second-best. Applying z-standardisation to the EMA
feature with 𝛽 = 0.3 degrades performance further, to 49.85%. Since no configuration exceeds
the baseline, the EMA input feature is discarded.

A second experiment investigates whether smoothing the training target rather than the inputs
provides a benefit. The EMA smoothing is applied to the training label sequence only, leaving
the validation targets unmodified so that evaluation remains realistic. With this manipulation,
approximately 19% of classification labels change sign. The experiment is conducted for
𝛽 ∈ {0.3, 0.5}; neither configuration exceeds 50% validation accuracy. The EMA-smoothed
target is therefore discarded.

8.2.6 CrudeBERT Sentiment Probabilities

The three per-class probabilities produced by CrudeBERT (positive, neutral, and negative) are
appended to the z-standardised lagged returns as additional input features. Both GDELT and
Ultimora.net are evaluated as news sources. Both sources are used in their English-language
form to ensure optimal CrudeBERT performance, in line with the language sensitivity analysis
reported in Section 6.2. The four squishing functions and the temporal alignment mechanism are
those defined in Chapter 6 and Chapter 7.

Ultimora.net. The full grid of squishing functions is evaluated at both offset −1 and lagged
alignments; offset 0 is also reported as a leaky reference. Lagged configurations yield a maximum
with squishing avg of 51.34%, offering no gain over the baseline. At offset −1, the last, avg,
and ema squishing functions produce a three-way tie at 53.13%, while none performs poorly. At
offset 0 with avg squishing the accuracy is 50.75%.
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GDELT. The same grid is evaluated. The best non-leaking result is obtained with none
squishing and lagged alignment at 52.84%, which matches the baseline exactly. Offset 0
configurations with avg and none squishing reach 51.64% and 51.34% respectively.

8.2.7 Sentence Embeddings: GDELT

Sentence embeddings from CrudeBERT are introduced as input features in place of the raw
sentiment probabilities. Two squishing functions are selected for an initial alignment sweep:
none, which retains only articles published on the trading day itself and discards any news
from future non-trading days, and avg, the most straightforward approach to consolidating
non-trading-day articles. The avg/offset −11 configuration yields 47.76%, below the
baseline; none/offset 0 yields 53.73%; and avg/offset 0 reaches 59.10%, a substantial
increase relative to all previous configurations. Results are reported in the upper block of Table 8.4.

The avg/offset 0 result warrants caution. Under this configuration, the daily embedding is
the average over all articles published between the trading day 𝑡 and all the next non-trading days
(if present). This means that, whenever a weekend or public holiday falls after 𝑡, embeddings
from days strictly after the prediction target are incorporated into the feature. The leakage
therefore extends beyond the same-day case and includes genuinely future information.
Filtering cannot remove this future-day component, since the leakage stems from the temporal
placement of the articles rather than from their wording. It is nonetheless informative to apply
here the same filtering approach introduced in Section 6.3.3, removing articles likely to contain
retrospective price-descriptive language, in order to test whether the elevated accuracy is merely
an artefact of explicit price descriptions. The resulting accuracy of 59.40% is consistent with
what was observed in that analysis, suggesting that the signal is not solely attributable to
price-retrospective language.

Attention is therefore turned to the none/offset 0 configuration (53.73%) as the target for
further improvement. The features configuration is fixed and the training budget is searched first,
with the head shape set to [256, 32, 8]. Three candidates are evaluated:

• 10 000 epochs, patience 10 000,

• 500 epochs, patience 500,
1From now on we will rely on the following notation: X/Y, where X represents the squishing function adopted

and Y the offset of the text-based feature or its lagged configuration.
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• 500 epochs, patience 200.

All three yield the same validation score; 500 epochs with patience 200 is therefore retained as
the most efficient choice.
With the training budget fixed, four head shapes are evaluated:

• [32, 8],

• [256, 32, 8],

• [512, 256, 32, 8],

• [1024, 512, 256, 32, 8].

The third yields the best result, approximately 0.9 percentage points above the remaining
candidates, raising the configuration to 54.63%. Results are reported in the middle block of
Table 8.4. With the improved configuration established, lagged embeddings are evaluated across
all four squishing functions and the best result is obtained with none squishing at 52.24%.

Squishing Alignment Head Val. acc.

avg offset −1 [32, 8] 47.76%
none offset 0 [32, 8] 53.73%∗

avg offset 0 [32, 8] 59.10%∗

avg offset 0, filtered [32, 8] 59.40%∗

none offset 0 [32, 8] 53.73%∗

none offset 0 [256, 32, 8] 53.73%∗

none offset 0 [512, 256, 32, 8] 54.63%∗

none offset 0 [1024, 512, 256, 32, 8] 52.24%∗

none lagged [512, 256, 32, 8] 52.24%

Table 8.4: MLP validation accuracy with CrudeBERT sentence embeddings from GDELT.
Configurations marked with (∗) carry leakage.

Finally, the none/offset 0 configuration with head [512, 256, 32, 8] is evaluated for all
five remaining Sentence Transformer models listed in Chapter 5; none of them exceeds the
CrudeBERT embedding result.

8.2.8 Sentence Embeddings: Ultimora.net

The same embedding approach is applied to Ultimora.net. Three alignment configurations
are evaluated, following the same rationale used for GDELT: none/offset 0 as a leakage
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reference, avg/offset −1 as a one-day-offset alternative, and avg/lagged as the configuration
analogous to the best non-leaking GDELT result. Results are reported in Table 8.5.

Squishing Alignment Val. acc.

none offset 0 50.75%∗

avg offset −1 50.45%
avg lagged 54.33%

Table 8.5: MLP validation accuracy with Crude-
BERT embeddings from Ultimora.net. Configu-
rations marked with (∗) carry leakage.

The avg/lagged configuration yields
the strongest result, beating the perfor-
mance of the best non-leaking GDELT
configuration established in Section 8.2.7.
This configuration is therefore used for
the cross-model comparison: consistent
with the GDELT finding, none of the five
alternative Sentence Transformer models
exceeds the CrudeBERT embedding re-
sult.

Among non-leaking configurations, Ultimora avg/lagged at 54.33% is the only embedding
configuration to exceed the 52.84% baseline. Moreover, the CrudeBERT embedding model
proved to dominate all alternative Sentence Transformer models on both sources.

8.3 LSTM Experiments

Having established the best-performing MLP configurations, the LSTM architecture is evaluated
on a selected subset of feature combinations. The selection follows two criteria: configurations
that yielded strong validation accuracy under MLP, and configurations particularly suited to the
sequential nature of the LSTM.

Note on tuning. The LSTM hyperparameter search follows the same iterative logic applied in
Section 8.2.3: tuned values from the MLP stage that are shared by both architectures are retained
as starting defaults, while LSTM-specific parameters are tuned independently in Section 8.3.2.

8.3.1 Default Configuration

The LSTM experiments share the majority of their fixed parameters with the MLP configuration
reported in Table 8.1. The differences, highlighted in Table 8.6, reflect architectural requirements
specific to the LSTM. The activation function is set to Tanh, consistent with the standard LSTM
formulation. The early stopping patience is increased from 100 to 200 to comply with the findings
obtained in Section 8.2.3. Three additional parameters appear for the first time: the hidden size,
set to 40 memory cells; the number of stacked LSTM layers, fixed at 1; and gradient clipping,
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set to a maximum norm of 1 to mitigate the risk of exploding gradients during backpropagation
through time. The dense head shape is initially set to [32, 8].

Parameter Value Ch. Parameter Value Ch.

Date range 2017–2026 Dropout 0.1
Batch size 32 Dense head [32, 8] ✓
Max epochs 500 Task classification
Early stopping patience 200 ✓ Loss function cross-entropy
Random seed 42 Scheduler patience 20
Optimizer Adam Scheduler reduction factor 0.5
Activation function Tanh ✓ Scheduler min. learning rate 10−6

Learning rate 10−3 Hidden size (memory cells) 40 ✓
Weight decay 10−5 Number of layers 1 ✓
Gradient clipping 1 ✓

Table 8.6: Default configuration for the LSTM experiments. Parameters marked with ✓changed
from the MLP default (Table 8.1).

8.3.2 Baseline and Tuning

Experiment Config Val. Acc.

Baseline lagged returns 51.64%

Activation
Leaky ReLU 51.04%
Tanh 51.64%
ReLU 55.22%

Memory cells

5 48.66%
20 48.66%
40 55.22%
60 48.66%

Layers
1 55.22%
3 48.66%
5 48.66%

Table 8.7: LSTM baseline and hyperparameter search
results on the validation set.

The LSTM baseline is trained using the
same input as its MLP counterpart: z-
standardised lagged returns over a 30-day
window. The resulting validation accu-
racy of 51.64%, which is slightly below
the MLP baseline of 52.84%, establishes
the starting point for the LSTM-specific
hyperparameter search.

Activation function. Three activation
functions are evaluated for the dense head:
Leaky ReLU, Tanh, and ReLU. Unlike the
MLP search, where all candidates proved
equivalent, ReLU yields a meaningful
improvement to 55.22% and is therefore
adopted as the activation function for all
subsequent LSTM experiments.

Memory cells. The number of memory
cells is searched over the candidates
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{5, 20, 40, 60} and the value of 40 is selected as the best performing one. To investigate whether
a relationship exists between the number of memory cells and the lag window length, two
additional combinations are evaluated: 60 cells with 50 lags and 20 cells with 10 lags. Neither
configuration exceeds 50% validation accuracy, providing no evidence of a systematic lag–cell
correspondence.

Number of layers. Stacking 3 or 5 LSTM layers fails to exceed 50% validation accuracy, while a
single layer retains the 55.22% accuracy observed. A single LSTM layer is therefore used for all
subsequent experiments. All the results are reported in Table 8.7.

8.3.3 Exponential Moving Average

The EMA feature is evaluated based on the findings obtained in Section 8.2.5. Without
z-standardisation, both MLP-best decay factors 𝛽 ∈ {0.3, 0.5} cause the model to obtain a
validation accuracy below 50%. This behaviour is consistent with the low performances already
observed in the MLP experiments.

When z-standardisation is applied to the EMA features, the degradation is avoided. Only 𝛽 = 0.5
produces a meaningful result, at 53.43% validation accuracy. To assess whether combining
standardised EMA with standardised lagged returns could yield further improvement, the two
feature sets are tested jointly; accuracy drops below 50%, providing no evidence of a productive
interaction. As in the MLP case, a further configuration is tested in which EMA smoothing is
applied to the target sequence; this also fails to exceed 50%. Given the absence of improvement
over the 55.22% tuned baseline, the EMA feature is discarded.

8.3.4 CrudeBERT Probabilities

CrudeBERT class probabilities are incorporated following the same procedure described in
Section 8.2.6, with one architectural distinction: as detailed in Section 7.6, offset features in
the LSTM path are not appended to the sequential input but are instead held in a separate static
tensor and concatenated with the last-timestep hidden state before the dense head.

For Ultimora, the three configurations that yielded the best results under MLP are re-evaluated.
ema/offset −1 reaches 52.24%, last/offset −1 51.04%, and avg/offset −1 drops to
49.55%, all below the tuned baseline of 55.22%. The avg/lagged configuration is also tested:
given the recurrent nature of the LSTM, exposing the model to a sequence of past probability
values rather than a single static snapshot represents a natural alignment with the architecture;
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however, the result of 50.75% provides no evidence of benefit from this arrangement.

Source Squishing Offset Val. Acc.

Ultimora

ema −1 52.24%
avg −1 49.55%
last −1 51.04%
avg lagged 50.75%

GDELT

none lagged 51.64%
avg −1 53.43%
none 0 56.72%∗

avg 0 60.60%∗

Table 8.8: LSTM validation accuracy with
CrudeBERT probabilities. Configurations
marked with (∗) carry leakage.

For GDELT, none/lagged is evaluated first
as the best-performing non-leaking configu-
ration under MLP, yielding 51.64%. The
two offset-0 configurations none/offset 0
and avg/offset 0 are also tested to as-
sess whether a leaky signal is observed
under the recurrent architecture, reaching
56.72% and 60.60% respectively. In addition,
avg/offset -1 is also evaluated as a further
non-leaking combination, obtaining 53.43%.
All results are collected in Table 8.8.

8.3.5 Sentence Embeddings

Sentence embeddings are incorporated into the LSTM following the same architecture
distinction noted in Section 8.3.4: offset features are held in a separate static tensor and
concatenated with the last-timestep hidden state before the dense head, as described in Section 7.6.

Source Squishing Alignment Val. Acc.

GDELT

none offset 0 56.72%∗

avg offset 0 59.70%∗

none lagged 48.66%
avg offset −1 47.46%

Ultimora avg lagged 48.66%

Table 8.9: LSTM validation accuracy with Crude-
BERT embeddings. Configurations marked with
(∗) carry leakage.

For GDELT, the configurations tested mirror
the best-performing ones of Section 8.2.7:
none/offset 0 and avg/offset 0 as
leaky references, and none/lagged as the
best-performing non-leaking configuration
under MLP. An additional non-leaking
configuration, avg/offset −1, is included
to provide a lag-free candidate; avg
squishing is selected as it preserves all
available information from non-trading days,
as established in Section 6.3. Results are
reported in Table 8.9.

The two offset-0 configurations again yield the strongest results: none/offset 0 reaches
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56.72% and avg/offset 0 reaches 59.70%, consistent with the signal observed under MLP
in Section 8.2.7. The non-leaking configurations perform substantially below their MLP
counterparts: none/lagged obtains 48.66% and avg/offset −1 obtains 47.46%, both below
the LSTM baseline of 55.22% reported in Section 8.3.2. This degradation relative to the MLP
results (54.63% and 52.24%, respectively) suggests that the recurrent architecture does not
extract additional benefit from embedding sequences under these configurations.

For Ultimora, avg/lagged is evaluated following the MLP finding in Section 8.2.8, where it
yielded the strongest result of 54.33%. Under the LSTM, the same configuration obtains 48.66%,
again falling below the baseline, consistent with the pattern observed for GDELT non-leaking
embeddings.

8.4 Test-Set Evaluation

In machine learning practice, the test set serves as an unbiased estimate of generalisation
performance, and this role is undermined if modelling decisions are taken in response to observed
test results [46]. Selecting a model or tuning a hyperparameter based on test performance would
cause the test set to act as a second validation set, invalidating its statistical interpretation. For
this reason, every configuration reported in the preceding sections has been selected and refined
exclusively on the validation split. The test-set results reported in this section do not feed back
into any modelling decision; where configurations are further modified, as in Section 8.4.2,
the modifications are determined solely by validation performance. The presentation proceeds
in three steps: a consolidated evaluation of the selected configurations across architectures
and feature families (Section 8.4.1), a final experiment that relaxes one aspect of the default
training behaviour to test whether longer training improves next-day accuracy (Section 8.4.2),
and a brief exploratory experiment applying dimensionality reduction to the embedding features
(Section 8.4.3).

8.4.1 Selected Configurations

Not every configuration explored in the preceding sections is carried to the test set. Following the
same logic that guided the iterative search of Section 8.1, a configuration is promoted only when
it is informative for the task this work aims to accomplish. Three criteria drive the choice. First,
within each feature family the configuration with the highest validation accuracy is retained,
since it represents the best version of that family found during the search. Second, at least one
non-leaking alignment is kept for each architecture, so that the leaky offset-0 configurations
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always have a comparison point that does not draw on same-day information2. Third, the
price-only baselines are included as a reference against which the news-derived features can be
read. For the configurations with the strongest results, marked in Table 8.10, the experiment is
repeated across three random seeds (42, 123, and 7). This is done to check that the accuracy
obtained reflects a stable property of the configuration rather than a fortunate choice of a single
seed.

The results in Table 8.10 mirror the pattern already observed on the validation set. The GDELT
offset-0 configurations, both for CrudeBERT probabilities and for sentence embeddings, reach
the highest test accuracies under both architectures, with mean values close to 60%. The fact that
these configurations generalise to unseen data, reaching test accuracies close to those observed on
the validation set, provides evidence that news-based features capture semantic content genuinely
informative about price direction. Although these configurations rely on same-day news and
therefore cannot be deployed in a next-day setting, the result demonstrates that the text encoding
process is able to extract market-relevant signal from news articles.
The non-leaking configurations sit lower: the lagged-returns baselines and the offset −1
alignments cluster around the 50% region on the test set, and the strongest non-leaking embedding
configuration, Ultimora avg/lagged, reaches a mean test accuracy of 50.30%, with values
ranging from 49.40% to 51.19% across seeds. The seed-to-seed variation of the offset-0
configurations is contained, with test accuracies moving by roughly two to three percentage
points. A fuller reading of these results, including the role of the same-day information used by
the offset-0 configurations, is deferred to the Conclusions chapter.

8.4.2 Longer Training: Relaxing the Best-Checkpoint Rule

All experiments reported so far share the same default training behaviour: at the end of
a run, the weights retained are those of the epoch with the lowest validation loss, rather
than the weights at the final epoch before early stopping. An inspection of the training
runs showed that this best-validation checkpoint is often reached quite early, so that much
of the later training is discarded. This motivates a final experiment in which this single
rule is relaxed: the weights of the final early-stopped epoch are kept instead, allowing the
model to observe the training data for more iterations. The intent is to test whether more
exposure to the training data yields better next-day accuracy, which is the primary goal of this work.

2A non-leaking configuration is not analyzed for LSTM embeddings since none of them exceeded the 50%
baseline on the validation set.
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Architecture Feature configuration Seed Val. Test

MLP Lagged returns 42 52.84% 51.49%
MLP CrudeBERT, Ultimora last/offset −1 42 53.13% 47.62%
MLP CrudeBERT, Ultimora avg/offset −1 42 53.13% 48.51%
MLP CrudeBERT, Ultimora ema/offset −1 42 53.13% 48.81%
MLP CrudeBERT, GDELT none/lagged 42 52.84% 52.38%

MLP Embeddings, GDELT avg/offset 0∗
42 59.12% 60.12%
123 57.01% 59.52%
7 58.51% 60.71%
avg 58.21% 60.12%

MLP Embeddings, GDELT none/offset 0∗ 42 54.63% 57.14%

MLP Embeddings, Ultimora avg/lagged

42 54.33% 49.40%
123 56.12% 50.30%
7 49.55% 51.19%
avg 53.33% 50.30%

LSTM Lagged returns 42 55.22% 51.19%
LSTM CrudeBERT, Ultimora ema/offset −1 42 52.24% 50.00%

LSTM CrudeBERT, GDELT avg/offset 0∗
42 60.60% 58.33%
123 61.19% 57.74%
7 60.00% 60.12%
avg 60.60% 58.73%

LSTM CrudeBERT, GDELT none/offset 0∗
42 56.72% 59.82%
123 56.72% 57.44%
7 56.72% 59.23%
avg 56.72% 58.83%

LSTM CrudeBERT, GDELT avg/offset −1 42 53.43% 49.70%

LSTM Embeddings, GDELT none/offset 0∗
42 56.72% 60.42%
123 57.91% 59.23%
7 56.12% 56.55%
avg 56.92% 58.73%

LSTM Embeddings, GDELT avg/offset 0∗
42 59.70% 62.20%
123 60.60% 59.52%
7 60.90% 60.12%
avg 60.40% 60.61%

Table 8.10: Validation and test accuracy of the selected configurations. Underlined configurations
are evaluated across three seeds. Configurations marked with (∗) carry leakage.
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Letting training continue in this way may cause the model to fit the training set more closely. It is
worth noting, however, that validation accuracy is still measured on the final weights without
epoch selection, so the choice is not tuned to the validation data. A direct consequence is that
the validation accuracies reported in this section tend to be lower than those in the preceding
sections: in the default setting the retained checkpoint was selected to minimise validation loss,
which produces optimistic validation scores, whereas here no such selection is made and this is
the reason why lower validation scores are expected.

The configurations selected for this test are restricted to non-leaking alignments, since the goal
is a realistic next-day setting. The validation scores are reported in Table 8.11. Alongside
the configurations already promoted on validation grounds, three additional configurations
considered possibly valuable are introduced and marked with (†) in the table: the MLP and
LSTM embedding configurations with GDELT avg/offset −1, and the MLP CrudeBERT
configuration with GDELT avg/offset −1. These combine the avg squishing function, which
retains information from non-trading days, with the offset −1 alignment, making them the closest
non-leaking counterpart to the strong offset-0 configurations of Section 8.2.7. The corresponding
LSTM CrudeBERT combination with GDELT avg/offset −1 was already present among the
promoted configurations from Section 8.4.1 and does not require separate addition.

Architecture Feature configuration Val.

MLP Lagged returns 48.36%
MLP CrudeBERT, Ultimora last/offset −1 48.47%
MLP CrudeBERT, Ultimora avg/offset −1 46.27%
MLP CrudeBERT, Ultimora ema/offset −1 47.16%
MLP CrudeBERT, GDELT none/lagged 47.46%
MLP Embeddings, Ultimora avg/lagged 50.15%
MLP Embeddings, GDELT avg/offset −1† 49.55%
MLP CrudeBERT, GDELT avg/offset −1† 46.87%

LSTM Lagged returns 44.18%
LSTM CrudeBERT, Ultimora ema/offset −1 52.84%
LSTM CrudeBERT, GDELT avg/offset −1 49.55%
LSTM Embeddings, GDELT avg/offset −1† 47.76%

Table 8.11: Validation accuracy of selected non-leaking configurations with the final early-stopped
weights retained (seed 42). Configurations marked with (†) are the artificially introduced ones.

The configurations ranked in the top three by validation accuracy are selected for multi-seed test
evaluation. Since two configurations share the third-highest validation score of 49.55%, four
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configurations are evaluated in total. The results across three seeds are reported in Table 8.12.

Architecture Feature configuration Seed Val. Test

LSTM CrudeBERT, Ultimora ema/offset −1

42 52.84% 50.00%
123 48.96% 47.62%
7 52.54% 48.21%
avg 51.45% 48.61%

MLP Embeddings, Ultimora avg/lagged

42 50.15% 52.08%
123 55.22% 55.65%
7 54.03% 51.19%
avg 53.13% 52.97%

LSTM CrudeBERT, GDELT avg/offset −1

42 49.55% 49.70%
123 45.37% 49.40%
7 47.76% 48.21%
avg 47.56% 49.10%

MLP Embeddings, GDELT avg/offset −1

42 49.55% 53.57%
123 50.45% 52.68%
7 51.34% 52.68%
avg 50.45% 52.98%

Table 8.12: Three-seed spread of the configurations ranked in the top three by validation accuracy
under the relaxed checkpoint behaviour, with test-set results.

The multi-seed results in Table 8.12 show moderate variability across seeds. Under the relaxed
checkpoint behaviour, the retained weights are those of the final early-stopped epoch rather than
the epoch with the lowest validation loss. The validation accuracy therefore reflects performance
on an unseen split without having been optimised against it, making it a comparably unbiased
estimate to the test accuracy. The CrudeBERT probability configurations remain near or below
the 50% region across seeds and are not discussed further.

For the two best-performing embedding configurations, the analysis is enriched with per-class
precision, recall, and macro F1, reported in Table 8.13.

On average, both configurations attain comparable test accuracy and macro F1, with the Ultimora
avg/lagged and GDELT avg/offset −1 configurations reaching mean macro F1 values of
0.521 and 0.525 respectively. The per-class breakdown, however, reveals a systematic asymmetry:
averaged across seeds, recall for the positive class exceeds recall for the negative class on the test
set for both configurations, while precision values remain close across classes. This suggests a
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mild tendency to favour the positive class, which is particularly pronounced in specific seeds.
For Ultimora avg/lagged, seed 7 shows a strong positive-class bias on both splits, with class
−1 recall falling well below the other seeds while class +1 recall reaches values close to 0.73;
this outlier pulls the seed-averaged recall figures apart and should be interpreted with caution.
The GDELT configuration exhibits a similar pattern for seed 123.

Config. Split Seed Acc. Macro F1 Prec.−1 Rec.−1 Prec.+1 Rec.+1

Ultimora
avg/lagged

Val.

42 50.15% 0.501 0.489 0.546 0.516 0.459
123 55.22% 0.552 0.538 0.564 0.567 0.541
7 54.03% 0.522 0.542 0.356 0.539 0.715
avg 53.13% 0.525 0.523 0.489 0.541 0.572

Test

42 52.08% 0.520 0.522 0.488 0.520 0.554
123 55.65% 0.556 0.560 0.530 0.554 0.583
7 51.19% 0.487 0.521 0.292 0.508 0.732
avg 52.97% 0.521 0.534 0.437 0.527 0.623

GDELT
avg/offset −1

Val.

42 49.55% 0.494 0.480 0.448 0.508 0.541
123 50.45% 0.490 0.487 0.344 0.514 0.657
7 51.34% 0.512 0.500 0.472 0.525 0.552
avg 50.45% 0.499 0.489 0.421 0.516 0.583

Test

42 53.57% 0.535 0.538 0.500 0.533 0.571
123 52.68% 0.512 0.541 0.351 0.520 0.702
7 52.68% 0.527 0.527 0.524 0.527 0.530
avg 52.98% 0.525 0.535 0.458 0.527 0.601

Table 8.13: Per-class precision and recall with macro F1 for the two MLP embedding configura-
tions across three seeds, under the relaxed checkpoint behaviour.

Setting aside the individual seed behaviours described above, the overall picture that emerges is
one of a classifier that has learned a signal rather than collapsed to a trivial strategy. The mutual
agreement between validation and test accuracy, combined with macro F1 values consistently
above 0.50, supports the conclusion that the embeddings carry genuine predictive content. In the
context of the non-leaking configurations examined throughout this chapter, where results rarely
departed from the low 50% region, a mean val/test accuracy near 53% with balanced macro F1
represents a meaningful result.

ROC curve
A threshold-independent view of the same two configurations is given by the ROC curve, which
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measures how well a classifier ranks positive days above negative ones across all decision
thresholds rather than at the single 0.50 cut-off behind the accuracy figures. Figure 8.1 reports the
curves on the combined validation and test data, with the three seeds drawn as thin lines and their
average as a bold one. Both averaged curves lie above the chance diagonal over most of the range,
giving AUC values of 0.543 for Ultimora avg/lagged and 0.537 for GDELT avg/offset −1.
As both values exceed 0.50, the embeddings order the two classes better than chance, confirm-
ing through an additional metric the predictive content already indicated by accuracy and macro F1.

Figure 8.1: ROC curves for the two MLP embedding configurations on validation and test data.
Thin lines correspond to the three seeds, bold lines to their average. AUC of the average curves
is reported.

A closer look reveals a difference in the low false-positive-rate region. The Ultimora avg/lagged
curve stays above the diagonal across the whole range, whereas the GDELT avg/offset −1
curve falls marginally below it for false-positive rates up to ≈ 0.2 before rising again. The same
pattern appears in the seed-to-seed variability: the individual Ultimora curves remain above
the chance line throughout, while for GDELT some seeds cross below it in places. The signal
captured by the embeddings is therefore genuine but modest, with a portion of the GDELT
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variability extending below the no-discrimination baseline.

8.4.3 PCA Exploratory Experiment

Exploring dimensionality reduction is not among the primary objectives of this thesis, so this
last experiment is reported only briefly. The motivation follows the discussion in Section 7.4:
the daily embeddings have a large number of dimensions relative to the available observations,
and reducing them can lower the amount of noise the model has to cope with, by keeping only
the directions that carry most of the variance. PCA is applied to the two strongest embedding
configurations from Table 8.12, namely Ultimora avg/lagged and GDELT avg/offset −1;
results are reported in Table 8.14. The embedding dimension is reduced to 15 components,
chosen as a single exploratory value, and each configuration is evaluated across the same three
seeds.

Architecture Feature configuration Seed Val. Test

MLP Embeddings, Ultimora avg/lagged, PCA 15

42 54.63% 50.00%
123 57.01% 54.46%
7 52.24% 51.79%
avg 54.63% 52.08%

MLP Embeddings, GDELT avg/offset −1, PCA 15

42 43.28% 53.57%
123 45.07% 56.25%
7 45.07% 54.46%
avg 44.47% 54.76%

Table 8.14: Exploratory PCA experiment: embedding features reduced to 15 components,
evaluated across three seeds. Mean accuracy is reported in italics.

The two configurations behave differently across the two splits. For Ultimora avg/lagged, the
mean validation accuracy of 54.63% and the mean test accuracy of 52.08% are reasonably close,
consistent with the pattern already observed in Table 8.12 for the same configuration without
PCA. For GDELT avg/offset -1, the mean validation accuracy of 44.47% is notably lower
than the mean test accuracy of 54.76%. Under the changed checkpoint behaviour, this gap raises
a reliability concern, as it could indicate that the test result is not representative. This concern
is reinforced by the fact that neither split is privileged by epoch selection under the present
conditions, meaning the two scores carry comparable evidential weight and the low validation
accuracy cannot be dismissed.
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These results come from a single exploratory choice of component count and a systematic study
of the reduced dimensionality is left outside the scope of this work.
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Chapter 9

Future Work

This chapter outlines directions for extending the work presented in this thesis. The proposals are
ordered from incremental refinements of the existing pipeline to more speculative architectural
ideas.

9.1 Regression formulation.

All experiments in Chapter 8 use binary classification, predicting the sign of ret𝑡 . As discussed
in Section 8.1, the regression formulation supported by the pipeline was not explored due to the
volume of runs already conducted under classification. Extending the experimental campaign
to regression, where the model directly predicts the magnitude of ret𝑡 rather than its sign, is
a natural next step. This would provide a richer evaluation of the informational content of
news-derived features, and would allow comparison against existing regression-based baselines
in the financial forecasting literature [21].

9.2 Embedding standardization.

The sentence embeddings produced by CrudeBERT and by the Sentence Transformer models
used in this thesis are high-dimensional dense vectors that may benefit from standardization
before being fed to the downstream model. Three strategies of increasing complexity could
be considered: ℓ2 normalization, which rescales each daily embedding vector to unit length;
component-wise z-standardization across the components of each embedding, which corrects
for the anisotropy of pretrained embedding spaces where variance is not uniformly distributed
across dimensions; and the removal of the dominant principal component, proposed by [14],
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which they find to correspond to a corpus-wide discourse direction that contributes little seman-
tic content and whose subtraction consistently improves embedding quality on downstream tasks1.

9.3 Mahalanobis decorrelation for price inputs.

The lagged return features used throughout this thesis are z-standardized independently, which
normalizes scale but does not account for correlations across lags. Applying a Mahalanobis
transformation to the multivariate return input would decorrelate the lag window features, so that
the network receives inputs that carry less redundant information and are better conditioned for
gradient-based optimization. [20] demonstrated that this transformation applied to correlated
financial time-series inputs consistently improved predictive accuracy in an LSTM-based oil
price forecasting setting.

9.4 Richer and more targeted news sources.

The two news sources used in this thesis occupy opposite positions on the specificity-breadth
spectrum. GDELT, filtered by the keyword "brent oil", retrieves full-length articles
that are explicitly about crude oil, but at the cost of the keyword leakage issue discussed
in Chapter 6 and the retrospective price-description bias documented therein. On the
other hand Ultimora.net provides short breaking news items covering all domains without
topical restriction, preserving the timeliness and brevity of genuine breaking news but
at the cost of low commodity-market specificity. A source sitting between these two
extremes would be of considerable interest: a feed that retains the concise, real-time
character of breaking news while being restricted to commodity markets or energy sector
events. Specialised financial news wires, event-driven feeds filtered by named-entity extrac-
tion rather than keyword matching, or curated energy-sector channels would be natural candidates.

1In the machine learning terminology common in NLP, the upstream model is the pretrained component that
produces representations (here, the Sentence Transformer or CrudeBERT), while the downstream task is any task
that consumes those representations as input (here, the return-direction forecasting model).
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9.5 Discrete Cosine Transform pooling for article-level repre-
sentations.

The sentence embeddings used in this thesis are produced by pooling token-level representations
across the full article text, yielding a single fixed-size vector per article. For GDELT, the input
to the embedding model is a full news article, which can span several hundred tokens; for
Ultimora.net, each item is a short breaking news sentence of typically fewer than thirty tokens.
In both cases, the pooling operation discards sequential structure within the document.

The Discrete Cosine Transform (DCT) offers an alternative pooling strategy that preserves
word-order information [47]. Applied to the sequence of per-token vectors produced by
the encoder, the DCT decomposes the sequence into frequency components. Retaining the
lower-order coefficients, which capture slow variations across the token sequence, yields a
compact representation that encodes positional and syntactic structure that mean pooling
discards. For GDELT articles, where the sequential arrangement of sentences within a long
document may carry information about argumentation or narrative structure relevant to market
sentiment, this approach could produce richer representations than simple averaging. [16] report
that DCT-based embeddings outperform mean pooling and several more complex sentence
embedding methods on syntactic analogy tasks, suggesting that the lower-order frequency
coefficients capture non-trivial structural regularities.

9.6 Time-series foundation models.

The MLP and LSTM architectures evaluated in this thesis represent relatively compact models
trained from scratch on a limited dataset. A natural point of comparison is a large pre-trained
time-series foundation model, such as TimesFM [48], which is pre-trained on massive corpora of
diverse time-series data and is specifically optimized for time-series dynamics. Benchmarking
the news-augmented pipeline against such a model would help contextualize the performance
gains attributable to news-derived features relative to what a strong, general-purpose time-series
model achieves from price data alone.
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9.7 Autoregressive prediction in embedding space.

The most speculative direction proposed here concerns the possibility of modelling news-derived
information autoregressively in the continuous embedding space defined by the sentence
embedding models. The idea is as follows. Given a sequence of daily sentence embeddings
𝑒𝑡−𝐿 , . . . , 𝑒𝑡−1, where each 𝑒𝑡 is the aggregated embedding of all news published on day 𝑡, a
decoder-only architecture could be trained to predict the embedding 𝑒𝑡 of the following day’s
news as a regression objective in continuous embedding space rather than a classification over a
discrete vocabulary. This predicted embedding would then serve as an additional input feature
to the downstream forecasting model, representing an estimate of the latent news state of the
following day before the actual articles are observed.

This direction is directly related to a line of recent research on autoregressive modeling in
continuous sentence embedding spaces. [49] introduced the Large Concept Model, trained
by Meta to perform autoregressive sentence prediction in the continuous SONAR embedding
space using regression and diffusion objectives, operating at the sentence rather than token
level. Closer in spirit to the application envisioned here, [50] present a framework that adapts a
pretrained language model to autoregressively predict continuous embeddings of next sentences,
showing that this form of sentence-level reasoning can match token-level chain-of-thought
performance at reduced computational cost.

A particularly interesting extension concerns the interpretability of the predicted embeddings.
Since sentence embeddings encode semantic content, a predicted 𝑒𝑡 represents a point in a
semantically structured space. Training a token-level decoder that takes 𝑒𝑡 as its initial hidden
state and generates the sequence of tokens corresponding to a representative sentence with that
embedding would allow the model’s predictions to be read as approximate natural-language
descriptions of the expected market-relevant news of the following day, providing a form of
explainability that purely numerical predictions cannot offer.
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Chapter 10

Conclusions

At its core, this thesis asked whether news-derived features, namely CrudeBERT sentiment
probabilities and sentence embeddings, can improve the prediction of Brent crude oil futures
returns when combined with price-derived signals. The forecasting pipeline of Chapter 7
was built around a single prediction target: the sign of ret𝑡 . It was developed through the
ordered experimental path of Chapter 8, where feature families entered one at a time and were
retained only when they proved informative. Before any feature entered the pipeline, Chapter 6
characterised CrudeBERT’s predictive signal in isolation, so that its behaviour as a standalone
classifier could serve as a reference point for the full system. This chapter draws the two
analyses together: it first summarises what the standalone analysis revealed about CrudeBERT,
then what the forecasting system achieved, and finally places the two side by side, with par-
ticular attention to the central comparison between the full system and CrudeBERT used on its own.

10.1 The CrudeBERT Signal in Isolation

Chapter 6 established several properties of CrudeBERT that shaped every later design choice.
The first is a hard input requirement: the model was trained on English headlines and degrades
severely on every other language tested, producing confident misclassifications rather than
uncertain ones (Section 6.2). Using CrudeBERT reliably on the Italian content of Ultimora and
the multilingual content of GDELT therefore requires prior translation to English, a step adopted
throughout this work.

The second property concerns where, if anywhere, the model carries genuine directional signal.
A sweep over return horizons showed that most accuracy peaks are explained by the alignment
between the classifier’s prediction bias and the prevailing return distribution rather than by

97



semantic understanding (Section 6.3.2). GDELT predicts predominantly bearish and Ultimora
predominantly bullish, and their above-chance figures at medium horizons track the return regime
closely enough to be attributed largely to that alignment. The sub-period analysis reinforced
this reading: Ultimora’s medium-horizon accuracy collapses in the 2023 to 2026 regime,
when its bullish bias is no longer matched by the market (Section 6.4). The single exception
that survives every robustness check is the same-day GDELT spike, which occurs precisely
where the classifier’s bearish bias and the return distribution are opposed and therefore cannot
be a by-product of class imbalance. This same-day signal was identified as the one credible
candidate for genuine semantic content in the standalone analysis, with the explicit caveat that
same-day news cannot be acted upon in a live setting and is thus diagnostic rather than exploitable.

A targeted filtering experiment sharpened this reading. Removing from GDELT all articles
containing explicit price-movement phrases left the same-day accuracy essentially unchanged
(Section 6.3.3, Table 6.4). Taken at face value, this is compatible with the model extracting
direction from event-driven language rather than from retrospective statements of price moves.
That would point to a forecasting capability the next-day setting fails to exploit, simply because
the relevant information reaches the market faster than the news reports it. Indeed, if this were
the case, the problem would no longer be to build a working predictor, but simply to find a
news source fast enough to outpace the market. However, this interpretation must be advanced
with caution. It is difficult to accept that the filter removed all descriptive content, since price
movements can be conveyed through paraphrase and indirect phrasing that no finite keyword list
captures, so residual retrospective signal may well remain in the filtered corpus. The result is
best read as suggestive of genuine event-driven signal, not as conclusive proof of it.

These observations led to the source and alignment choices carried into the experiments: English
input throughout, both GDELT and Ultimora retained as feature sources, and WorldNews excluded
for tracking the return distribution with no residual signal of its own.

10.2 Performance of the Forecasting System

The experimental path of Chapter 8 ranked the feature families clearly. A price-only baseline
of z-standardised lagged returns served as the reference; the day-of-week calendar encodings
and the EMA of returns both failed to improve on it and were discarded. CrudeBERT class
probabilities gave at best a marginal lift. Sentence embeddings were the most informative
family by a considerable margin, and among the Sentence Transformer alternatives tested, the
embedding produced by CrudeBERT itself dominated on both sources.
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A single distinction organises the test-set results. A configuration is either non-leaking, and
therefore usable in a realistic next-day setting, or leaky, because it draws on same-day news
through the offset-0 alignment. The two regimes give qualitatively different pictures and are best
read separately.

Same-day horizon. The leaky offset-0 configurations attained the highest accuracies under
both architectures and for both feature types, reaching test accuracies close to 60% (Table 8.10):
the GDELT embedding configuration reached 57.14% under the MLP and 58.73% under the
LSTM on data never seen during development. These figures are not forecasting performance,
since same-day news cannot be traded on before the market closes. Their value is evidential.
The fact that a same-day text representation reaches ≈ 60% out-of-sample, generalising cleanly
from the development split to the test split, demonstrates that the encoding extracts genuine
market-relevant content from the news rather than tracking the prevailing return distribution.
The same-day result is, in other words, direct evidence that an accessible signal is present in the text.

Next-day horizon. At the next-day horizon, the strongest non-leaking configuration was the
Ultimora avg/lagged embedding under the MLP. This configuration was evaluated under the
relaxed-checkpoint protocol of Section 8.4.2. There, the validation split no longer selects the
retained weights, so it becomes an unbiased held-out estimate alongside the test split. This
configuration reached 52.97% on the test split and 53.13% on the validation split, averaging to
53.05% held-out accuracy with a balanced macro F1 above 0.50 (Table 8.12, Table 8.13). The
GDELT avg/offset −1 embedding corroborated this, reaching 52.98% on the test split with a
comparable macro F1.

This next-day figure should not be read as a near-miss of the random baseline. Across the entire
experimental campaign, non-leaking next-day configurations rarely cleared the low-50% region,
and the 53% to 55% band proved genuinely hard to reach. A mean held-out accuracy near 53%
with balanced per-class performance is, in this context, a substantive and hard-won result. The
result is also specific to the representation: the CrudeBERT probability configurations remained
at chance at this horizon, so the next-day gain is carried by the embeddings rather than by the
distilled three-class output. A threshold-independent reading agrees: the ROC analysis of the
two embedding configurations places both AUC values above 0.50 (Figure 8.1), so the next-day
result reflects a real above-chance ranking rather than a favourable choice of decision threshold.
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10.3 Comparison with Standalone CrudeBERT

On common ground. The reference figures for CrudeBERT used in isolation are those
reported over the test period in Section 6.8 (Table 6.5), which cover exactly the dates of the
test split and so allow a like-for-like comparison at matching horizons. At the same-day
horizon, standalone CrudeBERT reached 58.81% on GDELT with its best aggregation, while
the embedding-based system reached 60.12% under the MLP and 60.61% under the LSTM,
exceeding it. At the next-day horizon the contrast is sharper: standalone CrudeBERT carried
no usable signal over this period, with GDELT accuracy between 47.90% and 50.00% and
Ultimora between 47.60% and 48.50%, at or below chance, whereas the non-leaking embedding
configurations of the system reached roughly 53%. Feeding CrudeBERT’s own probabilities
into the system, by contrast, only matched the standalone classifier at both horizons and did not
surpass it. The conclusion is consistent across both horizons that can be placed on common
ground: the forecasting system built around sentence embeddings outperformed CrudeBERT
used on its own, while the system built around its distilled probabilities did not. The system
moved a text-based feature that was at chance on CrudeBERT into above-chance territory
at the only horizon that can be deployed, and it did so through the richer embedding representation.

Against the figures reported for CrudeBERT paper. A second comparison can be drawn
against the performance reported in the original CrudeBERT work [8]. Two differences must
be stated first. The original evaluation targets next-day WTI returns over 2012 to 2021 using a
RavenPack-sourced headline corpus, whereas this thesis targets Brent over 2017 to 2026 using
GDELT and Ultimora; the news corpora, the target contract, and the evaluation window all differ,
so the two sets of figures are not strictly commensurable. With that caveat, the comparison
remains informative. On its own benchmark, CrudeBERT reports an accuracy of 52.5% at the
next-day horizon, a level representative of a competent text-based directional model on that task.
When that same standalone classifier is applied to the Brent next-day setting of this thesis, it
does not reproduce that level and sits at chance (Table 6.5). The forecasting system, on the Brent
setting, reaches a comparable level, near 53% accuracy with a macro F1 around 0.52. The system
therefore recovers, on a different and arguably less clean corpus, performance of the same order
that CrudeBERT reports on its own benchmark, and it does so precisely where the standalone
classifier falls short. Read together with the common-ground comparison, the overall message is
that the full pipeline is the stronger of the two: it surpasses standalone CrudeBERT on matched
data and is on a par with the figures CrudeBERT reports on its own.
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10.4 Discussion

The pattern across all comparisons admits one coherent reading. The forecasting system
improves over standalone CrudeBERT by combining lagged price-derived features with lagged
news-based ones. The best-performing non-leaking configuration, Ultimora avg/lagged, is
precisely the one in which both the return history and the sentence embeddings of preceding
days are fed jointly to the model. The probability-based configurations, which pass only the
distilled three-class output to the same architecture alongside the same price features, do not
reach above-chance territory at the next-day horizon, confirming that the joint signal requires the
richer text representation to emerge.
This is also consistent with the same-day finding. The offset-0 result establishes that a
market-relevant signal is accessible in the text; even if a strategy to obtain news earlier in time
needs to be addressed. These findings together support the conclusion that the combination of
price and text modalities is what allows the system to go beyond what either source achieves on
its own.

Several boundaries qualify these conclusions without overturning them. The same-day results,
though the strongest in absolute terms, establish that a signal is present, not that a tradeable
strategy exists. The next-day margin, while real and hard-won, is modest in absolute size and
came from the relaxed-checkpoint training protocol. The recurrent architecture gave no advantage
over the MLP for the non-leaking embeddings, so the sequential structure of the data was left
unexploited by the configurations that matter most for deployment. Ultimora produces stronger
next-day results despite covering the sub-period least favourable to its own prediction bias, a
result that is consistent with genuine predictive power of the model rather than a regime artefact.
The exploratory PCA experiment is the only case where dimensionality reduction was tested
and was limited at a single component count of 15. PCA produced coherent validation and
test results for Ultimora avg/lagged, with mean validation accuracy of 54.63% and mean test
accuracy of 52.08%, averaging to 53.36% across both held-out splits and exceeding the accuracy
of 52.5% reported by CrudeBERT on its own benchmark [8]. The limited scope of these tests
and the considerable results achieved, warrants further investigation with a systematic search
over component counts.

10.5 Closing Remarks

Within these bounds, the thesis answers its guiding question. News-derived features can improve
return-sign prediction for Brent crude oil futures, both over a price-only baseline and over
CrudeBERT used in isolation. The improvement is conditional on combining news-based
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features with price-derived ones, and it is carried by sentence embeddings rather than by
sentiment probabilities. At the same-day horizon it is large and establishes that a genuine
market-relevant signal is accessible in the news text, even if that horizon cannot be exploited in a
live setting. At the next-day horizon the improvement is more modest but equally real. The
best non-leaking configuration reaches approximately 53% mean held-out accuracy, a level that
proved hard to attain consistently on the available data. This places the full pipeline ahead of
standalone CrudeBERT on matched data and on a par with the accuracy CrudeBERT reports on
its own benchmark.

Taken together, these findings distill to one clear message: sentence embeddings carry a genuine
predictive contribution, CrudeBERT’s sentiment probabilities carry far less, and the best result is
achieved only by combining embedding-based features with historical price returns.
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Appendix A

Retrospective Price-Description Keywords

Table A.1 reports the full set of keywords used to filter retrospective price-description articles
from the GDELT corpus. Each keyword is formed by combining a commodity term with a
directional verb stem. Phrases not following this compositional pattern are listed separately at
the bottom of the table.

Table A.1: Full list of retrospective price-description keywords used to filter GDELT articles.

Commodity Keywords
term

oil oil rose, oil fallen, oil drops, oil dropped, oil slipped, oil climbed,
oil gained, oil surged, oil plunged, oil edged up, oil edged down,
oil eased, oil rebounded, oil retreated, oil rallied, oil tumbled,
oil jumped, oil sank, oil skidded, oil prices fall, oil prices rise,
oil prices drop, oil prices gain, oil prices edge, oil prices slip,
oil prices surge

crude crude rose, crude fallen, crude drops, crude dropped, crude slipped,
crude climbed, crude gained, crude surged, crude plunged, crude edged up,
crude edged down, crude eased, crude rebounded, crude retreated, crude rallied,
crude tumbled, crude jumped, crude sank, crude skidded, crude prices fall,
crude prices rise, crude prices drop, crude prices gain

brent brent rose, brent fallen, brent drops, brent dropped, brent slipped,
brent climbed, brent gained, brent surged, brent plunged, brent edged up,
brent edged down, brent eased, brent rebounded, brent retreated, brent rallied,
brent tumbled, brent jumped, brent sank, brent skidded

wti wti rose, wti fallen, wti drops, wti dropped, wti slipped, wti climbed,
wti gained, wti surged, wti plunged, wti edged up, wti edged down,
wti eased, wti rebounded, wti retreated, wti rallied, wti tumbled,
wti jumped, wti sank, wti skidded

other multi-year high, multi-year low, weekly high, weekly low

103



104



Bibliography

[1] BP p.l.c., “Statistical review of world energy 2024,” BP p.l.c., Tech. Rep., 2024. [Online].
Available: https://www.bp.com/statisticalreview.

[2] L. Kilian, “Not all oil price shocks are alike: Disentangling demand and supply shocks in
the crude oil market,” American Economic Review, vol. 99, no. 3, pp. 1053–1069, 2009.
doi: 10.1257/aer.99.3.1053.

[3] J. D. Hamilton, “Causes and consequences of the oil shock of 2007–08,” Brookings Papers
on Economic Activity, vol. 2009, no. 1, pp. 215–261, 2009. doi: 10.1353/eca.0.0047.

[4] C. Baumeister and L. Kilian, “Forty years of oil price fluctuations: Why the price of oil
may still surprise us,” Journal of Economic Perspectives, vol. 30, no. 1, pp. 139–160, 2016.
doi: 10.1257/jep.30.1.139.

[5] Q. Zhang, Y. Hu, J. Jiao, and S. Wang, “The impact of Russia-Ukraine war on crude oil
prices: An EMC framework,” Humanities and Social Sciences Communications, vol. 11,
no. 1, pp. 1–12, 2024. doi: 10.1057/s41599-023-02526-9.

[6] P. C. Tetlock, “Giving content to investor sentiment: The role of media in the stock market,”
The Journal of Finance, vol. 62, no. 3, pp. 1139–1168, 2007. doi: 10.1111/j.1540-
6261.2007.01232.x.

[7] W. S. Chan, “Stock price reaction to news and no-news: Drift and reversal after headlines,”
Journal of Financial Economics, vol. 70, no. 2, pp. 223–260, 2003. doi: 10.1016/S0304-
405X(03)00146-6.

[8] H. Kaplan, R.-P. Mundani, H. Rölke, and A. Weichselbraun, “CrudeBERT: Applying
economic theory towards fine-tuning transformer-based sentiment analysis models to the
crude oil market,” arXiv preprint arXiv:2305.06140, 2023.

[9] R. Hashami and F. Maldonado, “Can news predict the direction of oil price volatility? A
language model approach with SHAP explanations,” arXiv preprint arXiv:2508.20707,
2025.

105

https://www.bp.com/statisticalreview
https://doi.org/10.1257/aer.99.3.1053
https://doi.org/10.1353/eca.0.0047
https://doi.org/10.1257/jep.30.1.139
https://doi.org/10.1057/s41599-023-02526-9
https://doi.org/10.1111/j.1540-6261.2007.01232.x
https://doi.org/10.1111/j.1540-6261.2007.01232.x
https://doi.org/10.1016/S0304-405X(03)00146-6
https://doi.org/10.1016/S0304-405X(03)00146-6


[10] N. Reimers and I. Gurevych, “Sentence-BERT: Sentence embeddings using siamese
BERT-networks,” in Proceedings of the 2019 Conference on Empirical Methods in Natural
Language Processing, 2019.

[11] J. Y. Campbell, A. W. Lo, and A. C. MacKinlay, The Econometrics of Financial Markets.
Princeton University Press, 1997.

[12] D. Araci, “FinBERT: Financial sentiment analysis with pre-trained language models,”
M.S. thesis, University of Amsterdam, 2019.

[13] P. Hafez, R. Matas, I. Grinis, F. Gomez, M. Kangrga, and A. Liu, “Factor investing with
sentiment: A look at asia-pacific markets,” RavenPack, White Paper, 2020.

[14] S. Arora, Y. Liang, and T. Ma, “A simple but tough-to-beat baseline for sentence embed-
dings,” in Proceedings of the 5th International Conference on Learning Representations
(ICLR), 2017.

[15] J. Opitz and A. Frank, “SBERT studies meaning representations: Decomposing sentence
embeddings into explainable semantic features,” in Proceedings of the 2nd Conference of
the Asia-Pacific Chapter of the Association for Computational Linguistics and the 12th
International Joint Conference on Natural Language Processing, 2022, pp. 625–638.

[16] X. Zhu and G. de Melo, “Sentence analogies: Linguistic regularities in sentence embed-
dings,” in Proceedings of the 28th International Conference on Computational Linguistics,
2020, pp. 3389–3400.

[17] S. Hochreiter and J. Schmidhuber, “Long short-term memory,” Neural Computation,
vol. 9, no. 8, pp. 1735–1780, 1997. doi: 10.1162/neco.1997.9.8.1735.

[18] R. C. Staudemeyer and E. Rothstein Morris, “Understanding LSTM – a tutorial into long
short-term memory recurrent neural networks,” arXiv preprint arXiv:1909.09586, 2019.
arXiv: 1909.09586 [cs.NE]. [Online]. Available: https://arxiv.org/abs/1909.
09586.

[19] MathWorks, Cos’è una Long Short-Term Memory (lstm)? Accessed: May 6, 2026, 2024.
[Online]. Available: https://it.mathworks.com/discovery/lstm.html.

[20] S. Urolagin, N. Sharma, and T. K. Datta, “A combined architecture of multivariate LSTM
with Mahalanobis and Z-score transformations for oil price forecasting,” Energy, vol. 231,
p. 120 963, 2021. doi: 10.1016/j.energy.2021.120963.

[21] W. Lu and Z. Huang, “Crude oil prices forecast based on mixed-frequency deep learning
approach and intelligent optimization algorithm,” Entropy, vol. 26, no. 358, 2024.

106

https://doi.org/10.1162/neco.1997.9.8.1735
https://arxiv.org/abs/1909.09586
https://arxiv.org/abs/1909.09586
https://arxiv.org/abs/1909.09586
https://it.mathworks.com/discovery/lstm.html
https://doi.org/10.1016/j.energy.2021.120963


[22] B. Fattouh, “An anatomy of the crude oil pricing system,” Oxford Institute for Energy
Studies, Tech. Rep. WPM 40, 2011. [Online]. Available: https://www.oxfordenergy.
org/publications/an-anatomy-of-the-crude-oil-pricing-system/.

[23] D. Bakas and A. Triantafyllou, “Commodity price volatility and the economic uncertainty
of pandemics,” Economics Letters, vol. 193, p. 109 283, 2020. doi: 10.1016/j.econlet.
2020.109283.

[24] Intercontinental Exchange, “ICE brent crude oil futures: Contract specifications,” Inter-
continental Exchange, Tech. Rep., 2024. [Online]. Available: https://www.ice.com/
publicdocs/futures/ICE_Brent_FAQ.pdf.

[25] S&P Global Commodity Insights, “Platts to reflect WTI midland in dated brent from june
2023,” S&P Global, Tech. Rep., 2023. [Online]. Available: https://www.spglobal.
com/commodityinsights/en/market-insights/blogs/oil/060822-platts-

to-reflect-wti-midland-in-dated-brent-cash-bfoe-from-june-2023.

[26] S&P Global Commodity Insights, “Platts crude oil methodology and specifications guide,”
S&P Global Commodity Insights, Tech. Rep., 2024. [Online]. Available: https://www.
spglobal.com/commodityinsights/plattscontent/_assets/_files/en/our-

methodology/methodology-specifications/crude-oil-methodology.pdf.

[27] Argus Media, “Argus crude methodology and specifications guide,” Argus Media, Tech.
Rep., 2024. [Online]. Available: https://www.argusmedia.com/methodology.

[28] J. C. Hull, Options, Futures, and Other Derivatives, 10th. Pearson, 2017.

[29] U.S. Energy Information Administration, “Weekly petroleum status report,” U.S. Energy
Information Administration, Tech. Rep., 2024. [Online]. Available: https://www.eia.
gov/petroleum/supply/weekly/.

[30] M. H. Pesaran and A. Timmermann, “A simple nonparametric test of predictive perfor-
mance,” Journal of Business & Economic Statistics, vol. 10, no. 4, pp. 461–465, 1992.
doi: 10.1080/07350015.1992.10509922.

[31] J. D. Hamilton, Time Series Analysis. Princeton University Press, 1994.

[32] I. Goodfellow, Y. Bengio, and A. Courville, Deep Learning. MIT Press, 2016.

[33] K. Hornik, M. Stinchcombe, and H. White, “Multilayer feedforward networks are universal
approximators,” Neural Networks, vol. 2, no. 5, pp. 359–366, 1989. doi: 10.1016/0893-
6080(89)90020-8.

[34] D. E. Rumelhart, G. E. Hinton, and R. J. Williams, “Learning representations by back-
propagating errors,” Nature, vol. 323, pp. 533–536, 1986. doi: 10.1038/323533a0.

107

https://www.oxfordenergy.org/publications/an-anatomy-of-the-crude-oil-pricing-system/
https://www.oxfordenergy.org/publications/an-anatomy-of-the-crude-oil-pricing-system/
https://doi.org/10.1016/j.econlet.2020.109283
https://doi.org/10.1016/j.econlet.2020.109283
https://www.ice.com/publicdocs/futures/ICE_Brent_FAQ.pdf
https://www.ice.com/publicdocs/futures/ICE_Brent_FAQ.pdf
https://www.spglobal.com/commodityinsights/en/market-insights/blogs/oil/060822-platts-to-reflect-wti-midland-in-dated-brent-cash-bfoe-from-june-2023
https://www.spglobal.com/commodityinsights/en/market-insights/blogs/oil/060822-platts-to-reflect-wti-midland-in-dated-brent-cash-bfoe-from-june-2023
https://www.spglobal.com/commodityinsights/en/market-insights/blogs/oil/060822-platts-to-reflect-wti-midland-in-dated-brent-cash-bfoe-from-june-2023
https://www.spglobal.com/commodityinsights/plattscontent/_assets/_files/en/our-methodology/methodology-specifications/crude-oil-methodology.pdf
https://www.spglobal.com/commodityinsights/plattscontent/_assets/_files/en/our-methodology/methodology-specifications/crude-oil-methodology.pdf
https://www.spglobal.com/commodityinsights/plattscontent/_assets/_files/en/our-methodology/methodology-specifications/crude-oil-methodology.pdf
https://www.argusmedia.com/methodology
https://www.eia.gov/petroleum/supply/weekly/
https://www.eia.gov/petroleum/supply/weekly/
https://doi.org/10.1080/07350015.1992.10509922
https://doi.org/10.1016/0893-6080(89)90020-8
https://doi.org/10.1016/0893-6080(89)90020-8
https://doi.org/10.1038/323533a0


[35] V. Bui, N. T. Le, V. H. Nguyen, J. Kim, and Y. M. Jang, “Multi-behavior with bottleneck
features lstm for load forecasting in building energy management system,” Electronics,
vol. 10, no. 9, p. 1026, 2021.

[36] Yahoo Finance, Yahoo finance – BZ=F brent crude oil front month futures, https:
//finance.yahoo.com/quote/BZ=F/, Accessed: 2025, 2025.

[37] The GDELT Project, The GDELT project, https://www.gdeltproject.org/, Ac-
cessed: 2025, 2025.

[38] Jigsaw, Jigsaw – a unit within Google, https://jigsaw.google.com/, Accessed:
2025, 2025.

[39] Ultimora.net, Ultimora.net, https://ultimora.net/, Accessed: 2025, 2025.

[40] Helsinki-NLP, Helsinki-NLP models – Hugging Face, https://huggingface.co/
Helsinki-NLP, Accessed: 2025, 2025.

[41] N. Reimers and I. Gurevych, Sentence transformers: Multilingual sentence, paragraph,
and image embeddings, https://www.sbert.net/, Accessed: 2025, 2019.

[42] International Energy Agency, “World energy outlook 2022,” IEA, Tech. Rep., 2022.
[Online]. Available: https://www.iea.org/reports/world-energy-outlook-
2022.

[43] T. Wolf et al., “Transformers: State-of-the-art natural language processing,” in Proceedings
of the 2020 Conference on Empirical Methods in Natural Language Processing: System
Demonstrations, Association for Computational Linguistics, 2020, pp. 38–45.

[44] A. V. Oppenheim and R. W. Schafer, Discrete-Time Signal Processing, 3rd ed. Prentice
Hall, 2010, isbn: 978-0-13-198842-2.

[45] D. P. Kingma and J. Ba, “Adam: A method for stochastic optimization,” arXiv preprint
arXiv:1412.6980, 2014. [Online]. Available: https://arxiv.org/abs/1412.6980.

[46] T. Hastie, R. Tibshirani, and J. Friedman, The Elements of Statistical Learning: Data
Mining, Inference, and Prediction, 2nd ed. Springer, 2009.

[47] N. Almarwani, H. Aldarmaki, and M. Diab, “Efficient sentence embedding using discrete
cosine transform,” arXiv preprint arXiv:1909.03104, 2019. [Online]. Available: https:
//arxiv.org/abs/1909.03104.

[48] A. Das, W. Kong, A. Leach, S. Mathur, R. Sen, and R. Yu, “A decoder-only foundation
model for time-series forecasting,” arXiv preprint arXiv:2310.10688, 2023. [Online].
Available: https://arxiv.org/abs/2310.10688.

108

https://finance.yahoo.com/quote/BZ=F/
https://finance.yahoo.com/quote/BZ=F/
https://www.gdeltproject.org/
https://jigsaw.google.com/
https://ultimora.net/
https://huggingface.co/Helsinki-NLP
https://huggingface.co/Helsinki-NLP
https://www.sbert.net/
https://www.iea.org/reports/world-energy-outlook-2022
https://www.iea.org/reports/world-energy-outlook-2022
https://arxiv.org/abs/1412.6980
https://arxiv.org/abs/1909.03104
https://arxiv.org/abs/1909.03104
https://arxiv.org/abs/2310.10688


[49] L. Barrault et al., “Large concept models: Language modeling in a sentence representation
space,” arXiv preprint arXiv:2412.08821, 2024. [Online]. Available: https://arxiv.
org/abs/2412.08821.

[50] S. Bhatt et al., “Latent reasoning via sentence embedding prediction,” arXiv preprint
arXiv:2505.22202, 2025. [Online]. Available: https://arxiv.org/abs/2505.22202.

109

https://arxiv.org/abs/2412.08821
https://arxiv.org/abs/2412.08821
https://arxiv.org/abs/2505.22202

	Acronyms
	Notation
	Introduction
	Related Works
	Sentiment Analysis for Financial Markets
	CrudeBERT
	Other forecasting news-based systems

	Sentence Embedding Techniques
	Deep Learning for Oil Price Forecasting

	Crude Oil Markets: Benchmarks, Derivatives, and Price Formation
	Introduction to Crude Oil as a Commodity
	Price Drivers and Volatility
	Global Benchmarks
	Price Reporting Agencies and Assessment Methodologies
	The Futures and Derivatives Market
	Key Performance Indicators
	Returns as the Prediction Target

	Machine Learning Background
	Why Neural Network Models for Oil Price Forecasting
	Neural Networks and the Multilayer Perceptron
	Recurrent Neural Networks
	Long Short-Term Memory Networks
	Architecture
	Gradient Flow and Long-Range Dependencies
	Suitability for Financial Time Series


	Data
	Price Data
	News Data
	GDELT
	Ultimora.net
	WorldNews

	Preprocessing Pipeline
	Feature Extraction

	CrudeBERT Signal Analysis
	Overview
	Language Sensitivity
	Temporal Optimality
	Accuracy vs Return Horizon
	Bias Diagnostic: Genuine Signal vs Class Imbalance
	Negative Control
	Rolling Accuracy Over Time
	Single-Day Return with Offset Sweep

	Sub-Period Robustness
	Entry-Timing Analysis
	Full-Sample Heatmaps
	Optimal Entry Timing
	Best Achievable Accuracy
	Accuracy Slices at Fixed Horizons
	Sub-Period Analysis

	Trading Simulation
	Multi-Source Comparison
	CrudeBERT Signal on the Test Period
	Design Implications

	Methodology
	Implementation Overview
	Prediction Target Construction
	News Retrieval
	GDELT Path
	Ultimora Path

	Sentence Embeddings
	Additional Features
	Lag Tables and Feature Matrix Construction
	Data Split and Standardisation
	Model Instantiation and Training
	Evaluation and Run Artifacts

	Experiments
	Experimental Strategy and Scope
	MLP Experiments
	Default Configuration
	Baseline
	Hyperparameter Search
	Calendar Feature: Day of Week
	EMA of returns.
	CrudeBERT Sentiment Probabilities
	Sentence Embeddings: GDELT
	Sentence Embeddings: Ultimora.net

	LSTM Experiments
	Default Configuration
	Baseline and Tuning
	Exponential Moving Average
	CrudeBERT Probabilities
	Sentence Embeddings

	Test-Set Evaluation
	Selected Configurations
	Longer Training: Relaxing the Best-Checkpoint Rule
	PCA Exploratory Experiment


	Future Work
	Regression formulation.
	Embedding standardization.
	Mahalanobis decorrelation for price inputs.
	Richer and more targeted news sources.
	Discrete Cosine Transform pooling for article-level representations.
	Time-series foundation models.
	Autoregressive prediction in embedding space.

	Conclusions
	The CrudeBERT Signal in Isolation
	Performance of the Forecasting System
	Comparison with Standalone CrudeBERT
	Discussion
	Closing Remarks

	Retrospective Price-Description Keywords
	Bibliography

