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Abstract

Modern networks are becoming increasingly complex, creating opportunities for
Large Language Models (LLMs) to assist network administrators with routine
tasks and troubleshooting. However, we lack proper methods to evaluate how
well these models actually perform in real network environments. Without
standardized evaluation frameworks, it remains unclear how effectively different
LLMs can handle network administration tasks and which interaction strategies
yield the best results.

This thesis addresses this gap by developing a comprehensive evaluation
framework specifically designed to assess LLMs in network administration con-
texts. The framework features automated ground-truth generation, compara-
tive analysis across diverse network environments, and systematic evaluation
of both direct prompting and agent-based approaches using commercial and
local LLMs. Through standardized network management scenarios, this work
establishes performance baselines across different model types and interaction
strategies, while identifying key challenges in applying LLMs to network admin-
istration tasks. The research contributes a reproducible evaluation methodology
that provides foundational benchmarks for future Al-driven network manage-
ment research.

Our evaluation of eight commercial and local LLMs across standardized
network scenarios reveals that GPT models achieve over 90% accuracy in net-
work administration tasks, significantly outperforming local models like Qwen
and Mistral which averaged below 50% accuracy. The results demonstrate that
commercial models with agent-based approaches provide the most reliable per-
formance for complex network troubleshooting, though at the cost of increased

processing time.
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Introduction

MOTIVATION AND BACKGROUND

This project originated from Prof. Mauro Conti’s course, "Cybersecurity:
Principles and Practices", which offers students the opportunity to participate
in ongoing cybersecurity research alongside PhD students and researchers from
the SPRITZ group.

I chose to further develop and expand upon the work presented in the
paper "Can LLMs Understand Computer Networks? Towards a Virtual System
Administrator” [2].

The paper [2] explores the potential of Large Language Models (LLMs) as
virtual System Administrators to tackle the complexity of modern computer
networks, emphasizing both management and security tasks. It introduces a
novel framework to evaluate LLMs’ ability to understand network topologies
using NetJSON encoding.

Despite promising results in basic network comprehension, challenges per-
sist with complex networks, particularly concerning LLMs’ limitations in rec-
ognizing subnetting and IP allocation. The study highlights security concerns,
including the confidentiality risks associated with proprietary models and the
necessity for careful prompt engineering.

These findings suggest that while LLMs can enhance security and trou-
bleshooting, further refinement and secure implementations are critical for prac-

tical applications in network environments.



CHAPTER 1. INTRODUCTION

PROBLEM DEFINITION

To effectively evaluate the capability of LLMs in understanding and man-
aging computer networks, it is critical to establish a reliable ground truth for
benchmarking their performance. Currently, there is a lack of systematic tools
capable of generating precise, programmatic answers to network-related queries,
making it challenging to objectively validate LLM outputs. The complexity of
modern networks makes manual verification of LLM responses impractical and
error-prone.

Therefore, the development of a programmatic ground-truth generator is
necessary. Such a tool would provide definitive answers to network queries,
ensuring objective and consistent evaluation of LLMs. This approach auto-
mates the assessment process and lays the foundation for comprehensive LLM
validation.

This thesis addresses these challenges through two primary objectives: first,
developing a robust evaluation framework capable of easily verifying LLM re-
sponses with accurately generated ground truth; and second, systematically
assessing LLM capabilities and limitations in network-related tasks using this
framework.

Specifically, this research aims to:

e Develop systematic methods for generating reliable ground-truth answers
to complex network-related queries.

e Create automated validation mechanisms that can objectively assess LLM
performance in network management tasks.

e Conduct empirical evaluation of various LLMs to identify their strengths,
weaknesses, and limitations in network understanding and management.

e Analyze the impact of different prompt engineering techniques on LLM
performance in network-related scenarios.
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RESEARCH (QUESTIONS

Based on the objectives outlined above, this thesis seeks to answer the fol-

lowing research questions:

RQ1.

RQ2.

RQ3.

RQ4.

RQ5.

How can programmatic ground-truth generators be designed to reliably
answer complex network queries?

To what extent can automated validation mechanisms objectively assess
LLM performance in network management tasks?

How do different LLMs compare in their ability to understand and manage
computer networks?

What is the effect of various prompt engineering techniques on the accu-
racy and reliability of LLM responses in network scenarios?

What are the trade-offs between accuracy, efficiency, and scalability when
applying agent-based versus direct prompting approaches to LLM-driven
network management tasks?



Background

LLMs AND NETWORKING

Large language models are functions that map text to text [7]. These neural
network-based systems are trained on vast corpora of text data to learn patterns
in human language, enabling them to generate coherent responses, answer ques-
tions, translate languages, and perform various other language-related tasks.

Large Language Models (LLMs) have shown remarkable capabilities in natu-
ral language understanding and reasoning, and are increasingly being explored
for systems and networking tasks. In network administration, LLMs are attrac-
tive because they can interpret human intent, translate it into configurations or
diagnostic actions, and even interact with external tools. More recently, agent-
based paradigms have emerged, where an LLM coordinates a sequence of tool

calls or collaborates with other agents to complete multi-step tasks reliably.

ReLATED WORKS

LLM-PoweRED NETWORKING WORKFLOWS

Recent advances in the intersection of large language models (LLMs) and
computer networking have generated significant interest in both academia and
industry. Among the foundational surveysin this areais the work by Liu etal. [6],
which presents a comprehensive overview of how LLMs are being integrated
into networking workflows. The authors propose an abstract workflow for LLM-
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driven networking (LLMN) that encompasses six key stages: task definition,
data representation, prompt engineering, model evolution, tool integration, and
validation. This workflow serves as a practical roadmap for leveraging LLMs in
complex networking environments.

The survey highlights recent applications of LLMs in multiple networking
subfields, including network design, configuration, diagnosis, and security. For
example, LLMs have been used to generate and evaluate algorithms for topology
management, synthesize router configurations, facilitate incident investigation,
and augment security tools such as protocol fuzzers and DDoS mitigation frame-
works. The paper also discusses agent-based approaches, where LLMs interact
with external knowledge sources and tools to solve complex tasks.

In addition to mapping the state of the art, Liu et al. identify open chal-
lenges for future research, including intelligent planning for complex tasks,
multimodal data representation, construction of network-specialized LLMs, au-
tonomous tool utilization, reliability and safety assurance, and improving real-
time performance. Their survey provides both a high-level framework and a
detailed mapping of recent advances, making it a foundational reference for

ongoing work in LLM-powered networking.

NeTwork EMULATION PLATFORMS

Beyond advances in LLM-powered networking workflows, the development
of scalable and reproducible network emulation platforms has been instrumental
in enabling experimental research. Katharéa [1] is a container-based framework
designed to support the deployment of Virtual Network Functions (VNFs) and
the coexistence of SDN (Software-Defined Networking) and traditional routing
protocols in arbitrarily complex topologies. Unlike virtual machine-based solu-
tions, Kathara leverages containers to significantly reduce setup and provision-
ing time, as well as memory and processing resource consumption, while achiev-
ing performance with minimal overhead compared to VM-based approaches.

Katharé supports programmable data-plane capabilities, including P4-com-
pliant switches, and facilitates migration of network nodes between virtual and
physical environments. Its architecture is extensible, relying on a modular
adapter for container platforms, and supports both user-driven and automated
(configuration file-based) network deployment. These features make Kathara

well-suited for experimentation with advanced network protocols and automa-
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tion workflows.

Previous frameworks, including Mininet [5] and Netkit [8], laid the ground-
work for emulated network research. Netkit, for example, relied on virtual
machines and offered a well-defined user interface that Kathard inherits and
extends. While Mininet provided a valuable environment for SDN experi-
mentation, the emergence of container technologies and programmable data
planes has created opportunities for improved scalability and resource efficiency.
Kathara’s adoption of containers, modular design, and integrated support for
both SDN/NFV and traditional protocols addresses evolving requirements in
network experimentation, demonstrating significant improvements in resource

utilization and deployment speed compared to VM-based alternatives.

AGENTS, TooLs, AND MULTI-AGENT SYSTEMS

Modern LLM-powered automation frameworks rely on several foundational
concepts to enable intelligent and flexible task execution. This section introduces
the notions of agents, tools, and multi-agent systems, clarifying their roles and

interactions in orchestrating complex workflows.

Agents. Inthecontextof LLM-powered automation, anagentisanautonomous
entity capable of perceiving its environment, making decisions, and executing
actions to accomplish specific tasks. These agents are typically instantiated as
language models or programs that leverage the reasoning and planning capabil-
ities of LLMs to operate with minimal human intervention. Unlike traditional
rule-based systems, LLM agents can interpret natural language prompts, decom-
pose complex tasks into manageable sub-goals, and adapt their strategies based
on environmental feedback and past experiences. The planning process in LLM
agents involves generating sequences of actions that bridge the gap between
current states and desired outcomes, often employing techniques such as task
decomposition, multi-plan selection, reflection and refinement, and memory-

augmented reasoning to enhance their problem-solving capabilities [3].

Tools. Agents can use external functions or interfaces, known as tools, to per-
form specialized actions that go beyond pure language reasoning. Examples
of tools include executing network commands, retrieving device configurations,

or interacting with simulation environments. By using tools, LLMs gain access
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to structured data, can perform calculations, and directly interact with network

devices or external systems.

Multi-Agent Workflows. Multi-agent workflows organize multiple agents,
each with specialized roles, into collaborative pipelines that solve complex tasks.
By combining the strengths of different agents through iterative information
gathering, decision-making, and synthesis, these workflows enhance overall
problem-solving capabilities. This paradigm is widely used in domains where
challenges are too intricate for a single agent to address effectively, making it
valuable for applications ranging from technical operations to general reasoning
tasks.

KATHARA

Kathara! is an open-source network emulation platform designed for build-
ing and managing virtual network topologies. As discussed in Section 2.2,
Katharé stands outamong modern network emulation platforms for its container-
based architecture, enabling the deployment of routers, switches, hosts, and
custom network devices in isolated environments. Researchers and practition-
ers can use Kathard to test and evaluate network protocols, experiment with
network configurations, and simulate real-world scenarios in a controlled and
reproducible manner. Its flexibility and ease of use make Kathara an ideal tool
for education, research, and development in network management and automa-
tion.

Given these capabilities, Kathard was chosen as the experimental platform
for this work, providing a robust and reproducible environment for evaluating

the performance and behaviors of large language models in networking tasks.

Thttps://www.kathara.org/
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System design and Methodology

This chapter presents the design and methodology employed in this research.
It outlines the systematic approach taken to evaluate Large Language Model
capabilities in network administration tasks, focusing on the development of a
robust evaluation framework and the generation of reliable ground-truth data

for benchmarking.

SYSTEM ARCHITECTURE

The framework employs a modular, plugin-based architecture designed
to evaluate Large Language Models (LLMs) on network topology understand-
ing tasks through multiple analytical approaches. As illustrated in Figure 3.1,
the system facilitates systematic comparison between different LLM interaction

paradigms while maintaining consistent evaluation standards.

Main COMPONENTS

The system is built around several interconnected components that work to-
gether to provide comprehensive LLM evaluation capabilities in network anal-

ysis contexts:

e KatharaClient: Provides a programmatic interface to the Kathara network
simulation platform, handling lab configuration loading and command
execution within containerized network environments. This component
abstracts the complexity of container orchestration and enables automated
interaction with simulated network devices.
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CORE SOLVERS LABS

Bulk solver

(Direct prompting) Agent solver

Network Lab 2

[ UsER
Kathara Analysis . Network Lab 3
Script

Client Engine

Network Lab 4

Question Question Question
2 3

QUESTIONS

Figure 3.1: System Architecture Overview.

e AnalysisEngine: Orchestrates the complete analysis workflow, managing
question processing across multiple LLM-solver combinations and col-
lecting comprehensive results. The engine coordinates between different
system components and aggregates performance metrics across various
evaluation dimensions.

e Kathara Labs: Pre-configured network topologies that serve as the foun-
dation for analysis tasks. These labs represent realistic network scenarios
with varying complexity levels, from simple point-to-point connections to
enterprise-grade multi-router configurations. Each lab includes complete
device configurations, routing tables, and network policies that LLMs must
understand and analyze.

e Question Plugin System: A modular framework where individual ques-
tions inherit from a common BaseQuestion interface, enabling extensible
addition of new network analysis tasks. Each plugin encapsulates specific
evaluation logic and expected outcomes, allowing researchers to easily
extend the evaluation suite with domain-specific challenges.

o Solver Framework: Implements multiple solving strategies, including di-
rect LLM prompting and multi-agent workflows, to approach network
analysis from different methodological perspectives. This framework en-
ables comparative analysis of various LLM interaction patterns and rea-
soning approaches within the same evaluation context.

Framework Workflow Overview. At a high level, the evaluation process be-
gins by selecting one or more Kathara Labs as target environments. For each

lab, the system instantiates a KatharaClient to manage simulation and data
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access, then the AnalysisEngine coordinates the evaluation by running each
question plugin, computing ground truth, and testing all (model, solver) pairs.
Solvers use either direct prompting or multi-agent workflows to generate LLM
responses, which are then validated against reference answers. Aggregated
results include structured accuracy metrics, timing data, and comparative sum-
maries across labs, questions, and models. The full operational workflow and

implementation specifics are explained in detail in Chapter 4.

EvaLUATION METHODOLOGY

This research employs a comparative evaluation approach to assess the capa-
bilities of Large Language Models in network management tasks. The method-
ology centers on comparing two distinct solving approaches: direct prompting
and multi-agent workflows, each representing different paradigms for LLM

interaction with network configuration data.

DirRecT PROMPTING APPROACH

The direct prompting approach presents all network configuration files di-
rectly to the LLM along with the analysis question in a single, comprehensive
interaction. This method emphasizes efficiency and simplicity, requiring models
to demonstrate comprehensive understanding of network configurations with-
out iterative refinement.

Key methodological characteristics include:

e Single-step interaction: Complete network context provided in one com-
prehensive prompt.

e Static configuration analysis: Models work with pre-gathered configura-
tion files from lab environments.

e Immediate response requirement: No opportunity for clarification or
additional data gathering.

e Structured output: Results are formatted directly into Pydantic models!
matching the question’s expected output schema.

Thttps://docs.pydantic.dev/latest/

10
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MutLti-AGENT WORKFLOW APPROACH

The multi-agent approach implements a structured pipeline where special-

ized agents collaborate through a systematic workflow. This methodology tests

the model’s ability to break down complex problems, gather information incre-

mentally, and synthesize findings through organized processes.

Key methodological characteristics include:

Sequential processing stages: A four-stage pipeline involving data re-
trieval, completeness validation, synthesis, and structured output genera-
tion.

Dynamic information gathering: Agents can request specific network
configuration data based on evolving understanding of the problem re-
quirements.

Completeness validation: Intermediate assessment ensures sufficient data
has been collected before proceeding to answer generation.

Tool-assisted analysis: Integration with specialized tools enables targeted
data retrieval beyond static file access.

Iterative refinement: The system can cycle between retrieval and valida-
tion stages until adequate information is gathered.

GROUND TRUTH (GENERATION

The evaluation framework employs a systematic approach to ground truth

generation that ensures objective validation of LLM responses. Correct answers

are computed independently for each question through direct interaction with

the network simulation environment, eliminating human bias and ensuring

consistency across evaluations.

ProGrRAMMATIC GROUND TRUTH COMPUTATION

Each question plugin implements a dedicated method that programmatically

derives correct answers through direct interaction with the Kathara network

simulation environment. This approach utilizes specialized validation strategies

tailored to different question categories:

Network topology analysis: Questions examining network structure and
device relationships.

11
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e Configuration analysis: Questions requiring parsing and interpretation
of network device configurations.

e Serviceinspection: Questionsidentifying running services and their char-
acteristics.

e Connectivity analysis: Questions determining network paths and reach-
ability.

The implementation ensures reliability through direct network access, struc-

tured output generation, and dynamic computation for each laboratory envi-

ronment.

VALIDATION FRAMEWORK

Ground truth validation employs automated comparison techniques to pro-
vide objective analysis of LLM response accuracy. The framework compares
structured responses against programmatically generated correct answers, fo-
cusing on content accuracy while accommodating acceptable variations in pre-

sentation format.

CoMPARATIVE EVALUATION FRAMEWORK

The evaluation framework enables systematic comparison between solving
approaches through controlled experimental conditions:

e Multi-lab support: The framework can accommodate multiple laboratory
environments, facilitating broader testing scenarios.

e Multiple model evaluation: Each approach can be tested across different
LLM families to identify method-specific advantages.

o Consistent problem sets: Both approaches are tested on identical network
laboratories to ensure fair comparison.

e Question filtering: Individual questions can specify lab whitelists, ensur-
ing appropriate question-laboratory matching.

e Standardized metrics: Performance is measured using uniform criteria
across all experiments.

e Comprehensive result collection: The system captures response accu-
racy, timing data, error messages, and detailed difference analysis for each
evaluation.

This implementation ensures that evaluation results are reproducible, objec-
tive, and scalable across different network topologies and question complexities,
providing reliable insights into LLM capabilities for network administration
tasks.

12
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EvaruatioN METRICS

To systematically assess the performance of each model/solver pair in net-
work administration tasks, a set of quantitative evaluation metrics was defined.
These metrics capture correctness, efficiency, and robustness across different

laboratory environments and question types.

e Accuracy (Success Rate): The proportion of correctly answered questions
out of the total attempted for each model/solver pair, expressed both
as a fraction (e.g., 15/16) and as a percentage (e.g., 93.8%). This metric
is reported per model/solver pair, per question, and overall across all
experiments.

e Timing Metrics:

— Average Time per Question: The mean processing time (in seconds)
required by each model/solver pair to generate an answer for an
individual question.

— Total Processing/Analysis Time: The cumulative time spent by each
model/solver pair across all questions and environments.

e Visualization Metrics: Performance was further analyzed using visual
tools such as matrices (correctness matrix), bar and pie charts (accuracy
distributions), and scatter plots (speed versus accuracy), facilitating com-
parative and trend analyses.

These metrics collectively provide a comprehensive framework for evaluating
both the correctness and efficiency of large language model-based approaches
to network administration. They enable detailed comparison across models,

solvers, laboratory scenarios, and question types.

13



Implementation Details

SystEM OPERATION AND WORKFLOW

This section explains how the framework operates in practice, starting from
the main entry point and following the actual execution flow through the system.

SysTEM ENTRY POINT AND CONFIGURATION

The framework operation begins in main.py, which serves as the primary
entry point and configuration hub for the entire evaluation system.

INITIAL SETUP AND CONFIGURATION
The system initialization follows a straightforward sequence:

1. Environment loading: API keys and configuration are loaded from envi-
ronment variables using python-dotenv.

2. Laboratory specification: Target network laboratories are specified as di-
rectory paths (e.g., labs/lab_medium-nat-web).

3. Question selection: Network analysis questions are instantiated from the
available plugin library.

4. Model configuration: Language models are configured, including both
OpenAl API models and local Ollama-hosted models.

The following code snippet from main.py demonstrates the configuration
process:

14
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1 # Load environment variables from .env
> load_dotenv ()

4+ # Configuration
5 LAB_PATHS = [
6 "labs/lab_medium-nat-web",

7 "labs/lab_small-internet-with-dns-and-web-server",

S

# Configure questions

11 questions = [

12 CanPingWithoutHopQuestion(ml="serverl", m2="r1",

13 lab_whitelist=["1lab_medium-nat-web"]),

14 CommonSubnetworkQuestion(ml="as100r1", m2="as100r3",

15 lab_whitelist=["lab_small -internet-with-
dns-and-web-server"]),

16 ZoneTransferQuestion(), # Runs on all labs

17 # Other question instances...

18 ]

19

20 # Configure LLM models

21 gpt4l = init_chat_model ("openai:gpt-4.1")
» gemma3 = ChatOllama(

23 model="gemma3:27b",

24 temperature=0,

25 base_url=0LLAMA_BASE_URL,
2% )

Code 4.1: System Configuration in main.py

EvaLuaTiION CONFIGURATION

The main configuration defines the complete evaluation matrix:

e Multiple laboratories: The system can evaluate across different network
topologies.

e Question variety: Different types of network analysis questions can be
included as needed.

e Lab-specific filtering: Questions can specify lab_whitelist parameters
to ensure they only execute on appropriate network topologies

e Model diversity: Both commercial (GPT models) and open-source models
(e.g., Gemma, Qwen) can be evaluated.

15



CHAPTER 4. IMPLEMENTATION DETAILS

e Solver comparison: Each model-question combination is tested with both
direct prompting and multi-agent approaches.

The analysis execution is triggered through the AnalysisEngine.run_analysis()
call:

1 # Run the analysis using the new class method approach

> results = AnalysisEngine.run_analysis/(

3 lab_paths=LAB_PATHS, # Multiple lab paths supported
4 questions=questions,

5 llm_solver_pairs=[ # Solver classes, not instances
6 (gemma3, BulkProcessingSolverFromFiles),

7 (gemma3, AgentSolverFromFiles),

8 (gpt_oss, BulkProcessingSolverFromFiles),

9 (gpt_oss, AgentSolverFromFiles),
10 # Additional model-solver combinations...

Code 4.2: Analysis Execution Configuration.

Core EvaruaTtioN PrROCESs

The heart of the system is the AnalysisEngine.run_analysis() method,
which orchestrates the complete evaluation workflow.

ANALYSIS ENGINE OPERATION

The AnalysisEngine receives three key inputs and manages the entire eval-

uation process:

e Laboratory paths: List of Kathara laboratory directories to evaluate

e Question instances: Collection of instantiated question plugins ready for
execution

e LLM-solver pairs: Combinations of language models and solving ap-
proaches to test

For each laboratory, the engine performs the following operations:

1. Laboratory instantiation: Creates a KatharaClient instance and deploys
the network laboratory

2. Question processing: Iterates through each question, injecting the labo-
ratory client and computing ground truth

16
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3. Solver execution: Tests each LLM-solver combination against the question

with access to the laboratory

4. Result collection: Gathers responses, performs validation, and records

accuracy metrics

The core evaluation loop is implemented as follows:

1 for lab_path in lab_paths:

2

3

4

20

21

22

23

24

25

26

lab_name = lab_path.rstrip(’/’).split(’/’)[-1]
lab_specific_results = []

with KatharaClient.from_lab_path(lab_path=lab_path) as kathara:
for question in questions:
# Check if this question applies to the current 1lab
if not question.applies_to_lab(lab_name):
continue # Skip questions not whitelisted for this
lab

# Inject the Kathara client into the question
question.inject_client (kathara)

# Get ground truth

ground_truth = question.get_ground_truth()

for model, solver_class in llm_solver_pairs:
# Instantiate solver with current lab path
solver = solver_class(lab_path=1lab_path)

try:
response_instance = solver.solve(
question=question, model=model)
successful = True
except Exception as e:
response_instance = None
successful = False

Code 4.3: Analysis Engine Core Loop.

GRrROUND TrRuTH COMPUTATION

Before any LLM testing begins, the system establishes the correct answer for

each question:

e Client injection: Each question receives a KatharaClient connected to
the live network simulation

17
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e Network interrogation: Questions execute commands, parse configura-
tions, and analyze the running network

e Answer generation: Raw network data is processed into structured Py-
dantic model responses

e Reference establishment: The ground truth serves as the authoritative
answer for comparison

SorLver ExecutioN AND COMPARISON

The framework tests two fundamentally different approaches to LLM-based

network analysis, enabling direct comparison of methodologies.

Direct PROMPTING APPROACH (BULKPROCESSINGSOLVERFROMFILES)
This solver implements a straightforward approach to network analysis:

1. Configuration gathering: All laboratory configuration files (.conf and
.startup) are collected

2. Context assembly: File contents are assembled into a comprehensive
prompt with clear organization

3. Single-shot querying: The complete context and question are sent to the
LLM in one interaction

4. Structured response: The LLM generates a response following the re-
quired Pydantic model schema

The file gathering and prompt construction process:

def _gather_context_files(self) -> str:

won nmuan

Traverse lab folder and retrieve .conf and .startup files.
context_parts = []
lab_base = os.path.basename (os.path.normpath(self.lab_path))

for root, _, files in os.walk(self.lab_path):
for filename in files:
if filename.endswith(’.conf’) or filename.endswith(’.
startup’):
file_path = os.path.join(root, filename)
rel_path = os.path.relpath(file_path, self.lab_path)
full_rel_path = f"{lab_base}/{rel_path}"

with open(file_path, ’'r’, encoding="utf-8’) as f:

18
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14 file_content = f.read()

15 context_parts.append(

16 £f"**PATH:** {full_rel_path} \n‘‘‘\n{file_content
\n‘f ‘\n\n"

17 )

18

19 return "\n\n".join(context_parts)

20

21 def _build_prompt(self, question_text: str) -> str:

2 """Construct the full prompt with lab context and question."""
23 context = self._gather_context_files()
24 complete_prompt = f"""*Lab Context:*

s {context}

26

27 You will only have access to the network configuration above.
28

29 *Question:*

30 {question_text}

31 return complete_prompt

Code 4.4: Direct Prompting Implementation.

MuLTi-AGENT APPROACH (AGENTSOLVERFROMFILES)

This solver implements a structured multi-step workflow with two agents
and two LLM processing nodes:

1. Retrieval agent: Identifies and gathers relevant network configuration
data based on the question requirements

2. Validation agent: Verifies that sufficient information has been collected to
answer the question

3. Final answer node: Provides a concise natural language answer to the
question using retrieved data

4. Structured output node: Converts the final answer into the required Py-
dantic model format
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Input: Question

Example: Can node A ping
node B?

e i )
(V Tool: GetDevicesName ‘\
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Figure 4.1: Multi-Agent Workflow for Network Analysis.

The multi-agent system provides specialized tools for dynamic data retrieval:

1 @tool

> def get_devices_name() -> Dict[str, List[str]]:

3 """Retrieves all device names in the network."""
4 devices = []

5 for filename in os.listdir(lab_path):

6 if filename.endswith(’.startup’):

7 device_name = filename[:-8] # Remove .startup extension
8 devices.append(device_name)

9

10 return {

11 "status": "success",

12 "devices": devices,

13 }

14

15 @tool
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16 def get_device_config(device_name: str) -> Dict[str, Any]:

17 """Retrieves the configuration for a given device name."""
18 device_files = {}

19 lab_base = os.path.basename(os.path.normpath(lab_path))

20

21 # Get files that start with device name

2 for filename in os.listdir(lab_path):

23 if filename.startswith(device_name + ’'.7):

2 file_path = os.path.join(lab_path, filename)

25 rel_path = f"{lab_base}/{filenamel}"

26 with open(file_path, ’'r’, encoding="utf-8’) as f:
27 content = f.read(Q)

28 device_files[rel_path] = content

29

30 return {

31 "status": "success",

32 "device_name": device_name,

33 "device_config": device_files

34 }

Code 4.5: Multi-Agent Tool Implementation.

ResuLT PROCESSING AND ANALYSIS

After all LLM-solver combinations have been tested, the system processes
and analyzes the results to provide comprehensive evaluation insights. This

process consists of two main steps: response validation and result aggregation.

RESPONSE VALIDATION

Each LLM response undergoes rigorous validation to ensure reliability and
consistency:

1. Structure validation: Responses are checked against expected Pydantic
model schemas to confirm adherence to the required format.

2. Content comparison: Valid responses are programmatically compared to
ground truth using DeepDiff analysis, quantifying any discrepancies.

The validation process compares LLM responses against ground truth data:

1 if response_instance is not None:
2 # Dump ground truth and response as dicts
3 gt_dict = ground_truth.model_dump ()

21



CHAPTER 4. IMPLEMENTATION DETAILS

4 resp_dict = response_instance.model_dump ()
5 # Compare using DeepDiff (ignoring order of items)

6 diff = DeepDiff(gt_dict, resp_dict, ignore_order=True).to_dict()

7 error_message =
8 else:

9 gt_dict = ground_truth.model_dump ()

10 resp_dict = {}

1 diff = {}

12 error_message = "Response did not contain valid output."

13

14 result = {

15 "lab_name’: lab_name,

16 "lab_path’: lab_path,

17 "model’: model_name,

18 "solver’: solver_name,

19 ‘question’: question.question_text,

20 "ground_truth’: gt_dict,

21 ’llm_response’: resp_dict,

2 verification_diff’: diff,

23 successful’: successful,

2 ‘error_message’: error_message,

25 "solver_elapsed_time’: end_solver_time - start_solver_time
2% }

Code 4.6: Response Validation Implementation.

REsuLT AGGREGATION

Once all responses have been validated, the system aggregates these results
to generate performance summaries organized by laboratory and question. This
enables systematic comparative analysis across different models and solving

strategies.

e Per-laboratory accuracy summaries: Computes accuracy metrics for each
lab, showing which model-solver combinations succeeded or failed for
each question.

e Question-specific tracking: Organizes results by question type, enabling
identification of challenging network analysis tasks.

e Model-solver pair evaluation: Tracks the performance of each (model,
solver) combination, listing them as correct or wrong per question.

e Binary success classification: Classifies responses as correct only if they
were successful and had no differences against ground truth.
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The aggregation logic is implemented as follows:

1 lab_accuracy_summaries = {}
2

3 for lab_name, lab_specific_results in lab_results.items():

4 lab_accuracy_summary = {}

5 for entry in lab_specific_results:

6 question = entry["question"]

7 model = entry["model"]

8 diff = entry.get("verification_diff", {})

9 diff successful = entry.get("successful", False)

11 # Entry is correct if successful AND has no differences

12 correct = diff_successful and not diff

13

14 if question not in lab_accuracy_summary:

15 lab_accuracy_summary[question] = {"correct": [], "wrong":
(13

16

17 solver_name = entry.get("solver")

18 if correct:

19 lab_accuracy_summary[question]["correct"].append((model,

solver_name))

20 else:

21 lab_accuracy_summary[question]["wrong"].append((model,
solver_name))

22

23 lab_accuracy_summaries[lab_name] = lab_accuracy_summary

24

25 # Return results and other statistics

2% return {

27 "results": all_results, # List of all per-attempt
results

28 "lab_results": lab_results, # Organized by lab

29 "lab_accuracy_summaries": lab_accuracy_summaries, # Per-lab/

question accuracy

30 "lab_count": len(lab_paths), # Total labs evaluated

31 "total_results": len(all_results), # Total response attempts
k) "elapsed_time": end - start # Total analysis duration
33 }

Code 4.7: Result Aggregation and Summary Generation.

This output structure provides a robust foundation for subsequent statistical

analysis and visualization of LLM performance in network administration tasks.
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Experimental Setup

To ensure consistency and comparability in model evaluation, all experi-
ments were conducted using the same two network laboratory environments

and a fixed set of network-related questions.

LABORATORY ENVIRONMENTS

The testbed consisted of two distinct simulated network laboratories, each
representing different network topologies and device configurations, including
a mix of routers and hosts. Both environments provided comprehensive device
configuration files, routing tables, and service definitions to support a broad

range of evaluation scenarios.

LAB 1: LAB_MEDIUM-NAT-WEB

Lab 1 simulates a medium-scale network scenario featuring both public and
private networks interconnected through routers. The topology includes mul-
tiple clients, web servers, and routers (R1, R2, R3), segmented into different
subnets:

e Public networks: Two separate public networks with distinct address
spaces.

e Private network: Isolated subnet with its own web server and client.

e Network address translation (NAT): Router R3 connects the private net-
work to public networks, enabling controlled access.
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e Device diversity: Includes clients, web servers, and routers to reflect
realistic enterprise setups.

This lab is designed to test tasks related to NAT, subnetting, route discovery,
and service accessibility.
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Figure 5.1: Lab 1 network diagram: lab_medium-nat-web

LAB 2: LAB_SMALL-INTERNET-WITH-DNS-AND-WEB-SERVER

Lab 2 represents a more complex network resembling a small-scale Internet
environment with multiple Autonomous Systems (ASes), DNS servers, and web

services:

o AS-level segmentation: Several AS domains (AS1, AS20, AS30, AS100,
AS200) interconnected through routers.

e DNS infrastructure: Distributed DNS servers, including root DNS and
local DNS for each AS.

o Web services: Multiple web servers deployed in different subnets.

e Complex routing: Multi-hop routing across AS boundaries and subnets.
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This environment enables evaluation of LLM capabilities in tasks such as

inter-domain routing, DNS resolution, and service discovery.
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Figure 5.2: Lab 2 network diagram: lab_small-internet-with-dns-and-web-
server. Source: [4]

(QUESTION SET

A standardized set of network administration questions was applied to both
laboratory environments. The questions were selected to cover key aspects
of network topology, configuration, and service management. Below is an

overview of the questions used in the experiments:

Q1: CanPingWitHouTHOP

CanPingWithoutHopQuestion(ml="serverl", m2="rl1l", lab_whitelist=["
lab_medium-nat-web"])

Determines if serverl can ping rl directly (without intermediary hops) in the

lab_medium-nat-web environment.

Q2: COMMONSUBNETWORK
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1 CommonSubnetworkQuestion(ml="as100r1", m2="as100r3", lab_whitelist=["

lab_small-internet-with-dns-and-web-server"])

Checks whether as100r1 and as100r3 are part of a common subnetwork in the

lab_small-internet-with-dns-and-web-server environment.

Q3: CounTtNODES

1 CountNodesQuestion()

Counts the total number of devices (nodes) present in the network.

Q4: DevicesWiteMosTIPs

1 DevicesWithMostIPsQuestion ()

Identifies devices that have been assigned the highest number of IP addresses.

Q5: DevicesWitTHMuttirLEIPs

1 DevicesWithMultipleIPsQuestion()

Lists all devices configured with multiple IP addresses.

Q6: IPV6ADDRESSES

1 IPv6AddressesQuestion ()

Extracts all IPv6 addresses assigned within the laboratory environment.

Q7: SUBNETWORKS

1 SubnetworksQuestion()

Enumerates all subnetworks present in the network configuration.

Q8: ZONETRANSFER

| ZoneTransferQuestion()

Checks if DNS zone transfers are permitted and identifies relevant configuration
details.
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Q9: ENABLEDSERVICES

1 EnabledServicesQuestion()

Lists all enabled network services running on devices in the laboratory environ-

ment.

MoDEL/SOLVER PAIRs

The results presented in the following chapter are organized into two distinct
tests based on the type of language model evaluated: Test 1 focuses on GPT
models, while Test 2 covers local models.

For each test, the specific model /solver pairs used in the evaluation are listed
below. For local models, parameter counts are also provided.

Test 1: GPT Models
Table 5.1: Model/Solver pairs for Test 1

Model Solver Type

GPT-4.1-mini Bulk Processing
GPT-4.1-mini Agent-based
GPT-4.1 Bulk Processing
GPT-4.1 Agent-based
GPT-5-mini Bulk Processing
GPT-5-mini ~ Agent-based
GPT-5-nano  Bulk Processing
GPT-5-nano  Agent-based
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Test 2: Local Models
Table 5.2: Model/Solver pairs for Test 2

Model Size Solver Type

Mistral-Small-32! 22B  Bulk Processing
Mistral-Small-32 22B  Agent-based

Llama-3.12 8B Bulk Processing
Llama-3.1 8B Agent-based
sec (Cisco)? 8B Bulk Processing
Qwen-34 14B  Bulk Processing
Qwen-3 14B  Agent-based
Llama-3.25 3B Bulk Processing
Llama-3.2 3B Agent-based
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Experimental Results

This chapter presents the results of the experiments conducted to evaluate
Large Language Model (LLM) performance in network administration tasks.
Building upon the methodology and system design described in Chapter 3,
we systematically analyze the effectiveness, accuracy, and reliability of different
LLMs and solving approaches through quantitative and qualitative metrics.

GENERIC OVERVIEW

Test1: Figure 6.1 summarizes the main statistics gathered during the first test.
Eight model/solver pairs were evaluated across two distinct lab environments,
for a total of 128 question runs. The overall accuracy achieved was 88.28%, with

an average time of 34.82 seconds per question, and a cumulative analysis time
of 4788.3 seconds ( ~ 1.3 hours).

(@ | J

8 2 128 88.28%

Model/Solver Pairs Lab Environments Total Question Runs Overall Accuracy

34.82s 4788.3s

Avg Time per Question Total Analysis Time

Figure 6.1: Test 1 - Generic Results Overview.
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Test 2: Figure 6.2 presents the main statistics from the second test. Nine
model/solver pairs were assessed across two lab environments, resulting in a
total of 144 question runs. The overall accuracy observed was substantially
lower at 23.61%, with an average time of 84.24 seconds per question and a total

analysis time of 12475.7 seconds (= 3.5 hours).

9 2 144 23.61%

Model/Solver Pairs Lab Environments Total Question Runs Overall Accuracy

84.24s 12475.7s

Avg Time per Question Total Analysis Time

Figure 6.2: Test 2 - Generic Results Overview.

MODEL PERFORMANCE SUMMARY

Test 1: Figure 6.3 shows a detailed breakdown of accuracy, success rate, and
processing time for each model/solver pair in the first test. Most pairs exceeded
90% accuracy, and processing speed varied notably across configurations.

Test 2: Figure 6.4 summarizes model/solver performance for the local mod-
els. Most pairs achieved less than 50% accuracy, with qwen3:14b (BulkPro-
cessingSolverFromFiles) reaching the highest at 50%. Some models, such as
sec8b:latest, did not answer any questions correctly. Processing times varied

widely across configurations.

CORRECTNESS MATRIX

The correctness of individual question responses for each model/solver pair
is summarized in the following matrices.

Test 1: Figure 6.5 provides a visual overview of correct and incorrect answers
for all model/solver pairs evaluated in the first test.

Test 2: Figure 6.6 show the corresponding results for the second test, illus-
trating the distribution of correct and incorrect responses across all evaluated

pairs.
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gpt-4.1-mini (openai-chat) * Excellent
BulkProcessingSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
93.8% 15/16 QUESTIONS
16

AVG TIME PER QUESTION

12.11s 193.7s

TOTAL PROCESSING TIME

15 correct out of 16 questions

gpt-5-mini (openai-chat) * Excellent
AgentSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
93.8% 15/16 ‘QUESTIONS
16

AVG TIME PER QUESTION

87.22s 1395.5s

TOTAL PROCESSING TIME

15 correct out of 16 questions

gpt-4.1 (openai-chat) * Excellent
AgentSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
81.2% 13/16 ‘QUESTIONS
16

AVG TIME PER QUESTION
36.41s 582.5s

TOTAL PROCESSING TIME

13 correct out of 16 questions

Figure 6.3:
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gpt-4.1-mini (openai-chat) * Excellent
AgentSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
93.8% 15/16 QuEsTIONS
16

AVG TIME PER QUESTION

27.63s 442.0s

TOTAL PROCESSING TIME

15 correct out of 16 questions

gpt-5-nano (openai-chat) * Excellent
AgentSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
93.8% 15/16 QUESTIONS
16

AVG TIME PER QUESTION

51.71s 827.3s

TOTAL PROCESSING TIME

15 correct out of 16 questions

gpt-5-nano (openai-chat) & Good
BulkProcessingSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
75.0% 12/16 QUESTIONS
16

AVG TIME PER QUESTION
23.61s 377.8s

TOTAL PROCESSING TIME

12 correct out of 16 questions

gpt-5-mini (openai-chat) * Excellent
BulkProcessingSolverFromFiles
ACCURACY SUCCESS RATE TOTAL
UESTIONS
93.8% 15/16 @
16

AVG TIME PER QUESTION

25.64s 410.3s

TOTAL PROCESSING TIME

15 correct out of 16 questions

gpt-4.1 (openai-chat) * Excellent
BulkProcessingSolverFrompFiles
ACCURACY SUCCESS RATE TOTAL
81.2% 13/16 ‘QUESTIONS
16

AVG TIME PER QUESTION

14.26s 228.2s

TOTAL PROCESSING TIME

13 correct out of 16 questions

Test 1 - Model Performance Summary.
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BulkProcessingSolverFromFiles BulkProcessingSolverFromFiles AgentSolverFromFiles

ACCURACY SUCCESS RATE TOTAL ACCURACY SUCCESS RATE TOTAL ACCURACY SUCCESS RATE TOTAL
‘QUESTIONS 'QUESTIONS ‘QUESTIONS
50.0% 8/16 43.8% 716 31.2% 5/16
16 16 16
AVG TIME PER QUESTION TOTAL PROCESSING TIME AVG TIME PER QUESTION TOTAL PROCESSING TIME AVG TIME PER QUESTION TOTAL PROCESSING TIME
36.47s 583.5s 30.31s 485.0s 223.99s 3583.9s
GEEE G -
8 correct out of 16 questions 7 correct out of 16 questions 5 correct out of 16 questions

AgentSolverFromFiles AgentSolverFromFiles BulkProcessingSolverFromfiles

ACCURACY SUCCESS RATE TOTAL 'ACCURACY SUCCESS RATE TOTAL ACCURACY SUCCESS RATE TOTAL
‘QUESTIONS 'QUESTIONS ‘QUESTIONS
25.0% 4/16 18.8% 3/16 18.8% 3/16
16 16 16
'AVG TIME PER QUESTION TOTAL PROCESSING TIME /AVG TIME PER QUESTION. TOTAL PROCESSING TIME 'AVG TIME PER QUESTION “TOTAL PROCESSING TIME
1.60s 25.7s 3.07s 49.1s 8.39s 134.2s
- - -
4 correct out of 16 questions 3 correct out of 16 questions 3 correct out of 16 questions

a g

BulkProcessingSolverFromFiles AgentSolverFromFiles BulkProcessingSolverFromFiles

ACCURACY SUCCESS RATE TOTAL 'ACCURACY 'SUCCESS RATE TOTAL ACCURACY SUCCESS RATE TOTAL
‘QUESTIONS 'QUESTIONS ‘QUESTIONS
18.8% 3/16 6.2% 1/16 0.0% 0/16
16 16 16
'AVG TIME PER QUESTION TOTAL PROCESSING TIME /AVG TIME PER QUESTION. TOTAL PROCESSING TIME 'AVG TIME PER QUESTION TOTAL PROCESSING TIME
4.84s 77.4s 210.52s 3368.4s 238.97s 3823.55
-— -
3 correct out of 16 questions 1 correct out of 16 questions 0 correct out of 16 questions

Figure 6.4: Test 2 - Model Performance Summary.
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Figure 6.5: Test 1 - Correctness Matrix.
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Figure 6.6: Test 2 - Correctness Matrix.
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AccuUrAcY vs PROCESSING SPEED

This section compares the accuracy and processing speed of each model/-
solver pair. The relationship between average time per question (seconds) and
overall accuracy (%) is illustrated for each test. Each point on the plot represents
a specific model/solver pair, with labels indicating their configuration.

Test 1: Figure 6.7 displays the results for the first test. The bottom right
quadrant of the chart signifies high accuracy and fast processing, an ideal re-
gion. Most pairs achieve relatively high accuracy, with notable differences in
processing speed. For example, gpt-4.1-mini (Bulk) is positioned close to
the Ideal region, while gpt-5-mini (Agent) achieves high accuracy but with

longer response times.

Model Performance: Accuracy vs Processing Speed
(Top-right quadrant = High accuracy & Fast)
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Figure 6.7: Test 1 - Accuracy vs Processing Speed.

36



CHAPTER 6. EXPERIMENTAL RESULTS

Test 2: Figure 6.8 illustrates the accuracy and processing speed for each
model/solver pair in the second test. No configurations reached the "Ideal"
region of high accuracy and fast response. Most pairs clustered in areas of low
to moderate accuracy, with several models exhibiting substantial processing
times. Notably, sec8b:latest (Bulk) and mistral-small3.2:latest (Agent) were both
slow and inaccurate, while qwen3:14b (Bulk) and mistral-small3.2:latest (Bulk)

achieved relatively higher accuracy with faster response times.
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Figure 6.8: Test 2 - Accuracy vs Processing Speed.
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Discussion

This chapter discusses the key outcomes of the experimental evaluation,
focusing on how the findings relate to the research questions and the broader
context of automated network administration. In addition, it addresses the

limitations of the study and outlines directions for future work.

Key FINDINGS

The experiments yielded several notable observations:

e LLM Performance: GPT models consistently outperformed smaller local
models in both accuracy and reliability. This highlights the advantage
of leveraging large-scale pre-trained architectures for complex network
management tasks.

e Agent vs. Direct Prompting: The Agent-based approach, designed to
increase accuracy through iterative reasoning and multi-step validation,
achieved results comparable to direct prompting but incurred higher la-
tency. This suggests that, in practice, the anticipated gains in correctness
may not always justify the additional computational overhead, especially
for time-sensitive applications.

o Efficiency of Direct Prompting: The direct prompt approach proved more
efficient and faster, as it condensed all relevant information into a single
request. While this one-shot strategy is effective for small to medium
network scenarios, its scalability may be limited. As network complexity
grows, the risk of performance degradation increases due to prompt length
and context limitations.
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e Local Model Performance: Local reasoning models tended to perform
worse in agent-based scenarios compared to direct prompting. For ex-
ample, Qwen3:14b achieved higher accuracy with direct prompting (Bulk-
Solver) than with the Agent solver, likely due to the increased context and
reasoning overhead introduced by the agent workflow.

InsiGHTS AND OBSERVATIONS

Beyond the primary results, additional noteworthy insights emerged during

the development and experimentation process:

e Prompt Design Challenges: Creating agent prompts that were universal
across all LLMs was difficult. Smaller models in particular struggled to
understand nuanced instructions and to avoid providing direct answers.

e Agent Looping Behavior: During multi-agent interactions, unexpected
looping occasionally occurred, especially when the validation agent re-
quested information that the retrieval agent could not provide. This was
mitigated by implementing a hardcoded limit on agent iterations.

e Prompt Sensitivity: Small tweaks in agent prompt wording could dramat-
ically affect output quality for certain LLMs, underscoring the importance
of careful and adaptive prompt engineering.

o Selective Retrieval with Agents: Although the Agent solver often in-
creases context overhead, it can be more efficient in scenarios requiring
targeted queries within large networks. For example, answering whether
two specific devices are directly connected can be handled by retrieving
only their configurations, rather than passing the entire network topology
to the LLM. This selective retrieval not only saves resources but may also
improve response accuracy for focused questions.

ANSWERS TO RESEARCH (QUESTIONS

This section addresses each research question introduced in Section 1.2.1,

grounding the answers in the experimental results and analysis presented above.
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RQ1: How can programmatic ground-truth generators be designed to reliably
answer complex network queries? This study demonstrates that program-
matic ground-truth generators, when built on robust network simulation and
systematic query parsing logic, can reliably answer a wide range of network-
related questions. As detailed in Chapter 3, the evaluation framework incor-
porates a dedicated ground-truth computation process for each question type,
leveraging direct interaction with the Kathara network simulation environment
to derive authoritative answers. Specifically, each question plugin implements
tailored methods for network interrogation (such as topology analysis, config-
uration parsing, and service inspection), ensuring that expected answers are
generated consistently and objectively.

Chapter 4 further describes how the framework injects a live KatharaClient
into each question instance, enabling automated execution of network com-
mands and dynamic extraction of relevant data. This design eliminates human
bias and supports systematic validation of LLM responses. By automating both
the computation and validation steps, the system provides a scalable and repro-
ducible mechanism for benchmarking LLMs on complex network queries.

RQ2: To what extent can automated validation mechanisms objectively as-
sess LLM performance in network managementtasks? Automated validation
mechanisms proved effective for objectively evaluating LLM outputs by compar-
ing them against ground-truth answers. In the experiments, these mechanisms
provided repeatable, unbiased assessments of accuracy across different models
and prompting strategies. Limitations arise when answers are ambiguous or
require subjective interpretation, but for structured queries with clear expected

outputs, objectivity is high.

RQ3: How do different LLMs compare in their ability to understand and
manage computer networks? GPT large models consistently outperformed
smaller local models in both accuracy and reliability when answering network
management queries. In the experiments, GPT models achieved an overall
accuracy of 88.28%, while local models reached only 23.61%. Local models
showed more variability and struggled with complex reasoning, especially in
agent-based workflows. Thus, model size and training data are critical factors

in network understanding and management capabilities.

40



CHAPTER 7. DISCUSSION

RQ4: What is the effect of various prompt engineering techniques on the
accuracy and reliability of LLM responses in network scenarios? Prompten-
gineering significantly impacted output quality. Agent prompts required care-
ful wording to avoid direct answers and control reasoning steps, with smaller
models being especially sensitive to prompt phrasing. While direct prompting
was more efficient, agent-based prompts were valuable for targeted queries and

complex tasks, provided prompt design was optimized.

RQ5: What are the trade-offs between accuracy, efficiency, and scalability
when applying agent-based versus direct prompting approaches to LLM-
driven network management tasks? Agent-based approaches offered improved
flexibility and scalability for targeted queries in large networks, allowing selec-
tive retrieval of relevant data. However, they incurred higher latency and com-
plexity, and their accuracy gains were not always substantial compared to direct
prompting. Direct prompting was faster and more efficient for small-to-medium
networks but may face limitations with context size as network complexity in-

creases. A hybrid approach may offer the best balance across diverse scenarios.

IMPLICATIONS FOR AUTOMATED NETWORK ADMINIS-

TRATION

The study’s findings highlight several actionable considerations for the adop-

tion and design of LLM-powered network management systems:

Choose Models Strategically. For tasks demanding high accuracy and relia-
bility, large-scale LLMs are preferable. However, practical deployments must
weigh privacy, cost, and latency, particularly when considering cloud-based

versus local solutions.

Balance Efficiency and Flexibility. Direct prompting offers speed and simplic-
ity for small-to-medium networks, but may hit limitations with larger topologies
due to prompt/context constraints. Consider anticipated network size when se-

lecting an approach.
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Leverage Agent-Based Approaches for Complexity. Agent solvers are advan-
tageous when queries are focused (e.g., targeted device checks in large net-
works), thanks to selective context retrieval. However, their increased latency

and complexity may limit their use in real-time or bulk scenarios.

Investin Prompt Engineering. Systems should be designed to support prompt
customization, as even minor changes can affect model outputs, especially for
less capable LLMs. Automated prompt validation and tuning could improve

robustness.

Ensure System Stability. Agent-based frameworks must include safeguards
(such as iteration caps) to prevent looping or deadlocks, supporting long-term

reliability.

Adopt Hybrid Strategies for Scalability. For large or evolving networks, com-
bining direct prompting for simple queries and agent-based retrieval for com-
plex, targeted tasks may optimize both performance and accuracy.

Overall, the results underscore the need for adaptable architectures and
ongoing evaluation, aligning model, solver, and prompt strategies with the

specific operational context and requirements of the network environment.

LIMITATIONS

While the results of this study offer valuable insights into LLM-driven net-
work administration, several limitations should be acknowledged:

Model Diversity and Scale. The evaluation focused on a select set of LLMs,
primarily comparing large GPT models with a limited range of local models.
Broader conclusions about LLM performance may require testing a wider variety

of architectures and sizes.

Experimental Scope. The experiments were conducted on simulated network
scenarios with controlled topologies and queries. Real-world networks may
present additional complexity, noise, and variability that could impact model

and framework performance.
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Prompt Engineering Constraints. While prompt sensitivity was investigated,
the study did not exhaustively explore advanced prompt engineering techniques
or automated optimization strategies, potentially leaving further performance

gains unexplored.

Latency and Resource Measurement for Local Models. Latency and resource
consumption for local models were observed in a specific hardware and software
environment. Performance results may differ significantly across deployments
with different computational resources, hardware configurations, or network

conditions.

Generalizability. The ground-truth generator and automated validation mech-
anisms were tailored to the scenarios and queries tested. Their reliability and
objectivity may not fully generalize to all network management tasks or to other

operational domains.

Future WoRk

Reflecting on the development and experimental use of the framework, sev-

eral areas for future improvement and exploration have emerged:

Expand Local Model Coverage. Due to hardware constraints, this work was
limited to relatively small local LLMs (up to 14B parameters). Future research
should assess larger local models as they become feasible, to better compare
their capabilities with state-of-the-art GPT models.

Advanced Prompt Engineering. Prompt design, especially in the agent-based
approach, was a notable challenge. Systematic research into more robust, adap-
tive prompt engineering and automated prompt optimization could yield sig-

nificant improvements in both accuracy and reliability.

Smarter Information Gathering. Currently, the agent approach retrieves en-
tire configuration files for each device, which can be inefficient. Implementing

more selective data retrieval could make the process faster and more targeted.
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New Tooling and Agent Capabilities. Integrating new tools, such as the ability
for agents to execute commands directly within network devices, would allow

richer and more realistic agent workflows and reasoning.

LLM Collaboration Strategies. Exploring alternative agent pipelines and LLM
collaboration schemes (e.g., multiple agents with distinct roles, hierarchical

workflows) could lead to improved performance, scalability, and robustness.

Nuanced Evaluation Metrics. The framework currently adopts a binary cor-
rectness measure, marking answers as wrong if they do not exactly match the
ground truth. Future work should consider partial credit for responses that are

partially correct, enabling a more nuanced assessment of model capabilities.

Ground Truth Reliability and Performance. As non-experts in network ad-
ministration, the ground truth generation and validation mechanisms were im-
plemented to the best of our ability but are not flawless. Collaborating with
domain experts and improving these components could enhance the validity of

future experiments.

Question Diversity and Complexity. Developing new and more complex net-
work management questions would better probe LLM reasoning, generalization,

and robustness, especially as models and agent workflows continue to advance.

Overall, both the framework and its application to LLM assessment offer
substantial room for refinement and expansion. Addressing these areas will
support more rigorous, scalable, and insightful evaluation of Al systems in

automated network administration contexts.
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Conclusions

This thesis investigated LLM-based approaches for computer network man-
agement, addressing five key research questions through systematic experimen-
tation and evaluation.

The experiments demonstrated that GPT-based models consistently outper-
form smaller local models in accuracy and reliability (RQ3), while prompt engi-
neering techniques significantly impact model performance in network scenar-
ios (RQ4). Agent-based approaches offer marginal correctness gains but incur
substantial computational overhead compared to direct prompting, making the
latter more suitable for time-sensitive operations and small to medium networks
(RQ5).

Key contributions include programmatic ground-truth generators for com-
plex network queries (RQ1) and automated validation mechanisms for objective
LLM assessment (RQ2), enabling rigorous evaluation of network management
solutions.

Study limitations include the limited model and scenario coverage, highlight-
ing future research directions in diverse network environments and advanced
architectures. This work provides a foundational framework for LLM-based net-
work management, offering practical guidance for balancing accuracy, efficiency,
and scalability in real-world deployments.
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