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Abstract

The emergence of Industry 4.0 and the associated rise of sensing technolo-
gies in industrial equipment has made the adoption of Machine Learning (ML)
solutions crucial in enhancing and making more efficient enterprise production
processes. However, the high demand for ML models often clashes with the
small number of professionals capable of handling such projects. For this rea-
son, Automatic Machine Learning (AutoML) tools are considered high-value
solutions, thanks to their capability to provide a suitable model for the provided
data without the need for the intervention by a ML expert. Indeed, AutoML
libraries are designed to be used in an easy way also for people with limited or
no experience with ML.

In this work, three important tasks involved in manufacturing, that are
Anomaly Detection, Visual Anomaly Detection, and Remaining Useful Life Esti-
mation, are considered. After analysing the most critical aspects of each task and
the state of the art, possible solutions are proposed for the development of spe-
cialised AutoML modules. Additionally, given the increasing emphasis on the
interpretability of ML models, part of the analysis performed aims at identifying
explainability tools, which are particularly important for an AutoML library. In
fact, they provide useful motivations for the model predictions, increasing also
the user confidence in AutoML tools.
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Introduction

Industry 4.0

The Fourth Industrial Revolution

In recent years, the debate regarding Industry 4.0 has become increasingly
important. The term Industry 4.0 dates back to November 2011 and was intro-
duced by the German government as "Industrie 4.0" at the Hanover Trade Fair.
In the following years, this concept attracted the attention of many other govern-
ments, especially in Europe, that began to develop local programs to implement
this new approach [15] [22].

Often this concept is associated with a real industrial revolution, that is the
fourth one. Looking back at the history of the previous three industrial revolu-
tions, which spanned almost 200 years, we can see that they always coincided
with revolutions in technology and approach to manufacturing. The First Indus-
trial Revolution occurred during the second half of the 18th century and it was
characterized by the introduction of the steam engine and the ying shuttle, as
well as the exploitation of water power and the passage from hand production
methods to mechanization. The assembly lines, pioneered by Henry Ford, are
the main protagonists of the Second Industrial Revolution, which came up dur-
ing the second half of the 19th century. The replacement of steam with chemical
and electrical energy, together with the rst use of petroleum, contributed to the
development of mass production. During the second half of the previous cen-
tury, the invention of the Integrated Circuit (microchip) was the technological
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driver of the so-called Third Industrial Revolution, characterized by the usage
of electronics and Information Technology to further increase automation in
production [42] [22] [15].

Similarly to the previous revolutions, also Industry 4.0 includes some tech-
nological innovations. Indeed, it can be seen as an umbrella term for several
technologies, some of which are sometimes considered synonyms of Industry
4.0: Internet of Things (lIoT), Cyber-Physical Systems (CPS), Cloud Computing,
Big Data, Augmented Reality, Autonomous Robotics, Additive Manufacturing,
and many others [15] [42]. The increasing popularity of Industry 4.0 and some
related concepts in the literature is visible in Figure 1.1, taken from [15].

Figure 1.1: Popularity of Industry 4.0 and other related concepts based on the
number of publications of each concept in the last seven years (up to May 2022).
Extracted from the Scopus database using exact match in the title [15].

Despite its increasing importance in literature, there is no precise and gen-
erally accepted de nition of Industry 4.0 among researchers [15]. However, the
most complete is provided by a recent systematic review [15], which de nes
Industry 4.0 as a "manufacturing philosophy that includes the application of
digital technologies in internal and external manufacturing operations in a way
that enables real-time integration (vertical, horizontal, end-to-end) among all
participants of the value chain to enhance operations and improve competitive-
ness". Beyond this de nition, there exist some design principles that characterise
Industry 4.0 and on which many researchers agree [15] [22] [42] [35]:

" Interoperability : the capability of systems to transact with other systems
[22]. In Industry 4.0 all factory components, i.e., machines, robots, people,
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and objects are connected through IoT and can communicate and share
di erent kinds of data.

Virtualisation : in Industry 4.0 the physical and virtual worlds are in-
terconnected and a virtual copy of everything is created (digital twin)[15].
This is achieved by means of the data collected through the huge amount of
sensors embedded in the factory's elements. Virtualisation is particularly
useful for maintenance.

Real-time capacity : it is the ability to collect data in real-time from di er-
ent sources, analyse them, and take actions on the basis of the extracted
information, which re ect the real-world conditions.

Service orientation : this principle is also known with the expression
Product-as-a-Service (PaaS), and is related to the ability of all connected
elements of the system to react to changes in the market and customer de-
mands [15]. The paradigm shift involves treating the product increasingly
as a service in order to add value to the customer.

Modularity : Industry 4.0 requires a major paradigm shift in industrial
manufacturing, with a transition from linear and rigid manufacturing
toward a exible and modular organisation, particularly able to quickly
adapt to changes in customer needs and market requirements.

Decentralisation : the factory's components in Industry 4.0 must be as
autonomous as possible and be able to make decisions without interme-
diaries. At the same time, they must be aligned with the nal goal of the
whole system.

System integration : there are three types of integration. Vertical integra-
tion, also called intra-company, involves the units of a single organisation;
horizontal integration, instead, embraces various organisations over the
value chain of the product; the end-to-end integration involves the entire

product life cycle, creating customised products and services [15].

Corporate social responsibility : this principle involves areas such as en-
vironmental and labour regulations. Indeed, companies that want to em-
brace this new business model have to consider its impact in terms of jobs
created or killed, and have to care about the environmental sustainability
of the new manufacturing approach [22] [21].

In Figure 1.2, taken from [22], are represented all the key principles of Indus-
try 4.0, together with the enabling technologies.

At the core of Industry 4.0 there is the concept of Smart factory, where
all production facilities and machines are connected and share information.
Industrial Internet of Things (lloT), that is, the application of loT technologies
in industrial production, is a technological enabler of this new type of factories
[15]. A second key enabler is represented by the Cyber-Physical Production
Systems (CPPS). In general, the Cyber-Physical Systems (CPS) are automated
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Figure 1.2: Design principles and technology trends of Industry 4.0 [22].

systems characterised by a deep interconnection between the physical and the
virtual environments. This is achieved by means of a network of sensors that
allow monitoring and extracting data from the physical world and creating a
virtual copy of it. Through the use of several smart actuators, this allows to act
in the physical environment, according to the information obtained. Embedded
systems facilitate the coordination of the physical elements and the digital ones
[15]. When this technology is adopted for production, is know as CPPS. They
are basically similar to lloT, but in the latter case CPPS are connected through
the Internet [29].

The goal of a Smart Factory is process e ciency, achieved through ma-
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chine and equipment automation and self-optimisation. This factory model
also allows for the reduction of resource waste, product defects, and machine
downtimes [22].

Another important concept is the Smart product, a special kind of product
provided with many di erent kinds of sensors that are embedded in it. These
sensors are able to acquire data about the product, the environment, and the
customer and communicate them through the Internet. This can be useful both
when the product is on the production line, being able to provide information
about its status, but also at the consumption stage, where information extracted
from sensors data can be considered an added value for the customer [22] [23].

The concepts and principles outlined above are just a few aspects that char-
acterise this Fourth Industrial Revolution. Moreover, the Industry 4.0 topic is
not completely de ned and subject to debate among experts, also because of
the underlying technology which is constantly evolving. From an implemen-
tation point of view, then, as noted by [22], to date there is no well-de ned
roadmap that would suit all companies interested in transitioning to Industry
4.0. There are a lot of challenges that a company has to face, among which there
are the huge initial capital investment, the low availability of employees with
the needed skills, the risk related to data security and the environmental impact
of the transition. However, the bene ts of Industry 4.0 could be remarkable,
for instance, in terms of revenue gains, cost reduction, improved e ciency and
productivity, competitivity, without excluding those in the environmental and
social elds [15] [22] [21].

Machine Learning for Industry 4.0

As observed in the previous subsection, the virtual world of digits plays
a vital role in Industry 4.0. Indeed, the factory's components continuously
collect data about their status and the environment thanks to the large adoption
of smart sensors. In this scenario, Machine Learning techniques are essential
in leveraging the huge amount of gathered data to make intelligent decisions
in many manufacturing tasks. Other techniques adopted include the more
speci ¢ elds of Computer Vision and Deep Learning. With the adoption of
Machine Learning, "manufacturers can gain insight to optimise the productivity
of individual assets as well as the total manufacturing operation” [46].

There are several possible applications of ML to Industry 4.0. The main areas
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are the following, according to [46]:

N

Inspection and monitoring : these tasks are often performed with the
adoption of computer vision techniques applied to both images and videos.
RGB cameras are combined with ML-based algorithms to obtain high-
throughput part inspection. Inspection and monitoring mostly consist of
the detection of defects in a wide range of products. Images (or videos)
could be subjected to some data pre-processing. After that, if Deep Learn-
ing is exploited, images are directly passed to a Neural Network model,
that automatically performs the feature extraction stage and the following
classi cation/detection. With a more classical approach, features engi-
neering may be used, followed by a ML algorithm [46].

Fault detection : for manufacturing companies, reducing machine down-
times is vital to stay competitive by reducing costs and time waste. Also in
this task, ML play an important role, allowing a timely and accurate diag-
nosis of manufacturing equipment process faults. Often, Deep Learning
techniques, such as RNN or LSTM that can exploit time series data, but
also classic ML techniques, are adopted [46].

Cloud manufacturing : given the production of big data in Smart factories,
cloud storage within manufacturing is acquiring more and more impor-
tance. ML algorithms can be used in cloud manufacturing to improve
performance, reduce costs, and drive pro tability [46].

Process improvement and optimisation : manufacturing processes can be
improved and optimised through ML. Indeed, the analytic capabilities
of ML can be used to select the optimal set of parameters related to a
given manufacturing process. Researchers state that this new discipline,
linking ML with process improvement, will be subject to great growth in
the coming decades [46].

Predictive maintenance (PdM) : a new maintenance policy born with In-
dustry 4.0. Data extracted from industrial equipment can be exploited to
monitor its status and, thanks to the predictive capabilities of ML, increase
its operational life and minimise machine downtime. A popular PdM task
is the Remaining Useful Life estimation, that consists in predicting the
remaining amount of operational life (in terms of cycles, days, hours...) of
a given equipment.

Automated Machine Learning

What is AutoML?

In the last decade, Machine Learning acquired more and more importance
in many di erent areas, even beyond the manufacturing eld, like healthcare
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industry, autonomous driving, natural language processing, and so on. This
gain in popularity and the consequent growth in requests for ML solutions
from companies has made gures like Data Scientist and Machine Learning
engineer increasingly in demand. Indeed, the ML pipelines are characterized
by several sensitive phases, like data cleaning or model selection, that require
a lot of experience, domain knowledge and highly specialized data scientist.
However, the lack of such experts and the high costs can be an obstacle and
discourage the adoption of these technologies, especially for small and medium-
sized companies, which would not have resources to create teams in this speci ¢
eld. Moreover, there are several tasks, like hyper-parameter tuning, that are
tedious and repetitive both for expert and non-experts. Experts may prefer
to devote their time to more useful and motivating tasks, like interpreting the
models' results or analyze the data [5] [59].

These are some reasons for which techniques for automating the ML pro-
cedures have begun to emerge in recent years, under the term of Automated
Machine Learning (AutoML). The AutoML topic is being discussed in the lit-
erature, in particular in terms of the degrees of automation of the ML tasks.
Researchers disagree on the role humans play in AutoML, and there exist two
opposite perspectives: the rst considers humans as part of the entire process,
while the second aims at full automation. From this discussion, it is possible
to categorise AutoML solutions into di erent types. With Narrow AutoML,
experts remain part of the process and only some speci ¢ ML parts are handled
automatically (usually, model selection and hyper-parameter optimization). On
the opposite side, Generalised AutoML makes AutoML accessible to many peo-
ple thanks to full automation, which also ideally removes the need for experts.
The problem with this approach is that generally the obtained solutions are less
transparent and the system less customisable. A third approach, known with the
expression Human In The Loop (HITL), involves collaboration between humans
and arti cial intelligence. AutoML systems are monitored by humans who can
support the di culties of the system using intuition and domain knowledge.

In general, the participation of humans makes the use of ML methods more
socially acceptable [59].

Often, the AutoML tools focus on automating the model generation task.
In this case the automated ML pipeline is described in Figure 1.3 from [5].
As visible, the model generation includes the learning algorithms used and
the hyper-parameter optimization techniques. Note that Figure 1.3 does not
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include preprocessing steps, e.g., data cleaning, or other tasks such as feature
engineering and dimensionality reduction, that may, however, be tackled by
AutoML tools [5].

Figure 1.3: Overview of the automated machine learning pipeline for the CASH
problem [5].

The model generation task is so important in Machine Learning that is also
known by the acronym CASH, which stands for Combined Algorithm Selec-
tion and Hyper-parameter problem. Following the formalism introduced in
[5], a mathematical formulation of the CASH problem can be provided. Let
A = f 1-eee_0gbe a set of algorithms. Each algorithm &has a set of hyper-
parameters in a domain & So, with ? hyper-parameters, the hyper-parameter
spaceisdenedas 8= B8-eee_8 Then, given a dataset- , the problem objec-
tive can be de ned as the pair given by algorithm and hyper-parameter setting
that minimizes the following loss:

O
. 1 8 9 9
- 2amg S LY "=-caos="E0:85~ (1.1)
o1
where L1 8_.° ° _omeasures the loss obtained by algorithm  8with

~ "CA08="EO0;83
hyper-parameters con guration  on

Validation folds [5].

Clearly, the CASH problem can be addressed directly only when dealing
with a supervised task, where the dataset - is provided together with ground
truth labels describing, for example, the class to which each instance belongs.
In this case, the model evaluation phase can be performed and models can be
compared in terms of some quantitative metric. However, there are some tasks
that need to be treated as unsupervised ones, especially in the industry eld.

9 9 .
- E0:8 with  Cross-
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The problem in this last scenario cannot be tackled directly, and some solutions
have been proposed in the literature.

Examples of AutoML tools

The interest in the topic of Automated Machine Learning started to increase
about six years ago, as visible in Figure 1.4.

Figure 1.4: Google trend for the "Automated Machine Learning" topic.

During these years, several AutoML tools have been developed, with di er-
ent levels of automation. Some of them are brie y described here.

A

TPOT [39]: the Tree-based Pipeline Optimization Tool is one of the rst
AutoML tool and can be used for classi cation and regression tasks. It
combines genetic programming and the scikit-learn library to provide
the best models for a given dataset. Models are compared in terms of
guantitative performance, so only supervised tasks are managed. TPOT
provides support for Neural Networks, but data pre-processing is not
automated [7] [59].

Auto-WEKA [32]: it solves the CASH problem by Bayesian optimisation,
but it does not support other steps, beyond working with supervised learn-
ing only [59] [5].

AutoSklearn [19]: built around the sklearn library, it aims to solve the
CASH problem. Similarly to Auto-WEKA, it employs Bayesian optimisa-
tion, but also the meta-learning technique to initialise the algorithm and
hyper-parameter selection (warm-start problem) [59] [5].

AutoKeras [30]: it was published in 2017, with the goal of nding au-
tonomously neural network con gurations using Bayesian optimisation.

It is based on the well-known Deep Learning library Keras. Auto-Keras is
built for supervised tasks and can handle images and text data [7] [5].

AutoGluon [17] [45]: developed by Amazon, it uses both Machine Learn-
ing and Deep Learning algorithms to manage di erent applications. It can

handle image, text, and tabular data and provides tools for object detec-
tion. AutoGluon Tabular combines multiple models to create ensambles

[7].
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All these tools can manage some ML tasks, while there exist other that can
be considered in the framework of Generalised AutoML, such as Cloud AutoML
by Google, Microsoft Azure Automated ML and Amazon SageMaker Autopilot.
They are less transparent and customisable, but can be used also by non-experts
since they require little programming [59].

AutoML challenges

When building an AutoML tool, one has to take into account a whole series of
critical issues. Firstly, when dealing with the CASH problem, a search space for
the algorithm hyper-parameters must be de ned, taking care of not missing well-
performing regions. In this context, the cold-start problem plays an important
role. It is a problem where the process starts with a bad hyper-parameter
con guration, or even with a bad model, consequently spending too much time
to get better results. The meta-learning technique, explained in Subsection 2.2.1,
can be used to deal with this problem. By looking at the similarities between
the considered dataset and some historical ones, it is possible to warm-start the
search problem beginning with better con gurations and/or models.

AutoML tools could also be used by non-experts, or people with low ML
knowledge. Alternatively, experts may use them to speed up their works, au-
tomating some tedious tasks. In both cases, the running time of the automated
pipeline is a crucial aspect to take into account. An unexperienced user may
prefer a suboptimal solution rather than having to wait too long for a solution.
At the same time, for an expert, the advantage derived from automating ML
tasks may not be as e ective if waiting times are too long.

In the Machine Learning eld there exist datasets of widely varying dimen-
sionalites. If the AutoML tool has to deal with high-dimensional data that can
a ect the performance of the algorithms, a dimensionality reduction process
should be integrated in the feature extraction/selection stage of the AutoML
pipeline. Moreover, there are datasets with di erent sizes. The system must be
able to scale on large datasets, but possibly also perform well with few data.

To evaluate the di erent models and/or hyper-parameter con gurations, a
performance metric (or more than one) must be carefully selected. This is a
nontrivial problem, since the metric depends on several factors, among which
there are the learning task and the type of data. For supervised tasks, the choices
are numerous. The problem arises when dealing with an unsupervised task and

10
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in the industrial scenario this is a common situation. For example, there exists
no unsupervised performance metric to evaluate the unsupervised case of the
well-known anomaly detection task [5].

The lack of transparency may be an obstacle to the adoption of AutoML
technologies. Indeed, these tools are often seen as black boxes, since itis di cult
to understand the reasons behind their decisions. This fact has a negative impact
on the trust of the inexperienced user towards AutoML. To address the problem,
explainability tools can be integrated in the system. In the "Human-in-the-loop"
framework, experts can, among others, help the nal user to understand the
results of the AutoML system through explainability [59].

Since one of the goals of AutoML is to democratise Machine Learning by
making it accessible to as many people as possible, even non-experts, another
relevant thing to evaluate is the user experience quality. For example, in [7],
some AutoML tools are compared in terms of documentation, simplicity of rst
use, and logs. Clearly, in this case only a qualitative evaluation can be done.
The documentation analysis include considerations regarding the tutorials, the
presence of examples of use-cases for beginners, and the level of detail of the
documentation itself. Users might quickly abandon a tool if it is hard to initially
con gure. So, a good AutoML tool should be easy to setup requiring few lines of
code to start; also, the simplicity of model export and import must be considered.
The logs help developers to understand what is going on in the system. Good
logs are essential for increasing transparency of AutoML tools, making them
more accessible to di erent kind of users [7].

Introduction to Thesis Work

The work presented in this thesis is the result of an internship at Statwolf
Data Science s.r.I. The work consisted in the development of AutoML solutions
for some Machine Learning tasks related to Industry 4.0. In particular, two
manufacturing tasks are addressed that are the Anomaly Detection, both with
tabular and visual data, and the Remaining Useful Life (RUL) estimation. The
rst consists in the binary classi cation of unsupervised data into two unbal-
anced classes, one for normal instances and one for anomalous instances. The
RUL estimation is a regression task in which the goal is to predict the remaining
operational life of an industrial equipment.

11
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The internship is part of the activities related to the "Automated Machine
Learning for Advanced Monitoring in Digital Manufacturing and Industry 4.0"
(AutoML 4.0) project. The aim of this project is the development of an AutoML
tool to quickly enable data-driven Smart Monitoring for manufacturing com-
panies. The Industry 4.0 is gaining popularity during recent years, but many
companies, and in particular the SMEs, continue to face some di culties in
exploiting the potential of data gathered from industrial processes and equip-
ment. The main problem remains the lack of quali ed employees, e.g., Data
Scientists and Machine Learning engineers, and for this reason an automated
tool for developing ML solutions would be very valuable. This AutoML tool is
designed to also be used by people with little or no ML experience, and could
also motivate companies to invest more in data-driven solutions. Compared
to the categorisation presented in Subsection 1.2.1, AutoML 4.0 falls within the
Human-in-the-loop framework, since it is a decision support system in which
human experts act as supervisors.

AutoML 4.0 is one of the activities of a broader project, the EUHubs4Data
(EUH4D), founded by the European Union with the objective of building a
European federation of Data Innovation Hubs, where data sources and data-
driven services and solutions will be made accessible to European SMEs, start-
ups, and web entrepreneurs. The ultimate goal is to reduce the lag behind in
data-driven innovation that characterises most of Europe's SMEs.

The StatwolfML library already provides an AutoML tool able to manage
both classi cation and regression tasks for tabular data. In particular, after
inferring the type of task, it automatically performs some pre-processing steps,
like handling the Nan values and the outliers. Then, it nds the best hyper-
parameter con guration for the provided dataset, returning the corrisponding
model. However, the manufacturing tasks considered during the internship are
somehow peculiar, such as the AD one, which is not supervised. So, handle
these tasks require speci ¢ modules being able to managing all related issues.

In the thesis, the work on Anomaly Detection on tabular data can be found
in Chapter 2, while Chapter 3 is dedicated to the Visual AD. After a brief
introduction to Predictive Maintenance, Chapter 4 focus on the RUL estimation
task, while the nal Chapter 5 recaps the main results and the future work
directions.

12



Anomaly Detection on Tabular Data

Introduction

Anomaly Detection (AD) is a task that consists in the identi cation of rare
items, events or observations, that deviate signi cantly from the majority of
the points in a dataset. In other words, given a well-de ned notion of normal
behavior, the anomalous instances do not conform to it. Since this kind of points
can be thought as outliers with respect to the distribution of the normal ones, the
task is also called Outlier Detection (OD). In this chapter, the data considered for
the AD task are in tabular format, where rows represent the single instances that
can be classi ed as normal or not, while columns refer to the features describing
the instances.

Anomaly Detection can be treated as a supervised or unsupervised task.
However, the lack of annotated data makes it often di cult to deal with super-
vised AD. Especially at the beginning of a digital transition, for many compa-
nies, annotating data is a costly activity, both in terms of time and for the need
of engaging domain experts. For this reason, the AD task is often addressed
in its unsupervised version, more attractive to companies because of its cost-
e ectiveness and quicker results. Possibly, in the future, increased awareness
among companies of the potential of AD could prompt them to invest in order
to collect labelled data. However, in this chapter the focus is on unsupervised
AD.

The absence, in unsupervised AD, of hold-out data with labels combines

13
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with a second problem, that is, the lack of a universal objective function to
guide model selection. Indeed, the de nition of anomaly may di er depending
on the considered domain and consequently also on the objective function to be
optimised. These two critical issues contribute to making the model selection for
the AD task a "black art" [64], since model evaluation/comparison is not feasible.
In general, there are no principled work on model selection for unsupervised
OD [64].

An AutoML module for the Outlier Detection task, that can be called Au-
toOD, should be able to automatically select a good outlier method and its hy-
perparameters, i.e., it should autonomously perform the model selection task.
Given all the issues previously highlighted, this goal is very challenging for un-
supervised OD. In the literature, some solutions have been proposed: the state-
of-the-art according to [5] is visible in the table of Figure 2.1, which includes the
most recent approaches. Notice that, according to the column "Evaluation™ of
Figure 2.1, there are only two methods that satisfy the constraint of dealing with
an unsupervised task, that are MetaOD [64] and Meta-AAD [63], both leveraging
the meta-learning technique.

Figure 2.1: State-of-the-art approaches for AutoOD according to [5].

The other approaches, namely PyODDS [37], LSCP [65], TODS [34] and

14
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AutoOD [36], despite using unsupervised algorithms, compare di erent models
and hyper-parameter con gurations by means of supervised metrics, often the
F1-score, which, however, require labelled data. Between MetaOD and Meta-
AAD, the most promising method seems to be the rst, since considers a much
larger set of meta-features. Moreover, the second method adopts reinforcement
learning, so requiring more time in training the meta-learner.

The working principle of MetaOD is detailed described in Section 2.2, while
Section 2.3 includes some experiments with this method, that is compared with
the Isolation Forest algorithm. Finally, Section 2.4 deals with the intepretability
topic for the AD task.

MetaOD

Meta-learning

In principle, meta-learning is a Machine Learning eld composed by a suite
of techniques that exploit past experience on a set of prior tasks to perform e -
cientlearning on a new task [64]. In particular, as described in Figure 2.2, several
models with various hyper-parameter con gurations  gare trained and evalu-
ated on di erent datasets. This phase is known as the meta-learner training. The
results in a Performance matrix % whose elements%g_are the performance of the
hyper-parameters con guration 8on the training data 9 Then, from each train-
ing data 9 several features< g, called meta-features, that describes characteristics
of the data, are collected. These meta-features are used to assess similarities be-
tween the new data and the ones used to train the meta-learner. So, given a new
dataset, it is possible to identify the most similar datasets and provide as output
the con gurations that perform better on these, which, hopefully, are the best
ones also for the new data.

15
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Figure 2.2: Meta-learning technique schema from [5].

Clearly, meta-learning is based on the assumption that datasets are compa-
rable in terms of some characteristic features, whose choice is critical for the
proper functioning of the technique. Meta-features that can be extracted from a
dataset are of two types [64]:

1. Statistical features : features that capture statistical properties of the un-
derlying data distributions. E.g, min, max, mean, median, correlation,
covariance, etc. of features and features combinations.

2. Landmarker features : problem-speci c features. In the case of MetaOD,
the OD models iForest, HBOS, LODA and PCA are applied on the datasets

and meta-features are extracted from the models' structure and from the
outlier scores given in output by the models. E.g., average horizontal and

vertical tree imbalance from the iForest algorithm.

Although statistical features are commonly used in meta-learning, the opti-
mal set of meta-features has been shown to be application dependent [57]. In
Figure 2.3 there is a summary of the statistical and landmark features adopted
by MetaOD.

MetaOD Problem Statement

MetaOD is the rst meta-learning approach to OD, that selects an e ective
model (that is, detector and hyperparameter con guration) to be employed in
a new detection task [64]. Following the meta-learning paradigm, a new OD
dataset, without labels, is compared to some historical datasets, with labels,
coming from a meta-train database. To assess the performance of a given model
on this new dataset, MetaOD looks at its prior performance on similar datasets.
In this way, this approach is able to handle the unsupervised version of OD,
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Figure 2.3: Selected meta-features for characterizing an arbitrary dataset [64].

provided that you have enough OD supervised datasets to properly train the
meta-learner.

MetaOD includes a phase of training of the so-called meta-learner. Following
the description in [64], this phase involves:

N

A meta-train database, i.e., a collection of historical OD datasets, cags=

f 1—eee—_g, provided with ground truth labels, where g = 1- o~ kP, for
8= 1—ee—_=

" Performances of the < models, that de ned the model space M , on the
meta-train datasets.

So, given a new input dataset - c4gwith no labels, the OD model selection
problem consists in select a model< 2 M to employ in the new test task [64].

The historical datasets are 62 independent datasets coming from three sources:

1. 23 datasets from the ODDS library.

2. 19 DAMI datasets.
3. 20 benchmark datasets [16].

17



2.2. METAOD

A MetaOD model is de ned as a pair (detector, con guration) for a speci c
hyper-parameter con guration, where the hyper-parameter space is discretized.
In Figure 2.4 all the models considered are summarised. For instance, a model
can be the detector iForest combine with the con guration = 4BC8<0C>=AB0
and <0G_540CDA4B-1.

Figure 2.4: Outlier Detection models adopted in MetaOD [64].

MetaOD Working Principle

MetaOD work is characterised by two phases, described in the schema of
Figure 2.5:

1. Oine Meta-Learner Training : training of the meta-learner with the
meta-train database.

2. Online Model Selection : the best models are predicted for a new unsu-
pervised dataset.

Figure 2.5: MetaOD overview; components that transfer from o ine to online
(model selection) phase are shown in blue [64].
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In the rst step of the O ine phase (circled in red in Figure 2.6), MetaOD
constructs the performance matrix P 2 R= = by running and evaluating all <
models of the model space M on all = meta-train datasets. On the other hand,
to capture task similarity, 3 = 200 meta-features are extracted from each meta-
train dataset, obtaining the matrix M = #1f- ;—eee—-g° 2 R~ 3 where # is the
meta-features extractor.

Figure 2.6: MetaOD overview with the computation of matrices Pand M circled
in red[64].

The training of the meta-learner consists of a factorization of the matrix Pinto
matricesV 2 R * and U 2 R ‘. Since the goal is to rank the models for each
dataset row-wise [64], MetaOD uses a rank-based criterion called Discounted
Comulative Gain (DCG). Indeed, DCG allows ranking the models according to
their performance on the datasets, that is not possible when the factorization
is obtained, for instance, by minimizing . Indeed, with classical factorization
methods, like by minimizing the Frobenius norm of P UV’ , itis not possible
to sort the models on the base of their performance on the datasets.

The DCG for a dataset 8is de ned as:

é 1ng 1
8= i - 2.1)
e1log, 1, T_;1 Pgg Pg.

where Pgg= hUg-V 4 is the predicted performance of model 9on dataset §
while 1is a scalar.
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Since DCG is not di erentiable, the indicator function is replaced by the
smooth sigmoid approximation:

é 1P89 1
g B 8= P . (2.2)

So, the training step, highlighted in Figure 2.7, consists of optimising, through
Stochastic Gradient Descent (SGD), the following smoothed objective function:

O
L = B gPgUgy) o (2.3)
8

Optimisation through SGD is obtained by alternately solving U after xing
V and vice versa.

Figure 2.7: MetaOD overview with the DCG factorization of matrix P circled in
red[64].

Initialisation plays an important role in non-convex problems [64]. For the
training of the meta-learner, it is in particular important to initialize properly
the matrices U and V (Figure 2.8):

© U'®=)1Me where) is adimensionality reduction function (i.e., a PCA),
) :R3 R,: 5 3, applied to the meta-features matrix M.

T VIO = NTo-1°
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Figure 2.8: MetaOD overview with the initializations of matrix U and V circled
in red[64].

The last ingredient of the o ine meta-learner training is highlighted in Fig-
ure 2.9. MetaOD learns also a random forest regressor5: R! R that maps
the initial version of matrix U, U'®, that includes the embedding features ) tM®,
onto the nal optimized U, obtained at the end of the training phase. The utility
of such a regressor is more clear in the Model Selection phase.

Figure 2.9: MetaOD overview with the random forest regressor circled in red[64].

The second phase of the MetaOD working, that is, the Online Model Selec-
tion, is more linear. Given a new unsupervised dataset - c4gdt undergoes the
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following processes:

1. Computation of the meta-features M c4pe #1CGad2 R3.

2. Embedding of meta-features through PCA, ) M c482 R".

3. The embeddings are passed to the random forest regressor 5, to obtain
matrix Ucgge 5') M 4882 R

4. Finally, the performance of each model is obtained as Pcags Ucsg® 2 R<.

Basically, MetaOD returns a vector, Pc4gdhat contains the performance of
each model on the new data - c4gcTlhe solution to the MetaOD Model Selection
problem consists of selecting the model with the best performance:

arg maxhs) 1 XcadtV g (2.4)

Experiments with MetaOD

Datasets

MetaOD is tested on two unsupervised OD datasets, taken form two di erent
industrial scenarios.

The rst dataset is the DATACENTER MONITORING DATA provided by
CINECA, that is involved in the EUH4D project. It describes the jobs runned on
Marconil00 system in the period October 2020 - February 2021. The raw data
are stored in two kind of les, the .jobs and the SACCT ones, whose tabular
structure is described in the examples of Figures 2.10 and 2.11, respectively.

Figure 2.10: Structure of data in .job les.
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Figure 2.11: Structure of data in SACCT les.

Each row describes a di erent job and most jobs are shared between the two
kind of les. Only datain SACCT les are considered for the MetaOD evaluation,
since the information provided for each job is more useful and detailed, in
particular for the provided timestamps (columns "submit”, "eligible", "start",
and "end").

Data are aggregated by time slot of one hour: in this way, the anomaly
detection problem consists of predicting if the hours are abnormal or normal.
Secondarily, for each time slot, 27 features are computed:

A

For each status of the job, the number of jobs ended up in the status in the
time slot (9 features).

For each status of the job, the percentage of jobs that ended in the status in
the time slot (9 features).

Mean and standard deviation of the execution times of the jobs terminated
in the time slot (2 features).

Mean and standard deviation of the queue times of the jobs terminated in
the time slot (2 features).

Ratio between the mean execution time and the mean queue time (1 fea-
ture).

Mean di erence between CPUs requested by the user and CPUs allocated
by the system (1 features).

The day time slot of the hour, considering slots of 8 hours (3 features).
The nal dataset consists of 2967 rows.
Pratically, the dataset is only weakly supervised, since, together with the

data, a list of incidents is provided, with some broad information on the data,
the duration, and the cause, as shown in Figure 2.12.
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Figure 2.12: Annotated incidents.

The second dataset comes from the Statwolf's partner Galdi Srlanditis called
Packaging Industry Anomaly Detection (PIADE).
It includes data from ve industrial packaging machines:

" Machine s_1: from 2020-01-01 14:00:00 to 2021-12-31 13:00:00.
" Machine s_2: from 2020-06-17 08:00:00 to 2021-12-31 07:00:00.
" Machine s_3: from 2020-10-07 12:00:00 to 2022-01-01 23:00:00.
" Machine s_4: from 2020-01-01 01:00:00 to 2022-01-01 23:00:00.
" Machine s_5: from 2020-01-20 08:00:00 to 2022-01-01 12:00:00

Also in this case, the raw data provided by the equipment are aggregated in
time slots of one hour (for each di erent machine). The features computed for
each slot are the following:

" Equipment_ID, that is the machine identi er.

The number of changes in the machine state.

The percentage of time spent in the downtime state.

The percentage of time spent in the idle state.

The percentage of time spent in the performance loss state.
The percentage of time spent in the production state.

The percentage of time spent in the scheduled downtime state.
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" The sum of all alarm occurrences.
" Counters of the occurrences of each of the 133 di erent types of alerts.

~ The numbers of transitions from one state to another.

In the evalaution of MetaOD, only data relative to Machine s_1 are consid-
ered, for a total of 8973 rows.

Isolation Forest

Given the unsupervised nature of the task, a possible way to evaluate the
guality of the MetaOD's results consists in comparing them with the predictions
of a well-established outlier detector, that is the Isolation Forest, or iForest (IF)
[38]. IF operates by isolating anomalous points in a dataset, given two important
assumptions about them:

1. They are very rare, so representing the minority.

2. The features' values of abnormal instances deviate a lot from the distribu-

tion of the features' values of the normal instances.

So, anomalies are few and they di er clearly from normal points, thus being
easier to isolate.

Similarly to Random Forest, IF is an ensemble method and its strength comes
from the combination of several weak detectors, called Isolation Trees, or iTrees.
Each iTree induces a partitioning in the instances' space by iteratively selecting a
random feature from the feature set and a random split point from the range of
the feature's values. This process continues until either each instance is isolated
in a leaf, or the tree reaches a pre-de ned height limit. The intuition is that,
since anomalies can be easily isolated, they generally require less partitions, so
falling in leafs that are closer to the tree root. This can be better understood with
the example of Figure 2.13, taken from the original paper. Point G is considered
an anomaly, while Gsis normal, as can be guessed from the distribution of
points. As visible, isolating Ggis much harder than isolating G, requiring more
partitions and therefore higher levels of the tree.

While the training consists in building such trees (whose number is an hyper-
parameter), in the test phase it is possible to derive an anomaly score for a
candidate point from the average path length of the point in a collection of
iTrees, the Isolation Forest. The path length of a point in a tree is de ned as the
number of edges in the path from the tree's root to the leaf in which the point
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Figure 2.13: Example of isolation of a normal point, Gg, and an abnormal point,
& [38].

is isolated. The score, as de ned in the paper, is between 0 and 1: if the value
is close to 1 we have an anomaly, while close to O the instance is classi ed as
normal.

Itis important to note that IF performs random subsampling of training data,
since it works better when the data sampling size is kept small [38].

Finally, the time complexity is linear with a low constant and a low memory
requirement [38].

Results

The implementation of MetaOD adopted is the o cial one, from the au-
thors of the paper. Note that all the included models come from the PyOD
library. MetaOD results are compared to the ones of the Random Forest imple-
mentation provided by the StatwolfML library, with =_4BC8<0C>AB00 and
<0G_540CDA4R0, where <0G_540CDAgRci es the portion of features in-
volved in the training of each estimator. Another parameter to be speci ed is
the 2>=C0<8=0C8that is the proportion of outliers in the dataset: it is set to
0.1 by default in all the MetaOD models.

Once the data are provided to MetaOD, it returns the best = models, where =
can be speci ed by the user. For the CINECA Dataset, the rst six best combina-
tions of detector and hyper-parameters con guration are shown in Figure 2.14.

The Lightweight Online Detector of Anomalies (LODA) algorithm [44] with
= 18=B= 5and =_A0=3><2DCB 20, is the best model for MetaOD. In Fig-
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Figure 2.14: Best models for the CINECA Dataset according to MetaOD.

ure 2.15 the anomalies detected by the IF (in green) are compared with the one of
LODA (in purple). The contamination is setto 0.1 for the IF as well. The anomaly
scores provided in the output of the two models are normalised between 0 and 1
and visualised with respect to the date. Since the dataset is weakly supervised,
it is possible to compare results with the incidents annotated by CINECA. The
beginning of an incident is reported by a vertical dotted red line, whereas its
end is reported by a vertical dotted blue line.

Figure 2.15: Comparison of detected anomalies by LODA (in purple) and by IF
(in green), with normalized anomaly scores. The vertical dotted lines highlight

incidents annotated by CINECA: red lines identify the beginning and blue lines

the ending of the event.

Sometimes, there are matches between predictions and annotations, for in-
stance in October 13° and 14, December 18¢ 273 and 23%3 while in other
cases the anomalies seem anticipate the incident (October218¢ January 10°).
However, there are also some mismatches, and, moreover, a lot of apparent
false positives, i.e., detected anomalies with no correlated incidents. Unfortu-
nately, the absence of more precise and complete annotations makes it di cult
to evaluate performance.

27



2.3. EXPERIMENTS WITH METAOD

Given the high number of detected anomalies, a post-processing is applied
to the results, in order to allowing a better comparison between LODA and IF.
In particular, an anomaly is kept only if at least three anomalies are observed
before it in a window of 5 time slots. Figure 2.16 shows the result.

Figure 2.16: Comparison of detected anomalies by LODA (in purple) and by
IF (in green), with normalized anomaly scores, after the post-processing. The
vertical dotted lines highlight incidents annotated by CINECA: red lines identify
the beginning and blue lines the ending of the event.

As can be seen, most of the anomalies captured by IF are also identi ed by
LODA, so the two models show comparable results. The mostevidentdi erences
are around October 11¢, where for LODA there is a cluster of anomalies, not
identi ed by IF, and around October 13, when the opposite situation occurs.

The best models for MetaOD on the PIADE Dataset, instead, are summarized
in Figure 2.17.

Figure 2.17: Best models for the PIADE Dataset according to MetaOD.

The Angle-Based Oultlier Detector (ABOD) [33] with = =486 1>AB 15is
the model with the best performance. Its predicted anomalies (in purple) are
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compared to the one of IF (in green) in Figure 2.18. Given the larger dataset size,
the contamination is set to 0.05 for both models. In this case, no annotations
about incidents are provided, so the only possible considerations regard the
comparison between the two models' predictions. Also in this case, the high
number of detected anomalies can be reduced with a proper post-processing.
With the same procedure used for the CINECA Dataset, it is possible to obtain
the result of Figure 2.19. The predictions of IF and ABOD mostly match, in
particular in correspondence of clustered anomalies, like in April/May 2020,
March 2021, April 2021, and so on.

Figure 2.18: Comparison of detected anomalies by ABOD (in purple) and by IF
(in green), with normalized anomaly scores.

Figure 2.19: Comparison of detected anomalies by ABOD (in purple) and by IF
(in green), with normalized anomaly scores, after the post-processing.

Experiment with a Synthetic Supervised Dataset

The last MetaOD evaluation is performed on a supervised dataset, created
from scratch to make possible a quantitative evaluation of the approach.
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The supervised dataset is obtained by sampling from two multivariate nor-
mal distribution, de ned with the Numpy library. For the rst distribution, the
mean vector is a 30-dimensional vector of zeros, while the covariance matrix is
the 30x30 identity. It is used to sample the 2700 normal points. The outliers
(300) are instead drowned from a distribution with a mean vector that di ers
from the previous in the last 5 components, that have values 10, 12, 14, 16, 18.
The 30x30 identity matrix is used as covariance matrix also in this case.

Atotal of 3000 instances are then spit into train and test sets with percentages
of 80% and 20%, respectively.

The train set is given in input to MetaOD, that provides as top model LODA
with = 18=B= 15and =_A0=3><2DCB 150. Also in this case, it is compared
with the IF and the contamination is set to 0.1 for both models.

The metrics adopted are precision, recall, and F1 score and are visible in
Table 2.1. Even if the performance are substantially equal in term of F1-score,
LODA shows a better Precision, while a worst Recall, than IF. For complete-
ness, Figure 2.20 shows the confusion matrices of IF (Figure 2.20a) and LODA
(Figure 2.20b).

Model Precision | Recall | F1-score
Isolation Forest 0.975 0.851 0.909
LODA 1.0 0.829 0.906

Table 2.1: IF and LODA performance comparison

(a) (b)

Figure 2.20: IF and LODA confusion matrices.
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Conclusions about MetaOD

Basically, MetaOD exploits meta-learning to circumvent the problem of the
model selection for an unsupervised OD dataset. By looking at the historical
supervised datasets with which the meta-learner is trained and comparing them
to a new dataset in terms of meta-features, it is able to nd the most suitable
model for the task at hand. However, the cleverness of this solution collides with
the problem of the assumption on which MetaOD is based, i.e., that the simi-
larity in terms of meta-features is enough to nd a good model. The Anomaly
detection task can be found in many di erent domains, each one characterised
by a peculiar conception of what is abnormal and what is not. For this reason,
OD datasets may di er greatly and even in the same domain. In particular,
the 62 historical datasets that are used for training the meta-learner come from
elds that are rather di erent from the industry, such as the medical one. For
this reason, assessing the similarity between the new dataset and the historical
ones may be a too weak criterion to nd a suitable model. A possible solution
consists in computing the distribution of the meta-features vectors distances of
the historical datasets and compare it with the distances of the new dataset and
the historical ones. If the new dataset results to be close enough (a threshold
should be de ned) to the historical ones (with respect to the distribution), then
the MetaOD assumption can be considered reliable. Otherwise, the Isolation
Forest can be used as a valid alternative.

Interpretability

Accelerated Model-agnostic Explanations

Providing interpretability for Machine Learning models is an important fea-
ture in particular for Anomaly Detection tasks. Indeed, it can be used as a
root-cause analysis tool because of its ability to provide insight into which fea-
tures have the greatestimpact in determining a point to be classi ed as abnormal.
Di erent anomalies may have di erent causes, so, from a granularity perspec-
tive, the local interpretability is preferred, since able to provide explanations
that are instance-speci c. Moreover, local intepretability can be exploited by
companies to take the best corrective actions to avoid the occurrence of similar
anomalies in the future.
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Since MetaOD can provide as output a model among several di erent ones,
it is not possible to consider an interpretability tool speci cally designed for a
given detector, but only a model-agnostic one.

Accelerated Model-agnostic explanations [10]is a model-agnostic interpretabil-
ity approach that works both at the global and local level. It operates on tabular
data and can be applied to both regression and classi cation models. In addition
to providing feature importance scores, it also allows a what-if analysis useful
for assessing how changes in features values would a ect model predictions
[10]. In addition, it is a computationally e cient method.

Interpretability with ACME

AcME is adopted to interpret the results of some abnormal instances of
the CINECA Dataset. In Figure 2.21, a rst example is shown. It is the local
interpretability of an instance classi ed as abnormal by the Isolation Forest
model. On the Gaxis there is the prediction, i.e., the anomaly score, that is
0.166 for the instance 941. As visible, a positive score identi es an outlier,
while a negative score is assigned to a normal point. The Haxis shows instead
the features, ordered by global importance. This plot allows to assess how
changes in features values impact on the predicted score. In particular, for
each feature, AcCME computes the quantiles of the empirical distribution of the
feature. The coloured bar on the right of Figure 2.21 describes the di erent
quantile levels, starting from low in blue and ending with high in red. Then, the
what-if analysis is performed by changing the value of a feature, while keeping
the others xed, and seeing how the model prediction evolves. In the plot,
the larger circles refer to the quantiles in which the features' values fall, while
the smaller circles describe the other quantiles, allowing us to assess how the
anomaly score changes. For instance, observation 941 has a very low value of
percentage of jobs ended in the COMPLETED state (quantile 0.04, visible as the
big blue circle on the second row), which is consistent with what one would
expect from an anomalous instance. When increasing the value of any amount,
we can see a reduction in the anomaly score. At the same time, by looking at
the row relative to features mean_queuetimet is possible to observe that the
instance falls in the maximum quantile and by reducing the feature value, we
reduce the abnormality of the observation. The high quantiles of features like
the percentage of jobs CANCELLED by USER PREEMPTED, CANCELLED, or
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failed due to NODE FAIL, are as expected by an instance classi ed as abnormal.

Figure 2.21: Local interpretability of sample 941 from CINECA Dataset. It is
abnormal according to IF.

Another example is shown in Figure 2.22. In this case, it is shown an ob-
servation that is slightly abnormal (with a score of 0.03), according to the IF.
Considerations similar to the previous example can be made, for instance about
the low percentage of COMPLETED jobs and the high mean_queuetimeln this
case, however, it is possible to see on which features to take action in order to
make the observation normal. Indeed, given that zero is the threshold under
which an instance is no longer considered abnormal, by reducing mean_exectime
and/or the percentage of TIMEOUT jobs, that belong to very high quantiles (1
and 0.979, respectively), it is possible to change the instance's class.

The two examples of Figures 2.23 and 2.24 are relative to observations 2913
and 2963, respectively, which are classi ed as abnormals by LODA. The thresh-
old is identi ed by the left vertical dashed line in both examples. In this case
the interpretation is less clear, since it seems that the prediction is not altered for
most quantiles of the majority of the features. However, for Figure 2.23, reducing
the mean_queuetim@nd the std_queuetimg makes the instance normal, similar
to the example of observation 941 (Figure 2.21). Also reducing the res_mismatch
has a similar e ect. Instead, for Figure 2.24, a similar role is played by the
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Figure 2.22: Local interpretability of sample 2949 from CINECA Dataset. Itis
slightly abnormal according to IF.

mean_exectim@nd the std_exectimg while reducing the resources mismatch is
not enough.
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Figure 2.23: Local interpretability of sample 2913 from CINECA Dataset. It is
slightly abnormal according to LODA.

Figure 2.24: Local interpretability of sample 2963 from CINECA Dataset. It is
slightly abnormal according to LODA.
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Visual Anomaly Detection

Introduction

Visual anomaly detection is an important task involving machine learning
and computer vision that consists in detecting abnormal patterns in images,
i.e., those diering signi cantly from the normal ones. In many application
scenarios, such as the industrial ones, this task is treated as an unsupervised
one, mainly due to the lack of supervised data because abnormal images/pat-
terns are usually variable in shape, color and size and they do not have stable
statistical laws [61]. Moreover, annotating images, especially pixel-wise, is a
time-consuming task, so it is rarely done in industry, especially in the early
stages of the transition to digitisation.

As noted in [61], visual anomaly detection can be divided into image-level
and pixel-level according to the visual detection granularity considered. They
can be seen as binary classi cation tasks, where in image-level the focus is on
classify images into normal or abnormal, while in pixel-level the classi cation
regards the single pixels, that can belong or not to abnormal regions of the image
(the result is an image segmentation). After the great success of deep convo-
lutional networks, the researchers started to focus on deep learning techniques
to deal with this challenging tasks. In particular, very dierent approaches
are being considered, grouped in di erent categories according to common
taxonomies, as in [61] and [55]. However, a broader categorisation is done in
[62] and [12], where the authors distinguish between reconstruction-based and
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representation-based methods. Reconstruction-based methods usually consider
models such as autoencoders, generative adversarial networks, like GANomaly
[3], or normalising ows, like Fast ow [62]. These models are used to encode
and reconstruct the normal data, relying on the intuition that anomalies cannot
be reconstructed since they are not included in the training data: they lead to
a larger reconstruction error. Representation-based methods, such as Padim
[12] or Patchcore [49], employ deep pre-trained convolutional neural networks
to extract discriminative features from normal images/patches and then model
the distribution of these features. The anomaly score for a test image is obtained
calculating the distance between the test features and the modeled distribution.
It is important to note that, during training, almost all these neural-based meth-
ods involve only normal, i.e., not anomalous, images or patches, so the visual
anomaly detection task is usually formulated as a one-class learning problem
for the unexpectedness of anomalies [60].

The following work on Visual Anomaly Detection focuses on identifying a
suitable model for an AutoML library. Indeed, given the unsupervised nature of
this task, there is no way to perform model selection and hyperparameters tuning
for a given dataset. Up to now, the only way to implement an AutoML Visual
AD module consists of selecting a model su ciently exible and strong to work
well with most datasets. For this reason, several state-of-the-art neural network-
based models are compared according to certain criteria in Section 3.4. These
criteria were de ned taking into account the needs of an AutoML library, for
instance, in terms of performance, results' interpretability, and training speed.

The datasets considered for the experiments are described in Section 3.2,
while the models and the adopted library are described in Section 3.3.

Datasets

Wood Anomaly Detection Dataset

In the Wood Anomaly Detection dataset [43], images consist of several views
from wooden textured objects from the same class. There are four possible types
of anomalies for the objects: crack, stain, porosity, and knot. The anomalous
regions were manually labelled at pixel level by two di erent teams. The dataset
is provided by the EUHubs4Data catalogue and consists of 619 normal train
images, 183 normal validation images, 151 normal testimages, and 327 abnormal
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test images (the latter supplied with their respective binary masks). Therefore,
the anomaly detection task is seen as a one-class classi cation task, where the
model learns exclusively from non-abnormal wood textures. Some examples
are visible in Figure 3.1.

@) (b) (©)

Figure 3.1: Example of images from the Wood AD dataset.

MVTec Anomaly Detection Dataset

The MVTec Anomaly Detection dataset [6] is a widely used dataset to bench-
mark anomaly detection methods in an industrial scenario. It includes several
categories of objects and textures. The ones considered in the experiments are
bottle , screw and toothbrush , organised as follows:

N

bottle : 209 normal train images, 20 normal test images, and 63 abnormal
test images. Examples are given in Figure 3.2.

A n

screw": 320 normal train images, 41 normal testimages, and 119 abnormal
test images. Examples are given in Figure 3.3.

toothbrush : 60 normal train images, 12 normal test images, and 30
abnormal test images. Examples are given in Figure 3.4.
The abnormal images are organised into di erent typologies and are all
provided with the corresponding binary masks.

State-of-the-art

Experiments carried out involve all state-of-the-art models implemented in
the Anomalib [4] library: CFlow [25], DFM [2], DFKDE, Fast ow [62], Patchcore
[49], Padim [12], STFPM [60] and GANomaly [3]. Anomalib is a deep learning
library that includes implementations of state-of-the-art Visual AD algorithms
and provides tools for benchmarking them on both public and private datasets.
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