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Abstract

SoundRise is an interactive application designed for educational and therapeu-

tic purposes, particularly in vocal therapy and speech modulation. Since its

creation, the project has evolved through various stages, improving its portabil-

ity, user interface, and functionality.

The latest version, now a web-based platform developed with React JS, enhances

accessibility, especially for children practicing speech therapy, while maintaining

its core feature as an engaging educational game for vocal exploration. Despite

these advancements, challenges persist, particularly in the area of timbre (vowel)

recognition. The current timbre recognition method relies on a deterministic

approach based on formant analysis for classification, but it faces limitations

that affect its classification accuracy.

This thesis aims to address these limitations by exploring machine learning

techniques to improve the performance of the timbre recognition system. The

work provides a comprehensive analysis of the underlying theory, implemen-

tation process, and results, with the goal of refining the applications overall

functionality.





Sommario

SoundRise è un’applicazione interattiva progettata per scopi educativi e terapeu-

tici, in particolare nella terapia vocale e nella modulazione della voce. Dalla sua

creazione, il progetto si è evoluto attraverso varie fasi, migliorando la sua porta-

bilità, l’interfaccia utente e le funzionalità.

L’ultima versione, ora una piattaforma web sviluppata con React JS, migliora

l’accessibilità, soprattutto per i bambini che praticano la logopedia, mantenendo

al contempo la sua caratteristica principale come un gioco educativo coinvol-

gente per l’esplorazione vocale. Nonostante questi progressi, persistono delle

sfide, in particolare nell’area del riconoscimento del timbro (vocali). L’attuale

metodo di riconoscimento del timbro si basa su un approccio deterministico

basato sull’analisi dei formanti per la classificazione, ma presenta delle limi-

tazioni che influenzano l’accuratezza della classificazione.

Questa tesi si propone di affrontare tali limitazioni esplorando tecniche di ma-

chine learning per migliorare le prestazioni del sistema di riconoscimento del

timbro. Il lavoro fornisce un’analisi completa della teoria di base, del processo

di implementazione e dei risultati, con l’obiettivo di affinare la funzionalità

complessiva dell’applicazione.
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1
Introduction

SoundRise is an innovative, interactive application designed to support the edu-

cational and therapeutic needs of children with speech impairments, particularly

in vocal therapy and speech modulation. The idea for SoundRise was conceived

by Prof. Federico Avanzini, Prof. Antonio Rodà, and Prof. Sergio Canazza from

the University of Padua’s Department of Information Engineering, in collabora-

tion with Dr. Serena Zanolla from the University of Udine. Since its inception,

the project has been developed at the Centro di Sonologia Computazionale at

the University of Padua, where it has seen continuous enhancements, including

improvements to its user interface, expanded accessibility, and refined features.

The latest version is built on a web-based platform using React JS, which sig-

nificantly enhances accessibility, especially for children in speech therapy. De-

spite these technical advancements, SoundRise remains focused on providing

an engaging and enjoyable educational experience, creating an interactive en-

vironment where children can develop their vocal skills in a fun and dynamic

way.

Set against a vibrant, dynamic landscape centered around a sun, SoundRise

encourages children to explore and experiment with their voices using their

computer’s microphone. As they speak or sing, they receive immediate visual

feedback that highlights key vocal characteristics. The sun acts as the app’s cen-

tral feedback system, responding to the child’s voice by reflecting four essential

elements of sound: pitch, intensity, duration, and timbre.

The sun’s vertical position adjusts with pitch, rising for higher notes and sink-

1



1.1. CHAPTERS SUMMARY

ing for lower ones. Its size changes with sound intensity, growing larger for

louder sounds and shrinking for quieter ones. The sun’s animated face pro-

vides additional feedback on sound duration, with its eyes opening and closing

to indicate the length of the sound. Finally, the sun’s color shifts to visually

represent changes in timbre, with each of the five vowels of the Italian language

corresponding to a distinct color. This intuitive, visual feedback helps children

connect their vocal efforts with corresponding changes in sound, enriching their

learning experience.

The timbre recognition system, which controls the sun’s color shifts, relies on

a deterministic approach that uses formants to detect changes in vocal timbre.

While effective, the model’s accuracy is limited, which impacts the app’s ability

to deliver precise and reliable feedback, especially in therapeutic settings where

such precision is crucial. These limitations reduce the app’s potential to provide

the high-quality feedback needed for effective speech therapy.

This thesis seeks to address these limitations by exploring how machine learn-

ing techniques can improve the timbre recognition system in SoundRise. By

incorporating advanced machine learning algorithms, the goal is to enhance the

app’s ability to more accurately recognize vowels, improving the overall user

experience and transforming SoundRise into a more powerful tool for speech

therapy. The research dives into timbre recognition theory, examines the chal-

lenges of applying machine learning to vowel recognition, and presents the

results of these innovations within the SoundRise platform.

1.1 Chapters Summary

The structure of this thesis is organized into four chapters, each focusing on a

specific aspect of the research aimed at improving the timbre recognition model

used by the SoundRise application.

Chapter 1 introduces the SoundRise application, outlining its origins, key fea-

tures, and the main objectives of this thesis. It presents the thesis’s primary

goal of enhancing the timbre recognition model, with a specific focus on vowel

classification. The chapter explains why machine learning was chosen to ad-

dress this challenge, highlighting its flexibility in handling the complexities of

speech. It also offers a brief review of the relevant literature, summarizing the
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CHAPTER 1. INTRODUCTION

key insights and approaches that shaped the development of the final machine

learning-based model.

Chapter 2 offers a comprehensive overview of the research methodology, out-

lining the dataset selection process, the theoretical foundation behind the newly

developed machine learning-based model, and a thorough breakdown of the

steps involved in data preparation and model training. Additionally, the chapter

highlights the tools and libraries utilized throughout the project, emphasizing

their contribution to the development of the vowel classification.

Chapter 3 presents the results of testing the new approach, evaluating its effec-

tiveness in timbre recognition both within a controlled environment, using the

provided recordings, and in the context of the SoundRise application. This chap-

ter compares the performance of the newly developed machine learning-based

model with the previous deterministic approach, highlighting improvements

in accuracy. It also assesses the model’s ability to provide precise and reliable

feedback during the application’s operations.

Chapter 4 concludes the thesis by summarizing the key findings and advance-

ments made in enhancing the timbre recognition model for the SoundRise appli-

cation. It highlights the significant contributions of the machine learning model

in improving the accuracy and reliability of timbre recognition, demonstrating

its effectiveness in the context of the application. The chapter also explores poten-

tial directions for future research, identifying areas where further refinements

could enhance the model’s performance and address any limitations, with the

aim to further improve the system’s effectiveness in the field of speech therapy.
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Background

This chapter introduces the SoundRise application, focusing on its key features

and functionalities. It places particular emphasis on the task of timbre recogni-

tion, with a specific focus on vowel classification. The chapter explains how this

task is currently integrated into the application and identifies the main challenge

it presents, which will be addressed in this thesis.

2.1 SoundRise: A Supporting Application For Speech

Impaired Children

SoundRise is a project developed by Prof. Federico Avanzini, Prof. Antonio

Rodà, and Prof. Sergio Canazza from the Department of Information Engineer-

ing at the University of Padua, in collaboration with Dr. Serena Zanolla from

the University of Udine. Since its inception, the project has been carried out at

the CSC (Centro di Sonologia Computazionale) at the University of Padua.

2.1.1 History of SoundRise

The SoundRise project began in 2012 with the initial implementation completed

at the University of Padua as part of two master’s theses: one by Marco Randon

(SoundRise: Sviluppo Validazione Di un’Applicazione Multimodale Interattiva Per La

Didattica Basata Sull’analisi Di Feature Vocali [1]) and the other by Stefano Giusto
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(SoundRise: Studio e Progettazione Di un’Applicazione Multimodale Interattiva Per

La Didattica Basata sull’Analisi Di Feature Vocali [2]). In Giusto’s thesis, the ap-

plication’s core structure was developed using Pure Data, a real-time graphical

programming environment. In contrast, Randon’s thesis focused on enhancing

the application’s portability, making it independent of Pure Data while preserv-

ing its core functionality. The first version of SoundRise was designed as a

standalone application, intended for educational and therapeutic use, with a

focus on supporting vocal therapy and voice modulation practices for children.

A significant upgrade came in 2022 with Gabriele Turetta’s thesis (SoundRise

2.0: Sviluppo di un’interfaccia grafica interattiva in Three.js per supportare persone

con disabilità uditive [3]), which revamped the user interface for a more visually

appealing experience. This redesign was built using Three.js, a JavaScript li-

brary for managing 3D web elements, and Blender, an open-source 3D graphics

software, to create the 3D models.

Following this, Riccardo Fila’s thesis (SoundRise 2.0: Sviluppo di un modello di

riconoscimento timbrico per un sistema di assistenza web dedicato a persone con disabilità

uditive [4]) focused on enhancing the functionality of SoundRise, specifically by

developing a timbre recognition model. This project was entirely implemented

in JavaScript using the Web Audio API to extract and analyze audio signals.

The timbre recognition model compared the first two formant frequencies of

the input audio with the characteristic formant frequencies of Italian vowels to

identify the closest match.

The most recent development, marking a turning point for SoundRise, occurred

through Giada Zuccolo’s master’s thesis (A New Sunrise for Speech Therapy: De-

velopment of SoundRise 2.0 Application [5, 6]). This thesis shifted the application’s

focus from a multi-platform to a web-based solution to enhance accessibility and

ensure long-term viability. Using React JS, Zuccolo developed a user-friendly

platform, particularly suited for children, allowing them to independently en-

gage in speech therapy exercises. This latest version of SoundRise serves as the

foundation for my thesis.

2.1.2 How The Application Works

Before delving into the task this thesis seeks to address, it’s important to first

understand how the SoundRise application operates and engages with its users.
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Designed as an educational game, SoundRise aims to assist children, particu-

larly those with speech impairments, by allowing them to explore and interact

with their voices in a fun and intuitive way. Set in a vibrant landscape featuring

a sun, the game encourages players to use their computer’s microphone to ex-

periment with their voices, offering a visual representation of various changing

vocal parameters.

In this interactive environment, the sun symbolizes the player’s voice, respond-

ing in real-time to changes in pitch, intensity, duration, and timbre. The sun’s

vertical position adjusts with pitch, rising for higher notes and sinking for lower

ones. Its size varies with sound intensity, growing larger for louder sounds and

shrinking for quieter ones. To provide further feedback, the sun’s animated face

responds to sound duration, with its eyes opening and closing to reflect the length

of the sound. Additionally, the sun’s color shifts to visually represent changes

in timbre, with each of the five vowels in the Italian language corresponding to

a distinct color.

This unique color-coding system is built on research that highlights the mean-

ingful connection between graphemes and colors. Each Italian vowel is paired

with a specific color, integrating findings from studies on both synesthetic and

non-synesthetic individuals, to create a scientifically supported and visually

engaging experience.

Together, this dynamic multi-sensory feedback helps children engage with and

better understand the elements of their vocal performance.

The timbre recognition model, which controls the color changes, is based on the

approach outlined in Riccardo Fila’s thesis. While effective at recognizing timbre,

its current accuracy is insufficient for ensuring the smooth functioning of the

application as intended.

2.1.3 Objective of this Thesis

The primary goal of this thesis is to develop a model that enhances the accuracy

of timbre recognition in the SoundRise application, particularly across different

voice ranges (male, female, and children). The development process was carried

out in two key steps:

• Identify a suitable dataset of vowels
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• Select a model that provides improved accuracy for the task

The first step proved to be quite challenging, as comprehensive datasets con-

taining vowel recordings from male, female, and children’s voices are scarce.

After extensive research, I was able to find a dataset that includes recordings of

male and female vowels, although it unfortunately lacks recordings of children’s

voices. For the second step, I chose to move away from the deterministic model

based on formants for timbre recognition and instead adopted a probabilistic ap-

proach that leverages machine learning techniques. This shift aimed to improve

the accuracy of vowel recognition in the application, allowing the model to bet-

ter handle the complexities and variability characteristic of real-world speech

patterns, ultimately enhancing the overall performance and reliability of the

SoundRise application.

2.2 Why Use Vowels For Timbre Recognition

Vowel classification is an effective method for timbre recognition because vow-

els produce clear, distinct sounds that are easily distinguishable based on their

acoustic properties. The human vocal tract generates vowels with stable reso-

nant frequencies, known as formants, which are unique to each vowel sound.

These formants serve as reliable features for analyzing and classifying sounds.

By focusing on vowels, timbre recognition systems can take advantage of the

specific harmonic structures and frequency patterns tied to each vowel, making

it easier to differentiate and identify various timbres.

Moreover, vowels are a fundamental component of speech, and their acous-

tic characteristics have been extensively studied, offering a wealth of data and

research that can contribute to the development of more accurate timbre classi-

fication models.

2.3 Why The Choice Of Machine Learning

Before discussing why machine learning is a strong choice for building a vowel

recognition model, it’s helpful to first understand what machine learning is and

how it can be applied to solve real-world problems. At its core, machine learning
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is a subset of Artificial Intelligence that focuses on developing algorithms that

allow computers to learn from data, identify patterns, and make predictions without

needing explicit instructions. This ability to learn from experience makes ma-

chine learning particularly powerful for tasks like vowel recognition, where the

system must interpret and categorize complex patterns from audio data. Unlike

traditional rule-based approaches, machine learning can handle the nuances

and variability of spoken language in a more flexible and adaptive way.

Machine learning is typically broken down into different techniques, each suited

to various types of problems. Some of the most widely used methods include:

• Supervised Learning: In supervised learning, the model is trained on a
labeled dataset, where each example contains both the input data and the
corresponding correct output. The model learns the relationship between
the two, allowing it to predict labels for new, unseen data.

• Unsupervised Learning: Unlike supervised learning, unsupervised learn-
ing works with unlabeled data. The model identifies patterns or structures
within the data without explicit guidance on what the output should be.
This technique is helpful when the relationships between data points are
unknown or when the data itself needs to be grouped or categorized.

• Semi-supervised Learning: This approach blends supervised and unsu-
pervised learning by using a combination of labeled and unlabeled data.
Semi-supervised learning is useful when labeled data is scarce but you
still want to take advantage of larger datasets.

• Reinforcement Learning: In reinforcement learning, an agent learns by
interacting with an environment and receiving feedback, typically in the
form of rewards or penalties. Over time, the agent refines its strategy to
maximize positive outcomes.

When selecting a machine learning technique, it’s essential to match the method

to the problem at hand. For vowel recognition, supervised learning stands out as

the most effective approach. The task requires mapping acoustic features (in-

puts) to specific vowel sounds (outputs), a classic setup for supervised learning.

Furthermore, vowel recognition involves dealing with a vast amount of data

with high variability, something machine learning handles exceptionally well.

Implementing a machine learning solution for vowel recognition follows a sys-

tematic process that ensures the model is both accurate and efficient:

1. Data Collection: The first step is gathering a relevant dataset, which
includes examples of audio features and the corresponding vowel labels.
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2. Data Pre-processing: The raw data is cleaned and prepared for training.
This includes removing noise, normalizing the data, and splitting it into
training and test sets to ensure the model can be properly evaluated.

3. Choosing a Model: Based on the nature of the task and the dataset, an
appropriate model is selected. For vowel recognition, this could involve
algorithms such as Neural Networks, Decision Trees, or Support Vector Ma-
chines.

4. Training the Model: The model is trained on the labeled dataset, learning
the relationships between input features (e.g., spectral properties of sound)
and the output vowel labels.

5. Evaluating the Model: Once trained, the model’s performance is assessed
using a separate test set to ensure that it generalizes well to new, unseen
data. Common evaluation metrics include accuracy, precision, and recall.

6. Fine-tuning: The model may be refined by adjusting hyperparameters to
optimize performance, ensuring it works as efficiently as possible.

7. Prediction (or Inference): After training and evaluation, the model can be
used to classify vowels in new audio samples.

Although machine learning is not the solution for every problem, it can some-

times shine in situations where traditional methods struggle. In cases like vowel

recognition, where the variability of speech (accents, speech patterns, noise) cre-

ates a level of complexity that rule-based systems cannot easily handle, machine

learning offers a more adaptable and scalable solution. While deterministic

methods (such as formant-based approaches) might work for certain cases, they

often fall short in addressing the full range of real-world scenarios. By leverag-

ing the power of machine learning, a vowel recognition system can better adapt

to this complexity, leading to more accurate and robust performance.

2.4 Exploring The Literature

After deciding to adopt a machine learning approach, the next step was to review

the existing literature for solutions that could be tailored to the specific task.

Among the numerous studies offering machine learning-based solutions for the

broader field of speech recognition, some stood out for their valuable insights

into the vowel recognition task. While not all of their ideas were incorporated

into the final solution, the following papers provided the most compelling and

relevant contributions to solving the problem:
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• Vowel Classification based on Linear Predictive Coding and Artificial
Neural Network [7]: This paper outlines a complete procedure for build-
ing a Vowel Classification System (VCS) by combining Artificial Neural Net-
works (ANNs) with Linear Predictive Coding (LPC) and statistical techniques,
such as standard deviation for data reduction, to classify vowels effec-
tively. The training feature set was created by recording vowel audio from
five different speakers at a sampling frequency of 11025 Hz. The feature
extraction followed a structured sequence of steps:

1. Analog-to-Digital Conversion: The analog speech signal is digitized
using headphones and sound recording software.

2. Pre-emphasis: The digitized speech signal is processed through a
low-order digital filter to spectrally flatten it and reduce susceptibility
to precision issues in subsequent processing.

3. Sampling: The continuous-time signal is converted into a discrete-
time signal.

4. Framing: The speech signal is divided into small frames, each ranging
from 10 to 20 ms in length. The frames are shifted by 10 samples to
prevent overlap.

5. Windowing: A window function, typically a Hamming window, is
applied to each frame to minimize discontinuities at the frame’s edges.

6. Fast Fourier Transform: Fast Fourier Transform (FFT) is applied to
convert each frame from the time domain to the frequency domain.

7. Linear Predictive Coding: LPC coefficients are determined by mini-
mizing the prediction error using a least squares approach.

8. Discrete Cosine Transform: Discrete Cosine Transform (DCT) is used
to generate the final set of coefficients.

9. Statistical Parameters: Statistical techniques are applied to the coef-
ficients to reduce data complexity.

After completing these steps, 75 samples from each of the five speakers
are generated, ready for training the Neural Network. The classification
is performed using a simple Feed-Forward Neural Network (FFNN) with
three layers (input, hidden, and output). The results reported in the paper
indicate that the system, when implemented using this approach, achieves
an average recognition accuracy of 93.23%. The accuracy ranges from a
high of 98.7% in the best case to 87.77% in the worst, with only minor
misclassifications for the vowel ’I’.

• Classification of Vowel Sounds using Mel-Frequency Cepstral Coeffi-
cients and Feed-Forward Neural Network [8]: The objective of this pa-
per is to contribute to the development of a specialized speech-to-text
translation system designed to understand Malaysian English pronuncia-
tion. Speech translation includes both speech recognition, which identifies
phonemes from speech segments, and phoneme-to-word conversion. This
work primarily focuses on the speech recognition aspect, with a particular
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emphasis on vowel recognition. Among the various phoneme classes, vow-
els present a greater challenge due to the absence of vocal tract obstruction,
making their description more complex than that of other phonemes.

The proposed solution leverages Mel-Frequency Cepstral Coefficients (MFCCs)
and a FFNN to classify vowel sounds into 11 distinct classes based on
tongue and lip positioning. Speech samples are recorded at a 16 kHz
sampling rate, and a simple three-layer FFNN is trained to categorize the
extracted features into the corresponding vowel classes. The MFCCs are
extracted through the following five key steps:

1. Frame Blocking: The continuous speech signal is segmented into
frames of N samples, with adjacent frames separated by M (where M
< N).

2. Windowing: A window function is applied to minimize signal dis-
continuities and spectral distortions at the beginning and end of each
frame.

3. Fast Fourier Transform: The signal is transformed from the time
domain to the frequency domain using a fast Fourier transform.

4. Mel-frequency Wrapping: Since speech sounds do not follow a linear
frequency scale, each frequency is measured in ’Mel’, representing a
subjective pitch. The process results in a Mel-scaled spectrogram.

5. Cepstrum: The log Mel spectrum is converted back to the time do-
main, yielding the MFCCs.

The system achieves classification accuracy ranging from 85.78% to 90.41%,
demonstrating its accuracy in recognizing vowels in Malaysian English.

• Automatic Speech Recognition System Using MFCC-Based LPC Ap-
proach with Backpropagated Artificial Neural Networks [9]: In this pa-
per, a method for improving Automatic Speech Recognition (ASR) through
deep learning techniques is discussed, focusing on the challenges of pre-
processing, feature extraction, and classification. The approach integrates
Spectral Subtraction (SS) for noise reduction, along with MFCC and Linear
Prediction Cepstral Coefficients (LPCCs) for feature extraction, and uses a
Back-Propagated Artificial Neural Network (BP-ANN) for classification.

The extraction of both LPCC and MFCC features follows a process similar
to previous studies, but with an important difference: instead of using the
traditional LPC coefficients as features, the paper utilizes LPCCs, which
are derived by applying cepstral analysis to the LPC features. Several
training techniques were tested, considering the features individually and
in combination. The findings show that the combined approach achieves
the best performance, with a remarkable average recognition accuracy of
98.33%.

All three papers offered valuable insights for the development of an optimal

model, although not all the strategies proposed were incorporated into the

research process. The first paper, with its high recognition accuracy, emphasizes
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the use of LPC features combined with ANN for vowel recognition. The second

paper, specifically developed for Malaysian vowel recognition, achieves slightly

lower (but still excellent) results and introduces the use of MFCCs alongside

FFNN. The third paper, focusing on general speech recognition, proposes a

solution that combines both LPCC and MFCC, providing a thorough analysis

and comparing results from the two individual approaches.

After evaluating these solutions and assimilating their insights, I decided to

develop a model based on the third paper’s suggestion: combining LPCC and

MFCC features to train a FFNN specifically for vowel classification. I chose

this approach with the goal of improving recognition accuracy and potentially

surpassing the best results from the first paper. By focusing solely on vowel

recognition, rather than general speech recognition, I aimed for a more targeted

and effective model.

To push the model’s performance even further, I then tried to enhance the pre-

processing step by separating the audio signal into its harmonic and percussive

components, through a process that I will explain more in detail later. This

enabled me to extract features solely from the harmonic portion of the signal, ef-

fectively excluding the percussive elements with the aim to enhance the model’s

performance.

Additional papers that provided valuable insights during various stages of the

development process are listed below:

• Speech Recognition using Artificial Neural Networks and Hidden Markov
Models [10]: This paper provides a detailed explanation of the process for
extracting and optimizing LPCC features. Each step is carefully described,
justifying the choices made to optimize the efficiency of the coefficients.

• Extending Harmonic-Percussive Separation of Audio Signals [11]: This
paper aims to describe and extend the Harmonic-Percussive Separation (HPS)
procedure used to separate the harmonic and percussive components of
an audio signal. It offers an overview of the HPS process, which is based
on the use of the Median Filtering technique.

2.5 Summary

SoundRise is an educational and therapeutic tool designed to aid speech-impaired

children through real-time visual feedback on vocal characteristics. The current
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implementation of SoundRise’s timbre recognition model has limitations in ac-

curately classifying vowel sounds across diverse voice ranges, which this thesis

aims to address.

The core objective is to enhance timbre recognition accuracy within SoundRise

through two key steps: identifying a suitable vowel dataset and selecting a more

robust classification model. While rule-based methods, such as formant-based

approaches, may work well in controlled environments, they often struggle with

the complexity and variability of real-world scenarios. Machine learning, on

the other hand, provides a more flexible and scalable solution, enabling the

development of a vowel classification model that could better address these

challenges and potentially achieve greater accuracy and robustness. This thesis

will investigate the transition from deterministic, formant-based methods to a

probabilistic, machine learning-driven approach.

Vowels are a good use case for timbre recognition due to their distinct acoustic

properties, making them well-suited for classification tasks. Supervised learning

is likely the most appropriate approach for vowel classification, therefore I out-

lined a structured pipeline for implementing a machine learning-based vowel

recognition system.

The literature review informed the approach taken in this thesis, with the most

promising strategies involving a combination of Linear Prediction Cepstral Coeffi-

cients (LPCC) and Mel-Frequency Cepstral Coefficients (MFCC). These findings will

guide the development of an improved classification model for SoundRise.

The subsequent chapters will detail the implementation of the proposed ma-

chine learning model, present experimental results, and describe the integration

of the enhanced system into the SoundRise application.

14



3
Methodology

In this chapter, I will discuss the various approaches used to implement the

model chosen for the vowel classification task. First, I will address the dataset

selection, with particular emphasis on the limitations and issues associated with

this choice that must be considered during the model implementation. Then, I

will provide a detailed description of the adopted approaches and explore, step

by step, the process required for implementation.

3.1 The Dataset: Characteristics And Issues

As discussed in the previous chapter, one of the first steps in implementing a

model for vowel recognition was selecting an appropriate dataset. This proved

challenging due to the limited availability of datasets specifically designed for this

task. Additionally, it was essential that the dataset include a sufficient number

of samples, with vowel recordings from both male and female voices.

A review of several datasets revealed one that met both criteria [12]. This

dataset contains a large number of clear vowel recordings from both male and

female speakers. Although the dataset satisfies the basic requirements, it still

has several significant limitations and issues related to the conditions, length, and

other characteristics of the vowel recordings.

The main problems identified, which had to be addressed during the develop-

ment and implementation processes, are outlined below:
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• Unbalanced Dataset: The number of recordings in the dataset is unbal-
anced between male and female voices. There are fewer recordings for
vowels pronounced by females compared to those pronounced by males.
This imbalance may negatively affect the accuracy of the neural network
training if not properly addressed.

• Variable Length: The length of the recordings varies, with some record-
ings even stopping abruptly. This becomes problematic when training
samples need to be extracted from specific time segments of the audio
recordings.

• Unaccounted Silence: Several recordings contain periods of silence at the
beginning or end. This can cause issues when extracting samples from
these parts of the audio, as the presence of silence within the frame may
affect the analysis.

All these issues must be taken into account when developing the models for the

various approaches.

3.2 The Theory Behind The Model

Before looking at the approaches used to implement the vowel recognition model

for this application, it is important to explore the theory underlying the key

techniques in the next section.

3.2.1 Pre-processing

Different techniques can be combined to prepare the audio signal for the extrac-

tion of the required features. The most important ones that were used are: Pre-

emphasis, Windowing, and Harmonic-Percussive Source Separation (HPSS).

Pre-emphasis

Pre-emphasis [10] involves applying a filter to the speech signal that boosts the

high-frequency components. This is done to compensate for the tilted nature of

the human speech spectrum, where lower frequencies tend to have higher energy,

while higher frequencies usually have lower energy. The process essentially

flattens the spectrum by amplifying the higher frequencies, making the signal

more uniform across its frequency range.
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Pre-emphasis can be accomplished by passing the signal through an Finite Im-

pulse Response (FIR) filter whose transfer function is given by:

𝐻(𝑧) = 1 − 𝑎𝑧−1 (3.1)

Where the pre-emphasis coefficient 𝑎 lies between 0.9 and 1 (for example, a

widely used value in literature is 0.95).

Windowing

The windowing process [10] is applied to the frames (in which the audio signal is

split) in order to reduce the energy and decrease the discontinuities at the edges

of each frame, consequently preventing abrupt changes at the endpoints. The

most commonly used window for this purpose is the Hamming Window, which

is represented by the following function:

𝑤(𝑛) = 0.54 − 0.46 cos(
2𝑛𝜋

𝑁 − 1
), 0 ≤ 𝑛 < 𝑁 (3.2)

where N is the length of the window.

Harmonic-Percussive Source Separation

In the context of musical sounds, harmonic sounds and percussive sounds represent

two broad categories that differ significantly in their acoustic properties and how

they are perceived.

Harmonic sounds are typically associated with pitched sounds, meaning they

have a distinct musical note or tone that can be identified as part of a melody

or chord. The prototype of a harmonic sound is the acoustic realization of

a sinusoid, which corresponds to a single horizontal line in the spectrogram

representation that indicates stable frequency (equal to the fundamental) over

time. Musical instruments like strings (guitar and violin) and wind instruments

(flute and trumpet) primarily produce harmonic sounds.

Percussive sounds are transient, non-pitched sounds that occur when an object

strikes another object. These sounds are generally short-lived and are character-

ized by a sharp, often abrupt attack followed by a rapid decay. The prototype of

a percussive sound is the acoustic realization of an impulse, which corresponds
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to a vertical line in the time-domain representation. This representation symbol-

izes the brief and sudden nature of the event, showing a rapid rise in amplitude

with an equally fast decay. The sound of a drum stroke or a transient that occurs

in the attack phase of a musical tone are further typical examples.

The goal of Harmonic-Percussive Source Separation (HPSS) [13], alternatively re-

ferred to as Harmonic-Percussive Separation (HPS), is to decompose a given audio

signal into the two components: one representing the harmonic and the other

the percussive events. In other words, assumed 𝑥 : Z → R as a discrete-time

representation of a sampled audio signal, the procedure aims to decompose 𝑥

into a harmonic component signal 𝑥ℎ : Z → R and a percussive component

signal 𝑥𝑝 : Z→ R such that

𝑥 = 𝑥ℎ + 𝑥𝑝 (3.3)

The procedure is represented in the diagram below:

Figure 3.1: Diagram representing the complete HPSS procedure

The general procedure involves filtering a spectrogram in both horizontal and

vertical directions to enhance different signal components. In the horizontal

direction, it emphasizes harmonic events while reducing percussive ones. In the

vertical direction, it enhances percussive events and suppresses harmonic ones.

The filtered spectrograms are used to create time-frequency masks, which are

applied to the original spectrogram. Finally, the harmonic and percussive parts

of the signal are extracted by applying an inverse Short-Time Fourier Transform.

The procedure, represented in 3.1, can be summarized in the following steps:

1. Short-Time Fourier Transform: In the first step is required to compute
the discrete STFT X of the signal x, defined as below:

𝑋(𝑛) =

𝑁−1∑

𝑟=0

𝑥(𝑟 − 𝑛𝐻)𝑤(𝑟)𝑒
−2𝜋𝑖𝑘𝑟
𝑁 (3.4)
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where 𝑤 : [0, 𝑁 − 1] → R is a suitable window function of length N and
H is the hop size. The (power) spectrogram is then derived from X by
applying:

𝑌(𝑛, 𝑘) = |𝑋(𝑛, 𝑘)|2 (3.5)

2. Horizontal and Vertical Median Filtering: In the next step the harmon-

ically enhanced spectrogram 𝑌̃ℎ and the percussively enhanced spectro-

gram 𝑌̃𝑝 are computed by filtering Y. For this purpose is applied the
concept of median filtering.

Let 𝐴 = (𝑎1, 𝑎2, ..., 𝑎𝐿) be a list of length 𝐿 ∈ N consisting of real numbers
𝑎𝑙 ∈ R and 𝑙 ∈ [1 : 𝐿]. The elements of A are first sorted in ascending order,

resulting in the ordered list 𝐴̃ = (𝑎̃1, 𝑎̃2, ..., 𝑎̃𝐿) with 𝑎̃ 𝑙 ∈ R and 𝑙 ∈ [1 : 𝐿].
Then, the median 𝜇1/2(𝐴) of A is defined as:

𝜇1/2(𝐴) =

{
𝑎̃(𝐿+1)/2 for L odd

(𝑎̃𝐿/2 + 𝑎̃𝐿/2+1)/2 otherwise
(3.6)

The median can be locally applied to a sequence of real numbers, leading
to the concept of median filter of length 𝐿 ∈ N. Given the sequence
𝐴 = (𝑎𝑛 |𝑛 ∈ Z) of real numbers 𝑎𝑛 ∈ 𝑅 and an integer 𝐿 ∈ N. The sequence
𝜇𝐿

1/2
[𝐴] is defined by

𝜇
𝐿
1/2

[𝐴](𝑛) = 𝜇1/2(𝑎𝑛−(𝐿−1)/2, ..., 𝑎𝑛+(𝐿−1)/2) (3.7)

The concept of the median filter here is applied to the spectrogram Y in two
ways: once horizontally by considering the rows of Y and once vertically

by considering the columns of Y. The two filtered spectrograms 𝑌̃
ℎ

and 𝑌̃
𝑝

are then defined as:

𝑌̃
ℎ
(𝑛, 𝑘) = 𝜇1/2((𝑌(𝑛 − (𝐿ℎ − 1)/2, 𝑘), ..., 𝑌(𝑛 + (𝐿ℎ − 1)/2, 𝑘))) (3.8)

𝑌̃
𝑝
(𝑛, 𝑘) = 𝜇1/2((𝑌(𝑛 − (𝐿𝑝 − 1)/2, 𝑘), ..., 𝑌(𝑛 + (𝐿𝑝 − 1)/2, 𝑘))) (3.9)

for 𝑛, 𝑘 ∈ Z and 𝐿ℎ and 𝐿𝑝 are odd valued lengths.

3. Binary Masking: The two filtered spectrogram 𝑌̃ℎ and 𝑌̃𝑝 are not directly
applied to construct the harmonic and percussive components of the signal,
but are used to generate two masks which are then employed to extract
the desired components from the original spectrogram. The two masks
are defined as below:

𝑀ℎ(𝑛, 𝑘) =

{
1 𝑌̃

ℎ
(𝑛, 𝑘) ≥ 𝑌̃

𝑝
(𝑛, 𝑘)

0 otherwise
(3.10)

𝑀𝑝(𝑛, 𝑘) =

{
1 𝑌̃

ℎ
(𝑛, 𝑘) < 𝑌̃

𝑝
(𝑛, 𝑘)

0 otherwise
(3.11)

where 𝑛, 𝑘 ∈ Z.

19



3.2. THE THEORY BEHIND THE MODEL

The two masks express the extent to which each of the time-frequency bins
belongs to the respective component. Each component is obtained by ap-
plying the corresponding mask to the original spectrogram via pointwise
multiplication. In the case of harmonic and percussive masks two masked
versions are defined as:

𝑋 ℎ(𝑛, 𝑘) = 𝑀ℎ(𝑛, 𝑘) · 𝑋(𝑛, 𝑘) (3.12)

𝑋𝑝(𝑛, 𝑘) = 𝑀𝑝(𝑛, 𝑘) · 𝑋(𝑛, 𝑘) (3.13)

where 𝑛, 𝑘 ∈ Z.

4. Inverse Short-Time Fourier Transform: At last an Inverse Short-Time
Fourier Transform (iSTFT) is applied to the masked STFTs to obtain the
time-domain signals 𝑥ℎ and 𝑥𝑝 . Given a modified Short-Time Fourier
Transform (mSTFT) 𝑋𝑚𝑜𝑑, in this case the two masked STFTs 𝑋 ℎ and 𝑋𝑝 .
First is required to apply the inverse Discrete Fourier Transform (iDFT) to
each of the columns of 𝑋𝑚𝑜𝑑, yielding

(𝑥𝑛(0), ..., 𝑥𝑛(𝑁 − 1))𝑇 = 𝐷𝐹𝑇−1

𝑁 · (𝑋𝑚𝑜𝑑(𝑛, 0), ..., 𝑋𝑚𝑜𝑑(𝑛, 𝑁 − 1))𝑇 (3.14)

for 𝑛 ∈ Z. Where 𝑥𝑛 : Z→ R is the windowed signal defined by

𝑥𝑛(𝑟) = 𝑥(𝑟 + 𝑛𝐻)𝑤(𝑟) (3.15)

for 𝑟 ∈ Z. Then by applying overlapp-add technique, the signal 𝑥𝑅𝑒𝑐 : Z ∈
R can be defined by setting

𝑋𝑅𝑒𝑐(𝑟) =

∑
𝑛∈Z 𝑥𝑛(𝑟 − 𝑛𝐻)

∑
𝑛∈Z 𝑤𝑛(𝑟 − 𝑛𝐻)

(3.16)

for 𝑟 ∈ Z.

3.2.2 Linear Prediction Cepstral Coefficients

The Linear Prediction Cepstral Coefficients (LPCCs) are a specific type of feature

which provide a compact, efficient representation of speech (since usually fewer

cepstral coefficients are required compared to raw spectral features) while still

maintaining relevant information about the speech signal. LPCCs are partic-

ularly effective for tasks such as speech recognition, speaker identification,

and speech synthesis. LPCCs are extracted through the combination of two

powerful techniques: Linear Predictive Coding (LPC) and Cepstral analysis.

Linear Predictive Coding

Linear Predictive Coding (LPC) [10] is a technique used to represent the speech

signal by modeling it as a linear combination of its previous samples. In speech
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processing, the idea behind LPC is to model the speech signal with a set of

coefficients that describe the spectral envelope of the signal. It works by estimating

how the current speech sample can be predicted as a linear combination of past

samples, with the goal of minimizing the prediction error.

The basic steps for LPC involve:

1. Autocorrelation: Autocorrelation measures the similarity of the signal to
itself over different lags (shifts). For a given signal x(t), the autocorrelation
sequence R(m) is defined as:

𝑅(𝑚) =

𝑁−1−𝑚∑

𝑛=0

𝑥(𝑛)𝑥(𝑛 + 𝑚) (3.17)

where m is the lag, and N is the length of the signal frame. Although the

equation involves the complex conjugate 𝑥(𝑛 + 𝑚), the signals typically
applied to this function are real-valued. This gives a set of autocorrelation
values for various time lags (from 0 to the maximum lag p, where p is the
LPC model order).

Using the autocorrelation values, a Toeplitz matrix is formed. The Toeplitz
matrix R has the form:

𝑅 =



𝑅(0) 𝑅(1) 𝑅(2) ... 𝑅(𝑝 − 1)
𝑅(1) 𝑅(0) 𝑅(1) ... 𝑅(𝑝 − 2)
𝑅(2) 𝑅(1) 𝑅(0) ... 𝑅(𝑝 − 3)
...

...
...

. . .
...

𝑅(𝑝 − 1) 𝑅(𝑝 − 2) 𝑅(𝑝 − 3) ... 𝑅(0)



(3.18)

This matrix is symmetric, and the dimension is p x p, where p is the order
of the LPC model.

2. Levinson-Durbin Algorithm: it is used as a computationally efficient
algorithm for calculating the LPC coefficients from the autocorrelation
sequence of a signal, by solving the Yule-Walker equations that relate the
autocorrelation sequence of a signal to its LPC coefficients.

Given an autocorrelation sequence R(0),R(1),R(2),...,R(p), the general form
of the Yule-Walker equations is:



𝑅(0) 𝑅(1) 𝑅(2) ... 𝑅(𝑝 − 1)
𝑅(1) 𝑅(0) 𝑅(1) ... 𝑅(𝑝 − 2)
𝑅(2) 𝑅(1) 𝑅(0) ... 𝑅(𝑝 − 3)
...

...
...

. . .
...

𝑅(𝑝 − 1) 𝑅(𝑝 − 2) 𝑅(𝑝 − 3) ... 𝑅(0)





𝑎1
𝑎2
...
𝑎𝑝


=



𝑅(1)
𝑅(2)
...

𝑅(𝑝)



(3.19)

The Levinson-Durbin algorithm provides a recursive solution to this sys-
tem of equations. The basic idea is obtain the LPC coefficients by solving
the Yule-Walker equation for each coefficient 𝑎1,𝑎2,...𝑎𝑝 while minimizing
the prediction error E(p).

The pseudocode of the Levison-Durbin algorithm is reported below:
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Algorithm 1 The Levinson-Durbin algorithm

for i = 1,2,...,p do
𝐸0 = 𝑟(0)
𝑘𝑖 = (𝑟(𝑖) −

∑𝑖−1

𝑗=1
𝑎𝑖−1(𝑗)𝑟(𝑖 − 𝑗))/𝐸𝑖−1

for j = 1,2,...,i-1 do
𝑎𝑖(𝑖) = 𝑘𝑖
𝑎𝑖(𝑗) = 𝑎𝑖−1(𝑗) − 𝑘𝑖𝑎𝑖−1(𝑖 − 𝑗)

end for
𝐸𝑖 = (1 − 𝑘2

𝑖
)𝐸𝑖−1

end for

Cepstral Analysis

Cepstral analysis [14, 15] involves transforming the signal (or features like LPC co-

efficients) to the cepstral domain using the iDFT. The result is a set of coefficients

called cepstral coefficients, which are particularly useful for capturing the overall

spectral shape, helping to emphasize the vocal tract features (which remain rela-

tively stable over time) and de-emphasize rapid changes (like the glottal pulse).

For what concerns the LPCCs, they are extracted from the LPC coefficients through

an iterative procedure. The algorithm used is reported below:




𝑐0 = ln(𝜎2)

𝑐𝑚 = 𝑎𝑚 +
∑𝑚−1

𝑘=1
( 𝑘𝑚 )𝑐𝑘𝑎𝑚−𝑘 1 ≤ 𝑚 ≤ 𝑝

𝑐𝑚 =

∑𝑚−1

𝑘=𝑚−𝑝(
𝑘
𝑚 )𝑐𝑘𝑎𝑚−𝑘 𝑚 > 𝑝

(3.20)

Where 𝜎2 is the gain term in the model and 𝑎𝑚 is an LPC coefficient. The size of

the set of cepstral coefficients is defined as Q, where Q is normally taken to be

equal to 1.5p.

However, the cepstral coeffiecients obtained this way must be further modified to

achieve higher robustness. In fact the low order cepstral coefficients (capturing

the general spectral shape and the formant structure) are sensitive to the spectral

slope, while the high order cepstral coefficients (capturing finer spectral details,

such as pitch and tone information) are sensitive to noise. A solution to these

two problems is by weighting these coefficients by a window. A suitable window
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is one of the form:

𝑤𝑚 = [1 +
𝑄

2
sin(

𝑚𝜋

𝑄
)], 1 ≤ 𝑚 ≤ 𝑄 (3.21)

Figure 3.2: Graph representing the window used to perform LPC to LPCC
conversion for different values of the Q parameter

And the weighted coefficients will be:

𝑐̂𝑚 = 𝑤𝑚𝑐𝑚 , 1 ≤ 𝑚 ≤ 𝑄 (3.22)

3.2.3 Mel-Frequency Cepstral Coefficients

Mel-Frequency Cepstral Coefficients (MFCCs) [16] are a feature representation com-

monly used in speech and audio signal processing. They are derived from the

short-term power spectrum of an audio signal and are designed to capture the

characteristics of human auditory perception.

The human auditory system does not perceive sound in a linear fashion. For

example, the human auditory perception of pitch is not linear with frequency,
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and more sensitive to changes in lower frequencies than higher ones. The Mel

scale is a perceptual scale of pitches that approximates the way humans perceive

sound frequencies. This scale is non-linear and frequencies are spaced closer

together at lower values and farther apart at higher values.

MFCCs mimic this behavior by using the Mel scale to capture the frequency

content of the audio in a way that aligns with human hearing. The coefficients

describe the envelope of the power spectrum in a way that emphasizes percep-

tually relevant information.

Since they are able to provide a compact representation of some of the most

essential features of the audio signal, MFCCs are widely used in various appli-

cations such as speech recognition, speaker identification, music analysis, and

audio classification.

The procedure required to extract the MFCCs is implemented through the fol-

lowing steps:

1. Discrete Fourier Transform: The first step consists in computing the Dis-
crete Fourier Transform (DFT) of the windowed frame. For a given frame,
of length N, the DFT is given by the following equation:

𝑋(𝑘) =

𝑁−1∑

𝑛=0

𝑥(𝑛)𝑒−2𝜋𝑖𝑘𝑛/𝑁 , 0 ≤ 𝑘 < 𝐾 (3.23)

where x(n) is the input frame and K is the length of the DFT.

2. Periodogram Estimation: Next is computed the periodogram estimate of
the power spectrum, which is given by:

𝑃(𝑘) =
1

𝑁
|𝑋(𝑘)|2 (3.24)

3. Mel-spaced Filterbank: The Mel-spaced Filterbank, that is a set of 20-40
(26 is the standard number) triangular filters, is applied to the periodogram
power spectral estimate previously computed. The filterbank comes in the
form of M vectors of length K mostly composed by zeros, where M is the
number of required filters and K is the length of the DFT. This can be
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modeled through the following equation:




0 𝑘 < 𝑓 (𝑚 − 1)

𝑘 − 𝑓 (𝑚 − 1)

𝑓 (𝑚) − 𝑓 (𝑚 − 1)
𝑓 (𝑚 − 1) ≤ 𝑘 < 𝑓 (𝑚)

1 𝑘 = 𝑓 (𝑚)

𝑓 (𝑚 + 1) − 𝑘

𝑓 (𝑚 + 1) − 𝑓 (𝑚)
𝑓 (𝑚) < 𝑘 ≤ 𝑓 (𝑚 + 1)

0 𝑓 (𝑚 + 1) > 𝑘

(3.25)

Denoted the m-th filter as 𝐻𝑚(𝑘), the filterbank energies are computed as:

𝐸(𝑚) =

𝐾−1∑

𝑘=0

𝑃(𝑘)𝐻𝑚(𝑘), 0 ≤ 𝑚 < 𝑀 (3.26)

where M is the number of triangular filters in the filterbank. Once this
is performed, what remains are the M numbers giving indication of how
much energy was present in each filter.

4. Logarithmic Compression: After applying the mel-filterbank to the pe-
riodogram, the logarithm of the filterbank energies is taken resulting in:

𝐸𝑙𝑜𝑔(𝑚) = ln(𝐸(𝑚)) (3.27)

The logarithmic compression serves the purposes to mimic the non-linear
perception of loudness of the human auditory system and to help com-
pressing the dynamic range of values, making the features more robust to
variations in input gain.

5. Discrete Cosine Transform: The final step of the procedure is to apply the
Discrete Cosine Transform (DCT) to the logarithm compressed filterbank
energies. The DCT is used in place of the Fourier Transform because it
produces real coefficients instead of complex ones, thus providing a good
energy compaction.

The coefficients are obtained by applying the following equation:

𝑐𝑛 =

𝑀−1∑

𝑚=0

𝐸𝑙𝑜𝑔(𝑚) cos(
𝜋𝑛(𝑚 − 0.5)

𝑀
), 0 ≤ 𝑛 < 𝐿 (3.28)

where L is the number of MFCCs required. For Automatic Speech Recog-
nition (ASR), only the lower 12-13 coefficients are usually kept.

The coefficients obtained at the end of these steps are the required MFCCs.

3.3 APIs And Libraries Used

The implementation involved the use of various external APIs and libraries to

assist with different tasks, ranging from retrieving and analyzing the audio signals
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from the recordings to building and training the neural network for classification.

3.3.1 Web Audio API

The Web Audio API [17] is a powerful tool in modern web development that

allows developers to create, manipulate, and control audio directly within web

browsers. It is a low-level JavaScript API that provides access to the system’s

audio hardware, enabling complex audio operations, including sound synthesis,

effects processing, spatial audio, and real-time analysis.

At the core of the Web Audio API there is the AudioContext, which is the con-

tainer for all audio nodes in a web application. The AudioContext interface is

essentially an audio-processing graph built from audio modules linked together,

each represented by an AudioNode.

• AudioContext is responsible for managing the entire lifecycle of audio
operations, including creating audio nodes, connecting them, starting and
stopping audio, and overseeing the rendering process. This means that
when working with audio in an application, the first step requires creating
an AudioContext, as all audio operations occur within the context.

• AudioNodes are objects that represent sound sources or processing units
in this graph. Audio nodes are linked into chains and simple webs con-
nected through their inputs and outputs, with each chain starting with
one or more sources. Each node has a specific function, such as sound
generation, audio processing, or output.

Thus, when manipulating audio, the basic idea is to use several types of nodes,

connect them together, and control the flow of the audio through the system.

3.3.2 Brain.js

Brain.js [18] is a JavaScript library that facilitates the creation, training, and de-

ployment of neural networks directly in the browser. It offers a user-friendly

interface with various methods for building different types of neural networks.

By abstracting the underlying complex computations, Brain.js makes working

with neural networks more accessible and easier to understand.
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Neural Network Creation

The Brain.js library provides several types of neural networks, each tailored for dif-

ferent tasks. These networks can be created using distinct methods, depending

on the type of neural network you wish to implement:

• Feed-Forward Neural Network (FNN)

• Recurrent Neural Network (RNN, LSTM, and GRU)

Creating a neural network with Brain.js is straightforward, similar to instantiat-

ing a JavaScript class. The following code snippet demonstrates the creation of a

neural network:

1 const net = new brain.NeuralNetwork(config)

Code 3.1: Creating a Neural Network with Brain.js

In the code above, the input to the brain.NeuralNetwork function is an optional

configuration object that defines the network’s behavior. Various options can be

set to customize the neural network, and these options are also used during the

training process. Some key configuration options include:

• inputSize: Defines the number of nodes in the input layer.

• hiddenLayers: Specifies an array of the number of hidden layers, along
with the number of nodes in each layer.

• outputSize: Indicates the number of nodes in the output layer.

• activation: Determines the activation function used by the network (e.g.,
sigmoid, relu, leaky-relu, tanh).

• learningRate: The rate at which the model adjusts its weights during
training, with a value between 0 and 1.

• iterations: The total number of training cycles over the entire dataset.

• errorThresh: The error threshold (between 0 and 1) that stops training
once the error becomes sufficiently small.

• log: If set to true, the network logs its training progress, showing the error
rate after each iteration.

• logPeriod: Defines how often the log output is displayed, based on the
number of iterations.

• timeout: The maximum time (in milliseconds) to train the model.
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1 const config = {

2 hiddenLayers: [20, 20],

3 activation: ’sigmoid’,

4 learningRate: 0.3,

5 iterations: 20000,

6 errorThresh: 0.005,

7 log: true,

8 logPeriod: 10,

9 timeout: 5000

10 }

Code 3.2: Example of Neural Network Configuration

If these options are not explicitly set, they default to predefined values.

Training a Neural Network

Brain.js provides methods specifically designed for training neural networks. The

core train method is used to train a model by supplying it with labeled data.

The data is presented to the method as an array of objects, with each object

containing:

• input: The input data (an array of values) for the model

• output: The expected result (an array of values) corresponding to the input

Each object in the array represents a training sample.

1 const trainingData = [

2 { input: [0, 0], output: [0] },

3 { input: [0, 1], output: [1] },

4 { input: [1, 0], output: [1] },

5 { input: [1, 1], output: [0] },

6 ];

Code 3.3: Example of Training Data

The train method takes the training data as the first parameter, and optionally, a

configuration object for customizing the training process and network behavior.

If no options are set, the training process will use the configuration provided at

network creation, or the default values will be used.

Training proceeds until one of the following conditions is met:

28



CHAPTER 3. METHODOLOGY

• The error is reduced to a level lower than the errorThresh

• The maximum number of iterations is completed

• The training time exceeds the timeout limit

If enabled, logs will track the progress of the training, and callbacks will be

executed at the configured intervals.

1 net.train(trainingData , config);

Code 3.4: Training the Network with the Provided Data and Options

Running the Neural Network

Once the network is trained, the Brain.js run method can be used to return a

prediction on the data provided as input based on what the network has learned

during the training. The return value of the run method is a hash table where

each property corresponds to a possible prediction associated with the input.

The values of these properties are numbers that represent how likely it is that

the property is the correct prediction for the current input.

1 const result = net.run([1,0]);

2

3 /* result will be:

4 {"zero":0.06577067077159882,"one":0.9343253374099731}

5 */

Code 3.5: Example of run method execution for the provided input on the

trained network net

3.3.3 Meyda.js

Meyda.js [19] is a lightweight and efficient JavaScript library designed for real-

time audio feature extraction and analysis, making it ideal for applications such

as music visualizations, interactive audio tools, and sound recognition. Meyda

fulfills the role of a real-time Audio Feature Extraction API, and as such provides

a large set of widely optimized feature extraction implementations, that allow

easy extraction of the audio features. It works in a modular fashion, allowing

users to select only the features they need for efficiency, and supports a wide

range of audio features which can be fit into three distinct categories: perceptual

features, time domain features, and spectral domain features.
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The library integrates seamlessly with the Web Audio API, allowing developers

to analyze audio streams from sources like microphones or audio files. The

integration with the Web Audio API is direct. Meyda accepts an AudioContext

and any node that implements the AudioNode interface as a source in the con-

structor of the object to be connected to Meyda’s internal ScriptProcessorNode.

This way Meyda provides the maximum ease of integration for the users.

Basing on this structure, Meyda is intended as a terminating pseudo-node in the

graph of nodes because it does not provide any transformations, rather, it takes

data from the audio in the node graph and exposes it for usage in other contexts.

As such, it does not implement the AudioNode interface because it should not

be connected to a DestinationNode or any other further nodes. Meyda supports

two types of output systems:

• Immediate: The Meyda.extract(features, signal) method returns instanta-
neous data from the currently analyzed real-time buffer.

• Synchronized: Whenever a callback is specified in the MeydaAnalyzer
constructor setup, the analyzer executes the provided piece of code syn-
chronously with the internal ScriptProcessorNode. This may be useful
in instances where output is required for every buffer that is analyzed by
Meyda.

Though it doesn’t include built-in visualization capabilities, it pairs well with

visualization libraries like D3.js, which specializes in creating interactive data-

driven visualizations, or P5.js, a library focused on interactive graphics and

creative coding, to create interactive audio-visual experiences.

3.4 Developing The Solution

The complete code referenced throughout this section can be found in the repos-

itory [20].

To determine which of the approaches analyzed, each using different types of

features for training the model, yields the best results in terms of recognition

accuracy, I built a simple web application using the tools discussed in the pre-

vious section. This application handles feature extraction and classification, and

displays the results directly on the console.

The cases considered can be classified based on the type of features used into the

following categories: LPCC only, MFCC only, and LPCC and MFCC combined.
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This classification can then be further refined by distinguishing the cases based

on the source of the features, dividing them into:

• Direct Extraction From Audio Signal: The features are directly extracted
from the original audio signal.

• Pre-Processing with HPSS: The audio is first split into harmonic and
percussive components, and feature extraction is then performed using
only the harmonic component of the signal.

3.4.1 Setup The Web Audio API

The first step in getting the application running was to set up the environment

required by the Web Audio API to acquire and analyze audio signals. I defined a

function for this purpose, which is shown below.

1 let ctx, analyser , dataArray , audioElement;

2

3 function setup() {

4 // this set up is done whenever an audio context is not already

defined

5 if (ctx == undefined) {

6 // create an instance of audio context

7 ctx = new AudioContext();

8

9 // analyzer creation and initialization

10 analyser = ctx.createAnalyser();

11 analyser.fftSize = 1024;

12

13 // audio buffer creation

14 const bufferLength = analyser.fftSize;

15 dataArray = new Float32Array(bufferLength);

16

17 // initialization of the audio context

18 audioElement = document.getElementById("signal");

19 const signal = ctx.createMediaElementSource(audioElement);

20

21 // connect to the analyzer node

22 signal.connect(analyser);

23 }
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24 }

Code 3.6: Function to initialize the Web Audio API graph for processing the

provided audio signal

The function above is used to set up all the necessary variables and parameters

required by the Web Audio API to properly process audio signals. It initializes

the audio context and other related components, ensuring that the environment

is ready for processing. The function is designed to be called whenever the

application needs to acquire a new audio frame for further analysis or processing.

When this happens, it is invoked alongside any other relevant functions to ensure

smooth and continuous audio signal handling.

3.4.2 Direct Extraction From Audio Signal

The first approach explored was the one where the extraction of the features re-

quired for training and testing the model was performed directly on the original

audio signal. Since both MFCCs and LPCCs were used as features, the feature

extraction procedure was split into two parts: one for the LPCCs and the other

for the MFCCs.

LPCC Feature Extraction

The extraction of the LPCC features was performed through a systematic series

of ordered steps, each carefully designed to ensure accuracy and efficiency in

feature extraction. These steps serve distinct purposes in the process of LPC

feature extraction and can be broadly categorized into two main groups based

on their functionality. On one hand, there are the steps involved in the pre-

processing of the signal, which include pre-emphasis and windowing. On the

other hand, there are the steps that perform the actual extraction of the LPC

coefficients. The effective procedure adopted is resumed by figure 3.3 below.
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Figure 3.3: Graph representing LPCC feature extraction

Each of the steps illustrated in the figure was meticulously implemented in

the application through the creation of distinct, well-defined functions. These

functions were specifically designed to handle each task in the feature extraction

pipeline, ensuring modularity, efficiency, and clarity in the overall process. Once

developed, these functions were seamlessly integrated into the application and

used in a sequential manner to execute the entire feature extraction procedure.

1. Pre-emphasis: The pre-emphasis step is a crucial pre-processing technique
used to enhance the high-frequency components of the audio signal, which
is particularly important for vowel classification tasks. The goals and
detailed discussion of pre-emphasis can be found in Section 3.2.1.

In this application, the pre-emphasis step was implemented through a
dedicated function. The function receives two inputs: the audio signal
and the pre-emphasis coefficient (denoted as alpha), which controls the
amount of emphasis placed on the high-frequency components. In this
case, the selected value of alpha is 0.97, though it can be adjusted for
stronger emphasis by choosing values even closer to 1.0.

The function processes the audio signal by iterating through each sample.
For each sample, it subtracts a scaled version of the previous sample (con-
trolled by alpha) from the current sample. This operation amplifies the
higher-frequency content while leaving the lower-frequency components
relatively unchanged. By enhancing the high-frequency details, the pre-
emphasis step helps highlight the distinctive features of vowels, which is
beneficial for more accurate vowel classification in the following analysis
steps.

2. Windowing: A Hamming window is applied to reduce discontinuities or
abrupt changes at the beginning and end of the signal frame. This window-
ing function smooths the signal by tapering the values at the edges, helping
to minimize the effects of spectral leakage during analysis or processing.
To implement this, two functions were developed in the application: one
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for creating the Hamming window and another for applying it to the signal
frame.
The first function, hamming, takes the desired window length (denoted as
N) as input and generates the window values using the Hamming formula,
as defined in equation 3.2. This function returns an array of length N,
containing the calculated window values.

The second function, windowing, takes both the audio signal and the gen-
erated Hamming window as inputs. It applies the window to the signal by
multiplying each sample of the signal by the corresponding value in the
window. This results in the tapered effect that reduces discontinuities at
the edges of the signal frame. By applying the Hamming window, sharp
transitions at the boundaries of the frame are smoothed, which makes the
signal more suitable for analysis and improves the accuracy of subsequent
processing steps, such as feature extraction.

3. Autocorrelation Analysis: The autocorrelation function measures the sim-
ilarity between a signal and its time-shifted versions, quantifying how
much a signal resembles itself at different time lags. In LPC, the autocor-
relation values are computed for various lags, and these values are then
used to form a set of linear equations that estimate the coefficients of a pre-
dictive filter. The autocorrelation values provide insight into the signal’s
inherent patterns, which are crucial for modeling the signal using LPC.
These coefficients are used in speech processing and other applications to
approximate a signal using a linear prediction model. The autocorrelation
function takes a signal and an order parameter as inputs:

• The signal is the input data to be analyzed.

• The order parameter specifies the number of autocorrelation values
to compute, which correlates with the number of LPC coefficients to
be derived.

In the process:

(a) The autocorrelation function calculates how similar the signal is to
itself at different time lags.

(b) The resulting autocorrelation values are stored in an array.

(c) These values are then used in LPC to estimate the filter coefficients
that best model the signal.

The autocorrelation values are then used in the next steps of LPC to com-
pute the filter coefficients, which are essential for predictive encoding or
signal analysis.

4. LPC Analysis: The autocorrelation analysis produces a Toeplitz matrix,
which forms the foundation for the next step: LPC analysis. Here, the
goal is to solve the system of linear equations derived from this matrix to
extract the LPC coefficients. A highly efficient method for this is the Levinson-
Durbin algorithm, which computes these coefficients by recursively solving
the system while minimizing computational overhead.
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The function described here implements the Levinson-Durbin algorithm on
the autocorrelated signal. It accepts two inputs: the autocorrelated sig-
nal (r) and the LPC analysis order, which specifies how many coefficients
should be calculated. The algorithm initializes arrays for the reflection
coefficients (denoted as a), error values (e), and intermediate variables (k).
The first element of the error array, e, is initialized with the first value of
the autocorrelation sequence r.

The recursive loop runs through each order of the LPC analysis. At each
step i, the reflection coefficient k[i] is computed based on previous coef-
ficients and autocorrelation values, while the error value e[i] is updated
accordingly. These coefficients are stored in array a. Once all iterations
are complete, the function returns both the LPC coefficients and the gain g.
The gain is computed as the square root of the final error value e[order],
representing the signal’s energy. This gain is crucial for accurately convert-
ing the LPC coefficients into their cepstral form during the LPCC conversion
process.

5. Cepstral Analysis: Cepstral analysis is the final stage in the process of
extracting Linear Predictive Cepstral Coefficients (LPCCs). It involves con-
verting the LPC coefficients, which represent the speech signal’s spectral
properties, into more compact and efficient cepstral coefficients (LPCCs).
This transformation enhances the representation of the signal’s spectral
features, making it more suitable for analysis.

The process starts with the following inputs:

• The set of LPC coefficients

• The gain

• The number of calculated LPC coefficients (denoted as p)

• The desired size of the LPCC set (denoted as Q, where 𝑝 < 𝑄)

The first step is to calculate the logarithm of the gain, which forms the
initial cepstral coefficient. For the remaining coefficients, a series of itera-
tive mathematical operations are performed. These operations take both
the LPC coefficients and the previously computed cepstral coefficients into
account to generate the full set of LPCCs. This iterative process captures
essential spectral information while reducing dimensionality.

To enhance the accuracy and robustness of the LPCCs, a weighting window
is applied. This window helps refine the cepstral coefficients, ensuring
they are more suitable for further analysis or processing. The result is a
refined set of weighted LPCCs, now in a more compact and effective form
for subsequent use.

All of the functions outlined were seamlessly integrated into a single, unified

process, meticulously crafted to streamline the extraction and inclusion of es-

sential LPCC features. This consolidated approach ensures that the features are

efficiently stored in a dedicated buffer, optimizing both performance and ease

of access for subsequent processing or analysis.
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1 function extractLPCC(featureBuffer , vowel) {

2 // preemphasis coefficient

3 const alpha = 0.97;

4

5 // order of autocorrelation and lpc

6 const order = 19;

7

8 // number of lpcc coefficients

9 let Q = order + 1;

10

11 // retrieves the audio frame

12 analyser.getFloatTimeDomainData(dataArray);

13

14 // executes pre-emphasis of the frame

15 let pre_signal = preemphasis(dataArray , alpha);

16

17 // creates a hamming window

18 let ham = hamming(pre_signal.length);

19

20 // applies the window to the frame

21 let w_signal = windowing(pre_signal , ham);

22

23 // executes autocorrelation analysis

24 let r = autocorrelation(w_signal , order);

25

26 // computes the lpc coefficents

27 let [ lpc, gain ] = levinsonDurbin(r, order);

28

29 // converts the lpc coefficients to cepstral

30 let lpcc = computeLPCCfromLPC(lpc, order, gain, Q);

31

32 // the cepstral coefficients are stored in a buffer

33 featureBuffer.push({

34 input: Array.from(lpcc),

35 output: { [vowel]: 1 }

36 });

37 }

Code 3.7: Function that extract the LPCCs and store them as features

The function takes two inputs: a feature buffer, where the extracted features

will be stored, and the type of vowel corresponding to the audio from which

the features are being derived. During the extraction process, the pre-emphasis
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coefficient (alpha) is consistently set to 0.97, a widely-used value that enhances

the prominence of higher frequency components in the audio. For the autocor-

relation/LPC analysis and LPCC conversion, the parameter Q (which defines the

number of LPCCs to be extracted) was carefully chosen to ensure an equal num-

ber of LPC and cepstral coefficients. This configuration results in a total of 20

cepstral coefficients for each vowel, a setup proven to be optimal through extensive

testing. Finally, the organization of the extracted features into the buffer was

meticulously planned to guarantee proper structure, enabling accurate super-

vised training and reliable testing of the neural network.

MFCC Features Extraction

The extraction of the MFCC features was carried out using the Meyda.js library,

as previously introduced. Meyda.js offers a robust suite of tools for extracting a

variety of audio features, including MFCCs. The process for extracting MFCCs

with this library closely follows the steps outlined in Figure 3.4 below. This

diagram illustrates the typical workflow of the extraction process, encompassing

both the pre-processing of the audio signal and the subsequent extraction of the

MFCCs.

Figure 3.4: Graph representing MFCC feature extraction

As shown in the figure above, the pre-processing phase for MFCC extraction con-

sists solely of the windowing step. This contrasts with the LPCC extraction pro-

cess, where an additional pre-emphasis step is applied to the signal. By omitting

pre-emphasis, the pre-processing pipeline is streamlined, focusing exclusively on

windowing to prepare the signal for feature extraction. This decision was based

on experimental results obtained through a trial-and-error kind of approach,

37



3.4. DEVELOPING THE SOLUTION

which indicated that including pre-emphasis did not significantly improve model

performance. In fact, it even led to a decrease in recognition accuracy. To further

simplify the extraction process, both pre-processing and feature extraction are

handled using the Meyda library. Meyda’s built-in functions provide an efficient

workflow by managing essential tasks, such as audio signal pre-processing and

MFCC calculation, while ensuring accurate feature extraction. The code snippet

below illustrates the function developed to perform the MFCC extraction.

1

2 function extractMFCC(featureBuffer , vowel) {

3 analyser.getFloatTimeDomainData(dataArray);

4

5 Meyda.audioContext = ctx;

6 Meyda.fftSize = analyser.fftSize;

7 Meyda.bufferSize = analyser.fftSize;

8 Meyda.sampleRate = ctx.sampleRate;

9 Meyda.windowingFunction = "hamming";

10 Meyda.numberOfMFCCCoefficients = 20;

11 const features = Meyda.extract([’mfcc’], dataArray);

12

13 featureBuffer.push({

14 input: features["mfcc"],

15 output: {[vowel]: 1}

16 });

17 }

Code 3.8: Function that extract the MFCCs and store them as features

This function takes as input an audio buffer, which contains the digital repre-

sentation of the audio signal, along with a label indicating the vowel class in

the recording. It first initializes the required parameters, including the audio

context, sample rate, FFT size, and windowing function. Once these settings are

configured, the function proceeds to extract MFCCs using the Meyda.extract

method from the Meyda library. To prepare the audio signal for feature extrac-

tion, the function applies a windowing function to reduce spectral leakage. In this

case, a Hamming window is used, but if no window is specified, Meyda defaults

to a Hanning window. This step ensures that the signal is properly conditioned

for accurate feature extraction by minimizing potential distortions caused by

spectral leakage. After windowing, the Meyda.extract method computes the

MFCCs, with 20 coefficients being extracted. These features are then stored in

a feature buffer, paired with a one-hot encoded vector representing the vowel class.
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This structure ensures that the extracted features are ready for further analysis

or machine learning tasks. By fully utilizing the capabilities of the Meyda li-

brary, this method efficiently processes the audio signal, extracting high-quality

and accurate features while maintaining computational efficiency. The resulting

MFCCs are ideal for applications such as speech recognition and machine learning,

where precise and reliable feature extraction is crucial.

3.4.3 Pre-processing With HPSS

The second approach builds upon the first by introducing Harmonic-Percussive

Source Separation as an initial step.

• First, HPSS is applied to the original audio signal, separating it into its
harmonic and percussive components.

• Next, the relevant features are extracted using only the harmonic compo-
nent as the basis for analysis.

With this approach, I aimed to explore whether extracting features directly from

the harmonic component, rather than from the original, unprocessed signal, leads

to improved results.

Harmonic-Percussive Source Separation

The Harmonic-Percussive Source Separation process was implemented using a se-

ries of functions that were specifically developed for this purpose. Based on the

theoretical framework presented in the previous sections, this process can be

broken down into several distinct steps, illustrated in figure 3.1. Each step of

the process was designed to isolate the harmonic and percussive components

of the original audio signal in a systematic manner. The individual steps of the

process (each associated with a function) are outlined below, providing a clearer

understanding of how the separation was achieved.

1. STFT: The first step in analyzing an audio signal is applying the Short-Time
Fourier Transform (STFT), which converts the signal from its time-domain
representation into the frequency domain. The STFT achieves this through
the following steps:

(a) Segmentation: The signal is divided into smaller, overlapping seg-
ments.
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(b) Windowing: A window function is applied to each segment to reduce
spectral leakage.

(c) DFT Computation: The Discrete Fourier Transform (DFT) is applied
to each windowed segment, generating its frequency-domain repre-
sentation.

To perform this process, the STFT divides the input signal into M frames,
each of length N, with a hop size of H. A window function, denoted
as w, is applied to each segment to prepare it for the Discrete Fourier
Transform (DFT). The DFT is then computed for each windowed frame,
converting the signal from the time domain to the frequency domain. The
resulting output is a matrix where each row represents the frequency-
domain content of one frame.
The final result is a collection of frequency-domain representations, each
corresponding to a specific frame. This provides a clear view of the signal’s
spectral evolution, revealing how its frequency characteristics change over
time.

2. Power Spectrum Computation: Next, the power spectrum of the sig-
nal is computed from the spectral representation obtained through the
Short-Time Fourier Transform (STFT), revealing how the signal’s energy is
distributed across different frequency components over time.

The function calculates the power spectrum by squaring both the real (re)
and imaginary (im) components of each complex number in the spectral
data and summing them to capture the energy at each frequency.

In harmonic-percussive separation, the power spectrum helps distinguish
harmonic elements, which exhibit smooth frequency patterns, from per-
cussive elements, which show sharp, transient energy peaks. This sepa-
ration is crucial for isolating the harmonic and percussive components of
the signal for further analysis.

3. Median Filtering: The next step involves applying a median filter sepa-
rately in both the horizontal and vertical directions to the power spectrum,
resulting in two different filtered versions of the power spectrum. In the
horizontal direction, the median filter is applied to each row of the data,
while in the vertical direction, it is applied to each column. This two-
dimensional filtering process helps reduce noise and smooth the power
spectrum while preserving important features such as edges and transi-
tions.
The median_filter function applies a median filter to a signal, either hori-
zontally or vertically, based on the specified direction (’H’ for horizontal
or ’V’ for vertical). It processes each element by considering a window
of neighboring values of size L, sorting those values, and replacing the
element with the median (or the average of the two middle values if L is
even). The function handles edge cases by ensuring that the window stays
within the bounds of the signal. Specifically:

• For horizontal filtering, the function processes each row, applying
the median filter to each element by considering the values in its
neighborhood along the row.
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• For vertical filtering, the function processes each column, applying
the median filter to each element by considering the values in its
neighborhood along the column.

In both cases, the result is a filtered signal where noise is minimized, and
the data is smoothed, retaining the important features.

4. Binary Masking: The two filtered representations of the spectrogram are
not directly used to construct the harmonic and percussive components
of the signal. Instead, these filtered versions serve as the foundation
for generating two binary masks, which are then applied to the original
spectrogram to isolate the desired components. By selectively retaining
the relevant information for harmonic and percussive elements, the masks
facilitate a more accurate extraction of each component from the original
signal.

The process begins by creating these binary masks through the compari-
son of two input signals: y1, the horizontally median-filtered signal, and
y2, the vertically median-filtered signal. This comparison is performed
element by element, with the type of comparison determined by the mode
parameter, which can be set to either ’H’ (for harmonic) or ’P’ (for percus-
sive).

• In harmonic mode, elements at the same position in y1 and y2 are
compared. If the value in y1 is greater than or equal to the value in y2,
the corresponding mask element is set to 1, indicating the presence
of a harmonic element. Otherwise, it is set to 0.

• In percussive mode, the comparison is reversed. The mask is set to
1 if the value in y1 is less than the value in y2, signaling a percussive
element.

Once the binary mask is created, it is applied to the original spectrogram
through the applyMask function. This function operates on the spectro-
gram, represented as a two-dimensional array containing both real and
imaginary components for each element. Each element of the spectro-
gram is multiplied by the corresponding value in the binary mask: if the
mask value is 1, the original element is retained, preserving either the
harmonic or percussive component. If the mask value is 0, both the real
and imaginary parts of the element are set to 0, effectively removing that
component from the result.

This method ensures a clean and effective separation of the harmonic and
percussive components, which is essential for subsequent feature extrac-
tion or further analysis. In summary:

(a) Binary Mask Creation: The createBinMask function compares the
harmonic and percussive spectrograms element by element, based
on the selected direction (horizontal or vertical).

(b) Mask Application: The applyMask function multiplies each element
of the spectrogram by the corresponding value in the binary mask,
retaining only the relevant components (harmonic or percussive).
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Ultimately, this process results in a precise separation of the harmonic and
percussive components, both still represented in the frequency domain
and ready for further analysis or processing.

5. iSTFT: At this stage, the two binary-masked signals need to be converted
back into their time-domain form. This is achieved using the inverse Short
Time Fourier Transform (iSTFT), which reconstructs the time-domain sig-
nals from the frequency-domain signals that have been modified by the
binary mask. The iSTFT essentially reverses the STFT applied earlier to
analyze the signals in the frequency domain. By doing so, it recovers the
original waveforms, now altered by the masking process. The resulting
time-domain signals represent the two components (harmonic and percus-
sive) that were separated by the binary mask, enabling further analysis or
processing in the time domain.

The iSTFT works by rebuilding the time-domain signal from its frequency-
domain components. It processes each frequency-domain frame in X,
applying an inverse Discrete Fourier Transform (iDFT) to transform the
frequency data back to the time domain. The iDFT uses the real and
imaginary parts of each frequency component (X[k][’re’] and X[k][’im’])
to reconstruct the corresponding time-domain frame. These frames are
then combined using an overlapping window, determined by the hop size
H, to form the complete signal.

To ensure accurate signal reconstruction, the iSTFT includes a normaliza-
tion step. As the frames overlap, their contributions are weighted by a
window function w, which manages the overlap and ensures proper scal-
ing. Each sample in the resulting time-domain signal is computed as a
weighted sum of the overlapping frames, and the final value is normalized
by dividing it by the sum of the weights. This guarantees that the final sig-
nal maintains the correct amplitude, even in areas where frames overlap.
The result is a fully reconstructed time-domain signal, ready for further
analysis or processing.

The entire HPSS process was performed before extracting the different feature

types. However, the feature extraction process was slightly changed for the

extraction of LPCC features. After applying HPSS, instead of the usual pre-

emphasis and windowing steps on the signal, the decision was made to directly

extract features from the harmonic component. This approach was chosen

because extracting features from the harmonic component after HPSS resulted

in better performance compared to the traditional method, where the entire

signal would typically undergo pre-emphasis and windowing before feature

extraction. This adjustment improved the quality of the extracted LPCC features,

leading to better overall system performance, particularly when combining both

LPCC and MFCC features.

1
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2 function extractLPCCandMFCC(featureBuffer , vowel) {

3

4 // get the audio signal and store it in a buffer

5 analyser.getFloatTimeDomainData(dataArray);

6

7 // create an Hanning window

8 let w = hann(256);

9

10 // apply stft to the time-domain representation

11 let shortTimeFT = stft(dataArray , w, 64, 13);

12

13 // compute the power spectrum

14 let pow_s = computePowerSpec(shortTimeFT);

15

16 // compute and make odd the lengths of the two median filters

17 let L_h = make_integer_odd(convert_l_sec_to_frames((10 / 1000),

ctx.sampleRate , 256, 64));

18 let L_p = make_integer_odd(convert_l_hertz_to_bins(50000, ctx.

sampleRate , 256, 64));

19

20 // create the two median filters

21 let h_med_filt = median_filter(pow_s, L_h, ’H’);

22 let v_med_filt = median_filter(pow_s, L_p, ’V’);

23

24 // create a horizontal binary mask from the two filters

25 let h_m = createBinMask(h_med_filt , v_med_filt , ’H’);

26

27 // apply the created mask to the frequency -domain representation

28 let X_h = applyMask(shortTimeFT , h_m);

29

30 // apply istfs to retrieve the harmonic component in time-domain

31 let x_h = istft(X_h, w, 64, 13);

32

33 // extract lpcc features from the harmonic component

34 const lpcc = extractLPCC(x_h);

35

36 // extract mfcc features from the harmonic component

37 const mfcc = extractMFCC(x_h);

38

39 // stores the two type of features combined in a single buffer

40 featureBuffer.push({input: [...lpcc, ...mfcc], output: {[vowel]:

1}});
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41 }

Code 3.9: Function created to extract both the LPCC and MFCC features from

the harmonic component of the audio

3.4.4 Training The Neural Network

The procedures outlined above were followed to extract features from the pro-

vided audio samples, which were then used as inputs for training the neural

network. The audio recordings were replayed during the extraction process

using the Web Audio API at a sampling frequency of 48000 Hz. As a result, two

distinct sets of features were extracted from each recording:

• 20 LPCC features

• 20 MFCC features

When both LPCC and MFCC features are used, this results in a total of 40 features

per sample. To prepare the dataset for training the neural network, 40 audio

recordings from the available dataset were selected. These recordings were

chosen based on their sufficient length, which allowed for the extraction of an

adequate number of samples. A separate set of 20 recordings was selected for

testing. From each selected audio recording, 5 samples were extracted, leading

to a training dataset of 2000 samples and a test dataset containing 1000 samples.

Each sample was composed of two elements:

• The extracted LPCC and/or MFCC feature sets, each containing the same
number of features (20 each);

• The vowel label corresponding to the recording from which the sample
was derived.

Samples were extracted at regular intervals of 100 milliseconds, starting from

the beginning of the audio file and continuing through to the 500-millisecond

mark. This approach was specifically implemented to capture a more detailed

and comprehensive representation of the audio content. By incorporating tem-

poral variation in the extracted features, the method allows the neural network

to learn from the dynamic nature of the audio signal over time. This ensures

that the model can effectively capture both the phonetic characteristics and their

temporal evolution throughout the recording. To manage the timing of these in-

tervals for feature extraction, a custom delay function was created specifically for
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this purpose, enabling precise synchronization of the sampling process without

interrupting the overall flow of the system.

1

2 function delay(ms) {

3 return new Promise(resolve => setTimeout(resolve, ms));

4 }

Code 3.10: Function created to set the delay in the recordings

The delay function pauses the execution of code for a specified duration in

milliseconds. It accepts an argument ms, which defines the length of the delay,

and returns a Promise that resolves after the specified time using the setTimeout

function. This approach enables asynchronous code to pause without blocking

the execution of other tasks. As a result, the function allows processes like

recording to continue running, while the code "waits" for the timeout to expire.

Once the specified delay is reached, the code proceeds with the next step, such

as the extraction of features, ensuring that tasks are properly sequenced and

synchronized without interrupting the overall flow of the program.

The samples extracted in this manner for training the neural network were

initially stored in a buffer in a suitable format, as described earlier. Once the

data was collected, it was then written into a JSON file, allowing it to be easily

loaded and accessed when required. This approach ensures that the data is

efficiently saved and can be retrieved without the need for reprocessing. The

training of the neural network was carried out by fully utilizing the capabilities

of the Brain.js library, which provides powerful tools for implementing neural

networks. By leveraging the full potential of this library, the training process was

optimized to make the most of its features, enabling effective model development

and learning.

An appropriate function was developed to facilitate both the training of the

neural network and the evaluation of its performance on the selected test set.

This function manages the training process, monitors the network’s progress by

logging relevant data to the console, and then assesses its accuracy on the test

data. The function is outlined below:

1 async function trainAndTest() {

2 // Retrieves the checkbox that indicates whether it is required

to train or import the neural network

3 const checkbox = document.getElementById("cb");
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4

5 let network;

6

7 // If is required to train by new the neural network

8 if(!checkbox.checked) {

9 // Loads the training data from file

10 const trainData = await loadDataFromJSON("t_data/

trainDataLPCandMFCC.json");

11

12 // Creates and setup an instance of a neural network

13 network = new brain.NeuralNetwork({

14 log: true,

15 logPeriod: 100,

16 activation: ’sigmoid’,

17 iterations: 10000,

18 hiddenLayers: [60],

19 errorThresh: 0.005,

20 learningRate: Math.pow(10, -4),

21 });

22

23 // Starts the training

24 network.train(trainData);

25

26 // When train ends writes the trained network data to file

27 downloadJSON(network.toJSON(), "netDataLPCandMFCC.json");

28 }

29 // If is required to load the pre-trained neural network

30 else {

31 // Creates an instance of a neural network

32 network = new brain.NeuralNetwork();

33 // Loads the pre-trained network data

34 const t_net = await loadDataFromJSON("t_net/netDataLPCandMFCC

.json");

35 // Setups the neural network with the loaded data

36 network.fromJSON(t_net);

37 }

38

39 var test_buff = [];

40

41 // Stores the samples for testing the network into a buffer

42 await createTestSet(test_buff , 46, 20);

43

44 // Computes the recognition accuracy for the entire test set as
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well as for each individual vowel

45 computeTestAccuracy(network, test_buff);

46 }

Code 3.11: Function for training and testing the neural network with brain.js

The JavaScript code above defines an asynchronous function, trainAndTest,

which efficiently manages both the training of a neural network and the testing

of its recognition accuracy using provided data. If a pre-existing network is

available, the function can load it, bypassing the need for retraining. This

process utilizes the Brain.js library, which facilitates the creation, training, and

loading of neural networks, and subsequently evaluates their performance.

When training is required, the function first creates an instance of a neural net-

work using Brain.js, specifically a FFNN, and configures the training parameters.

These parameters include:

• log: When set to true, this logs the training progress to the console.

• logPeriod: Specifies how frequently the training progress should be logged
(after a set number of iterations).

• activation: Defines the activation function to be used during training.

• iterations: Specifies the number of training iterations before the process
completes.

• hiddenLayers: Defines the number of hidden layers and the number of
neurons per layer.

• errorThresh: Sets the error threshold, causing training to stop once this
threshold is reached.

• learningRate: Determines how much the weights are adjusted after each
iteration.

The parameter choices outlined in the code snippet are specifically for the case

where both LPCC and MFCC features are used in conjunction with Harmonic-

Percussive Separation (HPS) for preprocessing. In this context, only a few pa-

rameters remained consistent across all tested cases: the logging parameters

(log, logPeriod, and activation), along with the errorThresh parameter. The

logging parameters are essential for monitoring and visualizing the training

process, allowing real-time tracking of progress. The errorThresh was set to

a sufficiently low value that it was never reached during training, eliminating

the need for adjustments and requiring only tuning based on the number of
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iterations. Additionally, the sigmoid activation function proved effective across

all cases, removing the need to experiment with alternative activation functions.

As for the remaining parameters, values for each of the tested cases were deter-

mined via hyperparameter tuning, using trial-and-error to select the values that

yielded the best results on test, and are presented below:

• Direct Feature Extraction

– LPCC Case:

1. 13000 iterations
2. 1 hidden layer with 20 neurons

– MFCC Case:

1. 14000 iterations
2. 1 hidden layer with 30 neurons

– LPCC + MFCC Case:

1. 18000 iterations
2. 1 hidden layer with 20 neurons

• Feature Extraction From Harmonic Component

– LPCC Case:

1. 20000 iterations
2. 1 hidden layer with 40 neurons

– MFCC Case:

1. 10000 iterations
2. 1 hidden layer with 30 neurons

– LPCC + MFCC Case:

1. 10000 iterations
2. 1 hidden layer with 60 neurons

Regarding the learning rate, a consistent value of 10−4 was used across most cases

to optimize network performance. However, in the case where MFCC features

were directly extracted from the audio frame, a higher learning rate of 10−2

yielded better results. This demonstrates the importance of still adjusting the

learning rate according to the feature extraction method, as it can significantly

influence both the efficiency and effectiveness of the training process.
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Figure 3.5: The figure illustrates the common structure of the neural network
used in the tested cases, each characterized by a different number of neurons
in the hidden layer: (a) the models trained using respectively LPCC features
and LPCC-MFCC combined features employed 20 neurons in the hidden layer,
(b) the model trained on MFCC features, both with and without HPSS pre-
processing, utilized 30 neurons, (c) the model trained on LPCC features with
HPSS pre-processing included 40 neurons, (d) the model trained on LPCC-
MFCC combined features with HPSS pre-processing used 60 neurons.

Once the training is completed, the data associated with the trained network

is saved into another JSON file, ensuring that the trained model can be easily

accessed, stored, and reused whenever necessary for future tasks or evaluations.

This approach not only facilitates efficient model management but also ensures

that the trained network can be conveniently reloaded without needing to retrain

from scratch. It also enhances the model’s portability, enabling it to be shared

or deployed across different environments as needed.
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4
Results

This chapter will discuss the results obtained from analyzing the previously pre-

sented techniques. A comparison will be made between each approach, focusing

on both accuracy and the time constraints relevant to their real-world applica-

tion. The goal is to identify which technique performs best overall. Finally, the

top-performing method will be compared to the deterministic formant-based

technique currently used in the SoundRise application.

4.1 Test Results Analysis

To evaluate the results, 1000 samples were selected from 20 new audio record-

ings, distinct from those used in training, spanning different time segments.

These samples were processed through the trained neural network, and accu-

racy values were determined for each vowel as well as the overall performance.

The results obtained through this process are presented in Table 4.1.
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Method \Vowel A E I O U Overall

LPCC 0,768 0,762 0,667 0,744 0,605 0,690

MFCC 0,843 0,889 0,743 0,928 0,771 0,836

LPCC + MFCC 0,872 0,898 0,740 0,940 0,754 0,851

HPSS + LPCC 0,815 0,746 0,635 0,742 0,603 0,708

HPSS + MFCC 0,854 0,893 0,809 0,899 0,809 0,853

HPSS + LPCC + MFCC 0,899 0,897 0,822 0,950 0,794 0,870

Table 4.1: Accuracy results for the studied machine learning-based solutions

The case utilizing HPSS pre-processing with both types of features achieves the

highest recognition accuracy, reaching a solid 87%. However, the difference

compared to the corresponding case without HPSS pre-processing is minimal.

After further analysis, I found that all three cases without HPSS required only

about 1 millisecond to extract features and perform classification. In contrast,

the HPSS pre-processing cases required approximately 200 milliseconds, which

could present significant challenges in scenarios that require real-time precision.

During testing, the slight delay in feature extraction was not an issue, as audio

playback was paused during extraction and resumed afterward. However, in

real-time scenarios, such as in the SoundRise application, where strict time con-

straints are necessary for smooth operation, this delay might become an issue.

Therefore, despite the slightly lower accuracy on paper, it may be more appro-

priate to choose the case without HPSS to better meet real-time performance

requirements.

4.2 Real-World Testing and Comparison with Formant-

Based Method

In the final step, I compared the performance of the newly developed machine

learning model with the formant-based approach used in SoundRise. Despite

the issue discussed earlier, I chose to proceed with testing the model, trained on

samples pre-processed with HPSS, integrating both LPCC and MFCC features.

The main goal of these tests was to determine whether the machine learning model

could outperform the formant-based method. If no significant improvements were

found, the secondary objective was to evaluate whether the performance gap
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was narrow enough to indicate that future refinements could lead to better

results.

To conduct the tests, I developed a simple application that captures audio from

a microphone and displays the classified vowel in real time on the console,

based on the neural network’s output. The application selects the vowel with

the highest confidence, which is determined by averaging the confidence scores

of the current classification with the previous three. I also allowed users to

download the log of the classifications, to make it easier to compare the results

across different tests.

For SoundRise’s formant-based approach, which distinguishes vowels not only

by their type but also by their open or closed pronunciation (for ’E’ and ’O’),

I performed two variations of the test. In the first, I combined the confidence

values for the open and closed versions of ’E’ and ’O’ before classification. In

the second, I treated them separately.

Both approaches were tested on a group of eight children, and classification

logs were saved for both models to facilitate direct comparison. The results are

shown in the table below:

Case \Vowel A E I O U Overall

ML 0,833 0,542 0,708 0,000 0,333 0,483

FO_1 0,583 0,792 0,000 0,500 0,000 0,367

FO_2 0,875 0,750 0,000 0,125 0,167 0,383

Table 4.2: Final results for the real world scenario

The results shown in Table 4.2 refer the following cases:

• ML: The machine learning model using HPSS pre-processing with a com-
bination of LPCC and MFCC features.

• FO_1: The formant-based approach, where open and closed ’E’ and ’O’
vowels are summed together before classification.

• FO_2: The formant-based approach, where open and closed ’E’ and ’O’
vowels are treated as separate categories during classification.

While all three cases showed somewhat limited performances, the tests offered

useful insights into the relative strengths and weakness of each method. For

the formant-based solution, treating the open and closed versions of ’E’ and ’O’
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separately did not lead to significant improvements. The accuracy improved

by only a 2% when considered separately, which had a minimal impact on the

overall classification. However, it did still provide a slight boost in accuracy for

vowels ’A’ and ’U’, though this wasn’t enough to substantially change the results.

In contrast, the machine learning-based model demonstrated generally good

performance, achieving high accuracy for most vowels. The exceptions were

vowels ’O’ and ’U’, where performance was weaker, especially for ’O’. Nonethe-

less, the machine learning model still outperformed the formant-based method,

achieving an overall accuracy of 48%, compared to the 36-38% accuracy of the

formant-based approaches.

Ultimately, the machine learning model succeeded in surpassing the formant-

based approach in terms of overall accuracy. Although there is still room for

improvement, particularly in the classification of vowels ’O’ and ’U’, the machine

learning solution has proven its potential to deliver more reliable results. This

conclusion validates the main goal of the thesis, demonstrating that with further

refinement, the machine learning-based approach could become a strong and

reliable alternative to the formant-based method in vowel classification tasks.
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Conclusions and Future Work

SoundRise provides an engaging, interactive platform for children to explore

their vocal abilities, yet the limitations of the formant-based model used for

timbre recognition hinder the accuracy and reliability of its feedback, reducing

its effectiveness in speech therapy. This thesis aims to investigate how machine

learning techniques can enhance vowel classification and improve the timbre

recognition system, with the goal of refining SoundRise into a more precise and

responsive tool capable of delivering accurate real-time feedback. Ultimately,

the aim is to increase SoundRise’s therapeutic impact in helping children refine

their vocal skills and aid them through their speech development.

Through an analysis of various machine learning techniques, processing meth-

ods, and feature sets, the study demonstrated that machine learning could

improve vowel classification accuracy over the traditional formant-based ap-

proach, although the improvement could be just moderate. The top-performing

model, which combined HPSS pre-processing with LPCC and MFCC features,

achieved an impressive 87% accuracy in controlled settings. However, when

tested in real-world conditions, the model’s accuracy dropped to around 48%,

still surpassing the formant-based approach, which showed an accuracy range

of 36-38%. The machine learning model’s performance varied across vowels,

with high accuracy achieved for ’A’, ’E’, and ’I’, but struggles persisted with ’O’

and ’U’, particularly ’O’. This indicates that while machine learning can adapt

to a variety of acoustic features, some vowels remain more difficult to classify.

In comparison, the formant-based model also faced difficulties with vowels like
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’U’ and ’I’, often yielding worse results than the machine learning model, high-

lighting the limitations of the traditional approach. The discrepancy between

controlled and real-world performance underscores the difficulty of generaliz-

ing machine learning models beyond ideal conditions, pointing to the need for

improved robustness in diverse environments.

Despite these improvements in accuracy, several limitations still need to be ad-

dressed. The model struggles to accurately recognize certain vowels, especially

’O’, pointing to the need for adjustments in how specific vowel sounds are han-

dled to improve overall classification. Additionally, the HPSS pre-processing

step introduces a 200-millisecond delay. Although seemingly small, this delay

could impact real-time applications like SoundRise, where immediate feedback

is critical for an effective user experience. These issues highlight the importance

of further optimization to ensure consistent and reliable performance, particu-

larly in therapeutic contexts where both accuracy and responsiveness are critical.

Looking forward, future research should focus on improving the model’s per-

formance with more problematic vowels such as ’O’ and ’U’. Refining feature

extraction methods, testing alternative approaches, and experimenting with

different algorithms or hyperparameter tuning could enhance the model’s accu-

racy. Additionally, expanding the dataset to include a wider variety of voices,

including children from different age groups and both male and female voices,

would help the model generalize better across diverse populations. Incorporat-

ing high-quality, curated recordings from different environments could further

improve the model’s robustness, making it more adaptable to real-world con-

ditions. Another important area for future exploration is reducing the delay

introduced by HPSS pre-processing, which could improve the model’s real-time

capabilities. Alternatively, investigating non-HPSS methods could lead to more

efficient processing and overall better performance.

In conclusion, this thesis demonstrates that machine learning techniques could

substantially enhance the timbre recognition system within the SoundRise ap-

plication, resulting in improved accuracy and more robust performance. The

improvements in vowel classification accuracy suggest that machine learning

has the potential to enhance SoundRise’s timbre recognition capabilities, mak-

ing it a more effective tool for speech therapy. While there are still challenges

to overcome, this research provides a solid foundation for future advancements.

The findings offer valuable insights that could benefit both the development of
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SoundRise and the broader field of educational and therapeutic technologies.

With further refinements, this approach could significantly enhance the applica-

tion’s ability to assist children with speech impairments, providing therapy that

is more precise, engaging, and interactive.
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