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Abstract

�is thesis introduces a comprehensive Arti�cial Intelligence (AI)-powered backend system

speci�cally designed for Codebeex, a company dedicated to establishing a centralized online

platform for used car and reusable car part dealerships. �e core objective of this project is to

automate the visual analysis of vehicle images by deploying a suite of modular, production-

ready Application Programming Interface (API) services that take advantage of advanced com-

puter vision techniques.

�e developed system integrates several key functionalities:

� Image Classification and Validation: Uploaded vehicle photographs are automati-

cally categorized into �ve prede�ned angle-based classes. �e system rigorously vali-

dates image suitability based on viewpoint, ensuring only images of the vehicle’s exte-

rior proceed for further processing.

� Precise Main Vehicle Segmentation and Background Removal: Employing a syn-

ergistic approach combining You Only Look Once (YOLO)11 for accurate vehicle detec-

tion and the Segment Anything Model (SAM) for �ne-grained segmentation, the sys-

tem isolates the primary vehicle. �is process e�ectively eliminates background clu�er,

such as other vehicles, people, and environmental distractions, producing a clean, white-

background image that signi�cantly enhances the performance of subsequent analytical

models.

� Intelligent Privacy-Preserving Text and Logo Blurring: For selected images, text

and logo regions are automatically identi�ed utilizing Florence-2 OCR and a specialized

YOLO11-based logo detection model. A unique aspect of this system is its selective

blurring mechanism: only non-original elements like dealer decals, a�ermarket logos,

or user-added text (e.g. slogans, website links, contact information) are blurred, while

o�cial manufacturer logos and brand names (e.g., Fiat, Ford) are intentionally preserved

to maintain vehicle identity.
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� Automated Car Part and Damage Analysis for Reusability Assessment: �e sys-

tem incorporates two distinct segmentation-based YOLO11 models. �e �rst identi�es

individual exterior car components (e.g., hood, windshield). Subsequently, a dedicated

damage segmentation model detects visible surface damages. �e spatial intersection

of these outputs allows for precise identi�cation of damaged car parts. If a damage re-

gion signi�cantly overlaps a car part, that part is classi�ed as damaged; otherwise, it is

accepted undamaged and potentially reusable.

A �nal summary report is generated, listing all identi�ed vehicle parts and their condition

to support decision-making for repair, resale, or recycling.

�e performance of each integrated model was thoroughly evaluated using task-speci�c

metrics. For classi�cation, accuracy, confusion matrices, and inference time were reported.

Segmentation models were assessed via Mean Average Precision (mAP) and True Positive

Rate (TPR). Comprehensive inference time statistics, including average, minimum, maximum,

and standard deviation, were meticulously collected across various Fast Application Program-

ming Interface (FastAPI) endpoints, unequivocally demonstrating the system’s computational

e�ciency, scalability, and readiness for real-world deployment. �is research showcases the

practical integration of cu�ing-edgeAI and computer vision techniques, providing a scalable

and automation-driven solution for the e-commerce domain of used vehicles.
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Chapter 1

Introduction

1.1 Background and Motivation

�e automotive industry has witnessed a radical transformation with the emergence of online

platforms for buying and selling used cars. �ese platforms revolutionized the buying and

selling process by o�ering greater accessibility and convenience to millions of users. How-

ever, critical steps in this work�ow such as vehicle listing, quality control, and compliance

veri�cation remain largely manual and time-consuming.

At the heart of these platforms are vehicle images uploaded by users. While these images

contain valuable visual information, they vary widely in quality and consistency. �ey o�en

contain distracting backgrounds, privacy-sensitive elements such as license plates, and un-

usual viewing angles, all of which can degrade the quality of the listing and reduce user trust.

�is inconsistency underscores the urgent need for automated pre-processing and analysis

systems to standardize visual data.

Recent advances inAI, especially computer vision, o�er promising solutions. Modern

models can accurately classify a vehicle’s viewpoint, segment the car’s silhoue�e from com-

plex backgrounds, detect and blur sensitive areas, identify surface damage and even recognize

reusable parts in heavily damaged vehicles. �ese tasks, traditionally carried out by human

experts, are o�en slow, subjective, and di�cult to scale. Automation o�ers the potential for

greater speed, objectivity, and scalability, thereby providing substantial operational and eco-

nomic bene�ts, especially in the a�ermarket parts sector.

�is thesis is driven by the opportunity to bridge the gap between the capabilities of

cu�ing-edge AI technologies and the practical needs of online vehicle marketplaces.
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1.2 Problem Statement and Research Objectives

Despite signi�cant advances inAI, online vehicle marketplaces face persistent operational

ine�ciencies. �ese challenges stem from three main issues: inconsistent user-uploaded im-

ages, privacy compliance risks under regulations like the General Data Protection Regula-

tion (GDPR), and the subjective and unscalable nature of manual damage assessment. �is

thesis aims to address these gaps by pursuing the following research questions:

RQ1: How can multiple, specialized computer vision models be integrated into a cohesive and

e�cient backend pipeline?

RQ2: To what extent can spatial intersection of part and damage segmentation outputs enable

an accurate and automated assessment of component reusability?

RQ3: What is the optimal, task-dependent trade-o� between model accuracy and inference

speed for a production environment?

To answer these questions, this work develops a uni�ed, AI-powered system with the fol-

lowing core objectives, each realized as a distinct module:

� Viewpoint Classification: To develop a multi-class classi�cation module that auto-

matically categorizes images into �ve canonical viewpoints, thereby enforcing visual

consistency and quality control across the platform.

� Privacy-Preserving Anonymization: To design a module that selectively detects and

blurs sensitive information, such as license plates and non-original logos, while preserv-

ing manufacturer branding to maintain data utility.

� Component-Level Analysis: To build and train two specialized segmentation models

for car parts and surface damage using bespoke, real-world datasets. �e programmatic

intersection of their outputs forms the novel basis for the system’s automated reusability

assessment.

� System Deployment: To deploy the entire pipeline as a suite of modular, scalable,

production-readyFastAPIendpoints, ensuring seamless integration into real-world web

and mobile applications.
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1.3 Methodology and Key Contributions

�is research adopts a quantitative and experimental methodology guided by a data-centric

philosophy, which prioritizes the creation of bespoke datasets to solve speci�c domain chal-

lenges where public data is inadequate. �e system is architected as a modular, decoupled

pipeline based on a Service-Oriented Architecture (Service-Oriented Architecture (SOA)), al-

lowing for task-speci�c optimization and parallel processing. Performance is rigorously evalu-

ated not only with standard academic metrics likemAPbut also with a strong focus on deploy-

ment readiness metrics, including inference latency and computational resource utilization.

�is thesis makes the following key contributions:

� Integrated AI Pipeline: It presents the design and implementation of a comprehen-

sive, end-to-end backend system that seamlessly integrates diverse computer vision

tasks|classi�cation, segmentation, OCR, and detection|into a single automated work-

�ow.

� NovelReusabilityAssessmentMethod: It proposes and validates an automated method

for identifying damaged vehicle parts by spatially intersecting the outputs of dedicated

part and damage segmentation models, providing an objective, scalable alternative to

manual assessment.

� Production-Ready Case Study: It provides a practical, real-world case study on de-

ploying a complex AI system using modern tools likeFastAPIand Open Neural Network

Exchange (ONNX), complete with detailed performance benchmarks that demonstrate

the system’s real-world viability.

1.4 Organization of the Thesis

�e remainder of this thesis is structured as follows:

� Chapter 2 reviews the relevant literature on computer vision methodologies, including

object detection, segmentation, and the foundational models employed in this work.

� Chapter 3 details the system architecture, dataset preparation procedures, and the train-

ing and implementation speci�cs of each model.
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� Chapter 4 presents a thorough evaluation of the proposed system, covering perfor-

mance metrics, inference time measurements, and ablation studies to analyze the con-

tribution of individual components.

� Chapter 5 concludes the thesis by summarizing key �ndings, discussing limitations,

and proposing directions for future research.
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Chapter 2

Related Works

�is chapter provides a comprehensive review of the foundational technologies and state-of-

the-art literature underpinning this thesis. It is organized into two primary sections. �e �rst,

Foundational Models and Core Technologies, outlines the key computer vision frameworks eval-

uated or employed in this work. �is includes a comparative analysis of architectures for image

classi�cation, an overview of theYOLOfamily for object detection, theSAMfor promptable

segmentation, and a review of various Optical Character Recognition (OCR) frameworks.

�e second section, Positioning the �esis: A Literature Review of Vehicle Analysis Tasks,

contextualizes the study within existing academic discourse. It examines prior research e�orts

in relevant subdomains, including logo detection, hybrid segmentation frameworks, and part-

and-damage recognition. Comparative analyses of di�ering methodologies are provided, with

particular emphasis on identifying research gaps that this thesis seeks to address through a

novel, data-centric approach.

2.1 Foundational Models and Core Technologies

2.1.1 Architectures for Vehicle Viewpoint Classification

2.1.1.1 VGG16

Visual Geometry Group 16-Layer Network (VGG16), introduced by Simonyan and Zisser-

man [30], is a landmark deep Convolutional Neural Network (CNN) from the ILSVRC 2014 era.

Its architecture is characterized by a simple and uniform structure, exclusively using stacked

3 � 3 convolutional �lters organized into �ve blocks, followed by three fully-connected layers

(Figure2.1).
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�e model consists of 13 convolutional layers and 3 fully connected layers. Key character-

istics include:

� Input: Accepts224� 224RGB images.

� Convolutional Layers: Five blocks of convolutional layers where the number of �lters

doubles a�er each max-pooling layer (from 64 up to 512).

� Fully Connected Layers: Two dense layers of 4096 neurons each, followed by a �nal

so�max output layer for classi�cation.

Use in This Project: In the initial stages of this project, VGG16 was �ne-tuned using

transfer learning to serve as a baseline model for the 5-class vehicle viewpoint classi�cation

task. However, its large parameter count (over 138M) and lack of modern architectural fea-

tures like residual connections lead to signi�cant computational overhead and slow inference

speeds, making it an impractical choice for a scalable backend service, as con�rmed in our

experiments (Section4.2.1.1).

Figure 2.1: �e VGG16 Model Architecture, illustrating its 16 weight layers (13 convolutional
and 3 fully-connected). Adapted from Simonyan and Zisserman [30].

2.1.1.2 ResNet50

Residual Network with 50 Layers (ResNet50) is a 50-layer deep convolutional neural network

from the Residual Network (ResNet) family, which introduced the landmark concept of resid-

ual learning [7]. Proposed by He et al., ResNet architectures were designed to address the

degradation problem, where very deep networks can su�er from higher training error than

their shallower counterparts. �is innovation led to a decisive win in the ILSVRC 2015 compe-

tition and established ResNets as one of the most foundational CNN architectures in modern

computer vision.

�e core idea of ResNet is the use of "skip connections" or "shortcuts" that allow the gradi-

ent to be directly backpropagated to earlier layers, mitigating the vanishing gradient problem.
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�ese connections create residual blocks where the layer learns a residual mappingF (x) in-

stead of the underlying mappingH (x). �e output of a block is thus formulated as:

H (x) = F (x) + x

wherex is the input to the block (the identity) andF (x) is the output of the stacked convo-

lutional layers. �is identity mapping facilitates the training of much deeper networks than

was previously feasible.

Figure 2.2: �e fundamental concept of a residual block in the ResNet architecture, which
enables identity mappings via skip connections. Adapted from [7].

Use inThis Project: ResNet50 served as a powerful and modern baseline, o�ering a be�er

accuracy-to-parameter ratio than VGG16. However, it was still considered too computation-

ally intensive for our �nal deployment target.

2.1.1.3 MobileNetV2

Mobile Network Version 2 (MobileNetV2) [28] is a highly e�cient architecture tailored for

mobile vision applications. Its e�ciency stems from two key innovations: inverted residuals

and linear bo�lenecks, built upon depthwise separable convolutions (Figure2.3). �is design

dramatically reduces the model’s size and computational requirements.

�e core building block of MobileNetV2 �rst uses a 1x1 convolution to expand the channel

dimension, applies a lightweight 3x3 depthwise convolution for �ltering, and then uses an-

other 1x1 convolution to project the features back to a smaller dimension (the "bo�leneck").

�is "expand-�lter-project" structure forms the inverted residual block. Crucially, the �nal

projection layer is kept linear to prevent the loss of information in low-dimensional spaces.

Core Innovations:

� Inverted Residuals: Unlike traditional residual blocks which �rst compress and then

expand, MobileNetV2’s blocks �rst expand the feature space, which was found to be
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more memory-e�cient.

� Linear Bottlenecks: By removing non-linear activation functions (like ReLU) in the

narrow bo�leneck layers, the model avoids destroying valuable information, as con-

�rmed by the authors [28].

Figure 2.3: �e MobileNetV2 architecture, highlighting the use of depthwise separable convo-
lutions within its signature inverted residual blocks. Adapted from Sandler et al. [28].

Use inThis Project: Due to its excellent balance of accuracy and computational e�ciency,

MobileNetV2was not only evaluated but ultimately selected as the �nal model for the vehicle

viewpoint classi�cation task in this project. Its small model size and low inference latency

were critical factors for its deployment in a production-ready backend service.

2.1.1.4 MobileViTV2

Mobile vision transformers Version 2 (MobileViTV2) is a highly e�cient and lightweight neu-

ral network architecture designed to bring the power of Vision Transformers (ViTs) to mobile

and edge devices [17]. It achieves this by combining the strengths of both convolutional neu-

ral networks (CNNs) for local feature extraction and transformers for global context modeling,

while addressing the high computational cost of standard ViTs.

�e core innovation of MobileViTV2 lies in its MobileViT block(Figure2.4).

Figure 2.4: �e MobileViTV2 architecture, which combines convolutions for local processing
with transformers for global a�ention. Adapted from Mehta and Rastegari [17].

Use inThis Project: MobileViTV2 was explored as a candidate for the vehicle viewpoint

classi�cation task due to its promise of achieving higher accuracy than traditional CNNs while
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maintaining e�ciency. However, as detailed in Section4.2.1.3, our experiments revealed a

critical limitation: while MobileViTv2 achieved high accuracy on the validation set, it demon-

strated a tendency to over-generalize and con�dently misclassify images that did not conform

to the prede�ned viewpoints. �is lack of robustness in a high-stakes validation scenario led

to its rejection in favor of a more reliable model.

2.1.2 You Only Look Once (YOLO)

YOLOis a family of single-stage object detection models, initially proposed by Redmon et

al. [23]. �ese models are designed to simultaneously perform object localization and clas-

si�cation in a single forward pass. Compared to other single-stage detectors such as Mo-

bileNetSSDv2,YOLOmodels have demonstrated more favorable trade-o�s between accuracy

and computational e�ciency.

By formulating object detection as a regression problem|predicting bounding boxes and

class probabilities|YOLOachieves real-time performance, making it suitable for latency-sensitive

applications such as autonomous driving, real-time surveillance, and mobile vision systems.

Its ability to run on resource-constrained devices has further contributed to its widespread

adoption.

Figure 2.5: Historical evolution ofYOLOmodel variants.

2.1.2.1 YOLO11 by Ultralytics

�e YOLO11 architecture, developed by Ultralytics, builds upon prior iterations of the YOLO

family and supports multiple vision tasks including object detection, instance segmentation,
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and classi�cation [12]. As shown in Figure2.6, the architecture consists of three principal

components:

� Backbone: A deep convolutional neural network|typically CSPDarknet|that extracts

hierarchical image features at multiple scales.

� Neck: A feature aggregation module (commonly a Path Aggregation Network (PANet))

that fuses semantic and spatial information to enhance detection performance across

object scales.

� Head: �e �nal layer that predicts bounding boxes, objectness scores, and class proba-

bilities.

Figure 2.6: Overview of the YOLO11 model architecture.

In this thesis, we utilize several �ne-tuned YOLO11 variants, each selected based on a trade-

o� between performance and computational cost. Table2.1summarizes the o�cial benchmark

results from the Microso� Common Objects in Context (COCO) dataset for variousYOLO11

model scales. Lighter variants such asYOLO11n are optimized for low-latency inference on

CPU, whereas larger versions likeYOLO11x deliver higher accuracy at the cost of increased

computational complexity.
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Table 2.1: YOLO11 Variants: COCO Benchmark Results and Resource Requirements

Model Input Size (px) mAP50-95 (%) CPU Latency (ms) Params (M) FLOPs (B)
YOLO11n 640 39.5 56.1 2.6 6.5
YOLO11s 640 47.0 90.0 9.4 21.5
YOLO11m 640 51.5 183.2 20.1 68.0
YOLO11l 640 53.4 238.6 25.3 86.9
YOLO11x 640 54.7 462.8 56.9 194.9

Note: CPU latency measured using ONNX format on an Intel Xeon CPU. Pre- and post-
processing times are excluded. Data adapted from Ultralytics [12].

To support diverse computer vision tasks, theYOLO11 framework provides specialized

model variants distinguished by su�xes in their �lenames, as shown in Table2.2. �ese vari-

ants enable modular adaptation for detection, segmentation, classi�cation, and pose estima-

tion tasks.

Table 2.2: YOLO11 Model Variants by Task

Model Suffix Task Description
.pt Detection Object detection using bounding boxes.
-seg.pt Segmentation Instance segmentation with pixel-level object

masks.
-cls.pt Classi�cation Image-level classi�cation for assigning a single

class label.
-pose.pt Pose Estimation Estimation of human body keypoints (e.g.,

joints, limbs).

In this thesis, severalYOLO11 variants are employed and �ne-tuned on task-speci�c

datasets. For instance, a detection model (yolo11.pt ) is utilized to localize the main ve-

hicle in the image, which is then re�ned using theSAM. Additionally, segmentation variants

(yolo11-seg.pt ) are deployed for detailed car part segmentation and damage analysis

tasks. �is modular strategy enables e�cient task specialization while maintaining architec-

tural consistency across the pipeline.

2.1.3 Segment Anything Model (SAM)

�e SAM, introduced by Kirillov et al. [15], is a foundational vision model designed for prompt-

able image segmentation. It generates pixel-accurate masks for any object within an image

based on various prompts, such as points, bounding boxes, or text.

�e architecture of SAM comprises three key modules: a Vision Transformer (ViT)-based

image encoder for extracting global features, a prompt encoder for embedding inputs like

bounding boxes or keypoints, and a mask decoder that merges both representations to produce
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segmentation masks. �is modularity enables it to generalize across prompt types with high

precision.

A key driver of SAM’s performance is its training on the large-scale SA-1B dataset, which

consists of over 11 million images and more than 1 billion high-quality masks [15]. �is ex-

tensive training enables strong zero-shot generalization to novel objects and scenes.

In this project, a critical part of our methodology involved evaluating severalSAMvariants

to �nd the optimal balance between segmentation accuracy and runtime e�ciency for our

speci�c use case. �e variants considered were:

� MobileSAM: A distilled, lightweight version optimized for edge devices, which o�ered

the fastest inference but had limited mask precision in our tests.

� SAM-ViT-B (Base): �e base model, providing a solid trade-o� between performance

and speed.

� SAM-ViT-L (Large): A larger version that yielded improved segmentation �delity, par-

ticularly on complex object edges and occlusions.

� SAM-ViT-H (Huge): �e most powerful and largest variant, which was ultimately se-

lected for this thesis due to its consistently superior segmentation accuracy and detail,

as validated in our experiments (Section4.3.2.2).

Use inThis Project: �e selected SAM-ViT-H model is utilized for high-�delity main ve-

hicle segmentation. Bounding boxes predicted by the YOLO11 detector serve as input prompts.

�e resulting masks isolate the foreground vehicle with high precision, which is then passed

to downstream modules for part and damage analysis.

Figure 2.7:SAM framework illustrating the interaction between the image encoder, prompt
encoder, and mask decoder. Adapted from Kirillov et al. [15].
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2.1.4 Frameworks for Optical Character Recognition

2.1.4.1 Florence-2: A Unified Vision Foundation Model

Florence-2, introduced by Microso�, is a modern vision foundation model designed to perform

a wide range of visual understanding tasks through a uni�ed, prompt-driven architecture [33].

Inspired by the paradigm of Large Language Models (LLMs), Florence-2 is pre-trained on a

vast multimodal dataset, enabling it to generalize e�ectively across diverse tasks|such as ob-

ject detection, captioning, andOCR, without requiring task-speci�c �ne-tuning. Its uni�ed

encoder-decoder framework allows it to uni�es visual understanding tasks by framing them

as sequence-to-sequence transformations.Use in This Project: In this thesis, Florence-2 is

employed exclusively for its state-of-the-art OCR capabilities. It is tasked with detecting and

transcribing textual content on vehicle images, including license plates, dealer decals, and

other annotations.

Rationale for Selection: While specialized OCR models like Tesseract or EasyOCR may

o�er faster inference speeds, they o�en struggle with "in-the-wild" text that is distorted, ro-

tated, or placed on complex backgrounds. As demonstrated in our experiments (Section4.4.1),

Florence-2’s superior robustness and generalization on challenging, real-world imagery made

it the optimal choice for a system that prioritizes reliability and accuracy over raw processing

speed.

Figure 2.8: �e Florence-2 framework, illustrating its uni�ed, prompt-driven architecture for
handling diverse multi-task vision capabilities like object detection, OCR, and segmentation.
Adapted from the o�cial technical report [33].
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2.1.4.2 Tesseract OCR

Tesseract is one of the oldest and most widely usedOCRengines, with a development history

spanning several decades and now maintained by Google [31]. Modern versions of Tesseract

employ LSTM-based recognition modules, which yield high accuracy for scanned documents

and printed text. However, its design is primarily optimized for clean, document-like inputs.

In our context|vehicle images captured under uncontrolled conditions|Tesseract struggled

with challenges such as uneven lighting, curved surfaces, and non-standard fonts, leading to

low recognition accuracy.

2.1.4.3 PaddleOCR

PaddlePaddle Optical Character Recognition Toolkit (PaddleOCR), developed by Baidu, is a

modular and production-readyOCRframework optimized for real-time deployment [5]. Its

typical pipeline integrates DBNet for text detection and Convolutional Recurrent Neural Net-

work (CRNN) for recognition [29], achieving strong performance on well-aligned and high-

quality text in natural images. It also provides support for multilingual scenarios and various

backbone options. However, in our tests involving vehicle imagery, PaddleOCR’s accuracy

deteriorated on highly stylized, rotated, or textured texts|especially those found on dealer

decals and branded stickers.

2.1.4.4 EasyOCR

EasyOCR is an open-source OCR library focused on accessibility and ease of integration [10].

It combines the Character Region Awareness for Text Detection (CRAFT) detector [4] with a

CRNN recognizer and supports over 80 languages. Although it o�ers fast inference and good

results for standard cases, its performance in more challenging scenarios|such as motion blur,

glare, or occlusion|was limited. In our benchmarking, EasyOCR underperformed compared

to more comprehensive toolkits, and served primarily as a lightweight baseline.

Comparison and Selection Rationale

A summary of the evaluated open-source OCR frameworks, their underlying architectures,

and their speci�c limitations for our use case is presented in Table4.6.
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Table 2.3: Comparison of Evaluated OCR Frameworks in Terms of Architecture and Applica-
tion Suitability

Framework Detector Recognizer Limitation for Vehicle Images
Tesseract { LSTM Fails under non-standard layouts, curved text,

and poor lighting.
PaddleOCR DBNet CRNN Degrades on distorted or stylized dealer decals.
EasyOCR CRAFT CRNN Inaccurate in noisy, blurry, or complex real-

world scenes.

�is comparative analysis highlights a clear trade-o� between speed, simplicity, and ro-

bustness. While these specialized tools are e�cient for well-structured text, they consistently

struggle with the visual complexity inherent in real-world vehicle imagery. �ese documented

limitations motivated our decision to explore a more generalizable, foundational model ap-

proach.

As will be detailed in Section4.4, Florence-2 was ultimately selected due to its superior

performance on diverse, natural scenes.Its uni�ed vision-language framework allowed it to

reliably extract text from images with challenging characteristics, making it the optimal choice

for the reliability demands of our system.

2.2 Positioning theThesis: A Literature Review of Vehicle

Analysis Tasks

2.2.1 Logo Detection in Vehicle and Commercial Imagery

Vehicle logo detection is a crucial yet challenging task within computer vision, serving as

a key enabler for applications ranging from tra�c surveillance to brand analysis. As com-

prehensively reviewed by Kadhim et al. [13], the primary di�culties in this domain stem

from the diminutive size of logos, wide variations in viewpoint and illumination, and com-

plex backgrounds. �eir survey highlights the evolution from classical algorithms to modern

deep learning methods, establishing a clear context for contemporary research.

A signi�cant bo�leneck in advancing logo detection has been the availability of large-scale,

high-quality datasets. While earlier benchmarks provided an initial foundation, the release of

LogoDet-3K by Wang et al. [32] signi�cantly advanced the �eld by introducing a large-scale,

diverse dataset for robust training and evaluation. With 3,000 categories and nearly 200,000

annotated objects, LogoDet-3K provided the community with an extensive resource to train

and benchmark robust, general-purpose logo detectors. �e dataset’s scale and diversity make
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it an ideal starting point for transfer learning, a methodology our work also adopts.

Much of the recent literature has focused on overcoming the "small object" challenge

through architectural innovations. For instance, Jiang et al. [11] proposed an improved YOLOv4,

introducing a shallower output layer and deformable convolutions to be�er capture features

of small and irregular logos. Similarly, Hou et al. [9] introduced the Cross-direction Task De-

coupling Network (CTDNet), which uses a novel feature pyramid and a multi-frequency at-

tention head to decouple classi�cation and localization tasks, thereby enhancing performance

on aggregated small logos. �ese works exemplify a model-centric approach aimed at re�ning

network architectures for be�er feature extraction.

Beyond vehicle identi�cation, logo detection is also being applied in novel contexts like

marketing. Hosseini et al. [8] developed a framework to measure brand visibility on product

packaging by combining YOLOv8-based logo detection with saliency map prediction, bridging

computer vision with consumer psychology.

In contrast to the predominantly model-centric approaches in the literature, this thesis

contributes from a distinct, data-centric perspective. �e primary innovation presented here

lies not in architectural modi�cation but in the strategic curation of data for a highly speci�c

and practical task: distinguishing non-original, commercial decals from o�cial manufacturer

emblems for privacy preservation. By adapting the LogoDet-3K dataset|deliberately exclud-

ing ’Transportation’ logos during pre-training|and then �ne-tuning on a bespoke dataset rich

with targeted positive (commercial decals) and negative (clean vehicles, manufacturer logos)

samples, this study addresses a niche but critical application that existing general-purpose

approaches do not cover.

2.2.2 Hybrid Architectures for High-Fidelity Segmentation

While standalone models for object detection or segmentation are powerful, a particularly ef-

fective paradigm in recent computer vision literature involves creating hybrid, two-stage ar-

chitectures. �is approach synergistically combines a fast object detector with a high-�delity,

prompt-based segmentation model. �e underlying principle is to �rst use the detector to

provide a coarse localization of the target object (e.g., a bounding box), which then serves as

a precise prompt for a foundational model like theSAMto perform detailed, pixel-level seg-

mentation. �is decouples the "what" and "where" tasks from the "how to segment" task, o�en

yielding superior results compared to end-to-end instance segmentation models, especially in

complex scenes.
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�e power and generalizability of this detector-plus-segmenter approach are demonstrated

across vastly di�erent domains. A prime example is the work of Kassam et al. [14], who em-

ployed a nearly identical YOLO+SAM pipeline for the challenging task of segmenting glioma

brain tumors from noisy, intraoperative MRI scans. �eir research shows that even in the de-

manding �eld of medical imaging, using YOLOv8 to generate prompts for a SAM ViT-b model

results in a robust system capable of achieving performance comparable to state-of-the-art

methods on clean, pre-operative data.

Building upon the hybrid detection-segmentation paradigm explored in surgical imaging,

this principle is adapted to the domain of vehicle analysis, where accurate background re-

moval and isolation of the main vehicle body are critical preconditions for downstream tasks.

A YOLO11x model is utilized to �rst detect the primary vehicle in an image, a choice driven

by its robustness in handling heavily damaged and occluded vehicles, as detailed in our ex-

periments (Section4.3.2.1). �e resulting bounding box is then passed as a prompt to a large-

scale SAM-ViT-H model to generate a highly accurate segmentation mask. �e success of the

YOLO+SAM architecture in a �eld as critical as neurosurgery reinforces reinforces the de-

cision to use it, con�rming its state-of-the-art capability for isolating a target object from a

complex background.

2.2.3 Damage and Part Segmentation for Vehicle Analysis

�e automated analysis of vehicle condition fundamentally relies on two core computer vi-

sion tasks: identifying surface damages and segmenting individual car parts. �e literature

re�ects a growing interest in both areas, o�en driven by the insurance and automotive repair

industries. Many works, such as the framework proposed by P�erez-Zarate et al. [21], focus on

high-precision damage detection using real-world data, while others, like the ALBERT frame-

work by Panboonyuen [18], develop sophisticated transformer-based models for joint damage

and part segmentation.

A signi�cant dichotomy in the �eld lies in the data acquisition strategy. �e dominant

approach, also followed in this thesis, is to meticulously curate and annotate real-world im-

ages. �is ensures that the training data faithfully captures the complex lighting, re�ections,

and environmental variations present in operational scenarios [6, 21]. However, this manual

annotation process is notoriously expensive and time-consuming. To address this bo�leneck,

an alternative and powerful research direction has emerged: the use of synthetic data. Works

like UDA-Part by Liu et al. [16] and CrashCar101 by Parslov et al. [20] pioneer procedural gen-
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eration pipelines. �ey use 3D CAD models to render vast quantities of perfectly annotated

synthetic images of vehicle parts and damages, aiming to bridge the "sim2real" gap through

domain adaptation or by simply pre-training on a massive scale.

In terms of modeling, approaches range from using standard architectures like Mask R-

CNN [6] to developing highly specialized, knowledge-enhanced frameworks. Panboonyuen’s

work is particularly notable, �rst introducing a large teacher model, ALBERT [18], and then

distilling its knowledge into a lightweight student model, SLICK [19], for e�cient inference.

�is thesis contributes to this body of work with a novel and pragmatic methodology.

While the aforementioned studies o�en focus on either damage detection alone or complex,

joint end-to-end models, our system is the �rst to propose a decoupled, two-pipeline approach

for automated reusability assessment. We train two separate, highly specialized segmentation

models|one for car parts and one for damages|on meticulously curated real-world datasets.

�e core novelty of our work lies in the �nal step: a programmatic, spatial intersection of

the outputs from these two models. �is method allows us to robustly answer a more criti-

cal business question than previous works: not just "is there damage?", but "Which speci�c

parts are damaged, and which are therefore considered reusable?". By decoupling the tasks,

we are able to optimize each model independently and combine their strengths, o�ering a

practical and e�ective solution that bridges the gap between simple detection and actionable,

component-level assessment.

18



Chapter 3

Proposed Method

�is chapter presents the comprehensive design and implementation of the AI-powered back-

end system. It begins with an overview of the service-oriented architecture, data processing

pipeline, and resource management strategies that form the foundation of the system. Subse-

quently, each core module is detailed sequentially:

(1) Vehicle Viewpoint Classi�cation for initial validation

(2) Main Vehicle Segmentation for background removal

(3) Privacy-Preserving Filtering via OCR and logo detection

(4) Car Part and Damage Analysis for the �nal reusability assessment

For each module, the discussion covers the task de�nition, bespoke dataset creation and

augmentation strategies, the empirical model selection process, and key implementation de-

tails within the FastAPI framework.

3.1 Overall System Architecture and Data Flow

�e backend system developed in this thesis is designed as aSOAS, built upon FastAPI, a mod-

ern high-performance Python web framework. �is architectural choice provides a collection

of modular, independent, and scalable RESTful API endpoints where each service is respon-

sible for a distinct computer vision task. �e key advantages of this approach include ease of

maintenance, independent deployment of services, and the ability to scale speci�c components

based on demand.
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3.1.1 Centralized Model Management and Resource Allocation

To ensure e�ciency and optimize resource utilization, a centralized model management strat-

egy was implemented using a customModelLoader class. �is class operates on the sin-

gleton design pa�ern, ensuring that each deep learning model is loaded into memory only

once at the server startup. �is "lazy loading" mechanism prevents the signi�cant overhead

of reloading models from disk on every incoming API request, drastically reducing latency.

A critical aspect of the system’s design is strategic hardware resource allocation to mini-

mize server operational costs for Codebeex. Computationally intensive models that bene�t the

most from parallel processing, such as the YOLO11x for vehicle detection, SAM for segmenta-

tion, and Florence-2 for OCR, are con�gured to run on the Graphics Processing Unit (GPU). In

contrast, lighter models, including the car part and damage segmentation models, are assigned

to the CPU. �is hybrid CPU/GPU allocation strategy ensures that expensive GPU resources

are reserved for the most demanding tasks, while still maintaining high throughput for the

entire pipeline. �e performance implications of this choice are detailed in Section4.10.3.

3.1.2 Data Processing Pipeline and Caching Strategy

�e end-to-end data processing work�ow, as illustrated in Figure3.1, orchestrates a series of

sequential and parallel tasks to analyze a vehicle image from upload to �nal report generation.

�e data�ows through the system as follows:

1. Initial Upload and Viewpoint Routing: �e process begins when a user uploads an

image. It is immediately sent to the/classification endpoint to determine its

viewpoint. Based on the classi�cation result, the system routes the image for appropriate

processing:

� Exterior Images: If the image is identi�ed as a valid exterior viewpoint (e.g.,

Primo, Secondo) and meets the con�dence threshold, it proceeds to the full anal-

ysis pipeline (Step 2 onwards).

� Interior or Invalid Images: If the image is classi�ed as an interior view (Ultimo),

or if it is an exterior view that fails to meet the con�dence threshold, it is considered

non-compliant for detailed analysis. �e pipeline terminates for this image, and it

is appropriately tagged without further processing.

2. Main Vehicle Segmentation and Caching: For a valid exterior image, the system

proceeds to one of the most computationally expensive step: main vehicle segmentation
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(/segmentation/ ). �e YOLO11 and SAM models are used to isolate the primary

vehicle and place it on a clean white background.

To optimize performance, the result of this operation is cached in-memory. A unique key

is generated from the content hash (SHA-256) of the input image, and this key is used

to store both the segmented image and its corresponding mask. �is caching strategy

is highly e�ective, as subsequent API calls for the same image (e.g., requesting part

analysis and then damage analysis) can retrieve the segmented vehicle directly from

memory, bypassing the costly segmentation step entirely.

3. Parallel DownstreamAnalysis: �e standardized, segmented vehicle image serves as

the input for three parallel analysis tracks:

� Privacy-Preserving Filtering: OCR and logo detection are performed to identify

sensitive information.(/ocr and logo blur/ )

� Car Part Segmentation: �e car part model identi�es and masks individual com-

ponents.(/car part analysis/ )

� Damage Detection: �e damage model identi�es and masks visible defects.

(/damage visualization/ )

4. Final Report Generation: �e �nal stage involves the system’s most novel contribu-

tion. �e outputs from the part and damage segmentation models are spatially inter-

sected by the/damage on parts/ endpoint to determine which speci�c parts are

damaged. �e system then generates a �nal JSON report listing all identi�ed parts and

their condition (e.g., "damaged" or "reusable").

To e�ectively manage memory usage, the in-memory cache is automatically cleared pe-

riodically. An asynchronous background task is initiated at server startup, which purges the

entire cache every �ve minutes, ensuring that the server’s memory does not become exhausted

over long periods of operation. �is simple yet e�ective garbage collection mechanism con-

tributes to the long-term stability and reliability of the system in a production environment.
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Figure 3.1: Overall system architecture and data �ow diagram. An uploaded image is sequen-
tially processed through classi�cation and segmentation, followed by parallel analysis for pri-
vacy �ltering, part segmentation, and damage detection, culminating in a �nal report.
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3.2 Vehicle Viewpoint Classification

3.2.1 Task Definition

�e image classi�cation task in this study was initially designed to distinguish between interior

and exterior vehicle images. However, this binary approach was later extended to a �ve-class

classi�cation system to meet additional functional requirements within the application.

�e primary motivation for increasing the number of classes was twofold:

� Client-side compliance check: To ensure that users upload vehicle images taken from

the prescribed angles, enabling automatic validation of image compliance during listing

creation.

� Visual consistency across listings: Display vehicle images in a consistent order for

every listing, improving overall visual harmony and user experience on the platform.

To meet these requirements, the classi�cation task was de�ned as a �ve-class problem,

where each class corresponds to a speci�c, canonical viewpoint. �ese categories, labeled with

Italian terms for consistency with the client’s platform, are detailed in Table3.1and visually

illustrated in Figure3.2.

Table 3.1: Classi�cation categories based on vehicle image viewpoints

Class Label English Description Italian Description
Primo Le� front corner Angolo anteriore sinistro

Secondo Right front corner Angolo anteriore destro
Terzo Le� rear corner Angolo posteriore sinistro

�arto Right rear corner Angolo posteriore destro
Ultimo Interior photo Foto dell’interno

Figure 3.2: Visual examples of the �ve canonical viewpoint classes used for automated image
validation. From le� to right: Primo (front-le�), Secondo (front-right), Terzo (rear-le�), �arto
(rear-right), and Ultimo (interior).

�ese viewpoint categories were determined based on existing image collection practices

already established on the platform. �e vehicle listing website and mobile application had,
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prior to this work, instructed users to capture vehicle images from speci�c angles that provide a

comprehensive view of the car. �ese standard viewpoints, le� front, right front, le� rear, right

rear, and interior, had been adopted as best practices to ensure uniformity and completeness

in vehicle representation.

In this study, the same angle de�nitions were preserved to ensure compatibility with the

historical data on the platform and to remain consistent with current user instructions. As a

result, the classi�cation system can operate e�ectively on both newly uploaded and previously

collected images, facilitating seamless integration with the existing infrastructure.

3.2.2 Dataset Preparation

�e initial dataset was provided by Codebeex, consisting of real-world vehicle photographs

previously uploaded by platform users. �e raw data did not include class labels; therefore,

manual classi�cation was performed to organize the images into �ve viewpoint-based cate-

gories:Primo, Secondo, Terzo, �arto , andUltimo. Each image was reviewed individually and

moved to the appropriate class folder accordingly.

However, a class imbalance was observed, especially for oblique angles like the front-right

(Secondo) and rear-right (�arto ) views|where fewer images were available compared to their

le� counterparts. To address this, a horizontal �ipping method was applied using OpenCV.

For example, abundant images from the front-le� (Primo) and rear-le� (Terzo) classes were

mirrored to synthetically balance the underrepresented right-angle classes.

1 mirroredimg = cv2.flip(img, 1) # Horizontal flip

Listing 3.1: Horizontal �ip for data augmentation

�e cv2.flip function performs a horizontal �ip of the input image by mirroring it

along the vertical axis (axis=1). �is augmentation technique is applied to increase the sample

size and balance the dataset, particularly for classes with fewer original images.

Furthermore, brightness and contrast augmentation was applied to all classes, including

the interior (Ultimo)|to improve model robustness under varying illumination conditions.

Two variants per image were generated: one with increased brightness / contrast and one

with reduced se�ings. �ese parameters were empirically determined to stay within visually

acceptable limits.

1 # Darkened version

2 darkenedimg = cv2.convertScaleAbs(img, alpha=0.8, beta=-30)

3 # Intensified version
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4 intensifiedimg = cv2.convertScaleAbs(img, alpha=1.2, beta=30)

Listing 3.2: Brightness and contrast augmentation

�e �nal dataset, used for training and validation, consisted of real and synthetically gen-

erated images merged into class folders.

Table3.2shows the distribution of the images in the �ve classes a�er all the augmentation

steps were completed.

Table 3.2: Final image distribution per class a�er augmentation on Classi�cation Dataset

Class Label Train Set Validation Set
Primo 2868 images 1169 images

Secondo 2904 images 1149 images
Terzo 2964 images 1194 images

�arto 2982 images 1192 images
Ultimo 3227 images 2240 images
Total 14,945 images 6944 images

3.2.3 Model Exploration and Final Selection

To address the vehicle viewpoint classi�cation task, multiple deep learning architectures were

evaluated, including standard CNNs (VGG16, ResNet50), lightweight CNNs (MobileNetV2,

MobileViTv2), and YOLO11-based classi�ers (YOLO11n-cls, YOLO11m-cls). �ese models were

trained on the classi�cation dataset introduced in Table3.2.

To ensure a fair comparison, all conventionalCNN architectures (VGG16, ResNet50, Mo-

bileNetV2, and MobileViTv2) were �ne-tuned for 10 epochs using identical hyperparameters.

Separately, the YOLO11-based classi�ers were trained for longer durations to align with

their standard training protocols: YOLO11n-cls was trained for 100 epochs with an early stop-

ping patience of 30, while the larger YOLO11m-cls was trained for 50 epochs.

As will be demonstrated in Section4.2.1, MobileNetV2 was ultimately selected for deploy-

ment, as it o�ered the most compelling balance between high classi�cation accuracy and low

inference latency, a critical requirement for a production-ready system.

1 # Define image transforms

2 transform = {

3 ’ train ’ : transforms.Compose([

4 transforms.Resize((224, 224)),

5 transforms.ColorJitter(brightness=0.2),

6 transforms.ToTensor(),
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7 transforms.Normalize(mean=[0.485, 0.456, 0.406],

8 std=[0.229, 0.224, 0.225]) # ImageNet

normalization

9 ]),

10 ’ val ’ : transforms.Compose([

11 transforms.Resize((224, 224)),

12 transforms.ToTensor(),

13 transforms.Normalize(mean=[0.485, 0.456, 0.406],

14 std=[0.229, 0.224, 0.225])

15 ])

16

17

18 # Load pretrained MobileNetV2 and modify the classifier

19 modelmobilenet = models.mobilenetv2(pretrained=True)

20 numftrs = modelmobilenet.classifier[1].infeatures

21 modelmobilenet.classifier[1] = nn.Linear(numftrs, 5) # 5- class output

22

23 # Define optimizer and hyperparameters

24 optimizer = optim.Adam(modelmobilenet.parameters(), lr=0.001)

25 epochs = 10

26 batchsize = 32

Listing 3.3: Training Setup for MobileNetV2

3.2.4 Serving the Classification Model via FastAPI

To enable real-time inference and integration into the web application, the trained MobileNetV2

model was converted to the ONNX format. �is conversion yields a signi�cant reduction in in-

ference latency compared to the native PyTorch model, as demonstrated by the performance

analysis in Section4.10.4. �e resulting ONNX model was then deployed using FastAPI, a

high-performance Python web framework.

�e ONNX model was loaded once during the server startup using ONNX Runtime and

cached for future requests. Each incoming image �le is preprocessed using the same nor-

malization parameters as used during training (ImageNet statistics) and passed to the ONNX

model for inference.

�e system then returns the predicted viewpoint class along with the con�dence score. If

the con�dence score is below a speci�ed threshold, a warning is instead returned.
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To convert the raw model outputs (logits) into class probabilities, the so�max function

was applied. �e so�max function scales the logits into a probability distribution over the �ve

viewpoint classes, where the highest probability indicates the predicted class. �is probability

is also used as a con�dence score to assess the model’s certainty regarding its prediction. Given

a vector of logitsz = [ z1; z2; :::; zn ], the so�max function computes the probabilitiespi as:

pi =
ezi

P n
j =1 ezj

�is ensures that
P

i pi = 1 and allpi 2 (0; 1), making it suitable for multiclass classi�ca-

tion tasks.

Listing 3.4shows a simpli�ed version of the FastAPI endpoint used for vehicle viewpoint

classi�cation. �is version highlights the core logic for image preprocessing, ONNX infer-

ence, probability computation through so�max, and �nal class selection based on a con�dence

threshold.

1 @app.post( " / classification / " )

2 async def predictclass( file : UploadFile = File(...), threshold: float =

0.87):

3 image = Image. open (io.BytesIO(await file .read())).convert( " RGB" )

4 image = transform(image).unsqueeze(0).cpu().numpy()

5

6 ortsession = modelloader.loadclassificationmodel()

7 inputs = {ortsession.getinputs()[0].name: image

8 outputs = ortsession.run(None, inputs)

9

10 logits = outputs[0].squeeze()

11 probs = softmax(logits)

12 predidx = int (np.argmax(probs))

13 confidence = float (probs[predidx])

14

15 if confidence < threshold:

16 return { " warning " : " The angle of the photo is not correct , please

take it again . "

17 return { " class " : classnames[predidx], " confidence " : confidence

Listing 3.4: Simpli�ed FastAPI endpoint for vehicle viewpoint classi�cation
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3.3 Main Vehicle Detection and Segmentation

3.3.1 Task Definition

Accurate detection and segmentation of the main vehicle in images is a crucial step to enable

downstream automated analysis tasks such as damage detection, segmentation of parts, and

background removal. �e expected result of this segmentation process is shown in Figure3.3.

Figure 3.3: Example of the expected output from the main vehicle segmentation module. �e
original image (le�) with background clu�er is transformed into a clean image (right) with the
main vehicle isolated on a white background.

3.3.2 Methodology Exploration and Final Selection

To identify the most robust and precise methodology for isolating the main vehicle, several

high-level architectural approaches were experimentally evaluated. �is comparative anal-

ysis involved testing standalone end-to-end models against the hybrid two-stage paradigm

ultimately adopted in this thesis.

As demonstrated with qualitative failure cases in our experimental results (Section4.3.1),

standalone approaches such as Mask Region-based Convolutional Neural Network (Mask R-CNN),

YOLO11-seg, and promptless SAM struggled with common real-world challenges such as oc-

28



clusion and complex backgrounds. �is analysis con�rmed that the proposed hybrid detector-

segmenter architecture o�ered superior performance and robustness.

Consequently, the combination of a YOLO11-based detector and a SAM-based segmenta-

tion model was selected as the core methodology. �e following subsections detail the speci�c

implementation of this chosen hybrid approach, from initial vehicle detection to the �nal post-

processing of the segmentation mask.

3.3.3 Vehicle Detection with YOLO11

�e initial step in isolating the main vehicle is to detect all vehicle candidates within the in-

put image. For this critical task, theYOLO11x model was selected from the YOLO11 fam-

ily. Although computationally more intensive than its lighter counterparts (e.g., YOLO11n,

YOLO11s), its superior robustness in detecting heavily damaged and occluded vehicles was a

decisive factor, prioritizing detection reliability over raw inference speed (see Section4.3.2.1

for a detailed comparison). �is model e�ciently identi�es objects across several relevant

classes, including cars, trucks, and buses. To distinguish the primary subject from other ve-

hicles that may be present in the background, a heuristic scoring mechanism was developed.

�is mechanism prioritizes vehicles that are larger and closer to the center of the image, as

these are typically the main subject of the photograph.

�e selection is based on a scoreS, calculated for each detected vehicle box. �e score

is a weighted sum of the normalized area of the bounding box and its normalized distance

from the image center. �e vehicle with the highest score is selected as the main vehicle. �e

scoring function is de�ned as follows:

S = ( wa � Anorm ) � (wd � Dnorm ) (3.1)

where:

� S is the �nal selection score for a candidate vehicle.

� Anorm is the area of the vehicle’s bounding box, normalized by the area of the largest

detected bounding box in the image.

� Dnorm is the Euclidean distance from the center of the bounding box to the center of the

image, normalized by the maximum distance between all candidates.

29



� wa and wd are the weights assigned to the area and the distance, respectively. In this

study, these were empirically set towa = 0 :7 andwd = 0 :3 to give greater importance

to vehicle size.

�is heuristic approach ensures a robust and reliable method of identifying the main ve-

hicle, even in visually clu�ered scenes with multiple cars. �e bounding box of the selected

main vehicle is then passed to the next stage for precise segmentation.

3.3.4 Instance Segmentation with SAM

Once the main vehicle’s bounding box is determined, theSAMis employed to generate a pre-

cise, pixel-level segmentation mask. For this task, we utilize theSAM-ViT-H variant, which

was selected over lighter versions (e.g., MobileSAM, SAM-ViT-B) for its consistently superior

segmentation �delity in our evaluations, as detailed in Section4.3.2.2.

To achieve a robust and accurate segmentation, we guide SAM using a combination of

prompts. Both the bounding box of the main vehicle (predicted by YOLO11x) and its calculated

center point are provided as inputs to the SAM predictor. By se�ing themultimask output

parameter toFalse , we instruct the model to return only its single, highest-con�dence mask

rather than multiple candidates. �is streamlined approach leverages SAM’s internal ambigu-

ity resolution to directly obtain the most probable segmentation.

3.3.4.1 Post-processing for Background Removal

�e raw binary mask generated by theSAM provides an accurate but sharp outline of the

vehicle. To achieve a more visually appealing and professional-looking result for the �nal

output, a single post-processing step is applied before compositing the vehicle onto a new

background.

� Soft-Edge Feathering: Instead of using the raw binary mask directly, which would

create a hard, "cut-out" edge, the mask’s boundaries are so�ened. �is is achieved by

applying a Gaussian blur �lter (cv2.GaussianBlur ) directly to the mask. �is pro-

cess transforms the sharp 0/1 transitions at the edges into a smooth gradient, e�ectively

creating a feathered or so� edge.
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�is so�ened mask is then used as an alpha channel to blend the segmented vehicle seam-

lessly onto a uniform white background. �is simple yet e�ective technique eliminates jagged

artifacts and ensures the �nal image is clean and polished, ready for use in downstream anal-

ysis or platform listings.

3.4 Privacy-PreservingAnonymization via OCR and Logo

Detection

3.4.1 Task Definition

�e objective of this task is to automatically identify and anonymize privacy-sensitive visual

information commonly found on vehicle images. �is information falls into two primary cat-

egories:

1. Textual Content: �is includes personally identi�able information such as license

plates, as well as commercial information like company names, phone numbers, or pro-

motional text on decals.

2. Graphical Logos: �is primarily refers to non-original logos, such as those of dealer-

ships or a�ermarket companies, which could compromise privacy or violate platform

policies.

Traditionally, this redaction process is performed manually, a method that is slow, error-

prone, and unscalable for high-volume platforms. Our goal is to create a fully automated,

uni�ed pipeline that uses deep learning to detect both text and logos.

A key feature of our approach is itsselective anonymization. �e system is designed

to intelligently di�erentiate between sensitive content and valuable information. While sen-

sitive text and non-original logos are blurred, o�cial manufacturer brand names (e.g., "FIAT",

"FORD") and their corresponding emblems are intentionally preserved. �is maintains the

vehicle’s brand identity, which is useful information for the end-user, while ensuring robust

privacy compliance.

3.4.2 Text Detection and Anonymization (OCR)
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3.4.2.1 Model Selection and Implementation

For the detection of textual content on vehicle surfaces, we evaluated several leading Optical

Character Recognition (OCR) frameworks, including EasyOCR, Tesseract, PaddleOCR, and the

transformer-based Florence-2 model. Each was tested on a representative dataset of real-world

vehicle images featuring diverse text styles, orientations, and lighting conditions.

Among the candidates,Florence-2-large demonstrated superior performance, con-

sistently and accurately detecting and recognizing even small, angled, or re�ective text where

other models failed. Despite its slightly longer inference time compared to lighter frameworks,

its robustness and high accuracy in complex, "in-the-wild" scenarios made it the clear choice

for a system prioritizing reliability (As detailed in Section4.4.1) .

To balance performance with e�ciency, we initially tested the large variant of Florence-2

but ultimately deployed theFlorence-2-base . As detailed in Section4.4.2, this tran-

sition signi�cantly reduced latency. �e minor reduction in transcription accuracy was ef-

fectively mitigated by implementing afuzzy string matching algorithm for brand name �l-

tering. �is allows the system to correctly identify manufacturer names (e.g., recognizing

"HYUNDAJ" as "HYUNDAI") without relying on perfect, character-for-character recognition.

Usage Example

1 from transformers import AutoProcessor, AutoModelForCausalLM

2 import utils

3

4 modelid = ’ microsoft / Florence -2- base ’

5 model = AutoModelForCausalLM.frompretrained(modelid, trustremotecode=

True). eval ().cuda()

6 processor = AutoProcessor.frompretrained(modelid, trustremotecode=True)

7 utils.setmodel info(model, processor)

8

9 results = utils.runexample(utils.TaskType.OCRWITHREGION, image)

�e example code initializes the Florence-2-base model and processor, then utilizes the

task-speci�c OCRWITH REGION prompt to extract text from an image. �ese extracted texts

and their bounding box coordinates are then passed to the privacy �ltering module.
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3.4.2.2 Car Brand Detection with Fuzzy Matching

To prevent incorrect blurring of car manufacturer logos or brand texts, a fuzzy string matching

mechanism was implemented. A list of known car brands was maintained and the OCR results

were compared using a similarity threshold. If the similarity between a detected label and any

brand in the list exceeded 85%, the text was considered a brand and excluded from the blur

operation.

1 carbrands = [ " TOYOTA" , " BMW" , " FORD" , " AUDI" , " MERCEDES" ] # ... and so on

2 SIMILARITYTHRESHOLD = 85

3

4 def iscarbrand(label):

5 """

6 Checks if a given text label is a known car brand using fuzzy matching .

7 """

8 labelcleaned = label.strip().upper()

9 for brand in carbrands:

10 # Calculate the similarity ratio between the cleaned label and a

brand

11 similarity = fuzz.ratio(labelcleaned, brand)

12 if similarity > = SIMILARITYTHRESHOLD:

13 return False # It is a brand , so it should NOT be blurred

14

15 return True # It is not a known brand , so it SHOULD be blurred

Listing 3.5: Car brand detection with fuzzy matching

�is approach enables the system to tolerate minor OCR inaccuracies while preserving essen-

tial brand identity.

3.4.3 Logo Detection and Anonymization

3.4.3.1 Datasets for Logo Detection

Pre-training with an Adapted LogoDet-3K Dataset �e initial pre-training phase uti-

lized the LogoDet-3K dataset [32], a large-scale public benchmark. Given the immense scale

of the original dataset (158,652 images and 3,000 classes) and the computational constraints of
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the available hardware, a full training session was not feasible. �erefore, a strategic dataset

dilution was performed to create a smaller, yet still diverse, pretraining corpus.

�is adaptation was guided by two principles:

1. Class Unification: Instead of using all 3,000 categories, a representative subset of logos

was selected from various superclasses like ’Food’, ’Clothes’, and ’Leisure.’ �en, all

selected logo annotations were uni�ed under a single genericlogo class. �is simpli�es

the task from multiclass to binary detection (logo vs. background) and allows the model

to learn the general visual characteristics of logos.

2. Strategic Category Exclusion: Crucially, all logos from the’Transportation’ super-

category within LogoDet-3K were deliberately excluded from this pretraining set. �is

was a strategic decision to prevent the model from learning to recognize vehicle man-

ufacturer logos. By not exposing the model to car brand logos during this initial phase,

we aimed to reduce the likelihood that it would later detect them as targets, thereby

simplifying the �ltering logic required to preserve vehicle brand identity.

�e diluted LogoDet-3K dataset was adapted for single-class logo detection by reducing

all logo categories to a uni�ed class and converting annotations from COCO format to YOLO

format. �is modi�cation was intended to simplify the detection task and align the dataset

with the YOLO-based training pipeline. �e dataset was divided into training and validation

sets, as summarized in Table3.3.

Table 3.3: LogoDet-3K Diluted Dataset

Train Validation
21,010 images + labels2,063 images + labels

Fine-tuning with a Custom Domain-Specific Dataset To address the high false-positive

rate associated with diluted LogoDet-3K, a data-centric strategy was adopted. �is strategy

centered on the development of a bespoke, domain-speci�c dataset designed for the unique

requirements of detecting non-original commercial logos while ignoring o�cial manufacturer

emblems.

�e creation of this custom dataset was an iterative process, involving the incremental

expansion of data by gathering samples from a diverse range of sources to ensure variability.

�ese sources included:

� Proprietary real-world images provided by Codebeex.
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� Publicly available photographs collected from social media and various online platforms.

� A collection of street-view photographs manually captured for this study.

� A set of high-�delity synthetic images generated using OpenAI’s Sora model to create

speci�c, hard-to-�nd scenarios and further augment the dataset’s diversity.

All images, both real and synthetic, were meticulously curated and annotated on the Robo�ow

platform. �e annotation process focused on labeling two primary sample types: positive sam-

ples (images with non-original commercial decals) and a large corpus of negative samples (im-

ages with only manufacturer logos or no logos). �is curated dataset has been made publicly

accessible for research purposes [2].

For the �nal training round, this dataset consisted of6,081 training images (3,368 with lo-

gos and 2,713 background-only) and649 validation images (312 with logos and 337 background-

only), as detailed in Table3.4. �e inclusion of a high volume of curated negative samples was

instrumental in reducing false positives and achieving the desired selective detection perfor-

mance.

Table 3.4: Composition of the Custom Dataset for Logo Detection Fine-Tuning

Training Set Validation Set
Total: 6,081 images Total: 649 images
3,368 with logos 312 with logos
2,713 background-only 337 background-only

3.4.4 Model Training and Iterative Development

�e development of the logo detection model followed an iterative, two-stage �ne-tuning strat-

egy, evolving with the availability of newer architectures.

3.4.4.1 Initial Development with YOLOv8

Initial experiments were conducted using theYOLOv8n architecture. �e model �rst under-

went a pre-training phase on the adapted LogoDet-3K dataset to learn general-purpose logo

features. Subsequently, it was �ne-tuned on early versions of our custom dataset to special-

ize it for the task of non-original logo detection. As detailed in Section4.5.2, this two-step

process established the viability of the transfer learning approach, demonstrating superior

performance over training from scratch.
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3.4.4.2 Final Model Selection with YOLO11

Following the o�cial release of the YOLO11 framework, the training strategy was revisited

to leverage this more advanced architecture. �e most comprehensive version of our custom

dataset, which had been incrementally enriched with diverse real-world and synthetic samples

(as described in Table3.4), was used for this �nal stage.

Several YOLO11 variants, includingYOLO11n,YOLO11s andYOLO11m, were trained

using the established two-stage process. �e �nal �ne-tuning stage was conducted for 100

epochs with an input image size of 640x640 pixels and a batch size of 16. �e training uti-

lized speci�c data augmentation parameters, including adjustments to hue, saturation, and

value (HSV), to enhance the model’s robustness to varied lighting conditions, while mixup

was disabled. �e initial weights for this stage were loaded from the model pre-trained on the

LogoDet-3K dataset (LogoDet3k best.pt ).

A quantitative comparison, detailed in Section4.5.3, revealed that the medium-sizedYOLO11m

variant achieved the highest mAP scores. Consequently, this model, trained with the afore-

mentioned con�guration, was selected as the de�nitive model for the production system and

integrated into the FastAPI backend.

3.4.4.3 Pipeline Integration: Dual-Source Strategy and Selective Blurring

To maximize detection recall and enhance robustness against visual noise, the pipeline em-

ploys a dual-source detection strategy. Both the OCR and logo detection models are run in

parallel on two versions of the input image:

� �e original image, which contains full contextual information but also potential back-

ground clu�er.

� �e segmentedmain vehicle image, which provides a clean, focused subject but risks

losing information near object boundaries during the segmentation process.

As experimentally justi�ed in Section4.6, neither source is consistently superior; each provides

unique, complementary detections. �erefore, the results from both sources are intelligently

merged to create a comprehensive list of all regions requiring anonymization.

�is list guides the �nal selective blurring process. All identi�ed sensitive regions are uni-

�ed into a single binary mask. �e �nal anonymized image is produced by e�ciently blurring

the entire original image once and using this mask to composite the blurred areas. �e visual
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result of this pipeline is shown in Figure3.4. �e entire work�ow is exposed through a single

FastAPI endpoint,/ocr and logo blur , for seamless integration.

(a) Original Input Image (b) Processed Output with Blurred Regions

Figure 3.4: Example of the anonymization pipeline’s output. �e original image (a) is processed
to produce the anonymized version (b), where non-brand texts and logos are blurred while the
core visual integrity is maintained.

3.5 Car Part Segmentation

Accurate segmentation of individual car parts is a critical step for detailed vehicle analysis, en-

abling precise localization of damages and other component-level tasks. Figure3.5illustrates

the desired output of this module, where each distinct exterior component of the vehicle is

identi�ed and highlighted with a unique colored mask. �is section outlines the data-centric

methodology adopted to develop a model capable of producing such high-quality results.
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