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Abstract

This thesis investigates the analysis andmodeling ofmonthly revenue time series, with the primary objective of de-
ciphering underlying stochastic dynamics and improving forecast precision to support strategic business decision-
making. In contemporary corporate environments, revenue data are frequently characterized by complex inter-
plays of long-term trends, seasonal patterns, and irregular fluctuations, which require advanced econometric ap-
proaches for effective predictive modeling.

The dissertation is structured into 4 chapters, providing a comprehensive journey from theoretical founda-
tions to empirical application. The study begins by establishing the conceptual framework of time series analysis,
emphasizing the distinction between forecasting, planning, and organizational goals.

The coremethodological section is dedicated to the formal introduction ofAutoRegressive IntegratedMoving
Average (ARIMA) processes. This part details the mathematical properties of these models, the rigorous testing
for stationarity, and the identification of seasonal components (SARIMA), which are critical to capture the peri-
odicities inherent in sales cycles.

Subsequently, the thesis provides a detailed account of the data engineering phase, describing the extraction,
cleaning, and transformationprocesses applied to a longitudinal dataset spanning fromJanuary2018 to thepresent.
This empirical section bridges the gap between theory and practice, demonstrating the applications for model se-
lection and validation.

The final chapters evaluate model performance using robust statistical metrics and diagnostic tests, such as
the Ljung-Box test and Information Criteria (AIC/BIC). The results demonstrate how the SARIMA framework
implemented serves as a proactive decision-making tool an ”early warning system” capable of distinguishing be-
tween transient fluctuations and structural changes. By providing a quantifiable margin of error, this study offers
a scalable methodology to optimize resource allocation, supply chain management, and marketing strategies in
the face of market uncertainty.
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1
Theoretical Framework and Time Series

Analysis

1.1 Introduction to the Time Series
In our everyday life, we constantly deal with data that change over time whether we realize it or not. The temper-
ature we check every morning, the stock prices we see on financial news, the number of daily steps recorded by a
smartwatch, the body measurements like heart rate and glucose level, or even the monthly revenue of a company.
All of these are examples of time series.
Other examples of time series are the following:

• In operations management, where demand for services and/or sales of certain products are estimated in
order to plan production, procurement of raw materials, necessary personnel, etc.;

• Inmarketing, to predict possible responses to advertising campaigns;

• Inmacroeconomics, where forecasts of variables such as GDP, inflation, and unemployment help policy-
makers make economic policy decisions;

• In the field of demography to estimate trends in births, deaths, migration, and so on.

A time series is essentially a sequence of data pointsmeasured over time, through regular, constant and chrono-
logical ordered time intervals (daily, weekly, monthly and so on). In mathematical terms, it can be represented as:

Y = (Y1,Y2, . . . ,YT) (1.1)

Where:

• Yi (i = 1, . . . ,T) is the value of the variable Y through time.
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• T is the time and it is characterized by its frequency.

Whatmakes them special is that time itself is a fundamental component: each observation is not just a number,
but a value associated with a particular moment.

For this reason, analyzing and studying the time series is an essential step for the decisions we make every day.
In fact, two of the skills of time series is the ability to reveal patterns and predict or forecast the future.
By observing how a variable behaves through time, we can often identify regularities, for example: trend (a steady
increase or decrease), seasonal cycles (like higher or lower sales during a specific period), or irregular fluctuations
caused by unexpected events.

Asmentioned before, a time series is usually composed by three components: Trend (Tt), Season (St) andCycle
(Ct), adding an additional parameter called random component (εt). ([1])

Yt = Tt + St + Ct + εt t = 1, …, T (1.2)

About Trend ([1]), it is the long-termmovement or direction in a time series that reflects a general tendency over
time. It represents the underlying pattern that persists beyond short-term fluctuations and it could be of different
types. (Figure:1.1)
For example:

• Linear Trend: Tt = β0 + β1t
The simplest form of trend, where the variable increases or decreases at a constant rate over time;

• Non-linear Trend: Tt = β0 + β1t+ β2t
2 + · · ·+ βkt

k

When the rate of change itself changes over time;

• Logarithmic Trend: Tt = β0 + β1ln(t)
Represents a rapid initial change that slows down over time;

• Exponential Trend: Tt = β0e
β1t

Applied when the change in the series is proportional to its current level, it is the opposite of the logarith-
mic one.
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Figure 1.1: Example of different types of trend in a time series

Talking about the Seasonal component ([1]), it refers to regular, repeating patterns that occur at fixed intervals
of time, often within a year, month, week, or day. These patterns are predictable and recur because of seasonal
factors such as weather, holidays, or business cycles.
As for the trend, also for the seasonal component, there exist different types of it. Below, some possible examples:

• Deterministic or Stochastic Seasonality: The Deterministic one is a type of seasonality that is fixed and
perfectly regular over time. Its shape, timing, and amplitude do not change. Unlike the Deterministic
one, the Stochastic seasonality represents a non-fixed or evolving seasonal pattern. Its shape, amplitude,
or timing may change over time.

• Additive or Multiplicative Seasonality: The main difference between these two types of seasons is the
variation of their amplitude through the series. For the Additive one, its amplitude is constant over time.
Instead, the Multiplicative seasonality refers to a type of seasonal pattern in which the magnitude of sea-
sonal fluctuations changes in proportion to the overall level of the time series.

• Single or Multiple Seasonality: The Single seasonality is the simplest form of seasonality and it refers to
a situation in which a time series shows only one repeating seasonal cycle (for example, monthly or quar-
terly). On the other side, theMultiple onemay have two ormore distinct periodic behaviors happening at
different frequencies. In other words, the series does not just repeat in one regular pattern, but in several
overlapping patterns.
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Figure 1.2: Example of seasonality in a time series

Below, as mentioned before, some examples of the different types of seasonality.

Figure 1.3: Example of the different types of seasonality

The final component of a time series to be considered is the Cyclical component ([1]). The cycle, or cyclical
component, refers to the sequence of fluctuations associatedwith alternating phases of expansion and contraction
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in the phenomenon under analysis. These movements are generally linked to broader dynamics affecting the
overall economic system.

Numerous interpretations of cyclical behavior have been proposed in the economic literature, each offering
only a partial perspective on the complex nature of economic cycles. This limitation may be attributed to the
inherently less defined nature of the cyclical component when compared to the trend component. In particular,
while the trend typically reflects a long-term and relatively stable direction, cyclical movements are characterized
by a higher degree of variability and uncertainty.

Different types of cyclical fluctuations have been identified, although they share a common feature: the alterna-
tion betweenupward anddownwardmovements over time. However, such fluctuations donot necessarily exhibit
regularity, either in terms of their duration or their amplitude. As a result, the cyclical component should be in-
terpreted as a general pattern that contributes to describing the medium- to long-term evolution of the analyzed
phenomenon.

Finally, a further component of the time series is represented by the residual component. This captures all
variations that cannot be explained by the previously identified components and are therefore considered to be
of a random nature. Such fluctuations are inherently unpredictable and uncontrollable, and may also arise from
measurement errors or other sources of noise.

1.2 TheMain Steps for Time Series Analysis
To produce a reliable and accurate forecast, it is essential to follow a systematic and well-structured process. Cer-
tain fundamental steps are required to ensure that the resultingpredictions can effectively support decision-making.

1. Problem definition is often one of the most challenging and crucial stages in the entire forecasting pro-
cess. Defining the problem carefully requires an understanding of the way the forecasts will be used, who
requires the forecasts, andhow the forecasting functionfitswithin the organization requiring the forecasts.
A forecaster needs to spend time talking to everyone who will be involved in collecting data, maintaining
databases, and using the forecasts for future planning.

2. Gathering of information represents a fundamental step in the forecasting process, as the quality and
relevance of the data directly determine the accuracy of the resulting forecasts.
In general, two main types of information are required:

• quantitative or statistical data, which provide the empirical basis for model estimation;

• qualitative knowledge and expertise, accumulated by individuals involved in data collection, system
management, and the practical application of forecasts.

Inmany practical situations, obtaining a sufficient amount of historical data to construct a robust statisti-
calmodel can prove to be challenging, particularlywhen the available records are incomplete, inconsistent,
or limited in scope. In such contexts, judgmental or qualitative forecasting approaches, which rely on ex-
pert knowledge and structured decision-making techniques, may represent a valid alternative.
Furthermore, even when historical data are available, their informative value may diminish, or they may
even becomemisleading, in the presence of significant structural changes affecting the system under anal-
ysis. Such changes may include shifts in market conditions, technological developments, or variations in
consumer behavior.
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Under these circumstances, itmaybe appropriate to focus the analysis onmore recent observations, which
are more likely to reflect the current dynamics of the environment under study. Alternatively, one may
consider the adoption of more flexible modeling approaches capable of capturing and adapting to struc-
tural evolutions within the system.

3. Exploratory Analysis represents a fundamental step within the forecasting process, as it provides the
analyst with an initial understanding of the underlying patterns present in the data. This phase is typically
conducted through visual inspection, such as plotting the time series or other relevant variables, with the
aim of identifying consistent patterns as well as potential anomalies.
In addition to graphical analysis, exploratory analysis is often supported by quantitative measures, which
help to validate specific assumptions regarding the structure and behavior of the data.
Key aspects tobe examinedduring this phase include trend identification, which involves assessingwhether
the data exhibit a significant long-term upward or downward movement; seasonal assessment, aimed at
evaluating the presence andmagnitude of recurring patterns over time; inter-variable relationships, which
explore potential dependencies among variables; and outlier detection, which focuses on identifying obser-
vations that deviate markedly from the overall pattern.

4. Choosing and fitting models represents the analytical core of the forecasting process. The selection of
an appropriate model primarily depends on several key factors, including the availability and quality of
historical data, the strength and nature of the relationships between the variable to be forecasted and any
potential explanatory variables, as well as the intended purpose and application of the forecasts within the
organization.
Differentmodeling approachesmaybe appropriate depending on the specific context. In situationswhere
a substantial amount of reliable time series data is available, quantitative methods such as ARIMAmod-
els, exponential smoothing (ETS), or seasonal decomposition techniques can be effectively employed to
capture key features of the data, including trends, cycles, and seasonal patterns.
It is generally recommended to consider and compare multiple competing models, typically two or three,
in order to assess their relative forecasting performance. This evaluation can be conducted using statisti-
cal criteria such as AIC, BIC, andRMSE, as well as through cross-validation procedures. The final model
should be selected based on its ability to achieve an appropriate balance between predictive accuracy, in-
terpretability, and practical applicability, and subsequently fitted to the available data.

1.3 Time Series Definitions
A time series is a finite set of observations, ordered in time, of a certain phenomenon that evolves randomly. Each
observation xt can be seen as a realization of a random variable Xt. A time series (xt, t ∈ T0) is therefore a realiza-
tion of a family of random variables (Xt)t∈T0.
This suggests a possible model for the time series: the stochastic process. ([2])

1.3.1 A Stochastic Process
A stochastic process is a mathematical object used to model systems or phenomena that evolve over time in a way
that involves inherent randomness.
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Looking at this concept in mathematical terms, we can follow this set of definitions:

Definition 1: A Real Stochastic Process is a family (Xt)t∈T of real random variables defined on a probabilistic
space (Ω,F ,P).
The set T is called set of times.

So, a stochastic process is an application that link a real number to a couple (w,t) made, respectively, from a
probability and from a moment in time. A first classification of stochastic process derives from the type of set T.
The stochastic process will be discrete if the set of timeT is discrete (likeN andZ). On the other side, the stochas-
tic process will be continuous if the set of time T is an interval ofR.

Definition 2: Given a stochastic process (Xt)t∈T, the random variable Xt, where t ∈ T, is called state of the
process at time t.
For each fixed w ∈ Ω, the application t −→ Xt(w) is called the realization or trajectory of the process associated
with the event w and is defined with the symbol X.(w).
To describe well a stochastic process, it is necessary to know, for each time instant (t1, t2, . . . , tn), the joint distri-
bution of (Xt1 ,Xt2 , . . . ,Xtn).
So, the law of a stochastic process is defined by its finite-dimensional laws.

Definition 3: Given the set of vectors Γ:

{ t = (t1, . . . , tn) ∈ Tn : t1 < t2 < · · · < tn, n = 1, 2, . . . }

Wecandefine thefinite-dimensionaldistribution functions of the stochastic process (Xt)t∈T the functions{ Ft(·), t ∈
Γ }with t = (t1, t2, . . . , tn) from:

Ft(x) = P(Xt1 ≤ x1, . . . ,Xtn ≤ xn), x = (x1, . . . , xn) ∈ Rn

This kind of results, allows us that, assigned distribution functions n-dimensional that satisfy an appropriate con-
sistency property, and there exists a stochastic process that has them as its own distribution functions.

Definition 4: A time series is a finite set of observations ordered in time and usually measured at equidistant
time intervals (monthly, quarterly, annually). It is therefore defined as a finite part of the realization of a stochastic
process.
A historical series { xt : t ∈ T0 } is therefore a finite sequence of values, each of which is the realization of a
random variable Xt that is part of a stochastic process (Xt)t∈T, con T0 ⊆ T.

1.3.2 Stationarity
The primary objective of time series analysis is to identify an appropriate stochastic process whose realizations
adequately represent the observed data, with the ultimate aim of producing reliable forecasts. To achieve this goal,
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it is necessary to focus on a class of stochastic processes that allows for:

1. the unambiguous identification of the underlying process (i.e., the model);

2. the possibility of making valid inferences about the moments of the process, thereby obtaining accurate
and consistent estimates.

When adopting a probabilistic framework, it is important to recognize that the observed data correspond to
a single realization of the stochastic process, typically over a limited time horizon. However, if this realization is
assumed to originate from a stochastic process characterized by specific properties, it becomes possible to identify
a single model capable of describing the temporal evolution of the phenomenon under study.

In this context, a stochastic process is said to be stationary if its probabilistic structure remains invariant over
time. This concept plays a fundamental role in time series analysis, as it provides the theoretical foundation for
model identification and inference.

Wecannowproceed todefine, in formalmathematical terms, thenotionof a stationary stochastic process. ([3])

Definition 5: A stochastic process is called stationary if the following conditions are satisfied:

1. E[|Xt|2] < ∞;

2. E[Xt] = m, ∀ t ∈ Z;

3. γX(r, s) = γX(r+ t, s+ t), ∀ r, s, t ∈ Z.

Where (1) the second moments are finite, (2) the mean is constant, and (3) γX(r, s) is the autocovariance, and
it does not depend on time.
The autocovariance can be re-written on:

γX(r, s) = Cov(Xr,Xs) = E
[
(Xr − E[Xr])(Xs − E[Xs])

]
, r, s ∈ T (1.3)

In the following subsection, the autocovariance and the Autocorrelation will be define.

1.3.3 Autocorrelation and Autocovariance
Autocorrelation, or serial correlation ([1]), represents a fundamental analytical framework for investigating depen-
dencies within time series data by examining the relationship between observations at different temporal intervals.
This method quantifies the degree to which a variable correlates with itself over time. Unlike standard correlation
analysis, which evaluates the association between distinct variables (e.g.,X1 andX2), autocorrelationmeasures the
internal consistency of a single variable across its chronological progression.

In the context of linear regression modeling, a primary Gauss-Markov assumption stipulates that the error
terms must be independent. However, when dealing with time series data, this assumption is frequently violated
by the presence of time-dependent residuals, known as autocorrelated errors. Such dependencies compromise the
efficiency of estimators in conventional methods like Ordinary Least Squares (OLS). To address these issues, the
dependent variable is typically regressed on its ownhistorical values, identified through diagnostic autocorrelation
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tests. This approach utilizes lags (previous observations of the variable) as predictors. For instance, in a monthly
dataset, the value at time tmay be modeled using the two preceding observations (t− 1 and t− 2) as inputs.

The behavior of the Autocorrelation Function (ACF) provides critical insights into the underlying data struc-
ture:

• Trend: When data exhibit a trend, observations proximal in time tend to take similar values, resulting in
high positive autocorrelations for small lags. Consequently, the ACF of a trended series typically shows
positive values that decay slowly as the lag increases.

• Seasonality: In the presence of seasonal fluctuations, autocorrelations are significantly higher at seasonal
lags (multiples of the seasonal period) compared to other lags.

• Combined Effects: When data are characterized by both trend and seasonality, a superposition of these
effects occurs within the ACF.

Time series that exhibit no serial correlation are classified as purely stochastic processes, commonly referred to
as white noise. From an empirical standpoint, the most effective tool for this analysis is the correlogram, a visual-
ization of the ACF that facilitates the identification of significant correlations across specific temporal delays.

A visual inspection of the ACF, provided in the plot below:

Figure 1.4: Example of ACF plot

The partial autocorrelation function ([1]), often referred to as PACF, is similar to ACF, except that it only
shows the correlation between two observations that the shorter lags between those observations do not explain.
In practice, ACF helps to evaluate the properties of a time series. PACF, on the other hand, is more useful during
the specification process for an autoregressive model.

A visual inspection of the PACF, provided in the plot below:
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Figure 1.5: Example of PACF plot

It is possible to calculate the residuals and plot those standard errors at time t, usually written as et, relative to t.
Any clusters of residuals that lie on one side of the zero line may indicate where autocorrelations are present and
significant.

Performing a Durbin-Watson test ([4]) can help identify whether a time series contains autocorrelation, since
this test detects the presence of the first order autocorrelation on the model’s errors.
The Durbin–Watson test (DW), is defined as:

DW =

∑n
t=2(et − et−1)

2∑n
t=1 e2t

(1.4)

where

• et is the error of the model at time t;

• n is the number of observations.

Another option tomeasure the autocorrelation on the time-serie’s data is to use a Ljung-Box test ([5]) and pass
the time series values directly to the test. The Ljung-Box test involves the null hypothesis that the residuals are
independently distributed and the alternative hypothesis that the residuals are not independently distributed and
exhibit autocorrelation. In practice, this means that results below 0.05 indicate that autocorrelation exists in the
time series.
The Ljung–Box statistic, denoted by Q, is defined as:
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Q = n(n+ 2)
h∑

k=1

ρ̂2k
n− k

(1.5)

where:

• n is the number of observations;

• h is the number of lags considered;

• ρ̂k is the fitted autocorrelation at lag k.

Given this set of assumptions, the Autocorrelation can be defined in mathematical form:
Definition 6: The Autocorrelation of (Xt)t∈Z is defined as

ρX(h) =
Cov(Xt,Xt+ h)√

Var(Xt)Var(Xt+ h)
(1.6)

that, given the equation 1.3, in case of a stationary process, it can be expressed as:

ρX(h) =
γX(h)
γX(0)

For each h, ρX(h) represents the correlation coefficient between two variables of a process, which are separated
by a time interval of length h. Therefore, autocorrelation expresses the linear dependence that exists between the
process at time t and itself at time t+h.

As mentioned before, given the autocovariance function of a stationary process (Xt)t∈Z, so the following as-
sumptions are satisfied:

1. ρX(0) ≥ 0;

2. ∀n and ∀(t1, t2, . . . , tn) ∈ Zn, the matrix Γn = {γX(ti − tj)}i,j=1,...,n is positive semidefinite;

3. |γX(h)| ≤ γX(0), ∀ h ∈ Z;
4. γX(h) = γX(−h), ∀ h ∈ Z.

1.4 Concepts on Forecasting
Forecasting serves as a pivotal statistical function within the corporate domain, providing the analytical basis for
operational decisions regarding production scheduling, logistics, and human resource allocation, while simultane-
ously informing long-term strategic initiatives. Despite its significance, business forecasting is frequently executed
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with insufficient rigor and is often conflated with planning and goal-setting—three distinct, yet interrelated, con-
structs ([1]):

• Forecasting: Concerns the estimation of future outcomes with maximum attainable precision, leverag-
ing all available intelligence, including longitudinal data and anticipated events that may influence future
trends.

• Goals: Represent desired organizational objectives. Ideally, goals should be aligned with empirical fore-
casts and actionable plans; however, they are frequently established in isolation, lacking both the strategic
roadmap for attainment and the predictive validation of their feasibility.

• Planning: Constitutes the operational response to both forecasts and goals. It involves the formulation
of specific interventions required to align forecasted trajectories with intended organizational targets.

Effective forecasting should be viewed as an indispensable component of the organizational decision-making
apparatus, offering the critical insights necessary for robust planning and strategic management. By producing
high-fidelity predictions, firms can proactively anticipate market shifts, optimize resource distribution, and miti-
gate the inherent risks of uncertainty.

Depending on the specific institutional requirements, modern organizations utilize a spectrum of temporal
horizons ranging from short-term tactical forecasts to long-term strategic projections to govern activities such as
inventory control, budgetary allocation, and capital development. Within this framework, forecasting emerges as
a cornerstone of data-driven governance, ensuring thatmanagerial responses remain proactive and resilient amidst
increasingly dynamic market conditions.

As mentioned before, predictive models are typically categorized according to their temporal scope into short-
term,medium-term, and long-term forecasts ([1]). Each category serves a distinct functional role within the orga-
nizational hierarchy, ranging from immediate tactical execution to broad strategic vision:

• Short-term Forecasts: These are indispensable for the streamlined coordination of daily operational ac-
tivities. Their primary utility lies in the optimal allocation of personnel, production scheduling, and the
synchronization of logistics and transportation networks. Within this framework, demand forecasting
acts as a cornerstone, enabling organizations to proactively align resource availability with anticipated
consumer requirements. By reducing the discrepancy between immediate supply and demand, accurate
short-term projections mitigate operational redundancies and minimize inventory carrying costs. Typi-
cally, these forecasts span a horizon from a few days to several weeks, depending on the specific industry
dynamics and environmental volatility.

• Medium-term Forecasts: This category is vital for the systemic management of an organization’s re-
source requirements. These forecasts support decision-makers in determining procurement volumes for
raw materials, orchestrating workforce expansion or professional development programs, and planning
capital expenditures for machinery and equipment. Covering a horizon of several months to approxi-
mately two years, medium-term forecasting ensures supply chain continuity and optimizes capacity uti-
lization. Consequently, these projections function as a critical nexus, bridging the gap between immediate
operational imperatives and overarching strategic objectives.

• Long-term Forecasts: Primarily utilized within the domain of strategic planning, long-term forecasts
provide the forward-looking intelligence necessary for high-level decisions regarding market positioning,
capacity expansion, and research and development (R&D) initiatives. The temporal scale for such pro-
jections generally exceeds two years and may extend across decades. Given the extended horizon, these
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models must incorporate a variety of endogenous and exogenous variables, including technological break-
throughs, demographic shifts, and evolvingmacroeconomic conditions. Although long-term forecasts are
inherently characterized by higher degrees of uncertainty, they remain essential to steer the organization’s
long-term trajectory and ensure sustainable competitive advantage.

The selection of an appropriate forecasting methodology is fundamentally dictated by the nature and granu-
larity of the available data. In scenarios where reliable quantitative information is absent or when historical ob-
servations lack direct relevance to the current forecasting objective, qualitative forecasting methods are employed.
Far from beingmere speculation, these approaches are grounded in structured and systematic frameworks such as
expert judgment, market research, and scenario analysis which enable analysts to derive informed, evidence-based
projections even in data-scarce environments.

Conversely, quantitative forecasting methods are applicable provided that two essential criteria are satisfied:

• Data Availability: Sufficient longitudinal numerical data regarding the phenomenonmust be accessible;

• Historical Continuity: It must be reasonable to assume a degree of structural stability, whereby certain
patterns observed in the past are expected to persist into the future.

Underpinned by these conditions, quantitative techniques leverage mathematical and statistical models to ex-
trapolate future trends fromhistorical precedents. The choice between a qualitative or quantitative approach—or
a hybrid of the two—ultimately depends on the balance between empirical evidence and the necessity for subjec-
tive, expert-driven insight.
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2
Modelling Approach

In this thesis, amixedmodeling approachwas adopted for the analysis of the historical sales series, basedon stochas-
tic models specific to time series data.
Deterministic model allows us to quantify the average effect of each predictor on the phenomenon studied, as-
suming a linear relationship and the independence of the residuals. However, when the data exhibit serial depen-
dencies, as is often the case in time series, the assumptions of classical regression are violated.

In the previous chapters, attention was focused mainly on the deterministic part f(t), i.e. on the trend, cycle
and seasonality components, relegating the stochastic component ut to a ”residual” role.
For some types of series, this approach is not very productive because none of the three components mentioned
above may be present or, even if they are present, their trends may not be modelled using the methods described.
In cases such as these, it is more useful to try tomodel the stochastic component by assuming that themechanism
that generates the data is governed by probabilistic rules. This approach defines the so calledmodern approach to
time series analysis.

This means shifting the focus from f(t) to ut and assuming that it is possible to extract some kind of informa-
tion from the latter. Precisely for this reason, ut is no longer assumed to be a white noise process, but rather a
process with correlated components for which, that Cov(ur, us) ̸= 0 per qualche r ̸= s.
From what has just been said, it also follows that the objective is no longer to arrive at an estimate of the compo-
nents of a series, but rather to identify a probabilisticmodel that describes the evolution of the phenomenon under
consideration, a model that can be used for both descriptive and predictive purposes (as described on Chapter 1).
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2.1 White Noise Process
The white noise process is one of the most important stochastic processes.([1]) It is a process εt consisting of a
sequence of uncorrelated random variables with constant mean and variance. In what follows, without loss of
generality, we will assume that the mean is zero.
The autocorrelation function of a white noise process is:

ρ(k) =

1, if k = 0,

0, if k = ±1,±2, . . .
(2.1)

The partial autocorrelation function, Pk, is identical to ρk since the components are serially uncorrelated.
From 2.1 it is immediately apparent that this process is weakly stationary. Furthermore, if the random variables εt
have a normal distribution, we refer toGaussian white noise.
Note that, using Bartlett’s approximation, for a white noise process we have:

Var[ρ̂k] ≈
1
n

∀k ̸= 0 (2.2)

From 2.2, it implies that for the empirical autocorrelation of a white noise process, asymptotically the result
√
nρ̂k ∼ N(0, 1) holds and therefore, for practical purposes, we can consider ρ̂k ∼ N(0, 1

n ). This result can
be used to verify whether the residuals of an estimatedmodel are uncorrelated. Rejection of this hypothesis, at an
appropriate level of significance, usually leads to the abandonment of the entire model, as the residuals cannot be
considered attributable solely to chance.

2.2 MA and AR Processes
The autoregressive (AR) and moving average (MA) models represent two foundational building blocks of mod-
ern time series analysis. These models provide a rigorous framework for characterizing the temporal dependence
structure inherent in sequential data, allowing us to describe how the evolution of a process is influenced both by
its own past values and by the random shocks that propagate through time. One of the key strengths of AR and
MA models lies in their ability to offer a linear, parsimonious, and analytically tractable representation of serial
dependence, which makes them particularly suitable for modeling a wide range of empirical phenomena.

Over the years, AR and MAmodels have become central tools in both theoretical research and applied work,
due to their flexibility and the possibility of combining them into more general structures such as ARMA and
ARIMAmodels.
In this chapter, we introduce the fundamental principles underlyingARandMAmodels, discuss theirmain prop-
erties, and outline the conditions under which they produce stationary or invertible processes.
Particular attention is devoted to the role of the autocorrelation and partial autocorrelation functions, which serve
as essential tools for identifying the appropriate model specification.
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Let’s start talking about theMovingAverage (MA)model, we can define, inmathematical way, its formula and
its main properties.
Given εt a white noise processwith zero mean and variance σ2ε . Amean average process of order q is defined as:

Yt = εt − θ1εt−1 − · · · − θqεt−q (2.3)

with θj (j = 1, . . . , q) constant parameters. This type of process is identified with the acronymMA(q). On
the equations (2.3) the variable Yt is designed as the result of a weighted sum of casual impulses of the present and
te past.
Using the delay operator B, since that BhYt = Yt−h, h = 0, 1, 2, . . . , and rewrite it as:

θ(B) = (1− θ1B− · · · − θqBq)

the moving average polynomial operator, so the (2.3) can be rewrite as:

Yt = θ(B)εt

The mean and the autocovariance of the MA(q) process are equal to respectively

E[Yt] = E[εt − θ1εt−1 − · · · − θqεt−q] = 0

and

γ(k) =


σ2ε
(
1+

∑q
i=1 θ

2
i
)
, k = 0

σ2ε
(
−θk + θ1θk+1 + · · ·+ θq−kθq

)
, k = 1, . . . , q

0, k > q.

So, the autocorrelation function is defined As

ρ(k) =


1, k = 0
−θk+θ1θk+1+θ2θk+2+···+θq−kθq

1+θ21+···+θ2q
, k = 1, . . . , q

0, k > q.

The partial autocorrelation functionPk tends to zero as k diverges, withmixed behaviour between exponential
and pseudo-periodic, depending on the value of the process parameters. Since the mean, variance and covariance
are constant and do not depend on time, anMA(g) process is always stationary.
The invertibility condition can be obtained by considering the characteristic equation θ(B) = 0. It can be shown
that an MA(g) process is invertible if all the roots of the characteristic equation are, in modulus, greater than
one.([1])
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Denoting these roots by Bi, the MA(q) process is therefore invertible if

|Bi| > 1, i = 1, . . . , q.

On the other side, Autoregressive models of order p, denoted AR(p), ([1]) represent one of the fundamental
classes of linear models used to describe the temporal dependence structure of stochastic processes. The central
idea underlying an AR(p) model is that the current value of a time series can be expressed as a linear combination
of its past p observations, plus a random innovation term that accounts for unpredictable shocks affecting the
system.

Given εt a white noise process with zero mean and variance equal to σ2. We can say that Yt is anAutoRegressive
process of order p, and it is denoted by AR(p) if:

Yt = φ0 + φ1Yt−1 + · · ·+ φpYt−p + εt (2.4)

with φ(i = 0, 1, . . . , p) constant parameters.
On the equation (2.4) the variable Yt represents the result of a weighted sum of historical values and a actual,
random shock. With the same system,we looked forMA(q) process, defining the autoregressive polynomial factor
As

φ(B) = (1− φ1B− · · · − φpB
p)

the AR(p) process become:

φ(B)Yt = φ0 + εt. (2.5)

The mean (μ) of a AR(p) process is defined as:

μ = E[Yt] =
φ0

1− φ1 − · · · − φp
. (2.6)

This result allow us tu sy that the mean of Yt is equal to zero if and only if φ0 = 0. So the term φ0 is linked to
the mean of Yt with the following relationship: φ0 = μ(1− φ1 − · · · − φp). Using this last equation, the model
(2.4) could be rewrite as:

(Yt − μ) = φ1(Yt−1 − μ) + · · ·+ φp(Yt−p − μ) + εt.
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The autocovariance of this process is:

γk =

φ1γ1 + · · ·+ φpγp + σ2ε, k = 0

φ1γk−1 + · · ·+ φpγk−p k > 0
(2.7)

2.3 ARIMA Process

In their pure forms, AR and MA models may require a relatively large number of parameters, especially when
the underlying data exhibit complex dynamics. To achieve a more parsimonious representation and avoid ex-
cessive model complexity, it is often preferable to employ mixed models that combine both autoregressive and
moving-average components. This approachmaintains a strong descriptive capability while reducing the number
of parameters to be estimated, thereby improving both interpretability and efficiency. ([1])

As before, starting from a white noise εt process, with zero mean and variance σ2ε . By definition, the process Yt

it’s called as AutoRegressive Moving Average process of order (p,q), and it is linked with ARMA(p,q).
It could be describe as:

Yt −
p∑

i=1

φiYt−i = φ0 + εt −
q∑

j=1

θjεt−j. (2.8)

From this equation, when the parameter p = 0, the formula above becomes exactly that of theMovingAverage
one. In the sameway, when the parameter q = 0, theARMA’s equation becomes that of theAutoRegressive one.

Also in these case, the equation (2.8) can be rewritten with a more compact style, using the polynomial opera-
tors θ(B) and φ(B).

φ(B)Yt = φ0 + θ(B)εt. (2.9)

An ARMA(p,q) process is stationary if all p roots of the equation φ(B) = 0 are greater than one in modulus,
while it is invertible if all q roots of the equation θ(B) = 0 are greater than one in modulus.
In addiction, given:

γk =



φ1γk−1 + · · ·+ φpγk−p + E(Yt−kεt)− θ1E(Yt−kεt−1)+

− · · · − θqE(Yt−kεt−q) k = 0, 1, . . . , q

φ1γk−1 + · · ·+ φpγk−p k ≥ q+ 1

(2.10)

Up to the lag q, the autocovariance function therefore depends on both the autoregressive part and themoving
average part; for k > q, however, it depends only on the autoregressive part. This also affects the autocorrelation
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function, which is equal to:

ρk =


γk
γ0

k = 0, 1, . . . , q

φ1ρk−1 + · · ·+ φpρk−p k ≥ q+ 1

(2.11)

For k > q, in fact, the ACF of an ARMA(p, q) process tends to zero as for an AR(p) process, and the way in
which it tends to zero depends on the value of the autoregressive parameters φi.
The general form of the partial autocorrelation function Pk of an ARMA(p, q) process is rather complicated and
will not be discussed here. It suffices to note that, for k > p, the PACF tends to zero on exponential way, as the
MA process, and depends by the θi’s parameters.

However, ARMA models strictly require the time series to be stationary. In practice, many empirical time
series including the revenue data analyzed in this thesis show non-stationary behavior, often characterized by a
clear trend or varying mean. To handle such data, we introduce the concept of differencing.

The first difference is defined as:

∇Yt = Yt − Yt−1 = (1− B)Yt (2.12)

If the series is still non-stationary after the first differentiation, the process can be repeated d times until sta-
tionarity is achieved. This lead to the ARIMA(p, d, q) model, where the I stands for Integrated, referring to the
fact that the differencing process must be reversed (integrated) to return to the original scale of the data.

The general equation for an ARIMA(p, d, q) process is:

φ(B)(1− B)dYt = φ0 + θ(B)εt. (2.13)

Where d is a positive integer representing the degree of differencing. Once the series is differenced d times, it
results in a stationary ARMA(p,q) process. This transformation is crucial for the stability of the forecasts and the
validity of the statistical inference.

2.4 SARIMA Process
Many time series, especially those related tobusiness and economic activities, exhibit a seasonal pattern that repeats
over a fixed period s (e.g., s = 12 for monthly data). To handle such processes, the ARIMAmodel is extended to
the Seasonal ARIMA (SARIMA) model, as introduced by Box and Jenkins.

The SARIMAmodel is denoted as ARIMA(p, d, q)(P,D,Q)s, where the lowercase parameters represent the
non-seasonal part (already discussed), and the uppercase parameters represent the seasonal components:

• P: Seasonal autoregressive order;

• D: Seasonal differencing order;
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• Q: Seasonal moving average order;

• s: Number of periods per season.

The SARIMA process can be expressed elegantly using the backshift operator B. In addition to the non-
seasonal polynomialsφ(B) and θ(B), we introduce the seasonal autoregressive polynomial Φ(Bs) and the seasonal
moving average polynomial Θ(Bs), defined as:

Φ(Bs) = 1− Φ1Bs − Φ2B2s − · · · − ΦPBPs (2.14)

Θ(Bs) = 1−Θ1Bs −Θ2B2s − · · · −ΘQBQs (2.15)

The general multiplicative SARIMAmodel is then formulated as:

ΦP(Bs)φp(B)(1− Bs)D(1− B)dYt = ΘQ(Bs)θq(B)εt (2.16)

In this framework, the term (1− Bs)D represents the seasonal difference, which is essential for removing non-
stationarity related to the seasonal cycle (for instance, Yt − Yt−12 in monthly revenue series).

The identification of a SARIMA model follows a logic similar to the one used for ARIMA processes, but
focusing on the behavior of theACFandPACFat seasonal lags (multiples of s). For a SARIMA(0, 0, 0)(P,D,Q)s
process:

• The ACF will show significant spikes at lags s, 2s, 3s, . . . if a seasonal MA component is present.

• The PACF will show significant spikes at lags s, 2s, 3s, . . . if a seasonal AR component is present.

In practice, the multiplicative nature of the model implies that the seasonal and non-seasonal components in-
teract, allowing themodel to capture complex temporal dependencies with a parsimonious number of parameters
([1]).

2.5 Motivation BehindModel Selection
The selection of an appropriate forecasting model constitutes a fundamental step in time series analysis, as it di-
rectly influences both the accuracy of predictions and their applicability within a business context. In this the-
sis, ARIMA models, together with their seasonal extension (SARIMA), have been preferred over alternative ap-
proaches, including machine learning techniques such as neural networks, on the basis of several methodological
and practical considerations.

A primary advantage of ARIMA models lies in their solid theoretical foundation and in their ability to ex-
plicitly capture the temporal dependence structure of a time series. Through the inclusion of autoregressive and
moving average components, thesemodels effectively account for key features such as trend and seasonality, which
characterize the revenue data under analysis. In particular, the SARIMA specification enables a direct and struc-
tured representation of seasonal dynamics, making it especially suitable for time series that exhibit recurring pat-
terns over time.
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Another relevant aspect concerns the relatively limited data requirements of ARIMA models. In contrast to
manymachine learning approaches, which typically require large volumes of data to achieve reliable performance,
ARIMA models are capable of delivering accurate and stable forecasts even when the number of observations is
moderate. This feature is particularly valuable in business environments where historical data may be limited or
available only in aggregated form.

Froman interpretability point of view,ARIMAmodels offer a significant advantage. The estimatedparameters
retain a clear statistical meaning, allowing analysts and decision-makers to gain insight into the underlying data-
generating process. In contrast, machine learningmodels, and neural networks in particular, are often regarded as
“black-box” approaches, in which the relationship between inputs and outputs is not readily interpretable. This
lack of transparency may hinder their adoption in business settings, where interpretability and explainability are
essential to support strategic decisions.

Furthermore, ARIMA models are generally more parsimonious and computationally efficient. Their rela-
tively simple structure contributes to reducing the risk of overfitting and facilitates model validation through
well-established diagnostic procedures. In contrast, machine learningmodels tend to involve higher levels of com-
plexity and require careful tuning of hyperparameters, thereby increasing both implementation effort and com-
putational costs.

From a business perspective, these characteristics translate into several practical advantages. The transparency
and robustness ofARIMA-based forecasts enhance their communicability to stakeholders, thereby fostering trust
in the results and supporting data-driven decision-making processes. Additionally, the ability to generate reliable
forecasts with limited data enables firms to implement effective forecasting systems without the need for extensive
data infrastructures.

Although machine learning models may outperform traditional approaches in the presence of highly com-
plex structures or large-scale datasets, their relative advantages are less evident in the context of univariate time
series with well-defined seasonal patterns, as in the case examined in this thesis. Under such conditions, ARIMA
models represent a robust and efficient solution, achieving an appropriate balance between forecasting accuracy,
interpretability, and ease of implementation.

In conclusion, the adoption of ARIMA models is supported not only by statistical considerations but also
by practical business requirements, providing a reliable and interpretable framework for forecasting and decision-
making purposes.
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3
Data Landscape and Pre-Processing

3.1 Solutions and Technological Framework

In the contemporary economic landscape, defined by escalating structural complexity and stochastic volatility,
the capacity to transform raw data into actionable insights has emerged as a primary determinant of competitive
advantage. Modern enterprises are undergoing anontological shift, evolving intodata-centric entitieswhere strate-
gic imperatives are increasingly underpinned by a sophisticated architecture of digital solutions. Before examining
the specific data processing and analytical methodologies employed in this thesis, it is imperative to contextualize
the technological ecosystem that facilitates such high-level computation.

To address these multifaceted strategic requirements, contemporary business environments leverage an inte-
grated suite of solutions designed to govern the entire data lifecycle. At the core of this infrastructure, Business
Analytics plays a pivotal role, facilitating granular reporting through advanced data discovery and interactive vi-
sualization frameworks. These instruments enable a comprehensive understanding of longitudinal performance,
thereby establishing the empirical baseline necessary for more complex analytical interventions.

However, to transcend purely descriptive paradigms, organizations are increasingly integrating Predictive and
Advanced Analytics. By transitioning the analytical focus from retrospective observation to probabilistic fore-
casting, these solutions support critical functions ranging from targeted econometric marketing to optimized
maintenance scheduling by assigning statistical probabilities to future events. This predictive capacity is further
augmented by ProcessMining, which scrutinizes the internal operational mechanics of the organization. By iden-
tifying systemic bottlenecks and behavioral anomalies, process mining ensures that the business model remains
both efficient and self-correcting.

The integrity of these analytical layers rests on the robust management of Big Data. As information streams
emerge from a growing range of heterogeneous sources including IoT sensors and social media platforms—the
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implementation of scalable and elastic database architectures becomes vital. These infrastructures ensure data
veracity and integration, enabling the real-time processing required for agile governance. In this context, Cloud
Solutions have redefined the technological paradigm, providing scalable environments that optimize the Total
Cost of Ownership (TCO) while facilitating the seamless integration of Internet of Things (IoT) ecosystems.
Finally, the convergence of these technical capabilities with organizational objectives is mediated through Corpo-
rate PerformanceManagement (CPM). By providing rigorous frameworks for budgeting, strategic planning, and
internal control, CPM ensures enhanced corporate governance and financial resilience. It is within this intercon-
nected web of technological solutions that the data utilized in this study was generated, harvested, and refined a
process that is detailed in the subsequent sections of this chapter.

3.1.1 Back-end and Front-end Technologies
To implement the complex business solutions described previously, a robust and integrated technology stack is
required. This infrastructure is conceptually divided into twomain architectural layers: the Back-end, responsible
for datamanagement andprocessing, and the Front-end, dedicated to data consumption andbusiness intelligence.

The Back-end layer serves as the foundation of the analytical ecosystem, focusing on data integrity, stor-
age, and transformation. Central to this layer are ETL (Extract, Transform, Load) tools and high-performance
database engines:

• SAP Data Services: These platforms are used for data integration, data cleaning, and quality. SAP Data
Services is used primarily for its advanced ETL capabilities and offers a versatile alternative to orchestrate
complex data flows.

• SQL Server Integration Services (SSIS): is a Microsoft software platform and offers ETL capabilities
and data integration.

• SAP HANA Platform: SAP HANA provides a state-of-the-art in-memory columnar database engine,
significantly accelerating data modeling and retrieval.

• SAP BW/4HANA: is built upon the SAP HANA Platform and it works as an Enterprise Data Ware-
house, optimizing performance through its native integration with HANA in-memory technology.

The Front-end layer translates technical data into intuitive business information through reporting and in-
teractive dashboards. The suite of tools utilized ensures that different business needs from static reporting to
exploratory discovery are met:

• SAPBusinessObjects Suite: This comprehensive platform includes the InformationDesignTool (IDT),
which bridges the gap between technical databases and business logic by creating a semantic layer (Uni-
verse), andWeb Intelligence (WebI) for detailed reporting.

• Dashboarding and Data Discovery: Tools such as SAP Lumira, QlikView, Tableau, and Microsoft
Power BI provide the flexibility required to develop interactive dashboards and client applications, allow-
ing stakeholders to visualize trends and KPIs in real-time.

In addition to the software suites metioned before, the operational workflow often requires a more granular
and flexible approach to data management. To this end, a wide array of programming languages and technologies
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is employed, allowing for custom developments and sophisticated statistical processing.

The cornerstone of back-end interaction is SQL (StructuredQuery Language). Using it across various dialects,
it remains indispensable for direct communication with relational databases such as Oracle and Microsoft SQL
Server. Its role is fundamental during the data retrieval phase, ensuring that the extraction processes are efficient
and precisely tailored to the analytical requirements.
For activities requiring automation and complex data manipulation, Python is the primary choice as a general-
purpose scripting language. Its versatility allows the creation of custom pipelines that bridge the gap between raw
data storage and final analysis.

3.2 Business Setting andData Structure
The empirical foundationof this thesis is constructedona comprehensive longitudinal dataset comprisingmonthly
revenue time series from a leading global coffee company. The scope of this study is specifically limited to the Ital-
ianmarket, covering a temporal horizon from January 2018 to the present, with all financial metrics denominated
in euros. To facilitate a granular analytical approach, the data is segmented by packaging typology, specifically dis-
tinguishing between single-serve systems (e.g., capsules) and traditional ground coffee formats (e.g., tins). Within
the central corporate repository, revenues are categorized into various accounting states: registration, portfolio,
shipping, invoiced, and posted. For the purposes of this thesis, the analysis focuses exclusively on posted revenues,
ensuring that the models are trained on finalized financial transactions.

The data originates from two primary macro-channels, each characterized by distinct transactional dynamics:

• Business-to-Consumer (B2C): This segment encompasses direct interactions with the end-user, facili-
tated through the corporate e-commerce platform andCustomer Care services. A significant component
of this channel consists of recurring revenue generated via subscriptionmodels, which automate periodic
orders for both private households and home-office professionals. From a technical standpoint, these
transactions are processed through the JD Edwards Enterprise Resource Planning (ERP) system. The
data is subsequently refined and integrated into the central database via a robustExtract, Transform, Load
(ETL) pipeline. Furthermore, for digital touchpoints, the integration of Adobe Analytics allows the cap-
ture of high-resolution behavioral metrics such as session duration and clickstream patterns providing a
qualitative layer to quantitative financial figures.

• Business-to-Business (B2B):This channel focuses onprofessional clientele, including theHORECAsec-
tor (Hotels, Restaurants, andBar), large-scale distributors, and retailers. Sales operations are governedby a
structured organizational hierarchy, where local agents responsible for specific territories (or Zone) report
through Area Managers to Regional Directors. These field agents utilize a dedicated mobile interface to
interactwith the corporate infrastructure in real-time, ensuring that field-level sales data is instantaneously
synchronized with the central repository.

This data architecture also incorporates contributions from international subsidiaries, which have identical in-
tegration and validation protocols. Ultimately, these heterogeneous data streams from both B2C and B2B chan-
nels are harmonized through a final ETL process. This results in a high-integrity unified database that serves as
the core of the company’s Business Intelligence (BI) solution and provides the fundamental empirical basis for the
statistical analyzes conducted in this thesis.
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To summarize, below a simple diagram outlining the structure of the various data sources used in the analysis.

Figure 3.1: Diagram of the overview of the data flow used in the analysis and its sources
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4
Empirical Analysis

4.1 Exploratory Analysis

Before proceeding with the specification and estimation of time series models, a preliminary exploratory analysis
of the data was conducted. This step is essential to gain an initial understanding of the main characteristics of the
series, such as its temporal evolution, variability and potential presence of trend and seasonal patterns.

Let’s start with an overview of the time series considered in this thesis, plotting the data discussed on the third
chapter:

Figure 4.1: Plot of the time series analysed, it represents the monthly revenues on the Italian market of the company
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The longitudinal trajectory of monthly revenues for the Italian market is illustrated in Figure (4.1). A prelimi-
nary visual inspection reveals a series characterized by significant temporal volatility and pronounced fluctuations.
Notably, the data exhibits a discernable upward trajectory, particularly in the latter stages of the observation pe-
riod, which suggests the presence of a non-stationary process in the mean a common feature in expandingmarket
environments.

In addition to the overall trend, the series displays recurrent periodicities consistentwith a seasonal component
at an annual frequency. This seasonality is typical of monthly macroeconomic and retail data, reflecting cyclical
consumer behavior. Furthermore, the plot indicates that the amplitude of these fluctuations is not constant over
time; the increasing magnitude of certain peaks suggests potential heteroscedasticity and the influence of occa-
sional outliers. These stochastic properties underscore the structural complexity of the series, necessitating the
application of appropriate variance-stabilizing transformations and differencing techniques to ensure stationarity
prior to the formal estimation of the econometric models.

To complement the graphical inspection, descriptive statistics of monthly revenue series were calculated and
reported in Table (4.1).

Statistic Value
Mean 1,415,549.5
Median 1,303,308.7
Standard Deviation 530,568.0
Minimum 583,307.2
Maximum 3,629,358.0

Table 4.1: Descriptive statistics of the revenue series

The fundamental statistical properties of the monthly revenue series are summarized in Table (4.1). A com-
parison between the mean and median reveals values of similar magnitude, indicating a degree of distributional
symmetry. However, the substantial range between the minimum and maximum observations underscores the
presence of extreme values within the sample.
The standard deviation is relatively high in proportion to themean, reflecting significant dispersion and temporal
volatility in revenue generation. Consistentwith the visual evidence from the time series plot, this elevated variabil-
ity suggests potential heteroscedasticity, further justifying the application of variance-stabilizing transformations
in the subsequent analytical phases.

Apreliminarydiagnostic of the series identified several outliers, atypical observations that couldpotentially bias
the estimationprocess anddistort the reliability of the forecastingmodel. To ensure a robustmodeling framework,
a systematic cleaning process was implemented to mitigate the influence of these anomalies.
The next Figure illustrates the series before treatment, providing a clear visual identification of the extreme values
that were targeted for remediation. The resulting refined dataset, free from these distorting influences, constitutes
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the basis for the formal time series analysis presented in the following sections.

Figure 4.2: Outliers in the monthly revenue series

Following the identificationof outliers in (4.2), the table belowpresents the descriptive statistics of themonthly
revenue series after their removal, offering a more accurate summary of the data.

Statistic Value
Mean 1,399,903.0
Median 1,303,308.7
Standard Deviation 484,766.4
Minimum 583,307.2
Maximum 2,800,445.1

Table 4.2: Descriptive statistics of the monthly revenue series after outlier removal

The descriptive statistics for the monthly revenue series following the removal of atypical observations are de-
tailed in Table (4.2). In the raw dataset, extreme values exerted a disproportionate influence, artificially inflating
both the arithmetic mean and the standard deviation, while resulting in a significantly positively skewed maxi-
mum value. The outlier mitigation process has successfully yielded a more robust central tendency, as evidenced
by the convergence of the mean and median and a notable reduction in overall dispersion. Consequently, the re-
fined dataset provides a more faithful representation of the series’ fundamental stochastic behavior, establishing
a reliable foundation for the subsequent modeling phases.

Based on this cleaned baseline, the analysis is transferred to an examination of the aggregated data annually, as
shown in Figure (4.3). By consolidating monthly observations into annual totals, this perspective offers a macro-
level overview of the series’ evolutionary trajectory. This representation provides a high-level overview of the long-
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term behavior of the series, allowing for a clearer assessment of trend dynamics and inter-annual variability, while
smoothing short-term fluctuations present at the monthly frequency.

Figure 4.3: Total revevenue analysis aggregated by year

The plot highlights a persistent upward trajectory in total revenues throughout the observation period, signal-
ing sustained long-term expansion. In particular, the series exhibits a discernible acceleration in the latter years,
where annual figures demonstrate a sharper rate of increase relative to the initial phases of the sample. This shift in
momentum suggests either a significant structural pivot within the underlying growth process or the realization
of compounded strategic initiatives.

Simultaneously, the data reveals a degree of inter-annual variability, characterized by transient decelerations
and subsequent recoveries. These fluctuations likely reflect the impact of significant exogenous shocks, such as
macroeconomic disruptions caused by the COVID-19 pandemic or evolving market conditions that influenced
revenue performance. By aggregating the observations at an annual frequency, high-frequency seasonal noise is
effectively neutralized, enabling the fundamental trend component to emerge with greater clarity.

The following plots provide a comprehensive overview of the historical series, elucidating the intrinsic stochas-
tic characteristics and structural patterns that define its evolution.
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Figure 4.4: Time series plot and autocorrelation structure of the cleaned monthly revenue

Figure (4.4) illustrates the refined monthly revenue time series along with its corresponding Autocorrelation
Function (ACF) and Partial Autocorrelation Function (PACF). Visual inspection of the primary series reveals
recurrent fluctuations that suggest the presence of persistent seasonal dynamics. To rigorously investigate these
stochastic properties, the lower panels of the figure present the estimated ACF and PACF extending to 36 lags.
The ACF exhibits several statistically significant positive correlations at lower lags, complemented by prominent
spikes at seasonal intervals, most notably at lag 12. This pattern is highly consistent with the monthly frequency
of the dataset and provides compelling preliminary evidence of annual seasonality within the revenue streams.
Correspondingly, thePACFconfirms a structured temporal dependence, characterizedby significant spikes at low-
order lags and amarked contribution at the seasonal frequency. These findings indicate that a seasonal component
is an integral element of the underlying data-generating process.
Collectively, the evidence derived from the time series trajectory and the autocorrelation structure suggests that
the series cannot be accurately characterized without explicitly incorporating seasonal dynamics. Consequently,
a more granular analysis of these patterns is conducted in the following section, focusing on the stability and
evolution of monthly cycles over time.

To complement the autocorrelation analysis and further elucidate these seasonal effects, Figure (4.5) uses box-
plots to represent the distribution of monthly revenues categorized by calendar month. This visualization facili-
tates a direct comparative analysis of the central tendency and inter-monthly dispersion, highlighting systematic
seasonal variations in revenue performance throughout the fiscal year.
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Figure 4.5: Boxplot analysis of the cleaned time series

Theboxplot analysis reveals a pronounced and systematic seasonal architecturewithin the revenue data. Specif-
ically, the series exhibits distinct troughs during the initialmonths of the year, with February andAugust recording
the lowestmedian revenues. In contrast, a substantial peak is consistently observed during the final quarter, where
September, October, andNovember demonstrate the highestmedian concentrations. Furthermore, interquartile
ranges exhibit significant fluctuations throughout the calendar year, indicating that the seasonal component in-
fluences not only the magnitude of revenues but also their heterogeneous dispersion.
The temporal persistence of these monthly variances throughout the observation period suggests that the identi-
fied patterns are structural, rather than driven by isolated anomalies or transitory events. This provides compelling
empirical evidence of annual seasonality, which necessitates the explicit integration of seasonal parameters within
the subsequent modeling framework.

To complement the distributional insights provided by Figure (4.5), an additional comparative study was con-
ducted to evaluate the relationship between the mean and median monthly values. This comparison is visually
summarized in the bar graph presented in Figure (4.6), which facilitates an assessment of the robustness of the
central tendency and ensures that the identified seasonal trends are representative of the typical performance of
the series.
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Figure 4.6: Mean and median monthly revenues for cleaned sales data

The bar chart in Figure (4.6) presents the monthly mean and median values of the cleaned revenue series, of-
fering a complementary analytical perspective to the previous boxplot distribution. The comparative evaluation
of these two metrics facilitates a rigorous assessment of the central tendency and identifies potential asymmetries
within the monthly distributions.

In general, themean andmedian exhibit a similar pattern throughout the calendar year, suggesting that the dis-
tributions have achieved relative symmetry following the outliermitigation process. Minor discrepancies observed
in specificmonths indicate only moderate residual skewness or variability, a finding consistent with the interquar-
tile dispersion highlighted in the corresponding boxplots. Furthermore, the graph corroborates the existence of
a robust seasonal architecture: central values are notably concentrated in the late summer and autumnal periods,
contrasting with the relatively suppressed levels recorded during the initial months of the year. This persistent
cyclicality reinforces the hypothesis of an annual seasonal component, providing a strong empirical mandate for
the adoption of seasonal time series models (SARIMA) in the subsequent modeling phase.

In synthesis, the integrated use of boxplots and mean-median comparisons establishes robust evidence of sea-
sonality by reconciling distributional variance with central tendency. To formally validate these preliminary find-
ings and further elucidate the internal structure of the series, a seasonal decomposition is performed. This procedure
effectively isolates the trend, seasonal, and irregular stochastic components, allowing for a granular examination
of their respective contributions to the total revenue variance.
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Figure 4.7: Time series decompositionos of monthly revenues for cleaned sales data

Looking for the Figure (4.7), we can say that the trend component highlights a persistent upward movement
over time, confirming the growth pattern previously identified through visual inspection and annual aggregation.
The seasonal component exhibits a regular and stable monthly pattern, with recurring peaks and troughs that are
consistent across years, providing strong evidence of seasonality in the data.

Finally, the remainder component appears relatively centered around zero, suggesting that most of the system-
atic variation in the series is effectively captured by the trend and seasonal components.
These findings support the adoption of time series models that explicitly account for both trend and seasonal
dynamics, such as seasonal ARIMA formulations.

4.2 Model Comparison

Building upon the exploratory analysis presented before, this section focuses on the formal stochastic characteriza-
tion and modeling of the monthly revenue time series. The descriptive investigation has highlighted the presence
of key features such as trend dynamics, seasonal patterns and temporal dependence, whichmotivate the adoption
of dedicated time series models. The objective of this section is to establish the inferential framework used in the
analysis, to delineate the underlying assumptions governing each model, and to assess their ability to capture the
observed structure of the data. In particular, both non-seasonal and seasonal specifications are considered, with a
particular emphasis on the AutoRegressive IntegratedMoving Average (ARIMA) class of models.

The section is organized as follows. First, a comprehensive overview of the estimated models is provided, fol-
lowed by an evaluation of their performance after being fitted to the historical series. This assessment leverages
a suite of diagnostic instruments and standardized performance metrics. Finally, a comparative analysis is con-
ducted to identify the optimal model configuration, seeking a parsimonious balance between goodness of fit and
out of sample predictive accuracy.
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Candidate models vary in their structural assumptions and parametric complexity, facilitating a rigorous com-
parison of their ability to capture the underlying dynamics of the revenue-generating process. For each speci-
fication, estimation results are discussed alongside diagnostic testing and information criteria. To systematically
investigate these temporal dynamics, threeARIMA-basedmodels were selected for estimation, representing a pro-
gressive hierarchy of complexity. This approach allows for the incremental integration of the non-seasonal and
seasonal patterns identifiedduring the exploratoryphase. The analysis beginswith anon-seasonalARIMA(1, 0, 1)
specification, which serves as a baseline model to capture fundamental short-term autocorrelation in the absence
of differencing.

(1− φ1B) yt = (1+ θ1B) εt (4.1)

where:

• yt represents the sales time series at time t;

• B denotes the backshift operator, such that Byt = yt−1;

• φ1 is the autoregressive parameter of order one;

• θ1 is the moving average parameter of order one;

• εt ∼ WN (0, σ2) is a white noise process with zero mean and constant variance.

The secondmodel, SARIMA(1,0,1)(0,1,0), extends this frameworkby introducing seasonal differencing through
a seasonal ARIMA component, allowing for the presence of recurring seasonal effects.

(1− φ1B)(1− Bs) yt = (1+ θ1B) εt (4.2)

where:

• yt represents the sales time series at time t;

• B is the backshift operator, such that Byt = yt−1;

• s denotes the seasonal period (with s = 12 for monthly data);

• φ1 is the non-seasonal autoregressive parameter of order one;

• θ1 is the non-seasonal moving average parameter of order one;

• εt ∼ WN (0, σ2) is a white noise process.

Finally, the third model, SARIMA(1,1,1)(1,1,1), adopts a more general specification, including both non-
seasonal and seasonal autoregressive andmoving average terms, aswell as first-order differencing, in order tomodel
more complex dynamics.

(1− φ1B)(1− Φ1Bs)(1− B)(1− Bs) yt = (1+ θ1B)(1+Θ1Bs) εt (4.3)

where:
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• yt represents the sales time series at time t;

• B is the backshift operator (Byt = yt−1);

• s denotes the seasonal period (with s = 12 for monthly data);

• φ1 and θ1 are the non-seasonal autoregressive and moving average parameters;

• Φ1 and Θ1 are the seasonal autoregressive and moving average parameters;

• εt ∼ WN (0, σ2) is a white noise process.

To evaluate the relative performance and generalizability of the proposedmodels, the analysis uses standardized
information criteria. Specifically, theAkaike InformationCriterion (AIC) and theBayesian InformationCriterion
(BIC) are utilized to adjudicate the fundamental trade-offbetween statistical goodness of fit andmodel complexity.

In the domain of predictive modeling and machine learning, increasing model complexity often yields higher
in-sample accuracy; however, this frequently leads to overfitting, where themodel captures stochastic noise rather
than the underlying signal. To ensure a parsimonious specification that maintains predictive power on unseen
data, AICandBIC introduce a penalty term for each additional parameter estimated. While bothmetrics facilitate
model comparison, where lower values indicate amore optimal balance, the BIC imposes amore stringent penalty
on the number of parameters, making it more sensitive to the sample size. These indicators are formally defined
through the following expressions, derived from the log-likelihood of the estimated models ([6]):

AIC = 2 ∗ k− 2 ∗ ln(L) (4.4)

BIC = k ∗ ln(n)− 2 ∗ ln(L) (4.5)

where

• k = is the number for the parameters in the model;

• L = is the likelihood function;

• n = is the size for the sample

Both AIC and BIC penalty terms are likelihood functions because the more complex the model is, the larger
the likelihood function value and the greater the probability of overfitting.

Table 4.3 reports the AIC and BIC values for the estimated models mentioned before.

Model AIC BIC
ARIMA(1,0,1) 2792,115 2802,372
SARIMA(1,0,1)(0,1,0)12 2479,031 2477,323
SARIMA(1,1,1)(1,1,1)12 2420,635 2432,730

Table 4.3: Model comparison based on Information Criteria
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The comparative results summarized in Table 4.3 reveal that the non-seasonal specification ARIMA(1, 0, 1)
produces the highest values for bothAICandBIC.This confirms that amodel lacking seasonal parameters is insuf-
ficient to encapsulate the complex underlying structure of themonthly revenue series. A significant improvement
in penalized likelihood is observedwith the introduction of seasonal differencing; the SARIMA(1, 0, 1)(0, 1, 0)12
model exhibits a marked reduction in both information criteria, with the AIC decreasing from 2792.115 to
2479.031. This shift underscores the critical role of seasonal non-stationarity within the dataset.
Themost comprehensive specification, SARIMA(1, 1, 1)(1, 1, 1)12, achieves theminimumAIC value (2420.635),
indicating the superior fit in the sample between the candidatemodels. Although its BIC (2432.730) ismarginally
higher than that of the simpler seasonal variant, owing to the more stringent parameter penalty, it remains sub-
stantially lower than both the non-seasonal one and the other seasonal model. This suggests that the incremental
complexity of the model is statistically justified by the gain in explanatory power.

While the information criteria provide a strong quantitative basis for model selection, a rigorous evaluation
must transcend goodness of fit metrics. Consequently, the analysis proceeds with an exhaustive diagnostic ver-
ification of the residuals to ensure the statistical validity of the resulting forecasts. A well-calibrated time series
model is expected to filter out all systematic signals, specifically trend and seasonality, leaving a stochastic residue
characterized as White Noise. To formally test for remaining serial correlation, the Ljung-Box portmanteau test
was applied to the residuals of each model across multiple lags. This test evaluates the null hypothesis (H0) that
the residuals are independently and identically distributed. A failure to reject the null hypothesis indicates that the
model has successfully captured the internal dependencies of the series. The results of this diagnostic procedure
are detailed in the following table.

Model X-squared p-value Description
Model 1 42.420 0.0116 Residual autocorrelation
Model 2 47.136 0.0032 Strong residual correlation
Model 3 22.695 0.5379 No autocorrelation

Table 4.4: Ljung‐Box test results on model’s residuals

The inferential results of the Ljung-Box test indicate that Model 1 and Model 2 yield p-values of 0.0116 and
0.0032, respectively. Since these values fall significantly below the conventional significance threshold 5% (α =

0.05), the null hypothesis of independence is rejected. This outcome suggests that these initial specifications are
insufficient to fully encapsulate the underlying temporal dependencies of the revenue series, leaving behind sub-
stantial residual autocorrelation that could compromise the validity of subsequent forecasts.
Conversely, Model 3 exhibits a p-value of 0.5379, positioning it well within the region of non-rejection. This re-
sult provides robust empirical evidence in favor of the absence of serial correlation in the residuals, suggesting that
the model has successfully filtered out the systematic signal from the noise. When evaluated in conjunction with
the information criteria previously discussed (AIC and BIC), these diagnostic findings corroborate the selection
of Model 3 as the most parsimonious and statistically sound specification to characterize the revenue-generating
process.
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To further substantiate the adequacy of the selected model, a multi-dimensional diagnostic verification was
conducted using a suite of graphical instruments. Figure 4.8 illustrates the residual analysis, offering a tripartite
perspective on the model’s performance and ensuring that the assumptions of homoscedasticity and normality
are satisfied.

Figure 4.8: Residuals analysis of Model 3

The following conclusions can be drawn from these results:

1. Residuals over time: Analysis of the residuals graph shows fluctuations around zero, without residual
trends or systematic patterns.
The variance appears stable over time, suggesting the absence of heteroskedasticity. No structures at-
tributed to unmodeled components emerge. This suggests that the model has successfully captured the
underlying trend and seasonal dynamics of the revenue series.

2. Residual autocorrelation: The autocorrelation function (ACF) of the residuals shows that almost all
coefficients fall within the confidence bands. In particular, no significant autocorrelations are observed in
seasonal delays (12 and 24), indicating that the model has adequately captured the seasonal component
This visual evidence strongly supports the results of the Ljung-Box test discussed previously (p=0.5379),
confirming that the residuals behave as white noise.

3. Residual distribution: The residual histogram shows an approximately symmetrical distribution cen-
tered on zero, consistent with a normal distribution, and the tails are contained.

4. Verification of the white noise hypothesis: Overall, the graphical and statistical evidence suggests that
the residuals can be assimilated to a white noise process. Therefore, the main assumptions underlying the
ARIMAmodel are satisfied.

4.3 Empirical Results
This sectionwill analyze the empirical results derived fromthe applicationof the forecastingmodels to themonthly
revenue time series. The aim is to identify themodel that best captures the underlying dynamics of the data while
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ensuring statistical robustness.

Before proceeding with model estimation, it is essential to verify the stability of the cleaned time series over
time. To detect potential structural breaks in the mean of the series, the cumulative sum test (CUMSUM) is
performed.

Figure 4.9: CumSum plot: analysis of the stability of the cleaned time series over time

To evaluate the structural integrity of the estimated model over time, the stability of the parameters was rigor-
ously assessed using the Cumulative Sum test (CUSUM). This diagnostic procedure monitors the evolution of
recursive residuals to detect systematic changes in the coefficients of the model. The results of this analysis are
visualized in Figure (4.9).

As illustrated in the plot, the CUSUM trajectory remains strictly contained within the critical boundaries
defined at the 5% significance level. This stability carries several critical implications for the empirical validity of
the study:

• Constancy of parameters: Since the cumulative sum does not transgress the confidence intervals, we
fail to reject the null hypothesis of parameter stability. This indicates that the functional relationship
governing the series, and its underlyingmean, has remained consistent throughout the observation period.

• Absence of Structural Breaks: The evidence suggests an absence of significant structural shifts within
the monthly revenue data. Consequently, the underlying economic drivers appear to have maintained a
degree of temporal homogeneity, obviating the need for exogenous dummy variables or complex regime
switching architectures.

• ForecastReliability: The structural invariance confirmedby theCUSUMplot establishes a robustmethod-
ological foundation for the forecasting phase. It ensures that the parameters estimated on the training
partition remain representative and valid for out-of-sample projections.
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Following the verification of structural stability, the analysis proceeds to a comparative evaluation of the pre-
dictive performance of the candidate models introduced in the previous section: the baseline ARIMA(1, 0, 1),
the SARIMA(1, 0, 1)(0, 1, 0)12, and the comprehensive SARIMA(1, 1, 1)(1, 1, 1)12.

To rigorously assess their predictive accuracy, the longitudinal dataset was partitioned into a training set and a
testing set, following an 80/20 split ratio. This hold-out validation strategy allows for the estimation of model pa-
rameters on the training subset while evaluating forecasting precision on unseen data. The following standardized
metrics were employed to assess the performance of the models:

• RootMean Squared Error (RMSE):measures the averagemagnitude of errors between predicted values
and observed actual values.

RMSE =

√√√√ 1
n

n∑
i=1

(yi − ŷi)2

• Mean Absolute Error (MAE):measures the average of the absolute differences between predicted values
and actual observed values.

MAE =
1
n

n∑
i=1

|yi − ŷi|

• The Mean Absolute Scaled Error (MASE): is calculated by dividing the Mean Absolute Error of the
forecasting model by the Mean Absolute Error of a Naïve forecast.

MASE =
MAE

MAEnave,in−sample

• Diebold-Mariano (DM) Test: determines whether the difference in forecasting accuracy between two
competing models is statistically significant.

The tables below summarize the quantitative performance of the models in the training set and in the test set.

Training Set (In-Sample)

Model RMSE MAE MASE
Mod.1 415700.5 313422.8 0.796
Mod.2 466777.3 332012.4 0.843
Mod.3 346553.5 260682.1 0.662

Test Set (Out-of-Sample)

RMSE MAE MASE DM Test*
508756.0 435344.3 1.106 0.3868
500768.2 414355.5 1.052 0.0362
390019.1 357906.9 0.909 0.0087

Table 4.5: Comparison of Model Performance: Training vs. Test Set

The empirical results summarized inTable (4.5) establish a clear predictive hierarchy among the candidate spec-
ifications. Within this framework, Model 3 (SARIMA(1, 1, 1)(1, 1, 1)12) consistently emerges as the most robust
architecture to capture the complex dynamics of monthly revenues. Its superiority is evidenced not only by its
superior fit during the training phase, where it achieved the minimum values for both Root Mean Square Error
(RMSE) andMean Absolute Error (MAE), but, more critically, by its resilient performance in the out-of-sample
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test partition, recording values of 390, 019.1 and 357, 906.9, respectively.
Apivotal observation arises from the analysis of theMeanAbsolute ScaledError (MASE).While themoreparsimo-
nious specifications (Models 1 and 2) fail to outperform a basic seasonal naïve benchmark—indicated by MASE
values exceeding unity, Model 3 achieves aMASE of 0.909. This suggests that the integration of first-order differ-
encing alongside seasonal autoregressive andmoving average components enables the model to extract significant
structural information that transcends a simple persistence-based approach.

Furthermore, Model 3 demonstrates remarkable generalization capabilities. The transition from in-sample
estimation to out-of-sample validation frequently exposes overfitting in higher-order models; however, Model 3
maintains a stable error profile, with its RMSE increasing only marginally from 346, 553.5 to 390, 019.1. This
consistency, corroborated by the structural stability previously identified by the CUSUM plot, indicates that the
model has successfully internalized the fundamental seasonal and trend components of the revenue stream. Con-
sequently, Model 3 represents the most reliable and statistically grounded instrument for generating high-fidelity
revenue forecasts and informing strategic financial governance.

To visually corroborate the predictive efficacy of Model 3, Figure (??) contrasts the actual observed revenues
with the values forecast by the model throughout the test horizon.

Figure 4.10: 12‐Month Future Forecast: actual observed revenues (blue and darkblue) vs. the values predicted by the
model (red)

The graphical representation of themodel’s performance, illustrated in Figure (4.10), provides compelling evi-
dence of the capacity of the specification SARIMA(1, 1, 1)(1, 1, 1)12 to navigate the intricate dynamics of revenue
series. Observing the longitudinal trajectory from 2018 to 2024, it is evident that the series is defined by a persis-
tent secular trend coupled with an intensifying degree of seasonal stochastic volatility.
The inferential strength of the selected model is most prominently revealed during the out-of-sample validation
phase, where the forecasted trajectory (red line) contrasts against the empirical realizations (blue line). A remark-
able degree of predictive synchronicity is observed; the model transcends simple mean-trend projections to accu-
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rately anticipate the precise timing of both cyclical peaks and subsequent troughs. Furthermore, the fact that the
actual observed values consistently oscillate within the primary 80% confidence interval, represented by the darker
shaded region, underscores the high reliability of themodel’s point estimates and its calibration to the underlying
variance of the series.

From a strategic governance perspective, this visual confirmation reinforces the utility of the model as a ro-
bust instrument for risk mitigation and fiscal budgeting. By providing decision-makers with a mathematically
grounded range of probable outcomes, themodel acknowledges inherentmarket uncertainties while maintaining
a rigorous grasp on fundamental seasonal cycles. In synthesis, both the quantitative metrics and this visual diag-
nostic corroborate the selection of Model 3 as the optimal specification for projecting future corporate revenues
and supporting data-driven strategic foresight.

4.4 Business Implications
The empirical findings of this thesis provide not only a statistically robust forecasting framework, but also a set of
relevant insights for managerial decision-making.

The selection of Model 3, SARIMA(1,1,1)(1,1,1), as the preferred specification highlights the presence of
both strong temporal dependence and a well-defined seasonal structure in the revenue generation process. From
a business perspective, this result confirms that corporate revenues are not purely driven by random fluctuations,
but instead follow predictable patterns that can be systematically exploited.

In particular, the ability of the model to accurately capture annual seasonality suggests that demand dynamics
are strongly influenced by recurring factors such as consumer behavior, market cycles, and commercial strategies.
This has direct implications for operational planning. For instance, periods characterized by higher expected rev-
enues, typically concentrated in the later months of the year, can be anticipated and supported through targeted
actions such as inventory adjustments, workforce allocation, and intensified marketing campaigns. In contrast,
periods of lower expected performance can be managed more efficiently by optimizing costs and avoiding over-
production.

Another key aspect emerging from the results is the stability of the model over time, as confirmed by both
the CUSUM test and the absence of autocorrelation in the residuals. This indicates that the underlying data-
generating process has remained relatively consistent throughout the observed period. From a management per-
spective, this stability increases the reliability of forecasts and allows decision-makers to adopt a more structured
and forward-looking approach to planning.

Furthermore, the superior out-of-sample performance ofModel 3 demonstrates its strong generalization capa-
bility. In practical terms, this means that the model is effective not only in explaining past behavior but also in
anticipating future revenue dynamics with a satisfactory level of accuracy. This is particularly valuable in a busi-
ness environment characterized by uncertainty, where reliable forecasts can support budgeting processes, financial
planning, and risk management.

The ability of the model to provide forecast intervals, rather than single-point estimates, is also of great impor-
tance. These intervals offer a quantitative measure of uncertainty, allowing managers to evaluate best-case and

42



worst-case scenarios. As a result, strategic decisions can be made with a clearer understanding of potential risks,
improving overall resilience and adaptability.

Finally, the adoption of a SARIMA-based approach represents a shift towards a data-driven decision-making
paradigm. Rather than relying solely on intuition or historical averages, the company can use statistical data to
guide its strategic and operational decisions. In this context, the forecasting model becomes a key component of
the decision-support system, transforming raw data into actionable business intelligence.

In conclusion, the results of this analysis demonstrate that advanced time series models such as SARIMA can
play a crucial role in enhancing business performance. By capturing the intrinsic structure of revenue dynamics
and translating it into reliable forecasts, the model provides a solid foundation for proactive planning, efficient
resource allocation, and informed strategic decisions.
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Conclusions

This thesis has established a comprehensive methodological framework for the empirical analysis and forecasting
of corporate revenue time series. The primary objective of this thesis was to facilitate an analytical transition from
descriptive retrospective observations to robust predictive capabilities. The empirical trajectory commenced with
an in-depth exploratory investigation, which identified two defining structural features: a persistent long-term
secular trend and a significant 12 month seasonal periodicity. These characteristics necessitated the rejection of
parsimonious non-seasonal specifications in favor of more sophisticated, high-order stochastic architectures.

Through a systematic comparative evaluation of multiple specifications, SARIMA(1, 1, 1)(1, 1, 1)12 emerged
as the optimal analytical solution. The superiority of thismodel is predicated not only on its superior fit to histori-
cal data but,more importantly, on its parsimony anddiagnostic health. By achieving theminimumvalues for both
theAkaike InformationCriterion (AIC) and the Bayesian InformationCriterion (BIC), themodel demonstrated
an ideal equilibrium between parametric complexity and out-of-sample generalizability. Furthermore, rigorous
post-estimation diagnostics, including the Ljung-Box portmanteau test and the analysis of standardized residu-
als, confirmed that the model successfully filtered all systematic information from the series, isolating a purely
stochastic ”white noise” residue. This inferential integrity ensures that the generated forecasts are not artifacts of
overfitting but are deeply grounded in the fundamental dynamics of the revenue-generating process.

Beyond statistical validation, the findings of this thesis offer significant implications for corporate strategic
planning. Using advanced time series modeling, this thesis demonstrates how data-driven intelligence can miti-
gate the inherent uncertainty of business cycles. The extraction of intrinsic information from raw financial data
provides management with a sophisticated instrument for proactive resource allocation. The implementation of
the SARIMA framework facilitates a shift from reactive to anticipatory decision-making; specifically, the ability
to project future revenues within quantifiable confidence intervals enables more precise budgeting and a more
efficient optimization of supply chain and marketing expenditures. Ultimately, the model functions as a diag-
nostic ”early warning system,” capable of distinguishing between transient fluctuations and structural shifts in
commercial performance.
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Appendix

ComputationalFrameworkandSoftwareEnvironment
The empirical analysis and the subsequent forecastingpipelinedeveloped in this researchwere implementedwithin
a structured computational environment to ensure methodological rigor and reproducibility. The core of the sta-
tistical processing was conducted using the R programming language, selected for its advanced capabilities in
time series econometrics and stochastic modeling.

To facilitate the transition from rawdata to a refinedpredictive framework, several specialized software libraries
were integrated into the analytical workflow. These dependencies provided the necessary algorithmic foundations
for stationarity diagnostics, the estimation of complex SARIMA architectures, and the generation of high-fidelity
visualizations for residual diagnostics.

Listing 4.1: Software Packages: he deployment of these standardized libraries ensures that the results presented in this
thesis are statistically robust and consistent with current computational best practices in data science.

# Load n e c e s s a r y l i b r a r i e s
l i b r a r y ( r e a d x l )
l i b r a r y ( f o r e c a s t )
l i b r a r y ( zoo )
l i b r a r y (DIMORA)
l i b r a r y ( fpp2 )
l i b r a r y ( l m t e s t )
l i b r a r y ( s h i n y )
l i b r a r y ( t i d y v e r s e )
l i b r a r y (DT)
l i b r a r y ( g g p l o t 2 )
l i b r a r y ( s h i n y t h em e s )
l i b r a r y ( d p l y r )
l i b r a r y ( l u b r i d a t e )
l i b r a r y ( t s e r i e s )
l i b r a r y ( s c a l e s )
l i b r a r y ( p a t chwork )
l i b r a r y ( s t r u c c h a n g e )

Listing 4.2: Data retrieval, preprocessing pipeline, and computation of fundamental descriptive metrics.

# −−− Data R e t r i e v a l and P r e p r o c e s s i n g −−−
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# Imp o r t i n g raw mon th l y r e v e n u e da ta
# No t e : The d a t a s e t u s e s ’ ; ’ a s s e p a r a t o r and s p e c i f i c Eur o p ean
# nume r i c f o rm a t t i n g
raw_da t a <− read . c s v ( ’ r e v e n u e _ d a t a s e t . c s v ’ , h e a d e r = TRUE, s e p = ’ ; ’ )

# Data C l e an i n g : Removing t h o u s a n d s s e p a r a t o r s ( d o t s ) and c o n v e r t i n g
# d e c ima l commas t o d o t s f o r nume r i c c o n s i s t e n c y
c l e a n e d _ r e v e n u e <− gsub ( ” \ \ . ” , ” ” , raw_da t a $RICAVO)
numeric_ r e v e n u e <− a s . numeric ( gsub ( ” , ” , ” . ” , c l e a n e d _ r e v e n u e ) )

# Removing t h e l a s t o b s e r v a t i o n ( o f t e n i n c o m p l e t e o r o u t l i e r ) t o
# e n s u r e s amp l e i n t e g r i t y
numeric_ r e v e n u e <− numeric_ r e v e n u e [ 1 : ( l e n g th ( numeric_ r e v e n u e ) − 1 ) ]

# I n i t i a l i z i n g t h e Time S e r i e s o b j e c t ( Monthly f r e q u e n c y s t a r t i n g Jan
2018 )

r e v e n u e _ t s <− t s ( numeric_ r e v enu e , s t a r t = c ( 2 0 1 8 , 1 ) , f r equency = 12 )

# −−− E x p l o r a t o r y and D e s c r i p t i v e A n a l y s i s −−−
# Ap p l y i n g ’ t s c l e a n ’ t o i d e n t i f y and m i t i g a t e o u t l i e r s o r m i s s i n g

v a l u e s
# t h r o u g h s e a s o n a l d e c o m p o s i t i o n and l i n e a r i n t e r p o l a t i o n
c l e a n e d _summary <− summary ( t s c l e a n ( r e v e n u e _ t s ) )

# Comput ing fundamen ta l s t a t i s t i c a l moments t o c h a r a c t e r i z e t h e
# s e r i e s d i s t r i b u t i o n
d e s c r i p t i v e _ s t a t s <− c (

Mean = mean ( r e v e n u e _ t s , na . rm = TRUE) ,
Median = median ( r e v e n u e _ t s , na . rm = TRUE) ,
SD = sd ( r e v e n u e _ t s , na . rm = TRUE) ,
Min = min ( r e v e n u e _ t s , na . rm = TRUE) ,
Max = max ( r e v e n u e _ t s , na . rm = TRUE)

)

# Ou t p u t t i n g r ound ed s t a t i s t i c s f o r f o rma l r e p o r t i n g
round ( d e s c r i p t i v e _ s t a t s , 2 )

Listing 4.3: Plot of the Time Series Overview.

# −−− S e c t i o n 1 : P r e l im i n a r y Time S e r i e s V i s u a l i z a t i o n −−−
# C o e r c i n g t h e t im e s e r i e s o b j e c t i n t o a da ta frame f o r
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# g g p l o t 2 c o m p a t i b i l i t y
df_ p l o t <− da t a . frame (

Time = a s . numeric ( t ime ( r e v e n u e _ITA ) ) ,
Revenue = a s . numeric ( r e v e n u e _ITA )

)

# G e n e r a t i n g t h e p r imary t r a j e c t o r y p l o t t o a s s e s s t r e n d and
s e a s o n a l i t y

g g p l o t ( df_p lo t , a e s ( x = Time , y = Revenue ) ) +
geom_ l i n e ( l i n e w i d t h = 0 . 7 , c o l o r = ” s t e e l b l u e ” ) +
l a b s (

t i t l e = ”Monthly Revenue Dynamics : I t a l i a n Marke t ” ,
s u b t i t l e = ” H i s t o r i c a l t r a j e c t o r y o f month ly c o r p o r a t e r e v e n u e s

(2018 −2024) ” ,
x = ” Tempora l Hor i zon ” ,
y = ” Revenue € ( ) ”

) +
theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
a x i s . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” )

)

# −−− S e c t i o n 2 : Advanc ed C o r r e l a t i o n A n a l y s i s −−−
# D i s p l a y i n g t h e c l e a n e d s e r i e s w i t h a s s o c i a t e d ACF and PACF
# v i a ’ f o r e c a s t ’ p a c k a g e
# t o i d e n t i f y p o t e n t i a l AR and MA c omp o n e n t s
t s d i s p l a y ( r e v _ c l e a n , main = ” C l e an ed Monthly Revenue : I t e r a t i v e

D i a g n o s t i c S u i t e ” )

# C o n s t r u c t i n g a s y n c h r o n i z e d da ta f rame w i t h e x p l i c i t Date o b j e c t s
df_ t s <− da t a . frame (

Date = s eq ( a s . Date ( ” 2018−01−01 ” ) , by = ”month ” , l e n g th . ou t = l e n g th (
r e v _ c l e a n ) ) ,

Revenue = a s . numeric ( r e v _ c l e a n )
)

# 1 . Emp i r i c a l E s t im a t i o n o f ACF and PACF c o e f f i c i e n t s
b a c f <− a c f ( r e v _ c l e a n , p l o t = FALSE )
df_ a c f <− da t a . frame ( Lag = b a c f $ l a g , ACF = b a c f $ a c f )
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bp a c f <− p a c f ( r e v _ c l e a n , p l o t = FALSE )
df_ p a c f <− da t a . frame ( Lag = bp a c f $ l a g , PACF = bp a c f $ a c f )

# 2 . D e f i n i n g t h e 95% C o n f i d e n c e T h r e s h o l d ( n u l l h y p o t h e s i s o f w h i t e
n o i s e )

con f_ l i m i t <− 2 / s q r t ( l e n g th ( r e v _ c l e a n ) )

# −−− P l o t A : Time S e r i e s V i s u a l i z a t i o n −−−
p1 <− g g p l o t ( df_ t s , a e s ( x = Date , y = Revenue ) ) +

geom_ l i n e ( l i n e w i d t h = 0 . 7 , c o l o r = ” s t e e l b l u e ” ) +
geom_ po i n t ( s h a p e = 21 , f i l l = ” s t e e l b l u e ” , s i z e = 1 , s t r o k e = 0 . 5 ) +
l a b s ( t i t l e = ”Time S e r i e s Decompo s i t i on : ACF and PACF D i a g n o s t i c s ” ,

x= ”Time ” , y = ” Revenue € ( ) ” ) +
theme_ l i g h t ( b a s e _ s i z e = 12 ) +
theme ( pane l . g r i d . minor = e l em en t_ b l a n k ( ) ,

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) )

# −−− P l o t B : A u t o c o r r e l a t i o n F u n c t i o n (ACF ) −−−
p2 <− g g p l o t ( df_ a c f [ −1 , ] , a e s ( x = Lag , y = ACF) ) + # E x c l u d i n g Lag 0 (

t r i v i a l c o r r e l a t i o n )
geom_ s e gmen t ( a e s ( xend = Lag , yend = 0 ) , l i n e w i d t h = 0 . 7 , c o l o r = ”

s t e e l b l u e ” ) +
geom_ h l i n e ( y i n t e r c e p t = 0 , c o l o r = ” b l a c k ” ) +
geom_ h l i n e ( y i n t e r c e p t = c ( c on f_ l i m i t , − con f_ l i m i t ) ,

l i n e t y p e = ” d a s h ed ” , c o l o r = ” b l u e ” , l i n e w i d t h = 0 . 4 ) +
l a b s ( y = ”ACF” , x = ” Lag ” ) +
theme_ l i g h t ( b a s e _ s i z e = 11 ) +
theme ( pane l . g r i d . minor = e l em en t_ b l a n k ( ) )

# −−− P l o t C : P a r t i a l A u t o c o r r e l a t i o n F u n c t i o n ( PACF ) −−−
p3 <− g g p l o t ( df_pac f , a e s ( x = Lag , y = PACF) ) +

geom_ s e gmen t ( a e s ( xend = Lag , yend = 0 ) , l i n e w i d t h = 0 . 7 , c o l o r = ”
s t e e l b l u e ” ) +

geom_ h l i n e ( y i n t e r c e p t = 0 , c o l o r = ” b l a c k ” ) +
geom_ h l i n e ( y i n t e r c e p t = c ( c on f_ l i m i t , − con f_ l i m i t ) ,

l i n e t y p e = ” d a s h ed ” , c o l o r = ” b l u e ” , l i n e w i d t h = 0 . 4 ) +
l a b s ( y = ”PACF” , x = ” Lag ” ) +
theme_ l i g h t ( b a s e _ s i z e = 11 ) +
theme ( pane l . g r i d . minor = e l em en t_ b l a n k ( ) )

# −−− C omp o s i t e La y ou t A s s emb l y −−−
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# U t i l i z i n g t h e p a t c hw o r k s y n t a x t o a r r a n g e t h e d i a g n o s t i c d a s h b o a r d
( p1 ) / ( p2 | p3 ) + p l o t _ l a y ou t ( h e i g h t s = c ( 1 , 1 ) )

Listing 4.4: Seasonal characterization: comparative analysis of mean and median monthly distributions.

# −−− S e c t i o n 1 : A g g r e g a t e S e a s o n a l M e t r i c s −−−
# E s t im a t i n g mon th l y c e n t r a l t e n d e n c y m e a s u r e s t o i d e n t i f y i n t r a −

annual
# p e r i o d i c i t y and d i s t r i b u t i o n a l a s ymm e t r i e s ( s k e w n e s s )
month_mean <− t app l y ( r e v _ c l e a n , f a c t o r ( c y c l e ( r e v _ c l e a n ) , l e v e l s =

1 : 1 2 ) ,
mean , na . rm = TRUE)

month_median <− t app l y ( r e v _ c l e a n , f a c t o r ( c y c l e ( r e v _ c l e a n ) , l e v e l s =
1 : 1 2 ) ,

median , na . rm = TRUE)

# F o rma t t i n g t h e da ta i n t o a l on g −form data frame f o r c a t e g o r i c a l
mapping

df_ s e a s o n a l <− da t a . frame (
Month = f a c t o r ( rep ( month . abb , 2 ) , l e v e l s = month . abb ) ,
Va lu e = c ( month_mean , month_median ) ,
S t a t i s t i c = rep ( c ( ”Mean” , ”Median ” ) , e a c h = 12 )

)

# −−− S e c t i o n 2 : C ompa ra t i v e S e a s o n a l V i s u a l i z a t i o n −−−
# G e n e r a t i n g a g r o u p e d bar c h a r t t o a s s e s s t h e s t a b i l i t y o f t h e
# s e a s o n a l c omp on en t a c r o s s t h e 12−month h o r i z o n
g g p l o t ( df_ s e a s o n a l , a e s ( x = Month , y = Va lue , f i l l = S t a t i s t i c ) ) +

geom_ b a r ( s t a t = ” i d e n t i t y ” , p o s i t i o n = p o s i t i o n _dodge ( w id th = 0 . 7 ) ,
w id th = 0 . 6 ) +

s c a l e _ f i l l _manual ( v a l u e s = c ( ” s t e e l b l u e ” , ” d a r k b l u e ” ) ) +
l a b s (

t i t l e = ” S e a s o n a l C h a r a c t e r i z a t i o n : Monthly Av e r a g e v s . Median
Revenue ” ,

s u b t i t l e = ” A n a l y s i s o f c e n t r a l t e n d e n c y a c r o s s t h e a nnu a l c y c l e ” ,
x = ”Month” ,
y = ” Revenue € ( ) ”

) +
theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
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a x i s . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
l e g end . t i t l e = e l em en t_ b l a n k ( ) ,
pane l . g r i d . minor = e l em en t_ b l a n k ( )

)

Listing 4.5: Seasonal dispersion analysis: boxplot of monthly revenue distributions.

# −−− S e c t i o n 1 : C a t e g o r i c a l Data S t r u c t u r i n g −−−
# Mapping t h e r e v e n u e s e r i e s t o i t s c o r r e s p o n d i n g mon th l y f a c t o r s
# t o e v a l u a t e i n t r a −month v o l a t i l i t y and d i s t r i b u t i o n a l s ymme t r y
df_box <− da t a . frame (

Month = f a c t o r ( da t a _ITA$MESE [ 1 : ( l e n g th ( da t a _ITA$MESE) − 1 ) ] ,
l e v e l s = 1 : 1 2 ,
l a b e l s = month . abb ) ,

Revenue = r e v _ c l e a n
)

# −−− S e c t i o n 2 : Advanc ed B o x p l o t V i s u a l i z a t i o n −−−
# G e n e r a t i n g a c om p a r a t i v e d i s t r i b u t i o n p l o t t o i d e n t i f y s e a s o n a l
# h e t e r o s c e d a s t i c i t y and p o t e n t i a l s t a t i s t i c a l o u t l i e r s
g g p l o t ( df_box , a e s ( x = Month , y = Revenue ) ) +

# 1 . E r r o r b a r s r e p r e s e n t i n g t h e w h i s k e r s ( t h e o r e t i c a l r an g e )
s t a t _boxp lo t ( geom = ” e r r o r b a r ” , w id th = 0 . 2 , l i n e t y p e = ” d a s h ed ” ,

l i n e w i d t h = 0 . 2 ) +

# 2 . Pr imary B o x p l o t : c h a r a c t e r i z i n g t h e I n t e r q u a r t i l e Range ( IQR )
geom_boxp lo t (

f i l l = ” #D3D3D3” , # L i g h t g r e y f o r p r o f e s s i o n a l s o b r i e t y
c o l o r = ” b l a c k ” ,
o u t l i e r . s h a p e = 1 , # Open c i r c l e f o r anoma l ou s o b s e r v a t i o n s
o u t l i e r . s i z e = 2 ,
w id th = 0 . 7 ,
l i n e w i d t h = 0 . 3

) +

# 3 . Enhanc ed Median R e p r e s e n t a t i o n : em p h a s i z i n g t h e c e n t r a l
t e n d e n c y

# v i a a t h i c k e n e d c r o s s b a r f o r v i s u a l c l a r i t y
s t a t _summary (

geom = ” c r o s s b a r ” ,
w id th = 0 . 7 ,
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f a t t e n = 0 ,
c o l o r = ” d a r k b l u e ” ,
l i n e w i d t h = 0 . 8 ,
fun . da t a = f un c t i on ( x ) { c ( y=median ( x ) , ymin=median ( x ) , ymax=median (

x ) ) }
) +

# 4 . C o n t e x t u a l L a b e l i n g and F o rma t t i n g
l a b s (

t i t l e = ”Monthly Revenue D i s t r i b u t i o n and V a r i a n c e A n a l y s i s ” ,
s u b t i t l e = ”Box−and−wh i s k e r v i s u a l i z a t i o n o f s e a s o n a l d i s p e r s i o n ” ,
x = ”Month” ,
y = ” Revenue € ( ) ”

) +

# 5 . Th ema t i c R e f i n em en t f o r Academi c P u b l i c a t i o n
theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
pane l . g r i d . ma j o r = e l em en t_ l i n e ( c o l o r = ” g r e y 9 0 ” ) ,
pane l . g r i d . minor = e l em en t_ b l a n k ( ) ,
a x i s . t e x t = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
a x i s . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” )

) +

# 6 . S c a l i n g : a p p l y i n g l o c a l i z e d nume r i c a l f o rm a t t i n g f o r Eur o p ean
s t a n d a r d s

s c a l e _y_ c on t i n u ou s ( l a b e l s = s c a l e s : : l a b e l _comma ( b i g . mark = ” . ” ,
d e c im a l . mark = ” , ” ) )

Listing 4.6: Annual aggregate analysis: evaluation of the secular trend in total revenues.

# −−− S e c t i o n 1 : Annual Data A g g r e g a t i o n −−−
# C o n s t r u c t i n g a s t r u c t u r e d da ta f rame f o r y e a r l y r e v e n u e

c h a r a c t e r i z a t i o n
# ’ r e v e n u e _ITA_ y e a r ’ c o n t a i n s t h e sum o f mon th l y o b s e r v a t i o n s p e r

f i s c a l p e r i o d
df_ y e a r <− da t a . frame (

Y e a r = a s . numeric ( names ( r e v e n u e _ITA_ y e a r ) ) ,
Revenue = a s . numeric ( r e v e n u e _ITA_ y e a r )

)
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# −−− S e c t i o n 2 : S e c u l a r Trend V i s u a l i z a t i o n −−−
# G e n e r a t i n g a l o n g i t u d i n a l p l o t t o a s s e s s t h e l o n g − t e rm s t r u c t u r a l
# e v o l u t i o n o f t h e c o r p o r a t e r e v e n u e s t r e am
g g p l o t ( df_ y e a r , a e s ( x = Yea r , y = Revenue ) ) +

# U t i l i z i n g a da s h e d l i n e t o r e p r e s e n t t h e u n d e r l y i n g s e c u l a r
t r a j e c t o r y

geom_ l i n e ( l i n e w i d t h = 0 . 7 , l i n e t y p e = ” d a s h ed ” , c o l o r = ” s t e e l b l u e ” )
+

# Adding d i s c r e t e p o i n t s t o h i g h l i g h t t h e r e a l i z e d annual a g g r e g a t e s
geom_ po i n t ( s i z e = 2 , c o l o r = ” d a r k b l u e ” ) +

# F o rma t t i n g t h e Y− a x i s f o r e n han c e d r e a d a b i l i t y o f f i n a n c i a l
f i g u r e s

s c a l e _y_ c on t i n u ou s ( l a b e l s = s c a l e s : : comma ) +

# Ap p l y i n g f o rma l a c ad em i c l a b e l i n g f o r t r e n d c h a r a c t e r i z a t i o n
l a b s (

t i t l e = ” Annual Revenue T r a j e c t o r y : L o n g i t u d i n a l A g g r e g a t e
A n a l y s i s ” ,

s u b t i t l e = ” Trend e v a l u a t i o n o f y e a r l y c o n s o l i d a t e d c o r p o r a t e
r e v e n u e s ” ,

x = ” F i s c a l P e r i o d ( Y e a r ) ” ,
y = ” To t a l Revenue € ( ) ”

) +

# Th ema t i c r e f i n em e n t f o r p r o f e s s i o n a l r e p o r t i n g and do cumen t
i n t e g r a t i o n

theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
a x i s . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
pane l . g r i d . minor = e l em en t_ b l a n k ( )

)

Listing 4.7: Stochastic decomposition of the revenue series using the STL (Seasonal‐Trend decomposition using Loess)
framework.

# −−− S e c t i o n 1 : E x t r a c t i o n o f S t o c h a s t i c C ompon en t s −−−
# S t r u c t u r i n g t h e STL o u t p u t i n t o a da ta f rame f o r c o m p r e h e n s i v e

c h a r a c t e r i z a t i o n
# The d e c o m p o s i t i o n i s o l a t e s t h e s e c u l a r t r e nd , s e a s o n a l p e r i o d i c i t y ,
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and i r r e g u l a r r e s i d u a l s
df_ s t l <− da t a . frame (

Time = a s . numeric ( t ime ( r e v _ c l e a n ) ) ,
Ob s e r v ed = a s . numeric ( r e v _ c l e a n ) ,
Trend = a s . numeric ( decomp_ s t l $ t ime . s e r i e s [ , ” t r e n d ” ] ) ,
S e a s o n a l = a s . numeric ( decomp_ s t l $ t ime . s e r i e s [ , ” s e a s o n a l ” ] ) ,
Remainder = a s . numeric ( decomp_ s t l $ t ime . s e r i e s [ , ” r em a i n d e r ” ] )

)

# −−− S e c t i o n 2 : Data R e s t r u c t u r i n g f o r Mu l t i v a r i a t e A n a l y s i s −−−
# U t i l i z i n g ’ t i d y r ’ t o p i v o t t h e d a t a s e t i n t o a l on g −form format ,
# f a c i l i t a t i n g s y n c h r o n i z e d f a c e t p l o t t i n g o f t h e d e c om p o s e d

c om p o n e n t s
df_ l o n g <− p i v o t _ l o n g e r ( df_ s t l ,

c o l s = −Time ,
names_ t o = ”Component ” ,
v a l u e s _ t o = ” Va lu e ” )

# −−− S e c t i o n 3 : V i s u a l C h a r a c t e r i z a t i o n o f STL Compon en t s −−−
# G e n e r a t i n g a f a c e t e d d i a g n o s t i c p a n e l t o e v a l u a t e t h e s t r u c t u r a l

e v o l u t i o n
# and t h e i n t e n s i t y o f t h e u n d e r l y i n g s e a s o n a l and t r e n d c om p o n e n t s
g g p l o t ( df_ l ong , a e s ( x = Time , y = Va lu e ) ) +

geom_ l i n e ( l i n e w i d t h = 0 . 6 , c o l o r = ” s t e e l b l u e ” ) +
# Ap p l y i n g f r e e s c a l e s t o e n s u r e o p t ima l v i s u a l i z a t i o n o f r e s i d u a l

v a r i a n c e
# r e l a t i v e t o t h e magn i tud e o f t h e o b s e r v e d s i g n a l
f a c e t _wrap ( ~ Component , nco l = 1 , s c a l e s = ” f r e e _y ” ) +
l a b s (

t i t l e = ”STL Decompo s i t i on : S t r u c t u r a l A n a l y s i s o f Revenue
Dynamics ” ,

s u b t i t l e = ” E x t r a c t i o n o f s e c u l a r t r end , s e a s o n a l p e r i o d i c i t y , and
s t o c h a s t i c r e s i d u a l s ” ,

x = ” Tempora l Hor i zon ” ,
y = ” Va lu e ( Cur r ency Un i t s ) ”

) +
theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
a x i s . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
s t r i p . t e x t = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
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pane l . g r i d . minor = e l em en t_ b l a n k ( )
)

Listing 4.8: Model identification, estimation, and comparative diagnostic validation for original and pre‐processed series.

# ===================================================
# PHASE 1 : STOCHASTIC MODELING ON ORIGINAL SERIES
# ===================================================

# −−− Model S p e c i f i c a t i o n −−−
# Cand ida t e 1 : S imp l e ARMA( 1 , 1 ) − B a s e l i n e s p e c i f i c a t i o n
mod_1 <− Arima ( r e v e n u e _ITA , orde r = c ( 1 , 0 , 1 ) )

# Cand ida t e 2 : SARIMA wi t h s e a s o n a l d i f f e r e n c i n g f o r non− s t a t i o n a r i t y
mod_2 <− Arima ( r e v e n u e _ITA , orde r = c ( 1 , 0 , 1 ) , s e a s o n a l = c ( 0 , 1 , 0 ) )

# Cand ida t e 3 : F u l l SARIMA( 1 , 1 , 1 ) ( 1 , 1 , 1 ) [ 1 2 ] − C omp r e h e n s i v e s e a s o n a l
a r c h i t e c t u r e

mod_3 <− Arima ( r e v e n u e _ITA , orde r = c ( 1 , 1 , 1 ) , s e a s o n a l = c ( 1 , 1 , 1 ) )

# Automat ed s e l e c t i o n : E x h a u s t i v e s e a r c h v i a AICc o p t i m i z a t i o n (
Hyndman−Khandakar )

mod_ au t o <− au t o . a r im a ( r e v e n u e _ITA , s e a s o n a l = TRUE, s t e p w i s e = FALSE ,
a p p r o x im a t i o n = FALSE )

# −−− I n f o rma t i o n C r i t e r i a E v a l u a t i o n −−−
# E x t r a c t i n g G o o dn e s s − o f − F i t m e t r i c s ( AIC /BIC ) f o r p a r s im on y

a s s e s s m e n t
a i c _ v a l u e s <− rb ind (M1 = AIC (mod_ 1 ) , M2 = AIC (mod_ 2 ) , M3 = AIC (mod_ 3 ) ,
AUTO = AIC (mod_ au t o ) )
b i c _ v a l u e s <− rb ind (M1 = BIC (mod_ 1 ) , M2 = BIC (mod_ 2 ) , M3 = BIC (mod_ 3 ) ,
AUTO = BIC (mod_ au t o ) )
f i t _ compa r i s on <− cbind ( AIC = a i c _ v a l u e s , BIC = b i c _ v a l u e s )
p r i n t ( f i t _ compa r i s on )

# −−− R e s i d u a l D i a g n o s t i c s and I n f e r e n c e −−−
# Ljung −Box Po r tman t eau t e s t f o r r e s i d u a l a u t o c o r r e l a t i o n ( White N o i s e

v e r i f i c a t i o n )
# S e t t i n g l a g =24 t o c a p t u r e p o t e n t i a l r e s i d u a l s e a s o n a l d e p e n d e n c e
mode l s_ l i s t <− l i s t (M1 = mod_1 , M2 = mod_2 , M3 = mod_3 , AUTO = mod_

au t o )
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# F u n c t i o n f o r s t a n d a r d i z e d d i a g n o s t i c e x t r a c t i o n
e x t r a c t _ l j u n g <− func t i on (m, n l a g ) {

t e s t <− Box . t e s t ( r e s i d u a l s (m) , l a g = n l a g , t y p e = ” Ljung −Box ” )
c ( s t a t i s t i c = unname ( t e s t $ s t a t i s t i c ) , p . v a l u e = t e s t $p . v a l u e )

}

l j u n g _summary <− t ( s a pp l y ( mode l s_ l i s t , e x t r a c t _ l j u n g , n l a g = 24 ) )
p r i n t ( l j u n g _summary )

a c c u r a c y (mod_ 1 )
a c c u r a c y (mod_ 2 )
a c c u r a c y (mod_ 3 )
a c c u r a c y (mod_ au t o )

# =======================================================
# PHASE 2 : MODELING ON PRE−PROCESSED (CLEANED) SERIES
# =======================================================

# Re− e s t i m a t i n g c a n d i d a t e a r c h i t e c t u r e s on o u t l i e r −m i t i g a t e d da ta
mod_1_c <− Arima ( r e v _ c l e a n , orde r = c ( 1 , 0 , 1 ) )
mod_2_c <− Arima ( r e v _ c l e a n , orde r = c ( 1 , 0 , 1 ) , s e a s o n a l = c ( 0 , 1 , 0 ) )
mod_3_c <− Arima ( r e v _ c l e a n , orde r = c ( 1 , 1 , 1 ) , s e a s o n a l = c ( 1 , 1 , 1 ) )
mod_ au t o_c <− au t o . a r im a ( r e v _ c l e a n , s e a s o n a l = TRUE, s t e p w i s e = FALSE ,
a p p r o x im a t i o n = FALSE )

# −−− C l e an ed Data Model Compar i s on −−−
a i c _c <− rb ind (M1_C = AIC (mod_1_c ) , M2_C = AIC (mod_2_c ) , M3_C = AIC (

mod_3_c ) ,
AUTO_C = AIC (mod_ au t o_c ) )
b i c _c <− rb ind (M1_C = BIC (mod_1_c ) , M2_C = BIC (mod_2_c ) , M3_C = BIC (

mod_3_c ) ,
AUTO_C = BIC (mod_ au t o_c ) )
f i t _ compa r i s on_ c l e a n <− cbind ( AIC_C = a i c _c , BIC_C = b i c _c )
p r i n t ( f i t _ compa r i s on_ c l e a n )

# V e r i f y i n g r e s i d u a l i n d e p e n d e n c e on c l e a n e d d a t a s e t s
mode l s_ l i s t _c <− l i s t (M1_C = mod_1_c , M2_C = mod_2_c , M3_C = mod_3_c ,
AUTO_C = mod_ au t o_c )
l j u n g _summary_c <− t ( s a pp l y ( mode l s_ l i s t _c , e x t r a c t _ l j u n g , n l a g = 24 ) )
p r i n t ( l j u n g _summary_c )
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# F i n a l P e r f o rman c e M e t r i c s (RMSE, MAE, MAPE) f o r c om p a r a t i v e a n a l y s i s
a c c u r a c y (mod_1_c )
a c c u r a c y (mod_2_c )
a c c u r a c y (mod_3_c )
a c c u r a c y (mod_ au t o_c )

Listing 4.9: Advanced residual diagnostics: temporal stability, autocorrelation analysis, and distributional normality assess‐
ment.

# −−− S e c t i o n 1 : E x t r a c t i o n o f Model R e s i d u a l s −−−
# I s o l a t i n g s t o c h a s t i c r e s i d u a l s f rom t h e o p t ima l SARIMA s p e c i f i c a t i o n
# f o r d i a g n o s t i c v a l i d a t i o n o f t h e ”White N o i s e ” h y p o t h e s i s
model_ r e s i d u a l s <− r e s i d u a l s ( mode l l o_3_ c l e a n )

# −−− S e c t i o n 2 : Tempora l S t a b i l i t y ( Time P l o t ) −−−
# E v a l u a t i n g t h e h o m o s c e d a s t i c i t y and mean− r e v e r s i o n p r o p e r t i e s o f

e r r o r s
p1 <− a u t o p l o t (model_ r e s i d u a l s ) +

geom_ l i n e ( l i n e w i d t h = 0 . 6 , c o l o r = ” s t e e l b l u e ” ) +
geom_ h l i n e ( y i n t e r c e p t = 0 , c o l o r = ” b l a c k ” , l i n e t y p e = ” d a s h ed ” ) +
l a b s ( t i t l e = ” S t o c h a s t i c R e s i d u a l s : Tempora l E v o l u t i o n ” ,

y = ” R e s i d u a l Va lu e ” ,
x = ” Tempora l Hor i zon ” ) +

theme_ l i g h t ( b a s e _ s i z e = 12 ) +
theme ( pane l . g r i d . minor = e l em en t_ b l a n k ( ) ,

pane l . b o r d e r = e l em en t_ r e c t ( c o l o u r = ” b l a c k ” , f i l l =NA,
l i n e w i d t h = 0 . 3 ) ,

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) )

# −−− S e c t i o n 3 : S e r i a l C o r r e l a t i o n A n a l y s i s ( ACF ) −−−
# A s s e s s i n g r e s i d u a l i n d e p e n d e n c e v i a t h e Emp i r i c a l A u t o c o r r e l a t i o n

F u n c t i o n
p2 <− ggAcf (model_ r e s i d u a l s ) +

l a b s ( t i t l e = ” R e s i d u a l A u t o c o r r e l a t i o n (ACF) ” ) +
theme_ l i g h t ( b a s e _ s i z e = 12 ) +
theme ( p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ) +
geom_ s e gmen t ( a e s ( xend = l a g , yend = 0 ) , l i n e w i d t h = 0 . 6 , c o l o r = ”

s t e e l b l u e ” )

# −−− S e c t i o n 4 : D i s t r i b u t i o n a l D i a g n o s t i c s ( No rma l i t y ) −−−
# Comparing t h e e m p i r i c a l d e n s i t y o f r e s i d u a l s a g a i n s t a t h e o r e t i c a l
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# Gau s s i an d i s t r i b u t i o n N(mu , s i gma ^2 )
df_ r e s <− da t a . frame ( v a l = a s . numeric (model_ r e s i d u a l s ) )

p3 <− g g p l o t ( df_ r e s , a e s ( x = v a l ) ) +
# Emp i r i c a l d i s t r i b u t i o n ( h i s t o g r am and d e n s i t y )
geom_ h i s t o g r am ( a e s ( y = . . d e n s i t y . . ) , b i n s = 20 ,

f i l l = ” # bdc3c7 ” , c o l o r = ” wh i t e ” , a l p h a = 0 . 8 ) +
geom_ d e n s i t y ( c o l o r = ” #2 c3 e50 ” , l i n e w i d t h = 1 ) +
# T h e o r e t i c a l Normal c u r v e f o r v i s u a l b en c hmark in g
s t a t _ fun c t i on ( fun = dnorm ,

a r g s = l i s t (mean = mean ( df_ r e s $ v a l , na . rm = TRUE) ,
sd = sd ( df_ r e s $ v a l , na . rm = TRUE) ) ,

c o l o r = ” # e 74 c3 c ” , l i n e t y p e = ” d a s h ed ” , l i n e w i d t h =
0 . 8 ) +

l a b s ( t i t l e = ” R e s i d u a l D e n s i t y v s . Normal D i s t r i b u t i o n ” ,
x = ” R e s i d u a l s ” , y = ” P r o b a b i l i t y D e n s i t y ” ) +

theme_ l i g h t ( b a s e _ s i z e = 12 ) +
theme ( p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) )

# −−− S e c t i o n 5 : D i a g n o s t i c Dashboard A s s emb l y −−−
# S y n c h r o n i z i n g t h e v i s u a l s u i t e v i a ’ p a t c hw o r k ’ f o r f o rma l r e p o r t i n g
# Lay ou t : Pr imary t im e p l o t ( Top ) / ACF and D e n s i t y ( B o t t om )
d i a g n o s t i c _pane l <− p1 / ( p2 + p3 )

# Outpu t g e n e r a t i o n
p r i n t ( d i a g n o s t i c _pane l )

Listing 4.10: Structural stability analysis: Recursive CUSUM test for parameter constancy and residual stationarity.

# −−− S e c t i o n 1 : Emp i r i c a l F l u c t u a t i o n P r o c e s s E s t im a t i o n −−−
# U t i l i z i n g t h e ’ s t r u c c h a n g e ’ f ramework t o e s t i m a t e t h e R e c u r s i v e

CUSUM p r o c e s s
# t h i s t e s t e v a l u a t e s t h e s t r u c t u r a l s t a b i l i t y o f t h e SARIMA r e s i d u a l s
cusum_proc <− e f p ( mode l l o_3_ c l e a n $ r e s i d u a l s ~ 1 , t y p e = ”Rec−CUSUM” )

# −−− S e c t i o n 2 : Data E x t r a c t i o n and Boundary Compu ta t i on −−−
# C o n s t r u c t i n g a s t r u c t u r e d da ta f rame f o r t h e f l u c t u a t i o n p r o c e s s
# and d e f i n i n g t h e c r i t i c a l b oundar y t h r e s h o l d s ( a l p ha = 0 . 0 5 )
df_cusum <− da t a . frame (

Time = a s . numeric ( t ime ( cusum_proc $ p r o c e s s ) ) ,
P r o c e s s = a s . numeric ( cusum_proc $ p r o c e s s )

61



)

# E x t r a c t i n g t h e 95% c o n f i d e n c e b o u n d a r i e s t o a s s e s s s t a t i s t i c a l
s i g n i f i c a n c e

bound <− boundary ( cusum_proc )
df_cusum $Upper <− a s . numeric ( bound )
df_cusum $Lower <− − a s . numeric ( bound )

# −−− S e c t i o n 3 : V i s u a l D i a g n o s t i c f o r S t r u c t u r a l B r e a k s −−−
# G e n e r a t i n g t h e CUSUM p l o t t o m on i t o r p o t e n t i a l p a r am e t e r i n s t a b i l i t y
g g p l o t ( df_cusum , a e s ( x = Time ) ) +

theme_ l i g h t ( b a s e _ s i z e = 13 ) +

# V i s u a l i z i n g C r i t i c a l B o u n d a r i e s ( Red da s h e d l i n e s a t 5%
s i g n i f i c a n c e l e v e l )

geom_ l i n e ( a e s ( y = Upper ) , c o l o r = ” f i r e b r i c k ” , l i n e t y p e = ” d a s h ed ” ,
l i n e w i d t h = 0 . 5 ) +
geom_ l i n e ( a e s ( y = Lower ) , c o l o r = ” f i r e b r i c k ” , l i n e t y p e = ” d a s h ed ” ,
l i n e w i d t h = 0 . 5 ) +

# R e f e r e n c e b a s e l i n e ( Nul l h y p o t h e s i s o f s t r u c t u r a l s t a b i l i t y )
geom_ h l i n e ( y i n t e r c e p t = 0 , c o l o r = ” b l a c k ” , l i n e w i d t h = 0 . 3 ) +

# R e c u r s i v e CUSUM t r a j e c t o r y ( Emp i r i c a l f l u c t u a t i o n p r o c e s s )
geom_ l i n e ( a e s ( y = P r o c e s s ) , c o l o r = ” s t e e l b l u e ” , l i n e w i d t h = 0 . 8 ) +

# Formal Academi c L a b e l i n g
l a b s (

t i t l e = ” S t r u c t u r a l S t a b i l i t y A n a l y s i s : R e c u r s i v e CUSUM P l o t ” ,
s u b t i t l e = ” A s s e s sm en t o f p a r am e t e r c o n s t a n c y i n t h e s e l e c t e d
SARIMA s p e c i f i c a t i o n ” ,
x = ” Tempora l Hor i zon ” ,
y = ” Emp i r i c a l F l u c t u a t i o n P r o c e s s ”

) +

# Th ema t i c R e f i n em en t f o r d o cumen t i n t e g r a t i o n
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
p l o t . s u b t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
pane l . g r i d . minor = e l em en t_ b l a n k ( ) ,
a x i s . t e x t = e l em en t_ t e x t ( c o l o r = ” b l a c k ” )
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Listing 4.11: Out‐of‐sample predictive validation: Hold‐out method and Diebold‐Mariano test for forecasting performance
evaluation.

# −−− S e c t i o n 1 : Data P a r t i t i o n i n g ( Hold − o u t Method ) −−−
# Imp l emen t i n g a t r a i n i n g − t e s t i n g s p l i t t o a s s e s s p r e d i c t i v e

r o b u s t n e s s
# The f i n a l 12 o b s e r v a t i o n s a r e r e s e r v e d a s a ’ t e s t s e t ’ f o r
# ou t −o f − s amp l e v a l i d a t i o n
t r a i n _ s e t <− s ub s e t ( r e v _ c l e a n , end = l e n g th ( r e v _ c l e a n ) − 12 )
t e s t _ s e t <− s ub s e t ( r e v _ c l e a n , s t a r t = l e n g th ( r e v _ c l e a n ) − 11 )

# −−− S e c t i o n 2 : Model Re− e s t i m a t i o n and F o r e c a s t i n g −−−
# E s t im a t i n g t h e p r e v i o u s l y i d e n t i f i e d a r c h i t e c t u r e s on t h e t r a i n i n g

s u b s e t
# and g e n e r a t i n g mul t i − s t e p ahead f o r e c a s t s ( h = 12 month s )
f i t _m1 <− Arima ( t r a i n _ s e t , model = mode l l o_1_ c l e a n )
f i t _m2 <− Arima ( t r a i n _ s e t , model = mode l l o_2_ c l e a n )
f i t _m3 <− Arima ( t r a i n _ s e t , model = mode l l o_3_ c l e a n )
f i t _ma <− Arima ( t r a i n _ s e t , model = au to_ f i t _ c l e a n )

# G e n e r a t i n g f o r e c a s t s f o r t h e 12−month t em p o r a l h o r i z o n
f c _m1 <− f o r e c a s t ( f i t _m1 , h = 12 )
f c _m2 <− f o r e c a s t ( f i t _m2 , h = 12 )
f c _m3 <− f o r e c a s t ( f i t _m3 , h = 12 )
f c _ma <− f o r e c a s t ( f i t _ma , h = 12 )

# −−− S e c t i o n 3 : P r e d i c t i v e A c c u r a c y A s s e s s m e n t −−−
# Comput ing e r r o r m e t r i c s (ME, RMSE, MAE, MPE, MAPE) f o r c om p a r a t i v e

a n a l y s i s
# t o i d e n t i f y t h e mode l w i t h t h e h i g h e s t f o r e c a s t i n g p r e c i s i o n
a c c_m1 <− a c c u r a c y ( f c _m1 , t e s t _ s e t )
a c c_m2 <− a c c u r a c y ( f c _m2 , t e s t _ s e t )
a c c_m3 <− a c c u r a c y ( f c _m3 , t e s t _ s e t )
a c c_ma <− a c c u r a c y ( f c _ma , t e s t _ s e t )

# C o n s t r u c t i n g t h e c o m p r e h e n s i v e p e r f o rman c e summary f o r a c ad em i c
r e p o r t i n g

p e r f o rman c e_matr i x <− rb ind (
‘ Model 1 (ARMA) ‘ = a c c_m1 [ 2 , ] ,
‘ Model 2 (SARIMA) ‘ = a c c_m2 [ 2 , ] ,
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‘ Model 3 ( F u l l ) ‘ = a c c_m3 [ 2 , ] ,
‘ Auto−ARIMA‘ = a c c_ma [ 2 , ]

)
p r i n t ( p e r f o rman c e_matr i x )

# −−− S e c t i o n 4 : S t a t i s t i c a l S i g n i f i c a n c e o f P r e d i c t i v e D i f f e r e n t i a l s
−−−

# P e r f o rm i n g t h e D i e b o l d −Mariano t e s t t o e v a l u a t e t h e n u l l h y p o t h e s i s
# o f e q u a l p r e d i c t i v e a c c u r a c y b e t w e e n t h e b en chmark and c a n d i d a t e

m od e l s
# H0 : B o t h mod e l s h a v e t h e same f o r e c a s t a c c u r a c y
dm_ t e s t _ r e s u l t <− dm . t e s t ( r e s i d u a l s ( f c _m1) , r e s i d u a l s ( f c _m3) ,

a l t e r n a t i v e = ” two . s i d e d ” , h = 12 )
p r i n t (dm_ t e s t _ r e s u l t )

Listing 4.12: Predictive trajectory: comparison between out‐of‐sample forecasts and realized data with associated confi‐
dence intervals.

# −−− S e c t i o n 1 : Multi − s t e p Ahead F o r e c a s t i n g V i s u a l i z a t i o n −−−
# G e n e r a t i n g t h e l o n g i t u d i n a l p r o j e c t i o n u s i n g t h e o p t ima l SARIMA

a r c h i t e c t u r e .
# The p l o t i n c l u d e s t h e p o i n t f o r e c a s t and s t o c h a s t i c u n c e r t a i n t y

band s .
p_ f o r e c a s t <− a u t o p l o t ( f c3 , i n c l u d e = l e n g th ( f c 3 $ x ) ) +

# Mapping t h e t r a i n i n g s e t t o e s t a b l i s h t h e h i s t o r i c a l b a s e l i n e
a u t o l a y e r ( f c 3 $ x , s e r i e s = ” H i s t o r i c a l T r a i n i n g Data ” , l i n e w i d t h =

0 . 5 ) +

# V i s u a l i z i n g t h e r e a l i z e d v a l u e s ( Ground Tru th ) f o r p r e d i c t i v e
v a l i d a t i o n

a u t o l a y e r ( t e s t , s e r i e s = ” R e a l i z e d Data ( T e s t S e t ) ” , l i n e w i d t h =
0 . 8 ) +

# H i g h l i g h t i n g t h e p o i n t f o r e c a s t mean t r a j e c t o r y
a u t o l a y e r ( f c 3 $mean , s e r i e s = ”Model P r o j e c t i o n ” , l i n e w i d t h = 0 . 8 ) +

# −−− S e c t i o n 2 : A e s t h e t i c and S c a l e Mapping −−−
# Imp l emen t i n g a manual c o l o r p a l e t t e t o e n s u r e a c ad em i c c l a r i t y
# and i n t e r p r e t a b i l i t y
s c a l e _ c o l o r _manual ( v a l u e s = c (

” H i s t o r i c a l T r a i n i n g Data ” = ” s t e e l b l u e ” ,
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”Model P r o j e c t i o n ” = ” f i r e b r i c k ” ,
” R e a l i z e d Data ( T e s t S e t ) ” = ” d a r k b l u e ”

) ) +

# −−− S e c t i o n 3 : Formal L a b e l i n g and Th ema t i c R e f i n em en t −−−
# D e f i n i n g t h e p r e d i c t i v e h o r i z o n and c o n f i d e n c e i n t e r v a l

c h a r a c t e r i s t i c s
l a b s (

t i t l e = ”Out−of −Sample P r e d i c t i v e T r a j e c t o r y : 12−Month Hor i zon ” ,
s u b t i t l e = ” S t o c h a s t i c p r o j e c t i o n s w i th 80% and 95% B a y e s i a n − s t y l e
c o n f i d e n c e i n t e r v a l s ” ,
y = ” Revenue € ( ) ” ,
x = ” Tempora l Hor i zon ”

) +

# R e f i n i n g t h e g r a p h i c a l e n v i r o nm en t f o r d o cumen t i n t e g r a t i o n
theme_ l i g h t ( b a s e _ s i z e = 13 ) +
theme (

p l o t . t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
p l o t . s u b t i t l e = e l em en t_ t e x t ( f a c e = ” p l a i n ” ) ,
pane l . b o r d e r = e l em en t_ r e c t ( c o l o u r = ” b l a c k ” , f i l l = NA, l i n e w i d t h

= 0 . 6 ) ,
pane l . g r i d . minor = e l em en t_ b l a n k ( ) ,
pane l . g r i d . ma j o r = e l em en t_ l i n e ( c o l o r = ” g r e y 9 2 ” ) ,
l e g end . p o s i t i o n = ” bottom ” ,
l e g end . t i t l e = e l em en t_ b l a n k ( )

)

# −−− S e c t i o n 4 : Ou tpu t R end e r i n g −−−
# F i n a l d i s p l a y o f t h e p r e d i c t i v e p e r f o rman c e d a s h b o a r d
p r i n t ( p_ f o r e c a s t )
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